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Summary (English)
Type 2 diabetes (T2D) has become a major problem to global health and is now
characterized as a pandemic. Despite the improved treatment options, diabetes tech-
nology, and international guidelines, a critical number of patients do not reach their
recommended glycemic goals. To address this unfortunate trend, coupled with a
worldwide shortage of healthcare professionals, there is a need for innovative ap-
proaches to improve treatment outcomes and maintain glycemic targets. In this con-
text, continuous glucose monitoring (CGM) technology has revolutionized the field
of diabetes by improving insights into temporal glycemic variability and dynamics of
the glucose level (i.e., hypo- and hyperglycemia). Thus, it has enabled significant ad-
vances in diabetes management. Simultaneously, machine learning (ML) has shown
promising performances in the fields of medicine and healthcare, particularly when
used for decision support.

CGM use in patients with T2D is increasing and has proven beneficial with respect to
improved glycemic outcomes. In light of the need for innovative solutions to improve
treatment outcomes, the main objective of this thesis was to investigate potential
advantages of applying ML on CGM data to address different challenging aspects
of T2D treatment. Thus, we attempted to leverage the potential of ML applied on
CGM data for personalised and cost-effective treatment decision support. A total of
four different treatment aspects using CGM data were investigated.

First, we quantified the reliability of glycemic metrics for glycemic control assess-
ment using less than two weeks of CGM data, where two weeks is the recommended
length of CGM data. Using less than two weeks, we observed relatively low deviations
for time in range (TIR) and average based metrics, whereas large deviations were ob-
served for metrics describing infrequent and critical events, such as time below range
(hypoglycemia). Furthermore, discrepancies were observed between two consecutive
two week periods.

Second, we examined if three days of CGM could improve the prediction of treat-
ment outcomes for patients with T2D initiating basal insulin injection. Based on the
CGM derived consensus metrics, a trend towards improved performance was observed
when combined with baseline hemoglobin A1C (HbA1c). However, it appears difficult
to predict a binarized HbA1c outcome based on the considered patient information
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to a level adequate for clinical use.

Third, using simulated CGM data in which adherence could be controlled, we ex-
plored simple to a range of more complex approaches for adherence detection of once-
daily basal insulin injection. Providing that the results of this study are reproducible
using real CGM data, an early adherence detection algorithm could be developed as
part of a decision support system.

Finally, we investigated the advantages of deploying complex nonlinear methods as
opposed to conventional time-series analysis for glucose level prediction. According
to the study findings, advanced predictive models can be applied when designing
decision support tools with glucose level forecasting functionality. However, a con-
ventional linear approach may be more suitable in some circumstances, notably when
little CGM data are available.

Altogether, we were able to inspect possible benefits, challenges, and limitations with
respect to the considered ML methods. Studies undertaken as part of this thesis
provide valuable insights into the predictive capabilities of ML. However, the benefits
and promising potential of ML remain unclear due to data constraints. This thesis
can be considered as part of early attempts towards leveraging ML and CGM data
for improved diabetes management and provides a starting point for future research
efforts. Simultaneously, considering the improving technologies and substantial ef-
forts made to remedy the current shortcomings in this field, a promising future lies
ahead.



Summary (Danish)
Type 2 diabetes (T2D) er blevet et stort problem for den globale sundhed og karak-
teriseres nu som en pandemi. På trods af de forbedrede behandlingsmuligheder, dia-
betes teknologi og internationale retningslinjer opnår et kritisk antal patienter ikke
deres anbefalede glykæmiske mål. For at imødegå denne uheldige tendens kombineret
med en global mangel på sundhedspersonale er der behov for innovative tilgange til
at forbedre behandlingsresultaterne og opretholde glykæmiske mål. I denne sammen-
hæng har kontinuerlig glukosemonitorering (CGM) teknologi revolutioneret diabetes-
området ved at forbedre indsigten i temporal glykæmisk variabilitet og dynamik i
glukoseniveauet (dvs. hypo- og hyperglykæmi). Således har det muliggjort bety-
delige fremskridt inden for diabetesbehandling. Samtidig har machine learning (ML)
vist lovende performance inden for medicin og sundhed, især når det bruges til beslut-
ningsstøtte.

Brug af CGM hos patienter med T2D er stigende og har vist sig gavnlig med hen-
syn til forbedrede glykæmiske resultater. I lyset af behovet for innovative løsninger
til forbedring af behandlingsresultater var hovedformålet med denne afhandling at
undersøge potentielle fordele ved at anvende ML på CGM data til at løse forskel-
lige udfordrende aspekter af T2D behandling. Således forsøgte vi at udnytte poten-
tialet i ML anvendt på CGM data til personlig og omkostningseffektiv behandlings-
beslutningsstøtte. I alt blev fire forskellige behandlingsaspekter ved hjælp af CGM
data undersøgt.

Først kvantificerede vi pålideligheden af glykæmiske metrikker til glykæmisk kon-
trolvurdering ved hjælp af mindre end to ugers CGM data, hvor to uger er den anbe-
falede længde af CGM data. Ved brug af mindre end to uger observerede vi relativt
lave afvigelser for time in range (TIR) og gennemsnitsbaserede målinger, hvorimod
der blev observeret store afvigelser for metrikker, der beskriver sjældne og kritiske
hændelser, såsom time below range (hypoglykæmi). Desuden blev der observeret uov-
erensstemmelser mellem to konsekutive to-ugers perioder.

Som det andet undersøgte vi, om tre dages CGM kunne forbedre forudsigelsen af
behandlingsresultater for patienter med T2D, der startede basal insulin injektion.
Baseret på CGM afledte konsensus metrikker blev der observeret en tendens til
forbedret ydeevne, når de blev kombineret med baseline hæmoglobin A1C (HbA1c).
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Det ser imidlertid ud til at være svært at forudsige et binariseret HbA1c resultat
baseret på den betragtede patientinformation til et niveau, der er tilstrækkeligt til
klinisk brug.

Som det tredje udforskede vi ved hjælp af simulerede CGM data, hvor adhærens
kunne kontrolleres, hhv. simple til en række mere komplekse metoder til detektering
af adhærens af (én gang dagligt) basal insulin injektion. Forudsat at resultaterne af
denne undersøgelse er reproducerbare vha. rigtige CGM data, kunne en algoritme til
påvisning af tidlig adhærens udvikles som en del af et beslutningsstøttesystem.

Endeligt undersøgte vi fordelene ved at implementere komplekse ikke-lineære metoder
i modsætning til konventionel tidsserieanalyse til forudsigelse af glukoseniveau. Ifølge
undersøgelsesresultaterne kan avancerede forudsigelsesmodeller anvendes ved design
af værktøjer til beslutningsstøtte med prædiktionsfunktion for glukoseniveau. Imidler-
tid kan en konventionel lineær tilgang være mere egnet under visse omstændigheder,
især når der er få CGM data tilgængelige.

Samlet set var vi i stand til at undersøge mulige fordele, udfordringer og begræn-
sninger med hensyn til de betragtede ML metoder. Undersøgelser foretaget som en
del af denne afhandling giver værdifuld indsigt i MLs prædiktionsevner. Fordelene og
det lovende potentiale ved ML er imidlertid stadig uklare på grund af databegræn-
sninger. Denne afhandling kan således betragtes som en del af tidlige forsøg på at
udnytte ML og CGM data til forbedret diabetesbehandling og giver et udgangspunkt
for fremtidige forskningsindsatser. I betragtning af de forbedrede teknologier og be-
tydelige bestræbelser på at afhjælpe de nuværende mangler på dette område venter
der samtidig en lovende fremtid.
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Background





CHAPTER1
Introduction

1.1 Context and motivation
Diabetes has become a major problem to global health with increasing prevalence and
is now characterized as a pandemic. Patients who suffer from diabetes have a higher
risk of developing life-threatening health complications. Globally, the prevalence of
diabetes was estimated to be 436 million adults (20–79 years) in 2019 corresponding
to 9.3% of the world’s population according to the International Diabetes Federation
(IDF). In 2045, this number is predicted to rise to 700 million people accounting for
10.9% of the world’s population [1]. In terms of cost, diabetes presents a significant
financial burden to both individuals and the whole society. According to American
Diabetes Association’s (ADA’s) Standards of Medical Care in Diabetes (SoC), the
annual cost of diagnosed diabetes in the US was estimated to be $327 billion in
2017 [2,3]. This accounts for $237 billion in direct medical costs, whereas $90 billion
is associated with reduced productivity [2,3]. Despite the improved treatment options,
diabetes technology, and international guidelines, a critical number of patients do not
reach their recommended glycemic goals [4, 5].

1.2 Diabetes
In a healthy individual, regulation of glucose levels in the blood is controlled by the
pancreas and liver as illustrated in Figure 1.1, called the glucose-insulin-glucagon
homeostasis [6]. When glucose levels are elevated (hyperglycemia), the β-cells in the
pancreas are activated to produce insulin. Insulin is the hormone allowing glucose to
enter the body’s cells from the bloodstream where it is converted into energy. Also,
it stimulates conversion of glucose to glycogen in the liver for energy storage, i.e.,
lowering the glucose levels in the bloodstream. When glucose levels become too low
(hypoglycemia), another hormone called glucagon is produced by the α-cells in the
pancreas. Glucagon has an opposite effect as it converts glycogen to glucose causing
glucose levels to rise.

Diabetes is characterized by the loss of this regulation system. ADA has categorized
diabetes into four general types, with type 1 diabetes (T1D) and type 2 diabetes
(T2D) presently as the most prevalent [7]:
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1. T1D is characterized by autoimmune β-cell destruction in the pancreas, which
usually leads to absolute insulin deficiency.

2. T2D is characterized by a progressive loss of sufficient β-cell insulin secretion
frequently on the basis of insulin resistance.

3. Gestational diabetes is characterized by diagnosis during pregnancy (second or
third trimester).

4. Diabetes based on different causes including monogenic diabetes syndromes,
diseases related to exocrine pancreas, and drug- or chemical-induced.

Insulin deficit and poor diabetes management can cause serious damage to the body’s
organs leading to life-threatening health complications. These include cardiovascular
diseases, kidney damage (nephropathy), nerve damage (neuropathy) and eye related
diseases such as retinopathy, visual loss, and blindness [8]. However, with early diag-
nosis, proper management of the disease, and continuous glycemic assessment, these
complications can be delayed or prevented [8]. According to ADA’s SoC, glycemic
status should be examined every 3-6 months for patients diagnosed with diabetes
to avoid clinical inertia, explained as the failure to escalate appropriate treatment
regimens sufficiently early [9].

Figure 1.1. Glucose-insulin-glucagon homeostasis illustration in a healthy individual (inspired
by [6]).
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Assessment of glycemic control is done by use of hemoglobin A1C (HbA1c) measure-
ment, self-monitoring of blood glucose (SMBG), and continuous glucose monitoring
(CGM). HbA1c is acquired through blood test and has traditionally been and remains
an important measure used to evaluate glycemic status and benefits of a treatment. It
is a gold standard as it reflects the average glycemia over approximately three months
and the only metric associated with long-term complications [9]. SMBG is used for
titration purposes, self-management, and medication adjustments, which is attained
through finger-prick. CGM is a wearable sensor (to be described in Chapter 2) that
has been given an essential role in assessment of effectiveness/safety of treatment in
both T1D and progressed T2D [9].

1.3 Type 2 diabetes (T2D) and treatment complexity

T2D is a heterogeneous disease accounting for the vast majority of diabetes cases with
approximately 90% worldwide [8]. It is considered a lifestyle disease with genetics as
the main critical factor [8,10]. Although the causes of T2D are not fully understood,
there is a strong link with overweight and obesity, inappropriate diet, physical inac-
tivity, increasing age, and family history [8, 10]. Due to the heterogeneity of T2D,
a recent study by Ahlqvist et al. [11] has proposed a refined classification of T2D
(four clusters) to enable individualized treatment regimens based on level of insulin
resistance, deficiency of production, and risk of complications.

In T2D, the body’s inability to respond to insulin (insulin resistance) causes hy-
perglycemia. Once in a state of insulin resistance, the body cannot effectively use
the produced insulin. Consequently, this entails increase of insulin production by the
β-cells. Over time, this results in inadequate production of insulin due to β-cells’
failure to meet the demand [7].

T2D management has evolved and changed multiple times over the last two decades.
According to the most recent ADA’s SoC, the “one-size-fits-all” approach has shifted
to more individualized and complex treatment regimens [12]. Intensification options
are recommended depending on patient-specific needs, specifically if the patient is
considered high risk, in need of minimizing hypoglycemia, in need of weight gain- or
loss, or the cost of treatment has to be taken into consideration [12].

Comprehensive lifestyle interventions are promoted as the first tool including phys-
ical activity, healthy diet, healthy body weight, and no smoking. When lifestyle
changes are insufficient to control glucose levels, an oral antidiabetic drug (OAD)
is recommended with metformin as the first-line medicine. As a next intensification
step, combination therapy options are recommended including a multitude of other
OADs and injectable treatments comprising sulphonylureas, dipeptidyl peptidase 4
(DPP-4) inhibitors, and glucagon-like peptide 1 (GLP-1) receptor agonists. In fact,
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Figure 1.2. A simplified illustration of T2D treatment regimen algorithm inspired from ADA’s
SoC 2021 [12].

these are recommended alternatives to intensification with basal (long-acting) insulin,
which has been the most common intensification step after OADs. However, toler-
ability and/or cost are considered the main barriers associated with these options [12].

Thus, basal insulin remains a common and cost-effective intensification step from
OAD treatment, which can be combined with metformin and other OAD agents. The
correct dose of basal insulin is determined for a patient by gradual dose adjustments
(titration) until the desired glucose level is achieved. It is critically important for
patients using basal insulin to manage hypoglycemia, a known side effect associated
with insulin usage. Intensification with (fast-acting) bolus or premix insulin might be
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needed if basal only treatment fails to help the patients achieve their glycemic targets.
As a final step, multiple daily injections (MDI) are recommended [12]. A simplified
illustration of the treatment regimen algorithm is shown in Figure 1.2.

Despite the increasing treatment options of T2D with a multitude of drugs and inter-
national guidelines, only around 50% of patients with T2D meet their glycemic goals
of HbA1c < 7% (< 53 mmol/mol). In reality, this has been the unfortunate trend
over the last decade [5]. Although the US Food and Drug Administration (FDA)
has approved over 40 different treatment options since 2005, they have not had a
substantial impact on the glycemic outcomes [5]. In contrast to their notable efficacy
in randomized controlled trials, limited effectiveness is observed in real-world clinical
practice. Poor medication adherence is considered as the underlying cause behind
this, which is associated with uncertainties and lack of confidence with regards to in-
sulin titration, fear of hypoglycemia, forgetfulness, and perceived need for medication.
To minimize the gap between clinical trials and the real world, innovative approaches
to improve treatment outcomes and maintain glycemic targets should be found [5].

1.4 Digital health and machine learning

Diabetes technologies have advanced and enabled new opportunities for disease man-
agement. For instance, these include newly marketed connected/smart insulin pens,
CGM devices, and closed-loop insulin delivery system (also known as the artificial
pancreas) [13–15]. Notably, CGM technology has revolutionized the field of diabetes
care as result of improved accuracy, convenience, reliability, and affordability. CGM
provides an insight into temporal glycemic variability and the dynamics in the glu-
cose level (i.e., hypo- and hyperglycemia), which has enabled great opportunities for
improved diabetes management [13–15]. This is further discussed in Chapter 2.

Consequently, these technologies among other connected devices (e.g., smartwatches
and activity trackers) produce a multitude of new data sources, which can be valuable
with respect to getting a holistic view of the patient for a more patient-centered care.
However, these data sources also introduce additional complexity to the ever-changing
world of diabetes care [12, 16]. Therefore, in order to fully exploit and capitalize on
the potential of these disruptive technologies, novel approaches are needed.

In this context, digital health and personalized medicine are emerging by leverag-
ing the different patient-specific data sources. In particular, decision support tools
to assist both healthcare professionals (HCPs) and patients are becoming more pop-
ular and widely used. This is reflected by the increasing solutions introduced by
research and the industry through e.g. online software platforms and mobile health
(mHealth) [17–20].
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For instance, Diasend® by Glooko® is an online based in-clinic platform providing
such digital health solutions in addition to the Glooko® patient-facing app [18]. Here,
users are allowed to share their data from connected devices via the cloud with the
HCPs providing insights into the trends and levels of glucose, insulin, and activity.
As a result, this enables both clinical- and patient-facing support tools/solutions in-
tended to improve the treatment outcomes of patients with e.g. dose guidance [17,18].
Cornerstones4Care® (C4C®) patient support program/app by Novo Nordisk A/S is an-
other example combining relevant data sources for effective disease management [19].
Furthermore, a recent study has clinically proven the benefits of ”Integrated personal-
ized diabetes management” (iPDM) [21]. The study considered a digitally supported
therapeutic concept to minimize clinical inertia and improve decision support out-
comes of poorly regulated patients with T2D [21]. These are only a few examples and
are anticipated to further expand based on the ongoing digital transformation/adop-
tion in healthcare.

As with other industries, the advanced use of data analytics and artificial intelligence
(AI) as part of digital health tools are being used in different areas within medicine
and healthcare. Machine learning (ML), the prominent subfield of AI, is making great
progress and has shown promising potential for treating, managing, and diagnosing
and an expansive range of medical conditions [22–24]. Accordingly, AI/ML based
medical technologies and solutions are increasingly being reviewed and approved by
regulatory agencies, in particular within radiology, ophthalmology, and oncology [24].

In this context, an enhanced interest to leverage ML in the field of diabetes is ex-
pressed by academia and the industry. This is supported by the rising availability of
patient data originating from a multitude of sources. Importantly, a new opportunity
has emerged to use ML in optimizing treatment decisions towards improving patient
outcomes. As a result of increasing prevalence of diabetes, coupled with a worldwide
shortage of HCPs, these solutions will become crucial in the future and potentially
address many of the existing challenges. Specifically, they will reduce the workload
on HCPs by either replacing decision-making processes and/or providing decision
support needed to enhance and streamline treatment assessments. Ultimately, these
solutions may contribute to reducing the financial burden and time-consumption on
healthcare systems and consumers/payers.
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1.5 Thesis objective and research questions

CGM use in patients with T2D is increasing and has proven beneficial with respect
to improved glycemic outcomes and treatment adherence [14, 15, 25]. In light of the
need for innovative solutions to improve treatment outcomes of patients with T2D,
the main objective of this project is to investigate potential advantages of applying
ML on CGM data to address different challenging aspects of T2D treatment (see also
Figure 1.3). Specifically, we aim to support patients with T2D who have been poorly
regulated on OAD treatment initiating basal insulin therapy. Thus, we attempt to
leverage the potential of ML applied on CGM data for personalised and cost-effective
treatment decision support.

Figure 1.3. A schematic illustrating the four different treatment aspects investigated based
on data from connected devices (i.e., CGM data) and ML based decision support algorithms
towards improving the treatment outcomes of patients with T2D initiating basal insulin
therapy.
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Four different treatment aspects using CGM data are investigated, formulated as
the following research questions (RQs):

1. How early can we assess glycemic metrics with CGM data and how
reliable are the provided information?

A panel of diabetes experts have recently proposed a list of recommended met-
rics when using CGM data for glycemic control assessment including a minimum
length of two weeks (referred to as a period) of CGM data [14]. We explore the
ability to recover the same information and outcome when less than 14 days
of CGM data are available. Furthermore, we inspect possible discrepancies be-
tween two consecutive periods, i.e., investigating the robustness of one period’s
information compared to the subsequent period. This could potentially demon-
strate the possibility for faster glycemic control assessment and decision-making
besides the robustness of the provided information.

2. Can the prediction of treatment outcome for patients with T2D ini-
tiating basal treatment be enhanced using three days of CGM?

Previous studies have positioned baseline HbA1c and certain patient charac-
teristics as strong predictors of basal insulin treatment outcome [4, 26–30]. We
examine to what degree selected patient characteristics and three days of CGM
data could improve the predictive performance beyond HbA1c alone at the time
of treatment initiation. This could possibly assist minimizing clinical inertia and
get patients on the right treatment more quickly.

3. Can an early alarm system be developed for adherence detection of
basal insulin injection based on CGM data?

Adherence to prescribed treatment is a major and well-known issue for insulin-
requiring patients. We inspect the possibility to develop a ML based adherence
detection algorithm for patients with T2D on a once-daily insulin injection. An
early alarm system designed to detect adherence based on CGM data can be
valuable in terms of 1) providing feedback to the patient to take action in case
of omitted injection and 2) providing clinically relevant information and insight
to the HCP for individualized treatment recommendations.

4. What are the benefits deploying advanced nonlinear methods as op-
posed to conventional time-series analysis when predicting glucose
levels?
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We investigate different forecasting approaches, from conventional to more ad-
vanced nonlinear ML (deep learning) models, with respect to predicting glucose
levels up to 90 minutes into the future based on CGM data. These types of
predictive models could potentially help mitigating undesirable excursions in
the glucose levels (especially hypoglycemia).

1.6 Thesis structure
This thesis is organized into three main parts comprising background, research
contributions, and closing, which are further divided into six different chapters.
In addition to the current chapter, the remainder of the thesis is structured as follows:

Chapter 2 provides a description of CGM technology, established CGM consensus
metrics, current CGM data applications, and the considered CGM data in our studies.

Chapter 3 gives an introduction to ML followed by its application areas in diabetes
research. Here, an overview of prominent trends and applications using ML methods
is presented. Subsequently, ML applications on CGM data for patients with T2D is
introduced with a final overview of current limitations and associated challenges.

Chapter 4 describes all the considered ML models used in this thesis, i.e., meth-
ods applied across our different studies.

Chapter 5 contains short summaries of the contributed research papers (four publi-
cations and one in review) related to the presented RQs.

Chapter 6 discusses and summarizes the main findings of the five research con-
tributions in relation to the outlined RQs and provides a broader perspective. This
is followed by suggestions and possible directions for future work.
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CHAPTER2
Continuous glucose
monitoring (CGM)

Continuous glucose monitoring (CGM) technology has revolutionized the approach
to diabetes care and is evolving rapidly. It plays an important role as a daily tool
for patients in managing their diabetes and a diagnostic instrument for the HCPs
[14,15,25]. Specifically, it enables suitable lifestyle and medication recommendations
based on glycemic patterns visualized by the CGM device. It is a powerful and
increasingly adopted technology for patients with T1D with a rising use in insulin-
requiring T2D as well [31]. It provides insights into temporal glycemic variability and
excursions in the glucose levels, i.e., hypo- and hyperglycemia. Moreover, numerous
studies have shown significant impact of CGM use on treatment outcomes in patients
with diabetes, irrespective of insulin delivery method [14,15,25].

2.1 CGM technology

A CGM device typically consists of three components, 1) a wearable sensor, 2) a
transmitter sending the readings wirelessly, and 3) a receiver displaying the readings
to the user. The CGM device or sensor is inserted under the skin, usually on the
arm or stomach (as shown in Figure 2.1), and can be worn up to 14 days. Currently,
CGM devices are available in two basic forms: real-time (rtCGM) and intermittent
scanned (isCGM), providing real-time and retrospective data on glucose levels, re-
spectively [15].

Compared to SMBG with a conventional glucose meter, CGM is a body sensor that
automatically and continuously measures the glucose level within a range of 5-15 min-
utes from the interstitial fluid (ISF) in subcutaneous tissue (i.e., up to 288 readings
daily). A simple illustration of the difference between SMBG and CGM is depicted
in Figure 2.2. In this example, the glycemic variability is clearly illustrated by the
CGM data throughout the day, whereas the two SMBG measurements only provide
a snapshot of the glucose level [15].
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Figure 2.1. Patient inserting a CGM device on the arm.

Figure 2.2. SMBG (red circles) using a conventional glucose meter versus continuous CGM
data (dashed line).

There are two limitations and a possible side effect associated with CGM use. First,
a lag or delay of 5-15 minutes can be present between the CGM readings from ISF
and the actual glucose levels. This delay can be caused by three different factors
including 1) physiologic lag time, 2) sensor reaction time, and 3) signal processing
time [15, 32]. Second, CGM readings can often have missing values or gaps due to
sensor- or human error. In some cases, contact dermatitis can appear as side effect,
both irritant and allergic, for devices attached to the skin [13,15].
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Currently, approved CGM devices utilize enzymatic technology, which reacts with ISF
glucose molecules followed by liberating a single electron for each glucose molecule.
Oxygen is used as cofactor to transfer the electron to an electrode. Subsequently, an
electric current is generated, which is proportional to the glucose concentration, fol-
lowed by transmission from the transmitter (attached to the sensor) to the reader. In
this connection, long-term (non-invasive, invasive, and implanted) sensors are contin-
uously being developed and approved for commercial use based on various enzymatic,
osmotic, optical, and other technologies [15].

In recent years, CGM technology has progressed in terms of accuracy, convenience,
reliability, and affordability. This is supported by the increasing number of users
worldwide [14, 15, 31]. Table 2.1 provides an overview of some of the common CGM
devices in 2020-2021 [33], along with the respective specifications of each device:

Table 2.1. Common CGM devices in 2020-2021 [33].

Specifications Freestyle Libre 2 Dexcom G6 Medtronic Guardian
Warmup 1 hour 2 hours 2 hours
Calibrations 0 0 2 × daily
Wear period 14 days 10 days 7 days
Alarms? Yes Yes Yes
Age limit 4 years 2 years 7 years
MARD 9% 9% 9%

The latest CGMs from Abbott (FreeStyle Libre 2) and Dexcom (G6) do not need cal-
ibrations. However, a warmup period is usually required, i.e., the duration between
activating the sensor and obtaining the first glucose reading from the device. To as-
sess the accuracy of the CGM devices, mean absolute relative difference (MARD) is
commonly used. MARD represents the absolute difference between the CGM values
and matched reference (glucose) values [15].

2.2 Established CGM consensus metrics
Despite the improvements, expansion, and adoption of CGM devices, successful and
optimal utilization of CGM data remains relatively low in clinical practice. To address
this, an international expert panel established a standardized approach to evaluate
CGM data for both T1D and T2D in 2019 [14]. In order to support and guide glycemic
control assessment, a total of eight CGM metrics were established as shown in Ta-
ble 2.2 [14]. To make reliable assessments, it was recommended that the minimum
percentage of CGM readings should be at least 70% based on 14 days of consecutive
CGM data. For easier and more practical data interpretation, the panel recommended
time in ranges as a combined, more intuitive metric of glycemic control including a
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Table 2.2. Established consensus CGM metrics for clinical care (2019) [14].

Established consensus CGM metrics
1. Mean glucose (MG)

2. Glucose management indicator (GMI) GMI (%) = 3.31 + 0.02392 × [MG in mg/dL], or
GMI (mmol/mol) = 12.71 + 4.70587 × [MG in mmol/L]

3. Glycemic variability (%CV, coefficient of variation) %CV = [Standard deviation of glucose]/[MG]) × 100
4. Time above range (TAR) % of readings and time >250 mg/dL (>13.9 mmol/L) [Level 2]
5. TAR % of readings and time 181-250 mg/dL (10.1-13.9 mmol/L) [Level 1]
6. Time in range (TIR) % of readings and time 70-180 mg/dL (3.9-10.0 mmol/L)
7. Time below range (TBR) % of readings and time 54-69 mg/dL (3.0-3.8 mmol/L) [Level 1]
8. TBR % of readings and time <54 mg/dL (<3.0 mmol/L) [Level 2]

subset of the consensus metrics (time in range (TIR), time below range (TBR), and
time above range (TAR) level 1 and 2). Furthermore, patient-specific assessment is
advised and different acceptable ranges are defined for specific patient groups (e.g.,
older/high risk patients and during pregnancy). Further details on this matter can
be found in [14].

2.3 CGM data applications

CGM data are increasingly used for different diabetes related purposes and the current
trend strongly indicates that this will steadily grow in the future. By reviewing recent
literature on CGM, the most prominent applications can be divided into the following
three main categories [9, 13–15,25]:

• Support of clinical care and self-management: In clinical care, the physi-
cian assesses the patient holistically in which glucose trends and CGM derived
consensus metrics function as a supporting tool for treatment decision-making.
Similarly, seeing ”real-time” glucose levels help patients make decisions and
adjustments throughout the day to balance food, activity, and diabetes medi-
cations.

• Input to decision support systems: CGM data are being used as direct
input to decision support systems for patient-centered treatment recommenda-
tions. Current solutions can be used by HCPs and/or directly by the patients
(e.g., solutions offered by Glooko® [18] and C4C® [19]).

• Endpoints in clinical research/trials: Interest of using CGM data as an
endpoint in clinical trials is growing and is currently supporting HbA1c. How-
ever, it may in time be accepted as an independent endpoint, addressing the
shortcomings associated with HbA1c (i.e., not reflecting short-term glycemic
variability or hypoglycemic events).
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2.4 CGM data sources in this PhD thesis

To answer the outlined RQs, we had to acquire the supporting data, which is an es-
sential factor when investigating and applying ML models. Although the use of CGM
devices in patients with T2D has been increasing in the recent years, the availability
and accessibility of CGM data in this population remain limited. This is further
discussed in Chapter 3.

In this context, (clinical) trial data intended to support the PhD study aims were
unfortunately either inaccessible or delayed, partly due to the ongoing Covid-19 sit-
uation worldwide. However, as result of a comprehensive data mapping effort, three
relevant data sources were identified supporting the outlined RQs (as presented in
Section 1.5). Accordingly, our analyses were slightly adjusted matching the available
data. As a result, RQ 2 is based on T2D data for patients initiating basal insulin
therapy, whereas RQ 3 relies on simulated T2D data for which ground truth regard-
ing adherence to once-daily insulin injection is controlled. However, RQ 1 and 4 are
based on self-reported data for which diabetes type (T1D, T2D, or other) cannot be
reliably inferred. The following sections will provide a general description of the con-
sidered CGM data sources in our studies. A detailed description with respect to how
the data are used can be found in each corresponding research paper in Appendices
A-E.

2.4.1 Cornerstones4Care® (C4C®): Real-world data

Cornerstones4Care® (C4C®) is a US based support program for patients with diabetes
funded by Novo Nordisk A/S [19]. As an option to the program, the Cornerstones4Care®

Powered by Glooko mHealth app can be downloaded if users provide consent for the
use of their data for research purposes. This application enables and integrates differ-
ent diabetes relevant data (nutrition, fitness, medication) for effective disease manage-
ment, either by manual or automated entries. In addition, it allows synchronization
of real-world data from e.g. CGM devices and other health related devices.

We used the C4C® data in our analyses for RQ 1 and 4, respectively. However, we
mainly considered the real-world CGM data as the most consistent and reliable source.
This was due to the major inconsistencies and limitations related to the self-reported
data in the database. Furthermore, different number of patients were included in our
C4C® based studies given the data availability and inclusion criteria at the time of
acquirement. The limitations associated with this data source included missing in-
formation about important factors known to affect the glucose levels, e.g., treatment
regimen, meal intake, and activity level. However, the real-world CGM data were
also a clear strength of this data source as they represented real-life situations across
a diverse population.
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2.4.2 Clinical trial data
Clinical trial data for patients with T2D were acquired from Novo Nordisk’s internal
database performed in the period of 2009-2012 [34–37] to address RQ 2. A cohort
of 222 patients was established by merging relevant data from four different clinical
trials for patients who initiated basal insulin treatment as result of insufficient OAD
treatment (i.e., insulin-naïve patients with T2D). A treat-to-target titration approach
was used for all four trials with 10 U as a daily starting dose. In terms of dose
adjustments, pre-breakfast SMBG values were acquired before a clinical visit. A
detailed explanation of the titration algorithms and comprehensive description of the
clinical trials are provided in previous studies [34–37]. Even if the conducted trials
were based on different objectives, the underlying inclusion criteria and setup were
almost the same. This enabled the opportunity to merge the data into the considered
T2D population. The population inclusion criteria is presented in table 2.3.

Table 2.3. List of inclusion criteria for patients.

Inclusion criteria
≥ 18 years
T2D diagnosis ≥ 6 months
Insulin naïve patients with T2D
Current treatment with metformin monotherapy ± other OAD treatment ≥ 3 months
HbA1c 7.0 − 11.0%
BMI ≤ 40.0 kg/m2

Across the four studies, selected data sources were considered including: 1) HbA1c
before treatment initiation and after 26 weeks (six months), 2) patient characteristics
(age, sex, weight, height, body mass index (BMI), and diabetes duration), and 3)
three days of CGM data prior to initiating basal insulin treatment (with at least
70% possible CGM readings). These were chosen on basis of the intended analysis
and availability of data across all four studies, i.e., aiming towards inclusion of a
homogeneous and consistent dataset.

2.4.3 Medtronic virtual patient model: Simulated data
The medtronic virtual patient (MVP) model by Kanderian et al. [38] is a well-established
physiological compartment model to simulate CGM data of T1D patients. In this
context, a modified T2D version of this model was considered for long-acting insulin
injection demonstrated by Aradóttir et al. [39]. This T2D model includes a meal
subsystem described by Hovorka et al. [40] and augmentation of endogenous insulin
production compartment presented by Ruan et al. [41]. Furthermore, the parameter
variation and meal case scenarios presented by Mohebbi et al. [42] were considered.
Finally, to simulate more realistic data for patients with T2D, additional elements
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were implemented to the model. These will be introduced in Chapter 5 (Section 5.4).

Using a simulation model was an advantageous approach to ensure reliable labels
with respect to adherence to prescribed treatment in relation to RQ 3. Even though
these type of simulation models are not perfect in terms of providing realistic data,
they are flexible, provide the opportunity to examine the effect of various factors, and
have the ability to generate data on a large scale.
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CHAPTER3
Machine learning

applications
3.1 Machine learning (ML)

Machine learning (ML) is one of the most rapidly growing fields within AI. It has
emerged as a widely used and practical method to develop software in speech recog-
nition, computer vision, natural language processing, robot control, and other appli-
cations (both in research and the industry) [22–24,43]. Simultaneously, it has shown
excellent performances in the fields of medicine and healthcare towards improving pa-
tient outcomes. Specifically, ML has shown promising potential to diagnose, manage,
and treat a range of medical conditions [22–24, 43]. ML has progressed substantially
in the last two decades and the key drivers are the vast volume of data generated,
low-cost accessible computation (e.g., cloud computing solutions), and convenient de-
velopment platforms/tools (e.g., scikit-learn [44], TensorFlow [45], and PyTorch [46]).

The term ML is defined as a data analytics technique, which teaches computers to
automatically learn from experience, i.e., imitating the human brain. Through natu-
ral pattern recognition based on statistical methods, valuable insights are generated
to assist better decisions. It is a great approach when dealing with complex tasks
or problems involving large amount of data and/or variables. Furthermore, as the
number of available data samples increases, the algorithms are adaptively improved.
There are three main learning categories: supervised, unsupervised and reinforcement
learning (as demonstrated in Figure 3.1) [43]:

• In supervised learning, the algorithms learn to predict the output from the
input data by considering the labeled observations in the dataset. These algo-
rithms can be applied in both regression (i.e., prediction of continuous quanti-
ties) and classification (i.e., assigning an observation to a known class) problems.
Notably, it is the most commonly used learning approach.

• In unsupervised learning, algorithms learn to discover underlying patterns
from the input data. The three basic and distinctive principles comprising this
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Figure 3.1. The three different types of ML algorithms.

learning category are clustering, dimensionality reduction, and density estima-
tion (useful for outlier/anomaly detection).

• In reinforcement learning, an agent develops a strategy to execute actions in
a dynamic environment. Based on the actions, negative or positives reinforce-
ments are conveyed entailing an immediate feedback, either by maximizing the
rewards or minimizing punishments.

In order to ensure the developed algorithms are robust and generalize well to unseen
observations, the available data samples are usually split into a training, validation,
and test set. Training data are used to fit the model, validation data are used to tune
model hyperparameters (through a suitable cross-validation step), and test data are
used to evaluate the final model fit from the training step in an unbiased manner.

3.1.1 Deep learning
Although conventional ML models (also referred to as algorithms, methods, or tech-
niques) are powerful, careful feature engineering and considerable domain expertise
are required to extract features based on the raw data. In other words, they are
limited with respect to their learning abilities using data in the raw form. Deep learn-
ing (DL), a class of ML techniques, addresses this inherent limitation by automatic
feature extraction and representations [22, 23, 43]. Use of DL has been accelerated
through large amounts of data, computational abilities of modern computers, and
improvements in learning algorithms. This family of methods are mostly based on
deep neural networks, i.e., multilayer nonlinear structures. Thus, they are dominant
with respect to discovering nonlinear relations in raw and high-dimensional data. To
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clarify and visualize the relationship between AI, ML, and DL, Figure 3.2 is pro-
vided. DL has outperformed conventional ML in different areas (e.g., image and
speech recognition) and is anticipated to further expand given the minimal efforts
required with respect to feature engineering [22, 23]. However, the performances of
these models are heavily conditioned by large volume of available data, proper model
exploration, and computational power. Additionally, they are often criticized and
referred to as ”black-boxes” due to the complex nonlinear layers. In other words,
they lack transparency in terms of their decisions not being traceable by humans.
Thus, explainability and interpretability of these models are considered major chal-
lenges. However, a substantial amount of research is currently being conducted on
explainable ML or AI (XAI) research, which seeks to overcome these obstacles [47–50].

These limitations become most apparent when developed decision support algorithms
with medical purposes are intended for commercial use. For instance, if a solution is
categorized as software as a medical device (SaMD), it has to undergo extensive and
rigorous regulations towards obtaining FDA clearance/approval [24]. Similar require-
ments apply for other regulatory bodies, such as the European Medicines Agency
(EMA) [24]. In this context, only two cases of ML/DL based solutions have been
approved by the FDA in 2018 related to diabetes. These include Idx by IDx LLC
for diabetic retinopathy detection as the first ever autonomous AI system providing
diagnostic decision and The Guardian™ Connect System by Medtronic for predicting
glucose level changes [24]. Currently, the majority of FDA approved SaMD products
using ML are related to medical imaging solutions within radiology and oncology [24].

Consequently, the choice between a conventional ML and DL approach highly de-
pends on the intended use of the solution, acceptance level between predictive versus
descriptive capabilities (XAI), and the amount of available data.

Figure 3.2. Illustration of relationship between AI, ML, and DL (inspired from Towards Data
Science).
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3.2 Overview of previous work combining ML and
diabetes

As in other fields, ML has been widely investigated in diabetes research. Further-
more, there is a strong and increasing trend of applying ML based algorithms in the
field of diabetes for a variety of purposes [51–54]. A schematic is provided in Figure
3.3 showing the core building blocks, which have enabled research opportunities and
activities within diabetes management using ML. Following the steps in Figure 3.3,
large amount of data are generated based on a multitude of sources comprising wear-
able devices, digital systems, and electronic health records (EHRs). In this context,
in-silico models are also commonly considered due to their flexibility and ability to
simulate desired data scenarios (using e.g. the FDA accepted UVA/Padova T1D sim-
ulator for pre-clinical studies [51, 55]). Subsequently, these data sources (real-world
or simulated) are processed and utilized in the development of various diagnostic
and decision support algorithms. Finally, their performances are evaluated in clinical
contexts, which in return produce new observations that feed into next rounds of
research/development [51].

Four recent studies systematically reviewed the literature on ML and diabetes, pub-
lished in the period of 2018-2021 [51–54]. Three of these cover an overview of conven-
tional ML methods applied in diabetes [52–54], whereas the most recent study from
2021 [51] focuses on the emerging DL approaches. The new and accelerated interest in
DL applied to diabetes research is evidenced by the increased volume of publications
on this topic [51]. To provide an overview of ML/DL applied in a diabetes context,
the efforts can be categorized into three main areas [51–54]:

1. Diagnosis of diabetes

Early detection of diabetes is essential, which allows patients to receive treat-
ment and reduce the risk of complications. This is particularly important in
T2D, as it can be developed asymptomatically.

Prominent applications: Diabetes onset detection and predicting future di-
abetes risk.

2. Glucose management

Glucose management is the most important challenge for patients with di-
abetes. It is important to ensure that glucose levels lie within TIR, while
minimizing/avoiding undesired glycemic events, i.e., hypo- and hyperglycemia.
Suboptimal glucose management can potentially lead to life-threatening health-
complications.
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Figure 3.3. A schematic illustrating the core building blocks, which have enabled research
opportunities and activities within diabetes management based on ML (inspired from [51]).

Prominent applications: Glucose level prediction (both short- and long-term
forecasting of future glucose levels), adverse event detection (hypoglycemia de-
tection), insulin delivery control (assisting artificial pancreas’ prandial insulin
adjustments), and daily-life decision support for the HCP and patient (e.g.,
assisting with titration and bolus calculation, adherence detection, predicting
treatment quality/outcome to avoid clinical inertia).

3. Diagnosis of complications

Diabetes related health-complications are vastly diverse and heterogeneous. At
the same time, it can be quite burdensome, time-consuming, and subjective in
healthcare to identify and address these complications. Thus, objective and
robust decision support solutions are needed to lessen the burden through pre-
diction and detection of these complications.

Prominent applications: (Diabetic) retinopathy detection, foot ulcers classi-
fication, and mortality prediction.

It is noteworthy that glucose management is the most important and emphasized ap-
plication area [51–54]. This is supported and reflected by the comprehensive research
efforts observed in terms of volume, topics, and applications.

3.2.1 Overview of applied ML methods
The diabetes research community has broadly adopted a substantial number of ML
methods, mainly in supervised learning, but also in unsupervised and reinforcement
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learning. In particular, DL methods are dominating given the increasing data avail-
ability and their beneficial capabilities. In this context, conventional ML and sta-
tistical methods are often used as baseline to compare performances. For instance,
logistic regression and k-nearest neighbours are commonly examined as baseline in
classification problems, whereas linear regression and autoregressive integrated mov-
ing average (ARIMA) are considered in regression problems and time-series analy-
sis [51–54]. Nevertheless, the vast majority of supervised learning algorithms are
covered and frequently used in diabetes research. Besides the aforementioned meth-
ods, other commonly applied models include decision tree, random forest, support
vector machine, and neural networks based models (multilayer perceptron (MLP),
recurrent neural network (RNN), and convolutional neural network (CNN) [51–54].

Each of the outlined methods is unique with associated strengths and weaknesses.
At the same time, they are versatile and have been widely explored in different sce-
narios across the three described application areas. Similarly, the different data
sources used for development (see also Figure 3.3) are not restricted to a specific
model or task. Even though certain methods are proven advantageous with specific
data sources/types, e.g. CNNs using images or RNNs using time-series data, they
have not been exclusively used in these applications [51–54]. Thus, this supports the
explorative nature when dealing with ML/DL. Nonetheless, the feasibility of applying
these methods remains dependent on the intended task and must be compatible with
the characteristics of available data (i.e., type and amount).

The following demonstrates an overview of (selected) prominent trends and appli-
cations in diabetes research using ML/DL [51–54]:

• CNN and ensemble approaches for image recognition

A clear tendency is the use of CNN architectures in medical and clinical im-
ages applications such as retinopathy detection, foot ulcers classification, and
estimation of macronutrients from food images [51]. CNNs are advantageous
with respect to image recognition applications that require minimal feature
engineering and domain expertise [22, 23, 43]. However, these models usually
necessitate a large number of labeled images when trained from scratch to ob-
tain competitive performances.

In this context, ensemble approaches are commonly considered, when the aim
is to improve the overall performance and generalization. First, the CNN mod-
els are trained multiple times using the same dataset [51, 56–58]. This entails
distinct representation for each repetition as a result of random initialization of
network parameters and the batch construction strategy. Second, the final pre-
diction/result in the testing phase is obtained using either averaging approaches
or majority voting [51,56–58].
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• Hybrid models using CNN

It is becoming increasingly popular to use hybrid models. Notably, CNN ar-
chitectures are commonly considered in these cases due to their ability to auto-
matically extract features from the raw data using convolutional filters (to be
described in Section 4.3) [56,59,60]. Examples of these in the literature involve
CNN acquired features added as input to e.g. random forest [56] and support
vector machine [60] for retinopathy and diabetes detection, respectively. Fur-
thermore, engineered or model based features are added at the input, or used
to perform second-level analysis at the output [51].

• Forecasting using RNN

RNN architectures are trending and dominating among the glucose management
applications. This is due to their powerful capability of computing temporal de-
pendencies/sequence modelling [51]. In particular, their strengths and benefits
are seen in glucose level prediction and hypoglycemia detection using time-series
data (e.g., meal intake, activity level, and CGM data) [51, 59]. There are also
increasing attempts to explore latest advances in natural language processing,
including (bidirectional) long-short-term memory (LSTM) and attention mod-
els [51,59,61].

• Diabetes onset and complication detection using MLP

MLPs are commonly used for diabetes onset and complication detection. These
activities often include EHR data combined with data acquired from wearable
devices. In this context, careful pre-processing of input data and feature en-
gineering are often required as EHRs can be relatively heterogeneous and un-
structured [51–54].

• Techniques to support model training

Training complex models based on large amounts of data can be challenging
and time-consuming. In the literature, different solutions are presented to sup-
port a faster and more convenient training including 1) transfer learning, i.e.,
pretraining the models based on other tasks or using in-silico datasets, 2) data
augmentation techniques to improve the model performance with limited data,
and 3) semi-supervised learning, which learns from a dataset including both
labeled and unlabeled data [51–54,62].

• Efforts within unsupervised- and reinforcement learning

Although the majority of diabetes research are based on supervised learning,
unsupervised and reinforcement learning are also gaining popularity. As men-
tioned earlier, an example of unsupervised learning is the attempt to refine
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T2D into four clusters by employing cluster analysis based on clinical and de-
mographic variables using k-means and hierarchical clustering [11]. Concerning
reinforcement learning, a recent study has for instance proposed an insulin advi-
sor for glucose control in T1D closed-loop system using the UVA/Padova T1D
simulator [55,63].

3.2.2 ML applications on CGM data for patients with T2D
In spite of the broad coverage of ML in diabetes research, limited activities exist
related to our study aims concerning CGM data and patients with T2D. In fact,
the majority of the CGM based research is on T1D with the main focus on glucose
management. This is understandable by taking the severity of T1D and the earlier
adoption of CGM technology in this group into account. Specifically, glucose level
prediction, bolus calculation, and detection models with respect to e.g. meal and
exercise, comprise most of the presented research [51–54]. Only a fraction of existing
research is related to T2D. In these cases, the main topics addressed are similarly
related to glucose and hypoglycemia prediction [64–66]. As opposed to T1D, this can
be explained by the modest availability of CGM data on T2D at the current moment.

The use of CGM devices in T2D is increasing but availability and accessibility to
data are still limited. In other words, the existing research has not yet adopted or
had the opportunity to fully explore the potential of applying ML techniques in this
relation. The majority of ML research on T2D is related to diabetes diagnosis and
complications without including CGM data. The considered data sources are mostly
patient characteristics and clinical variables acquired from EHRs (as shown in Figure
3.3) [51–54].

3.2.3 Overview of limitations and associated challenges
The clinical applications of ML, in particular DL, must be robust, reliable, and safe de-
spite their promising capabilities and performances. Against this background, several
limitations and associated challenges remain in terms of maturity of these algorithms
in actual clinical practice. The following demonstrate the commonly identified limi-
tations and challenges in the literature [51–54]:

• Data volume: Diabetes data are usually time-consuming and expensive to
acquire. Thus, lack of data is one of the crucial limitations of applying ML/DL
models, widely recognized across the literature. The learning process and suc-
cess criteria of these models rely heavily on large data volumes, making shortage
of data a major limitation.

• Data variability: Glucose dynamics are quite complex due to the variability
and heterogeneity in patients with diabetes, in particular T2D. Generalization
of developed algorithms are therefore quite demanding as training needs to
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include a diverse range of patients (e.g., different ages and comorbidities). This
is usually not the case as specific cohort of patients are captured from controlled
and smaller clinical trials. As a result, this causes potential bias to the learning.

• Data quality: Quality of data is essential when provided as input to ML
models. However, diabetes data are commonly noisy, sparse, heterogeneous. In
addition, gaps/missing values are commonly observed depending on the data
source. For instance, it is unlikely that continuous data can be acquired from
e.g. CGM devices or activity trackers without the presence of missing values
due to human/sensor errors.

• Feature engineering: Engineering strong predictors/features is a difficult and
time-consuming task for the models to learn the representations effectively. On
the other hand, using data-driven methods would omit important domain and
physiological knowledge. Therefore, extensive efforts are often performed prior
to data collection in terms of identifying the most promising factors and features.

• Lack of transparency: Adoption of decision support algorithms in a clinical
setting is one of the ultimate goals. However, lack of transparency (XAI) in
complex nonlinear ML/DL models (black boxes), introduces challenges with
respect to understanding and explaining how an output is related to the input.
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CHAPTER4
Applied ML models in

this PhD thesis
All the applied models in this thesis belong to the family of supervised learning al-
gorithms, i.e., learning from labelled (or annotated) data. The main goal of the
supervised models is to find and map the relationship between the input vector and
the output. As earlier described, in a classification problem, the output is a label or
class, whereas a continuous value is predicted in regression.

To formalize the supervised learning setup, the required dataset comes in pairs of
inputs x and associated outputs y. Thus, the dataset is denoted as:

D = {(x1, y1), ..., (xN , yN )}, (4.1)

where xij denotes the jth feature of observation i, yi is the output of the ith observa-
tion, and N represents the number of training samples.

4.1 Logistic regression

Logistic regression (LR) is a well-established classification model that can make a bi-
nary decision or classify a new and unseen observation into one of two classes [67]. The
output of the classifier can be y = 1 or y = 0 representing class 1 (typically denoted
the positive class) and class 0 (the negative class), respectively. We are interested in
figuring out the probability P (y = 1|x) for the observation to be a member of the pos-
itive class (y = 1). In other words, answering the questions of whether the presented
features (x) belong to the positive class or not. LR learns a vector of weights (w) and
a bias term b from the training set called the learnable model parameters. The weight
wj is associated with the jth feature xij , which indicates the influence of that feature
in the classification decision, either as a positive or negative impact. The bias term,
also referred to as the intercept, is added to the weighted inputs [67]. An illustrative
example of LR is shown in Figure 4.1 (left) with an input and output layer. Once the
weights are learned, each xij and wj are multiplied to sum up the weighted features,
followed by adding the bias term (b). For observation i, this results in an output value
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Figure 4.1. Illustration of LR (left) and sigmoid function (right) (inspired from [68]).

zi =
M∑

j=1
wjxij + b. (4.2)

Subsequently, zi is converted to a probability by passing it through a nonlinear sig-
moid or logistic function σ(z) as illustrated in Figure 4.1 (right). The estimated class
probability ŷi becomes [67]:

ŷi = σ(zi) = 1
1 + e−zi

= 1

1 + e
−

(∑M

j=1
wjxij+b

) . (4.3)

As a result, z is mapped into the range of [0, 1]. The decision of x belonging to y = 1
is based on the probability P (y = 1|x) being higher than 0.5 and otherwise 0. This
is defined as the following decision boundary for ŷ of the true class label y:

ŷi =

{
1, if P (yi = 1|xi) > 0.5
0, otherwise

. (4.4)

In case of more than two classes, the so called multinomial logistic regression uses
a generalized version of the sigmoid, known as softmax, to produce the probability
of each of the considered classes. However, throughout our studies we only perform
binary classifications.

Ideally, we need to learn the model parameters so that each ŷ is as close as possible
to y. In this context, an error function (also called cost or loss function) measures
the model’s ability to predict the output (ŷ) compared to the desired output y. In
other words, this is the function we intend to minimize during training [67, 68]. The
error function for LR is the so called cross-entropy error function denoted as:

E = −
N∑

i=1
(yi ln ŷi + (1 − yi) ln (1 − ŷi)) . (4.5)
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A common problem when learning model parameters is when the model is fitted per-
fectly to the training data. This causes the unwanted concept of overfitting resulting
in poor generalization. A way to avoid overfitting, is the use of proper regularization
technique(s) [67]. In this case, the L2 (weight decay) regularization is a well-known
approach that effectively penalizes large weights during training to mitigate overfit-
ting. L2 regularization control overfitting by encouraging weights to decay towards
zero (but not exactly zero). In practice, this is performed by adding the following
regularization term to the error function [67]:

E =

[
−

N∑
i=1

yi ln ŷi + (1 − yi) ln (1 − ŷi)

]
+

λ

M∑
j=1

w2
j

 . (4.6)

As it can be observed, the L2 regularization is expressed as λ multiplied by the sum
of the squared values of the weights. λ, also known as regularization parameter or
rate, is a hyperparameter whose values are tuned/optimized during cross-validation
in the learning process.

4.2 Multilayer perceptron
Multilayer perceptron (MLP), also called feedforward neural networks is a network
of small computing units or nodes, inspired by the neurons of the human brain [69].
Currently, the modern use of these networks is what we refer to as deep learning
(DL) since these networks have many (or deep) layers [68, 70]. A simple example of
a shallow MLP is provided in Figure 4.2, consisting of three layers, namely input,
hidden, and output layer.

Figure 4.2. Illustration of MLP (inspired from [68]).

As it can be seen, MLP closely resembles LR and actually shares much of the same
mathematics. However, MLPs are quite powerful in comparison to LR as the added
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hidden layer(s) can learn very complex functions. In other word, they are strong in
mapping the raw input data or features to desired outputs when there are sufficient
data to learn features automatically. Simply put, a MLP with one hidden layer cor-
responds to generating a representation of the input (features) in the hidden layer,
followed by imposing a standard LR on those features. Consequently, LR can be
perceived as a neural network with only the input and output layer [70,71].

The core idea behind MLP is the hidden units comprising the hidden layers. Each of
these hidden units takes the weighted sum of its inputs and introduces a nonlinearity
using an activation function. In a typical network or architecture, a layer is considered
fully-connected when each unit in the layer takes the outputs from all the units from
the previous layer as input, i.e., a link between each pair of units. In this context,
adding more hidden layers essentially introduce more nonlinearity/complexity as seen
in modern DL architectures.

For better understanding of MLPs, let us go through the example provided in Figure
4.2 and clarify how the output is computed for a binary problem. This network con-
sists of three different layers L1, L2, and L3, depicting the input, hidden, and output
layer. In this case, the learnable weights of the entire hidden layer are combined into
a single weight matrix W . The notion wl

ij represents the connection from the jth

unit in layer l to the ith unit in layer l + 1. Here, bl
i denotes the bias term of unit

i in layer l layer. Given the input data for illustrative purposes using three input
features [x1, x2, x3], the output of the hidden units for the first layer (l = 1) are the
activations computed as follows:

a
(2)
1 = f

(
w

(1)
11 x1 + w

(1)
12 x2 + w

(1)
13 x3 + b

(1)
1

)
. (4.7)

a
(2)
2 = f

(
w

(1)
21 x1 + w

(1)
22 x2 + w

(1)
23 x3 + b

(1)
2

)
. (4.8)

a
(2)
3 = f

(
w

(1)
31 x1 + w

(1)
32 x2 + w

(1)
33 x3 + b

(1)
3

)
. (4.9)

In this example, al
i represents the activation unit i used as input to layer l + 1.

Furthermore, f(·) is the described nonlinear activation function [68, 70, 71]. For a
neural network with one hidden layer, the outcomes of these layers (activations) are
introduced as input to the output layer. As a result, a single output estimate is then
produced by:

outcome = a
(3)
1 = σ

(
w

(2)
11 a

(2)
1 + w

(2)
12 a

(2)
2 + w

(2)
13 a

(2)
3 + b

(2)
1

)
. (4.10)

Here, σ refers to the applied activation function in the considered layer [67,68]. Thus,
the choice of activation function is dependent on the layer for which several popular
nonlinear functions exist. The presented sigmoid function (see also Equation 4.3) is
commonly used in the output layer as it is beneficial in terms of mapping the output
into the range between 0 and 1. With respect to activation functions used in the
hidden units/layers, rectified linear unit (ReLU) and hyperbolic tangent (tanh) are
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the most widespread as shown in Figure 4.3 [72,73], expressed by Equation 4.11 and
4.12, respectively:

y = max(z, 0). (4.11)

y = ez − e−z

ez + e−z
. (4.12)

Figure 4.3. ReLU activation function (left) and tanh activation function (right).

However, the most simple and common choice is ReLU [72,73] imposing that an input
value z remains z when positive, and equal to 0 otherwise. In other words, ReLU
is a piecewise linear function that will output the input directly if it is positive and
0 otherwise. This is in contrast to the sigmoid function where high values of z may
potentially cause y to be saturated [70]. In practice, this entails y values to be very
close to 1 with derivatives close to 0, which is undesirable during training where the
error signal is propagated backwards by multiplying gradients (partial derivatives)
from the network’s layers (elaborated further later in this section). Gradients close
to zero entail the error signal to gradually get smaller until a point where they get too
small for training, also known as the vanishing gradient problem [67,72,73]. Rectifiers,
such as ReLU, do not suffer from this issue as the derivative of ReLU is 1 instead of
close to 0 for high values of z.

For classification, MLPs use the same error function as LR, namely cross-entropy
as expressed in Equation 4.5. The core principles of the training process is demon-
strated in the following section (4.2.1), which is the same procedure for the other
neural networks based models presented in this thesis, i.e., CNNs and RNNs with
their corresponding model (hyper)parameters (to be described in Section 4.3 and 4.4,
respectively).

4.2.1 Training of neural networks
As earlier described, the error function indicates the distance between the estimated
output ŷ and the desired output y. In this context, the goal of the training session
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is to learn the optimal model parameters such that the objective function E is min-
imized. In this connection, gradient decent is a method to find out which direction
the error increases or decreases using gradient information [68,70]. Conveniently, the
cross-entropy error function for logistic regression is convex, which means there is one
global minimum rather than several suboptimal local minima. In other words, it is
guaranteed that e.g. a suitable tuned stochastic gradient decent (SGD) algorithm can
find the minimum by starting at any arbitrary point. However, this is not the case
for MLPs as these are non-convex and may get stuck in local minima [68,70].

In practice, weight and biases for LR can be initialized to 0 and the global mini-
mum can still be found. On the other hand, it is crucial to initialize the weights of
MLPs properly in order to enable solid learning while avoiding exploding or vanishing
gradients in the initial training iterations [74]. Empirically, it has shown positive to
initialize the model weights using a uniform distribution between two small numbers,
in addition to normalizing input data [70,74].

To visualize how the SGD algorithm operates, let us consider parameters of a model
to be denoted as θ = (w, b). Figure 4.4 illustrates a one-dimensional parameter space
for a non-convex error function E(θ). This is the function we want to minimize cor-
responding to finding the solution where ∇E(θ) = 01. The operator ∇ is the vector
of the partial derivative operators [68,70].

Figure 4.4. Illustration of a non-convex error function considering a one-dimensional param-
eter space.

The SGD algorithm is used to indicate what direction to go during training of the
model, i.e., nudging θ in the right direction. In each training iteration, the model
1For a two-dimensional parameter space, the nabla ∇ operator would be defined as the vector of the
partial derivative operators: ∇ =

(
∂

∂θ1
, ∂

∂θ2

)
, given (θ1, θ2).
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parameter(s) θ are updated to minimize the error. An iteration is defined as a for-
ward pass (forward propagation) and backward pass (backpropagation). Forward pass
is the process of the signal passing through from the input layer to the output layer
where a binary decision is made, as shown by the calculations for Figure 4.2. (Error)
backpropagation is an automatic differentiation algorithm to compute the gradients
for the model parameters using the chain rule, providing partial derivatives of the
error function (weights and biases of the model) [68, 70]. SGD algorithm uses the
gradient at the current point to answer the question of what direction that would
minimize the error. Specifically, the gradient of the error function with many param-
eters is a vector, which points in the direction of the highest increase in the function.
Subsequently, this information is used to move in the opposite direction. Considering
the multi-dimensional parameter space (as the vast majority of cases), a slope with
respect to each parameter will be introduced by the gradient. This translates to fig-
uring out how small changes in these parameters would impact the total loss in the
error function E(θ) [68, 70].

Having this in mind, SGD and the backpropagation algorithm are both indispensable
to train the model parameters towards minimizing the error. Updating parameters
corresponds to making small steps in the same direction of the negative gradient. The
magnitude of this update is expressed by:

θ(k+1) = θ(k) − α∇E
(

θ(k)
)

. (4.13)

Here, k is iteration step, α is the learning rate controlling the step size, ∇E
(

θ(k)
)

suggests the direction of the greatest rate of increase in the error function. In order
to clarify the minimization process, a hypothetical function for a single parameter θ
using gradient decent is presented in Figure 4.5. Depending on the sign of the slope,
negative or positive, the gradient descent suggests moving the parameter θ in posi-
tive and negative direction, respectively [68, 70]. This training process is continued
either in a predefined number of iterations/epochs (going through the whole training
set), until the considered performance no longer improves, or ideally until the desired
performance is achieved.

Although SGD is considered in the presented example, there are in fact three different
variants of the gradient descent algorithm. SGD considers one training example at a
time, which can be fast but also cause redundant updates based on similar training
examples. In addition, these updates can cause undesired fluctuations entailing high
variance in the error function. Another strategy is the batch gradient descent using
the entire training set to make the updates. Even though, this could be beneficial in
terms of offering promising estimates, it impractical as it can be very time-consuming.
The trade-off between stochastic and batch training is mini-batch gradient descent as
the most popular approach using a group of training examples. As a result, this
causes the variance in parameter updates to be reduced (i.e., more stable conver-
gence) [68,70].
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Figure 4.5. Minimization using gradient descent.

Albeit, mini-batch gradient descent is a well-established optimization approach, many
alternative optimizers have been introduced in the literature with their respective pros
and cons [75–77]. In particular, adaptive moment estimation (Adam) optimizer [76],
another variant of gradient descent, is currently the most widely used optimization al-
gorithm for training neural networks. Adam is characterized by adaptive learning rate
for each model weight comprising of two well-known optimizers, namely SGD with
momentum and Root Mean Squared Propagation (RMSprop) [78]. In short, Adam
exploits momentum by means of moving average of the gradients instead of gradient
itself and considers the squared gradients to scale the learning rate. As a result, it
is powerful in handling sparse gradients and relatively easy to configure. A descrip-
tion of Adam and recently proposed variants of the algorithm can be found in [75–77].

In this context, the learning rate α is a hyperparameter, which might need further
adjustments, regardless of optimizer. This is based on the fact that too small steps
will slow down the learning whereas too large steps might cause overshooting the min-
imum of the error function. Another common technique to reduce the error during
training is learning rate scheduling [79,80]. It is a way to improve convergence around
local minima by starting with relatively large values in the beginning of the training
iterations and slowly lowering the learning rate during training. It is equally impor-
tant to tune other hyperparameters of the model towards improved generalization.
Among these, mini-batch size, number of layers, the number of hidden units, and the
choice of activation functions are the most significant hyperparameters for MLPs [70].
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In terms of preventing overfitting during training, different regularization methods
can be used for MLPs including L2 regularization as expressed in Equation 4.6. In
fact, various regularization approaches exist including e.g.:

• Early stopping: This technique is based on monitoring the generalization
error during training followed by termination of training when the generalization
performance starts to degrade [79].

• Dropout: This method is based on dropping computational units, i.e., neurons,
randomly during the training phase by a predefined hyperparameter called the
dropout rate. As a result, this approach helps preventing coadaptation of fea-
tures [81].

• Batch normalization: This approach normalises the inputs (mini-batches)
prior to a hidden layer. This is done by subtracting the mean of the mini-batch
and dividing it by the corresponding standard deviation, controlled by the two
hyperparameters β (offset factor) and γ (scaling factor) [82]. It should be note
that the primary goal of this technique is more efficient training, however, it is
also known to provide some regularization effects.

4.3 Convolutional neural network
Convolutional neural network (CNN) is a class of multilayer neural networks and well-
known DL architecture, which has shown highly efficient and obtained outstanding
performances in image recognition, computer vision, and natural language processing
[22, 23, 83, 84]. Simultaneously, applications of CNN are rapidly expanding across
other domains as well. Conceptually, it is inspired by the human’s natural visual
perception mechanism. CNN is composed of three different building blocks besides
the input and output layer as follows [22,23,83,84]:

1. Convolution layers

2. Pooling layers

3. Fully-connected layers

A typical CNN comprise of one or multiple layers of convolution and pooling layers,
followed by a single or several fully-connected layers. This is illustrated in Figure 4.6,
where the convolution and pooling layers are responsible for feature extraction aiming
to automatically learn feature representation of the input (e.g., images or time-series
data such as CGM). Subsequently, the fully-connected layer(s) is accountable for the
actual classification of the outcome [22,23,83,84].

Convolution layer is the most essential component of a CNN architecture, which
consist of convolution kernels (also called filters). These filters are used to perform
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Figure 4.6. Conceptual illustration of CNN.

convolution operations across the input. Here, stride represents the distance between
two successive filter positions when performing convolution. The area that a specific
filter considers in the input data is called the receptive field. A feature map is then
generated as output at each location of the input data based on an element-wise
product between the filter (small array of numbers) and the input data [22,23,83,84].
A visualization of this procedure for an image as input data is shown in Figure 4.7.
This action is repeated by applying multiple filters to generate a number of feature
maps, which describe different characteristics of the input data. In other words, each
filter is able to automatically extract the most appropriate features for a given task
during the training of a CNN model.

Figure 4.7. Visualization of the convolution operation (inspired from [83]).
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A technique called zero-padding is used to avoid reduction in the input dimension, i.e.,
retaining the same dimension in the feature map. In this context, three important
hyperparamters prior to training initiation are the size of filters, number of filters,
and the stride length. The following step is to pass the outputs from the convolution
operations through a nonlinear activation function as described in the MLP section.
In the same way as MLP, ReLU is the most commonly applied nonlinear activation
function [83].

An essential feature of convolution is weight sharing, which means that filters are
shared across the receptive fields. As a result, this entails substantial reduction in
the number of learnable parameters, which contributes to an improved generalization.
In addition, this entails the filters being translational invariant across the receptive
fields, i.e., the filter does not change [83].

Subsequent to the convolution layer and ReLU, a pooling operation/layer is usually
introduced, which is a downsampling approach. This causes a reduction of the dimen-
sions of the feature maps and thereby decrease in the number of learnable parameters.
In this context, max-pooling is the most popular approach, which selects the maxi-
mum value in the considered view while discarding all the other values as shown in
Figure 4.8 [83].

Figure 4.8. Visualization of the max-pooling operation (inspired from [83]).

Considering the stacks of repetitive layers comprising convolution, nonlinearity using
ReLU, and max-pooling, multiple level of abstraction can be learned. In this con-
text, the initial layers in the network are able to learn and extract high-level features
with low abstraction. On the other hand, deeper layers are capable of learning the
low-level features with higher abstraction [83]. Put differently, the high-level features
are composed of the low-level features. In case of an image, it would correspond to
e.g. lines and curves for the low-level features in the initial layers whereas the deeper
layers would recognize common shapes and objects.
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Before making a classification, the outcome of the feature maps throughout the layers
are flattened, followed by connection with one or more fully-connected layers (or
dense layers). As a result, a learnable weight is present between every input and the
output(s), in the same manner as MLP. The weighted sum of these is then passed
through an appropriate output function such as logistic function (Figure 4.1 (right),
Equation 4.3) for binary classification [83]. Consequently, a probability is generated
for each class in the intended classification problem followed by a classification based
on Equation 4.4.

4.4 Long short-term memory
Recurrent neural network (RNN) is another well-established class of DL, which has
shown its excellence in sequence modelling tasks including time-series forecasting and
language modelling [22,23,85–87]. The main feature of RNN is the memory of previ-
ous sequential and temporal information. While MLPs and CNNs assume that input
and outputs are independent of each other, the decision made by RNNs are depen-
dent on the current input and the learning from previously received inputs. Thus,
RNNs apply a dynamically changing contextual window of previous history instead
of a fixed static window [22, 23, 85–87]. This is depicted by Figure 4.9 with an ex-
ample of unrolled RNN, where xt and ht represent input and output at timestep t,
respectively, and the square is a block of neural networks.

Figure 4.9. Illustration of an unrolled RNN (inspired from [88]).

In this connection, a conventional RNN suffers from two main limitations, namely
vanishing/exploding gradient and bounded capability of modelling long context de-
pendencies. Consequently, a specific RNN architecture called long short-term memory
(LSTM) is designed to cope with these limitations [85–89].

In Figure 4.10, the dynamic structure of an LSTM unit is shown. In addition, the
different elements and operations are demonstrated and color-coded as part of the il-
lustration. An LSTM unit is composed by an input gate, an output gate, and a forget
gate. These are used to manage the input information and memory passing through
the LSTM units. In other words, these units are accountable for feature extraction
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and dependencies based on the input sequences, whereas the gates are responsible for
selectively controlling the values going through the LSTM and how the input pattern
is memorized [86–89].

Figure 4.10. Visualization of LSTM unit (inspired from [88]).

In the following i, f , o, and c represent input gate, forget gate, output gate, and cell
activation vectors, respectively, and W i, W f , W o, and W c depicts the weight ma-
trix for the respective gate. As first step, the forget gate layer makes a decision about
what information to discard from the cell state, i.e., forgetting information [86–89].
The input data to this gate are the hidden state ht−1 and input xt (concatenated),
which are fed into a sigmoid active function σ. Here, if the output value is close to 0,
all the information is forgotten, while a 1 represents carrying the entire information
from the cell state Ct−1. The expression for the forgetting gate at timestep t is:

f t = σ (W f [ht−1, xt] + bf ) (4.14)

The next step is to figure out what information should be stored in the cell state, i.e.,
updating the weight for the next state [86–89]. This is done in two parts. First, the
sigmoid layer σ, referred to as the input gate layer, determines the values to update.
Second, a tanh layer constructs the vector C̃t as the new candidate considered to be
added to the state. These two actions are depicted by the two following equations
[86–89]:

it = σ (W i [ht−1, xt] + bi) . (4.15)
C̃t = tanh (W C [ht−1, xt] + bC) . (4.16)

Subsequently, the new cell state Ct is updated by considering the old cell state Ct−1.
This is done by multiplying the old state Ct (element-wise product) by f t to forget
what was already decided to be discarded. Similarly, the new candidate value C̃t is
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multiplied by it defining the degree the state value should be updated [86–89]. The
new state is now a sum of the two terms [86–89]:

Ct = f t ⊙ Ct−1 + it ⊙ C̃t. (4.17)

The notion ⊙ denotes element-wise product. Finally, the decision about output values
is made based on the cell state. The cell state goes through a tanh (values between -1
and 1) followed by multiplication with the output gate, ot also defined by a sigmoid
[86–89]:

ot = σ (W o [ht−1, xt] + bo) . (4.18)

ht = ot ⊙ tanh(Ct). (4.19)

The above represents a single LSTM unit. In practice, LSTM architectures consist
of the two main hyperparameters, namely 1) number of LSTM units (or layers), and
2) number of hidden states in each LSTM unit. Given the input sequence, a pre-
diction is usually made by adding a fully-connected or dense layer with a nonlinear
activation function (such as ReLU) connected to the output layer at the end of the
network [86–89]. Depending on whether it is a classification to regression problem,
e.g. a sigmoid/softmax or linear function is applied in the output layer, respectively.
An example of a two-layer LSTM architecture shown in Figure 4.11.

Figure 4.11. Example of an LSTM architecture.

The type of the LSTM architecture can be one-to-one, one-to-many, many-to-one,
and many-to-many in in terms of relationship between the input and output data.
For instance, given a sequence of time-series data as input, the output of an LSTM
network can either be a single label or a sequence of desired length [86–89].

Similar to MLP and CNN, adding one or multiple layers of nonlinearity (abstraction)
can help performance when dealing with complex prediction problems. In particu-
lar, this action enables more complex representation of the sequence (e.g., time-series
data). In this context, stacked LSTMs are the term used when the architecture is
comprised of multiple LSTM layers as presented in Figure 4.11. Here, the first layer
receives the actual input sequence where each LSTM unit processes the data from the
initial to the final state. Subsequently, the input to the second layer is the outputs
(i.e., hidden states) of the first layer at a given timestep. In other words, this is very
similar to the connections of hidden units between two subsequent layers as seen in
a MLP architecture [86–89].

An extension of LSTM is the bidirectional LSTM, which potentially can improve
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model performance. The core idea behind bidirectional LSTM is to train two instead
of one LSTM unit. Specifically, one of the LSTMs will use the sequence as original,
and the other one, a reversed copy of the input sequence [90]. Hence, this will provide
information from both the past and future, i.e., additional context to the network,
which potentially could improve learning.

Training a CNN or LSTM architecture is based on the same principles presented
in Section 4.2.1. In the same way, a collaboration between a gradient descent and
backpropagation algorithm iteratively update their respective learnable parameters to
minimize the error function during training. Notably, DL based models such as CNN
and LSTM are non-convex problems with local minima rather than one global min-
imum. With respect to classification problems, cross-entropy and Adam are widely
used as the primary choice for error function and optimizer, respectively. In terms of
preventing overfitting, the same techniques can be considered if needed, namely L2
regularization, early stopping, dropout, and/or batch-normalization.

4.5 Autoregressive integrated moving average
A simpler approach to modelling sequences is the autoregressive integrated moving
average (ARIMA) model, which is a well-established statistical approach for time-
series analysis and forecasting. It is a flexible class of model providing standard
structures in time-series data, which makes it a simple but at the same time powerful
model to make time-series predictions [91, 92]. ARIMA predicts future observations
comprising of the following three components [91,92]:

• Accounting for pattern of growth/decline in data related to the autoregressive
part of the model.

• Taking the rate of change into account for the growth/decline related to the
integrated part of the model.

• Considering the noise between consecutive time points related to the moving
average part of the model.

The ARIMA model is usually referred to as ARIMA(p,d,q), where [91,92]:

• p is the number of preceding or lagged observation included in the model (also
known as the lag order).

• d depicts the number of times that the data are differenced (also called the
degree of differencing). This is done to get a constant mean over time, i.e., pro-
ducing a stationary signal so that seasonal structures and trends are removed.

• q represents the size of moving average window (also referred to as the order of
moving average).
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Considering the above, ARIMA can become an autoregressive (AR), integrated (I), or
moving average (MA) model if the other respective parameters are equal to zero. The
forecasting equation for ARIMA with a data sequence x1, x2, . . . xn, can be expressed
as [65]:

x′
t = c + ϕ1x′

t−1 + · · · + ϕpx′
t−p + ϵt + θ1ϵt−1 + · · · + θqϵt−q. (4.20)

Here, x′
t represents the differenced time-series, which has been differenced d times, c

denotes a constant, ϕ and θ are the AR(p) and MA(q) components, respectively. ϵ
depicts the lagged forecast errors [65,91,92]. Thus, the aim is to find the most appro-
priate parameter values, which will give the best predictive performance. This can be
done using e.g. a conventional grid search observing the obtained prediction errors
in different combinations of parameters. Alternative measures, such as Akaike Infor-
mation Criterion (AIC), can also be used, which estimates the relative information
loss by a model and thereby the quality of the model [91].

4.6 Gaussian process
Gaussian process (GP) is an alternative to MLP providing non-linear modelling while
accounting for uncertainty. GPs have become popular and widespread in ML given
their flexibility, ability to characterize uncertainty, and operating well when data are
scarce [93–96]. GPs are defined as distributions over functions f(x) characterized by
a mean function m(x) and covariance k(x, x′) (or kernel) function as [93–96]:

f(x) ∼ GP(m(x), k(x, x′)). (4.21)

Here, x and (x, x′) are the function values and all possible pairs in the input domain,
respectively [93–96]. It is common to assume m(x) = 0. The kernel function k(x, x′)
represents the joint variability of the Gaussian process random variables, i.e., the cor-
relation between each input variable with other variables in the input domain [93–96].
Thus, the choice of a GP’s kernel function implies a distribution over function f(x)
in terms of determining shape (e.g., smoothness) [93–96].

As a result, a posterior distribution can be created based on the GP as a prior,
defined by the kernel function. In practice, this posterior distribution can be utilized
in prediction tasks while providing the probability of the output variable y based on
a given input variables x.

Assuming m(x) = 0, and X representing a matrix with elements xij (i denoting
observation and j feature index) with associated output vector y = [y1, . . . , yN ]T ,
we have that y ∼ N (0, K(X, X)), where K(X, X) is an N × N covariance matrix.
Predicting the output ŷ∗ of an input observation located at x∗, when assuming noisy
observations with variance σ2

n, we obtain the joint probability [93–96]:[
y
ŷ∗

]
∼ N

([
0
0

]
,

[
K(X, X) + σ2

nI K(X, x∗)
K(x∗, X) K(x∗, x∗) + σ2

n

])
. (4.22)
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The conditional distribution of the predicted output is given by:

p(y∗|x∗, X, y) ∼

N
(
K(x∗, X)[K(X, X) + σ2

nI
]−1

y,

K(x∗, x∗) + σ2
n − K(x∗, X)[K(X, X) + σ2

nI]−1K(X, x∗).

(4.23)

There exist a list of different standard kernels applied in various contexts. However,
the decision regarding what kernel(s) to use should be made on basis of the considered
problem/task. In fact, almost all the generalization properties of a GP model are
determined by the choice of kernel(s). Two commonly considered kernels are the
linear and the nonlinear radial basis function (RBF) kernels, which can be applied
separately or combined [93–96]. The (dot product) linear kernel is defined as:

klin(x, x′) = σ2
lin(σ2

0 + xT x′), (4.24)

and the RBF kernel denoted as:

kRBF (x, x′) = σ2
RBF exp

−
M∑

j=1

(xj − x′
j)

2l2
j

 . (4.25)

Here, σ2
lin and σ2

RBF depict the variance that control the magnitude of the kernels, l2
j

represents the length-scale for feature j used to determine the relevance of each input
feature, and σ2

0 accounts for the bias term in a conventional linear regression [93–96].

The hyperparameters of the considered kernel, e.g., length-scale and σ2
RBF for RBF,

are optimized by maximizing the corresponding log-marginal likelihood during train-
ing, expressed by:

log p(y|X) = log N (y|0, K + σ2
nI)

= −1
2

yT
[
K + σ2

nI
]−1

y − 1
2

log
∣∣K + σ2

nI
∣∣ − N

2
log(2π).

(4.26)

Optimization of the log-marginal likelihood can be performed using e.g. a gradient
descent algorithm among other techniques.

When making a prediction in a classification problem, a sigmoid function is ap-
plied to the obtained posterior from the GP model to map the output as in LR, i.e.,
ŷi = 1

1 + e−f(xi) [93, 96]. Given that this mapping is nonlinear, an approximation
technique is necessary when making inference in the GP classification model. A com-
mon choice is the Laplace approximation as described by Rasmussen and Williams [93].
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4.7 Bayesian optimization
Bayesian optimization (BO) is a powerful approach for finding a good minimum in
complex objective functions (noisy black-box functions), which are costly and time-
consuming to evaluate. In ML, BO is commonly used in hyperparameter exploration/-
tuning as an efficient approach in comparison to manual or grid search [97–99].

BO algorithm is based on Bayes theorem to manage the search for the minimum
or maximum of an objective function in a efficient and effective manner. Bayes theo-
rem calculates the posterior probability of an event as [97–99]:

P (A|B) = P (B|A)P (A)
P (B)

, (4.27)

where P (B|A) is the reversed posterior probability (likelihood), P (A) is the prior
probability, and P (B) represents the marginal likelihood. Equation 4.27 can be sim-
plified so that the posterior probability is a proportional quantity as:

P (A|B) ∝ P (B|A)P (A). (4.28)

Given an unknown objective function f and data D containing samples with corre-
sponding outcomes from the objective function, we get:

P (f |D) ∝ P (D|f)P (f). (4.29)

BO works by constructing a probabilistic representation of the objective function, re-
ferred to as the surrogate function [97–99]. This function is used to approximate the
true function given a set of hyperparameters with their respective output values. In
this context, GP is commonly preferred as the surrogate function given its desirable
properties (e.g., flexibility and providing uncertainty) [97–99].

Subsequently, the surrogate function is efficiently searched with a so called acqui-
sition function to find out where to sample next in the hyperparameter space [97–99].
Specifically, the acquisition function plays with the trade-off between where high
performing results are (exploitation) and uncertain locations in the hyperparameter
space (exploration) [97–99]. There exist several promising candidates for the acqui-
sition function, which all take different approaches to how exploitative (greedy) and
explorative they are.

The process described above is repeated in the BO algorithm until a satisfactory per-
formance is obtained, i.e., a minimum or maximum is located in the objective function,
or the maximum number of iterations (predefined budget) is executed [97–99].
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In this chapter, short summaries of the contributed research papers are provided: four
peer-reviewed publications (three conference and one journal) and one journal paper
in review. The summaries are categorized into three parts including the background
and aim(s) of the study, materials and methods, and the main findings.

Each paper is associated with one of the presented RQs in Section 1.5. Further
discussions about the study findings including limitations and suggestions for future
work are provided in Chapter 6.

For clarifications and more detailed descriptions, a full version of the contributed
research papers can be found in Appendices A-E.
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5.1 Fast Assessment of Glycemic Control based on
Continuous Glucose Monitoring Data

Authors: Ali Mohebbi, Jens M. Tarp, Morten L. Jensen, Sadasivan Puthusserypady,
Elise Hachmann-Nielsen, Henrik Bengtsson, Morten Mørup

Published in: Proceedings of Annual International Conference of the IEEE En-
gineering in Medicine and Biology Society (EMBC)

Year of publication: 2019 (Full research paper can be found in Appendix A1)

Figure 5.1. High-level schematic of the first study out of two related to RQ 1 (see also Section
1.5). A panel of experts in 2017 suggested that at least 70% of possible readings from 14
days of CGM data could be relied upon to make glycemic assessment [25]. In this context,
a list of CGM derived metrics were recommended. In 2018, a combined measure using a
subset of these metrics called glucose profile indicator (GPI) was proposed [100] to more
conveniently assess the CGM profile. In this study, we examined how quantifying GPI using
less than 14 days of CGM would affect the accuracy in comparison to the GPI obtained
based on the suggested 14 days of CGM data.

1© 2019 IEEE. Reprinted, with permission, from A. Mohebbi et al., ”Fast Assessment of Glycemic
Control based on Continuous Glucose Monitoring Data,” 2019 41st Annual International Confer-
ence of the IEEE Engineering in Medicine and Biology Society (EMBC), 2019, pp. 7185-7188, doi:
10.1109/EMBC.2019.8857480.
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Background and aim(s)

In spite of the improvements, growth, and adoption of CGM devices, effective utiliza-
tion of CGM data remains relatively low in clinical practice. In 2017, an international
panel of experts proposed a list of recommendations (consensus metrics) with respect
to use of CGM data for glycemic control assessment [25]. To perform a reliable as-
sessment, a minimum of 70% CGM readings are suggested out of 14 days of data
(referred to as a period). Although the CGM derived consensus metrics are intended
to enable a more convenient assessment, evaluating multiple metrics at the same time
can be complex. As a result, a simple combined metric called glucose profile indicator
(GPI) was proposed as a convenient and easy tool to reflect the CGM profile status
by a study in 2018 [100] using a subset of the consensus metrics.

In this study, we investigated how fast and precise the glycemic state of a patient
could be assessed based on CGM, as well as the trade-off between these two parame-
ters. Specifically, we examined how quantifying GPI using less than 14 days of CGM
would affect the accuracy in comparison to the GPI obtained based on the suggested
14 days of CGM data (as depicted in Figure 5.1).

Materials and methods

The data leveraged in this study included a substantial volume of real-world CGM
profiles (periods) for both T1D and T2D, acquired from the C4C® platform/app (as
introduced in Section 2.4.1). The CGM days for each included period were split into
13 accumulated days from 1 to 13, i.e., gradually increasing the CGM days. Addi-
tionally, it was ensured that each accumulated CGM day had ≥ 70% out of possible
readings. Each of these accumulated days was compared to the fully accumulated 14
days. In other words, examining if the same information could be recovered by using
less than 14 CGM days.

GPI is defined as a combined and standardized metric composed of MG, CV, and
time in hypoglycemia (TIH) (< 3 mmol/L). The GPI value suggests an excellent,
good, or suboptimal profile with GPI ≤ 1, GPI = 1, and GPI > 1, respectively. For
the purpose of this study, the GPI value was binarized into two classes, GPI ≤ 1
representing an acceptable and GPI > 1 reflecting a suboptimal CGM profile. To per-
form the analysis, the comprising parameters of MG, CV, and TIH were calculated
for each of the accumulated days in addition to the combined GPI value.

The conducted analysis was approached as a binary classification problem using LR
(as presented in Section 4.1) to predict the considered accumulated days as either
having acceptable or suboptimal profile. Two different scenarios of input data were
investigated to the LR model: 1) the accumulated metrics used to calculate the GPI,
and 2) the actual accumulated GPI value. For training and evaluation of the classifi-
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cation models, a leave-on-patient-out cross-validation approach was applied. For the
purpose of comparison, a simple reference population mean accuracy was calculated
based solely on the binarized GPIs. In other words, comparing for each patient and
period the binarized GPI outcome (acceptable or suboptimal) when accumulating 1
to 13 days to the outcome of the corresponding accumulated day 14 (reference).

Main findings
The baseline accuracy of 57.2% based on majority class (i.e., predicting all observa-
tions according to the largest class in the training data) was exceeded by both models
achieving similar performances. However, the models did not perform substantially
better than the reference population mean accuracy of approximately 73% − 98%
for day 1 to 13, respectively. Simultaneously, there was a clear tendency of steadily
increasing accuracy by accumulation of the CGM days (as expected).
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5.2 Early Glycemic Control Assessment Based on
Consensus CGM Metrics

Authors: Ali Mohebbi, Anna-Katharina Böhm, Jens M. Tarp, Morten L. Jensen,
Henrik Bengtsson, Morten Mørup

Published in: Proceedings of Annual International Conference of the IEEE En-
gineering in Medicine and Biology Society (EMBC)

Year of publication: 2021 (Full research paper can be found in Appendix B2)

Figure 5.2. High-level schematic of the second study related to RQ 1 (see also Section 1.5).
In this study, we extended the analysis from the last study with updated consensus CGM
metrics in 2019 (a total of eight metrics) for glycemic control assessment [14]. As the primary
aim of this study, we examined the impact of using less than 14 days of CGM to recover
each individual metric, i.e., within the period (intra-period) (top panel). As a secondary
aim, we investigated how the metrics from one period could be recovered in comparison to
the subsequent period of 14 CGM days, i.e., across two consecutive periods (inter-period)
(bottom panel).

2© 2021 IEEE. Reprinted, with permission, from A. Mohebbi et al., ”Early Glycemic Control As-
sessment Based on Consensus CGM Metrics”. 2021 43st Annual International Conference of the
IEEE Engineering in Medicine and Biology Society (EMBC), 2021.
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Background and aim(s)
In this study, we extended the analysis from the last study with updated consensus
CGM metrics in 2019 (a total of eight metrics) for glycemic control assessment [14].
In other words, we considered the actual consensus metrics instead of a combined
metric. The recommendation of at least 70% of 14 days of CGM data (a period)
remained unchanged.

As the primary aim of this study, we examined the impact of using less than 14
days of CGM to recover each individual metric, i.e., within the period (intra-period).
As a secondary aim, we investigated how the metrics from one period could be re-
covered in comparison to the subsequent period of 14 CGM days, i.e., across two
consecutive periods (inter-period) (as seen in Figure 5.2).

Material and methods
The considered data in this study also consisted of a considerable amount of real-world
CGM profiles (periods) for both T1D and T2D, acquired from the C4C® platform/app
(see also Section 2.4.1). However, the number of observations were substantially
higher than the previous study due to enhanced data access. Each included patient
was represented with at least two consecutive periods as an inclusion criterion, en-
abling both the intra- and inter-periods analyses. Furthermore, it was ensured that
at least 70% of possible CGM readings were available for each accumulated day. The
eight updated consensus metrics were calculated for each accumulated day, i.e., MG,
CV, GMI, TAR level 1 and 2, TIR, and TBR level 1 and 2. The statistical measure
used in both analyses was the relative absolute difference (RAD). RAD describes the
percentage deviation between the value of each accumulated day of CGM data and
the value based on the corresponding fully accumulated 14 day period. Notably, the
RAD values for each metric were influenced by the magnitude of each metric’s full 14
days value.

Main findings
In the intra-period analysis, representation of the consensus metrics based on the
fully accumulated 14 days were steadily improved by increasing amounts of the data,
i.e., RAD converging towards zero (as anticipated). The lowest RAD values were
observed for TIR and the average based metrics (MG, GMI, and CV). Conversely,
with less data, significant deviations were observed in the infrequent events of TBR
level 1 and 2. In the inter-period analysis, a similar trend was observed as in the intra-
period analysis. However, substantially higher RAD values were seen between the two
consecutive periods, which indicates clear discrepancies between the two periods. In
other words, a period is similar to a consecutive period to a limited extent.
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Submitted to journal/in review (Full research paper can be found in Appendix C)

Figure 5.3. High-level schematic of the study related to RQ 2 (see also Section 1.5). Previous
studies have positioned baseline HbA1c and certain patient characteristics as strong pre-
dictors of basal insulin treatment outcome [4, 26–30]. Simultaneously, a recent study [101]
has stated the benefits of ML based algorithms for decision-making with respect to basal
insulin initiation. In this pilot study, we investigated different ML based classification mod-
els (from simple to more complex) to inspect if we could develop a personalised and cost-
effective decision-support algorithm to assist healthcare professionals in identifying patients
who would respond effectively to basal insulin. Specifically, we investigated to what degree
selected patient characteristics and three days of CGM data could improve the predictive
performance beyond HbA1c alone at the time of treatment initiation.

Background and aim(s)
Historically, basal insulin has been the natural and most cost-effective intensification
step from unsatisfactory OAD treatment for patients with T2D. However, treatment
options for more individualized treatments are increasing rapidly. Simultaneously, de-
cision support tools have become very popular and progressively used to assist HCPs
in treatment decision-making. Against this background, it would be of great inter-
est if we could predict the basal insulin treatment outcome to potentially minimize
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clinical inertia. In this context, previous studies have positioned baseline HbA1c and
certain patient characteristics as strong predictors when predicting outcome of pa-
tients initiating basal insulin treatment [4, 26–30]. Furthermore, a recent study [101]
has stated the benefits of ML based algorithms for decision-making with respect to
basal insulin initiation.

In this pilot study, we investigated different ML based classification models (from
simple to more complex) to see if we could develop a personalised and cost-effective
decision-support algorithm to assist HCPs in identifying patients who would respond
effectively to basal insulin. Concretely, we investigated to what extent selected patient
characteristics and three days of CGM data could improve the predictive performance
beyond HbA1c alone at the time of treatment initiation (as shown in Figure 5.3).

Materials and methods
The clinical data used in this study were acquired from four different clinical trials and
merged into a cohort of patients with T2D (as introduced in Section 2.4.2). A total
of 222 poorly regulated OAD patients with T2D (HbA1c ≥ 7%) were included who
initiated basal insulin therapy (i.e., insulin-naïve patients). For each patient, HbA1c
(at treatment initiation and after 26 weeks), selected characteristics, and consensus
CGM metrics were included. The CGM derived metrics were calculated from three
consecutive days with a minimum of 70% of possible readings. These data sources
were systematically added as input to the considered classification models.

Three classification models were examined, 1) LR, 2) GP using a linear kernel, and
3) GP using a linear kernel with added nonlinearity utilizing the RBF kernel (as
described in Section 4.1 and 4.6, respectively). The predictions were made using a
repeated stratified cross-validation setup with a binarized outcome of HbA1c as either
acceptable (HbA1c < 7%) or suboptimal (HbA1c ≥ 7%).

Main findings
666The baseline performance of 53.6% based on the majority class (HbA1c ≥ 7% af-
ter six months) was exceeded with significance by all the three classification models,
irrespective of the input data. The best mean accuracy performance of 70.5% was
achieved with GP (nonlinear) when combining baseline HbA1c and the CGM met-
rics as input data. However, the improvements when merging patient characteristics
and/or CGM metrics with baseline HbA1c showed no significance.
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Figure 5.4. High-level schematic of the study related to RQ 3 (see also Section 1.5). A
major problem for insulin-requiring patients is their inability to adhere to their prescribed
treatment. In this study, we explored the opportunity to develop a ML based adherence
detection algorithm (from simple to more complex) using simulated CGM data. Specifically,
we investigated retrospective adherence detection up to 16 hours after expected time of
injection (TOI) of the long-acting basal insulin Tresiba®.

3D. N. Thyde, A. Mohebbi et al., ”Machine Learning-Based Adherence Detection of Type 2 Di-
abetes Patients on Once-Daily Basal Insulin Injections,” Journal of Diabetes Science and Tech-
nology. 2021, 15(1):98-108. Copyright © 2021 (Journal of Diabetes Science and Technology).
doi:10.1177/1932296820912411
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Background and aim(s)

One of the main challenges of poor treatment outcomes in patients with T2D is the
lack of adherence to prescribed treatment. Over time, this can lead to life-threatening
health complications. A conventional approach to insulin initiation for poorly regu-
lated patients with T2D is once-daily insulin injection. However, this daily injection
could still be forgotten, even though it currently is the simplest form of insulin ther-
apy. In this context, CGM technology has enabled excellent opportunities to monitor
and evaluate diabetes management.

The purpose of this study was to investigate how ML based on CGM data could
be used to detect adherence to once-daily basal insulin injections, i.e., an early alarm
system. Such a solution could provide valuable feedback to the patient to take ac-
tion in case of omitted injection and help the HCP make treatment recommendations
based on clinically relevant information and insight. Specifically, we investigated ret-
rospective adherence detection up to 16 hours after expected time of injection (TOI)
of the long-acting basal insulin Tresiba®. Notably, this timing is within the patients’
window of corrective action, as the Tresiba® label states that injection time is flexible
and can be taken within eight hours of the next expected injection (as illustrated in
Figure 5.4).

Materials and methods

We simulated CGM data for a diverse cohort of T2D patients on once-daily insulin in-
jection (Tresiba®) using the modified medtronic virtual patient (MVP) model for T2D
and parameter variations from previous studies (as described in Section 2.4.3) [38–42].
Furthermore, additional elements were implemented to the model in order to simu-
late more realistic in-silico CGM data for patients with T2D. These additions/mod-
ifications included 1) random adherence sequence, 2) variance in TOI, 3) intraday
variation of insulin sensitivity, 4) intersubject variance in level of consumed carbohy-
drates, 5) removal of simulation initiation bias, and 6) a stochastic simulation scheme.

The TOI was defined as 8:00 AM ± 15 minutes with adherence characterised as
taking the full (patient-specific) optimal dose or nonadherence as total dose omission.
The adherence level was set to 95% imitating the controlled setup in a clinical trial.
Furthermore, the large dataset produced was forced class-balanced, i.e., equal number
of observations between adherence and nonadherence days entailing a baseline accu-
racy performance of 50%. Given the parameter configurations and the simulation
setup, a total of 874800 CGM days were generated resulting in a dataset of 87480
forced balanced observations.

A variety of simple to more complex ML/DL models were explored comprising LR,
MLP, and CNN (as presented in Section 4.1, 4.2, and 4.3, respectively). In other
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words, a progression in model complexities was investigated. The input data for the
LR and MLP models were a list of (consensus inspired) engineered features (for every
4 and 24 hours interval), whereas the CNN models were fed the raw CGM data to
perform automatic feature extraction. Furthermore, it was examined if fused expert-
dependent and automatically learned features could improve the performance in the
complex models, resulting in a total of six models/architectures.

The input data (engineered features, raw, or both) consisted of five prior CGM days
on top of the day of classification (DOC), due to Tresiba®’s pharmacokinetic (PK)
profile. On DOC, input data after expected TOI were gradually added every four
hours until midnight (i.e., 0̃8:00, 12:00, 16:00, 20:00, and midnight). In other words,
up to 16 hours after the expected TOI as illustrated in Figure 5.4. All the models
were trained in the same framework based on a leave-one-patient-out cross-validation
approach.

Main findings
A mean adherence detection accuracy of approximately 80% was achieved within
DOC, i.e., 16 hours after injection being the aforementioned window of corrective
action (according to the Tresiba® label). DL architectures seemed to be superior
with or without the expert-dependent features within four to eight hours after TOI.
However, similar performances were achieved with the simple feature-engineered LR
model after 16 hours after TOI.



62 5 Summary of research papers

5.5 Short Term Blood Glucose Prediction based on
Continuous Glucose Monitoring Data

Authors: Ali Mohebbi, Alexander R. Johansen, Nicklas Hansen, Peter E. Chris-
tensen, Jens M. Tarp, Morten L. Jensen, Henrik Bengtsson, Morten Mørup

Published in: Proceedings of Annual International Conference of the IEEE En-
gineering in Medicine and Biology Society (EMBC)

Year of publication: 2020 (Full research paper can be found in Appendix E4)

Figure 5.5. High-level schematic of the study related to RQ 4 (see also Section 1.5). The
ability to predict glucose levels is crucial for insulin-requiring patients. Particularly, this is
important in preventing adverse glycemic events (hypoglycemia). In this study, we inves-
tigated different approaches to short term blood glucose prediction solely using historical
CGM data to predict glucose level. A prediction horizon (PH) up to 90 minutes into the
future was considered. We examined the benefits of deploying advanced nonlinear models
as opposed to a conventional time-series analysis.

Background and aim(s)
A significant challenge for insulin-requiring patients is the risk of hypoglycemia, which
can lead to life-threatening health complications. In this context, short term blood
glucose prediction can be of great value to help patients avoid these complications.
Although many factors impact the glucose level such as carbohydrates, exercise, and
4© 2020 IEEE. Reprinted, with permission, from A. Mohebbi et al., ”Short Term Blood Glucose
Prediction based on Continuous Glucose Monitoring Data,” 2020 42nd Annual International Con-
ference of the IEEE Engineering in Medicine and Biology Society (EMBC), 2020, pp. 5140-5145,
doi: 10.1109/EMBC44109.2020.9176695.
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dose size, these data sources are rather challenging and time-consuming to acquire
as they need to be actively collected. As a result, these data sources might not be
available and/or be in low quality. Thus, it can be advantageous to have future pre-
dictions be robust and reliable even without these influencing factors.

In this study, we investigated different approaches to short term blood glucose predic-
tion solely using historical CGM data (see also Figure 5.5). Specifically, we attempted
to predict the glucose level with a prediction horizon (PH) of 15, 30, 45, 60, and 90
minutes into the future. We examined the benefits of deploying advanced nonlinear
models based on LSTM as opposed to conventional time-series analysis as ARIMA
(as described in Section 4.4 and 4.5, respectively).

Three specific questions were asked: 1) Can a population based LSTM model general-
ize well to unknown and unseen patient data?, 2) Can we improve the pretrained pop-
ulation based LSTM model by adding patient-specific data using transfer learning?,
and 3) How does the LSTM model perform when trained on limited patient-specific
data?. These three questions resulted in three different regression models, 1) pop-
ulation based LSTM (pretraining), 2) finetuned patient-specific LSTM model (with
pretraining), and 3) patient-specific LSTM model (without pretraining). A patient-
specific ARIMA model was then compared with each of these models to determine if
there were any additional benefits of more complex models.

Materials and methods

The CGM data used in this study were obtained from the C4C® platform/app (see
also Section 2.4.1) comprising real-world CGM profiles. 50 patients were randomly
selected and included with 14 consecutive CGM days (a period) with at least 70%
of possible CGM readings. The data were partitioned into two sets, i.e., a training
and test set. 35 patients were randomly selected for training of the population based
LSTM, whereas the remaining 15 patients were considered for the patient-specific
models.

Furthermore, the 15 patients’ periods were separated into two 7-day segments. Here,
the latter 7 days were used for testing of all the developed models, while the first
7 days were utilized for training purposes. The training data were further divided
into 1, 3, or 7 preceding days in a way that the test data were contiguous with these
preceding training days. This was done to observe if increasingly added CGM days
would have an impact on the performance in the patient-specific models.

In the population based LSTM model (pretraining), we used Bayesian optimization
(BO) (as presented in Section 4.7) to efficiently search for a predefined bounded hyper-
parameter space of the building blocks of the model. Given the available 35 patients,
30 of these were used for training purposes and the remaining 5 patients were used as
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validation set. This was done in order to evaluate the proposed model architecture
and configurations by BO.

The best performing model obtained by BO was used to generate the patients-specific
LSTM models. In this context, the question remained if information from the popu-
lation based LSTM model could be transferred to the patient-specific LSTM models.
Thus, we evaluated two conditions: 1) finetuned patient-specific LSTM (with pre-
training) and 2) patient-specific LSTM (without pretraining). In the first case, we
evaluated if the learnable parameters from the population based LSTM model could
be transferred and finetuned using patient-specific training data. In the second case,
we randomly re-initialized all network parameters instead of using the learned weights
from the population based model.

Finally, a patient-specific ARIMA model was implemented by exploring a predefined
range of model parameters during training, followed by evaluation on the test set.

Main findings
The overall best performing model was achieved with the population based LSTM
model for PH = 15 and 90 minutes with mean absolute error (MAE) ranging be-
tween 0.4392 ± 0.0282 and 1.9996 ± 0.1403 [mmol/L], respectively. However, all
the patient-specific models performed comparably including the conventional patient-
specific ARIMA based on 7 days of CGM data used for training.
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CHAPTER6
Discussions and

conclusions
In the first part of this chapter, a discussion in relation to each RQ is provided centered
around our conducted studies in Chapter 5 (Appendices A-E). In the second part,
contributions in a broader perspective and future work are presented. Specifically,
concrete solution candidates are proposed for future efforts to overcome the identified
and existing challenges.

6.1 How early can we assess glycemic metrics with
CGM data and how reliable are the provided
information?

We discovered in our first related study (see also Section 5.1, Appendix A) a clear
trade-off between how fast we could assess CGM profiles and the associated precision
in comparison to the assessment of the fully accumulated 14 days. In our second
related study (see also Section 5.2, Appendix B), we observed that a subset of the
consensus metrics (TIR and average based metrics, i.e., MG, GMI, and CV) show
robustness when less than 14 days of CGM are available. In contrast, the infrequent
events (TBR and TAR level 1 and 2) showed substantial deviations. Furthermore,
substantial inconsistencies were observed when a period was compared to the subse-
quent period.In certain clinical contexts, a subset of the consensus metrics (i.e., TIR
and average based metrics) might still provide valuable information when less than
14 days of CGM data are available given their robust nature. For instance, they can
be used for educational purposes by HCPs and patients or to provide a holistic view
of the patient in clinical care. However, it is important to be cautious when treat-
ment decisions are based on infrequent and crucial metrics such as TBR level 1 and 2
based on just two weeks of data (or less). It is also important to not over-generalize
or uncritically rely on metrics from one period to the next considered for glycemic
control assessment.
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The primary limitations associated with both studies included:

• Real-world CGM data with constrained self-report user information, i.e., unspec-
ified diabetes type, demographics, treatment regimens, and lifestyle. Notably,
these are known to impact the glucose level.

• Missing information about the used CGM devices with no available specifica-
tions in regards to quality, accuracy, and reliability.

However, the real-world data were also the main strength of the studies as we consider
CGM data in real-life situations including a diverse population. In other words, the
data did not suffer from constraints associated with the controlled setup of conven-
tional clinical trials.

Recent studies have conducted similar analyses to investigate the robustness and
stability of the consensus metrics with respect to evaluating long-term glycemic con-
trol (based on T1D clinical data) [102,103]. In [102], the coefficient of determination
(R2) is used as the primary assessment measure. On the other hand, a new approach
based on the median absolute percentage error is applied in [103], combined with
a sliding window to reduce the inter-time interval variability. Consistent with our
findings, they both indicate the same trends when two weeks of CGM data (or less)
are considered. In particular, it is demonstrated in [103] that TIR and average based
metrics show more stable behavior, which can be reliably assessed with 2-4 weeks of
CGM data. They have also demonstrated that infrequent events (i.e., TBR and TBR)
are less stable and require significantly longer periods of CGM data to be robustly
assessed. In addition, it is emphasized that no optimal duration for CGM data exist
to evaluate all consensus metrics at once. Finally, it is suggested that reproducible
outcomes strongly depend on the defined outcome metrics, sampling and quality of
CGM data, the methodology behind the analysis, and the population being studied.

Altogether, a clear message is to be cautious when considering the recommended
glycemic metrics based on two weeks (or less) of CGM data in clinical practice. Al-
though two weeks of data might be beneficial and sufficient in certain clinical sit-
uations, it is far from robust when it comes to the infrequent events, in particular
hypoglycemia. Thus, future studies and applications of CGM data should consider
substantially longer periods of data with continuous monitoring of the glycemic dy-
namics/fluctuations and/or metric(s) of interest.
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6.2 Can the prediction of treatment outcome for
patients with T2D initiating basal treatment be
enhanced using three days of CGM?

In our associated pilot study (see also Section 5.3, Appendix C), a clear trend of
moderately improved performances was observed when combining patient character-
istics and/or CGM metrics (based on three days) with baseline HbA1c. However,
the obtained results were neither substantial nor significant. Patients’ characteristics
showed relatively little influence on performance, which may be explained by a success-
ful treatment-to-target titration strategy regardless of the considered characteristics.
While the effect of consensus CGM metrics were not considerable in comparison to
patient characteristics using the linear models (LR and GP with linear kernel), the
GP (nonlinear) model appeared advantageous when utilizing CGM metrics. Thus,
combining CGM metrics with baseline HbA1c could potentially contain useful in-
formation about a patient’s glucose dynamics at baseline with respect to predicting
treatment outcome. Notably, all the models surpassed the baseline accuracy perfor-
mance. The relatively good performance obtained using solely baseline HbA1c can
be explained by the discovered trend that patients who have large HbA1c values at
treatment start also have large values at the end of the treatment.

Even if we exceeded the baseline performance (predicted by the majority class of
the training set) and the consensus metrics combined with HbA1c showed a trend
of slightly improved performance, it remains a challenge to accurately predict the
treatment outcome at treatment initiation. Hence, the performance does not meet
the satisfactory level for clinical use.

In this context, a list of notable limitations is associated with this study:

• No consideration about treatment effect (e.g., through SMBG or CGM data)
during the trial, which might have provided useful and early knowledge about
the suitability of basal insulin treatment for each individual patient.

• Limited information about patient characteristics and behavior, i.e., no knowl-
edge about activity levels, adherence to treatment, and dietary habits, which
are known to impact the glucose level.

• Unawareness with regards to whether the optimal dose had been obtained for
each patient during the trial or not.

• The conglomeration of four studies into one population might not have provided
the expected homogeneity. Thus, the different conditions in the various studies
may have resulted in the loss of significance. Also, the considered T2D cohort
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may not have been sufficient to exploit the full potential of the investigated
prediction models.

• Poor quality of CGM data in terms of reliability and short duration due to
availability of older devices (Medtronic’s iPro® 1 and 2).

• Omitting the important and critical event of hypoglycemia associated with basal
insulin injections as part of the treatment outcome, i.e., using a binarized HbA1c
without representation of hypoglycemia.

A recent study using ML for treatment outcome prediction of basal insulin demon-
strates findings consistent with ours [101]. It shows comparable performances and
conclusions in terms of highlighting baseline HbA1c as a strong predictor, while con-
firming the limited predictive power of the considered patient characteristics. Simi-
lar findings are obtained with related studies predicting HbA1c response in patients
with T2D starting on metformin or sulphonylurea derivatives as opposed to basal
insulin [104]. However, our study contributes by further examining the addition of
CGM metrics.

When predicting the treatment outcome of patients with T2D initiating basal in-
sulin therapy, adding three days of CGM data on top of HbA1c data showed a trend
towards slightly improved performance. However, the effect was found not to be sig-
nificant. Given the currently achieved performances with the developed classification
models, they are not yet ready for clinical use. However, this study can be seen as an
initial attempt to leverage the potential of ML and CGM data for individualized and
cost-effective treatment decision-support for basal insulin initiation. Future studies
are encouraged to take the presented limitations into account. Importantly, instead of
having HbA1c goal attainment as the primary focus, the problem can be approached
either as a multi-class or regression task to predict reductions in the HbA1c value or
other measures of interest (e.g., TIR and/or TBR).

6.3 Can an early alarm system be developed for
adherence detection of basal insulin injection
based on CGM data?

In our respective study (see also Section 5.4, Appendix D), we were able to simulate
in-silico CGM data of a diverse T2D cohort using the modified MVP model to exam-
ine a variety of algorithms (from simple to more complex) for adherence detection.
As a result, we were capable of detecting adherence with a mean accuracy of approx-
imately 80% within DOC (i.e., 16 hours after injection representing the corrective
action window according to the Tresiba® label).
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There seemed to be a benefit of using the complex DL architectures regardless of
using engineered features as input or not. In particular, an indication of superiority
was observed between four to eight hours after TOI with the architectures performing
automatic feature extraction. An important finding was that the simple LR model
(with engineered features as input) had a similar performance as the DL approaches
16 hours after TOI. It should be emphasized that simple models are usually preferred
over more complex models when possible. This is based on the fact that simple mod-
els are easier and more convenient to train. In addition, they are more intuitive to
understand in terms of how they make their predictions (explainability).

Limited predictive information is achieved within the first four hours after TOI. This
could be explained by the signal being concealed as a result of postprandial glucose
level excursions following breakfast and lunch.

The main limitations related to the study included:

• Simulated CGM data for T2D, which do not necessarily imitate the real world
including for instance: 1) implementing the model to only consider intraday
insulin sensitivity variation (not interday- or week) and 2) limiting the TOI to
represent a clinical setting with strict treatment/injection time (not necessarily
reflecting the medication pattern of a patient with T2D).

• Confinement of the adherence level to 95% targeting the developed algorithms
to a very adherent group.

• Disregarding the device and subject induced gaps of CGM data present in real
life. However, this limitation may be less apparent or even removed with im-
proved CGM technology and consistent patient use.

As far as we are aware, no other study has been performed similar to ours, i.e., adher-
ence detection of once-daily basal insulin using ML in combination with CGM data.
The limited and existing studies involve e.g. oral medication adherence threshold-
s/risk of hospitalization [105] or identifying patients with high risks of non-compliance
[106], which are incomparable to our work.

Conditioned by reproducibility of the obtained results using real CGM data, the
findings of this study indicate the possibility of developing an adherence detection
algorithm. In other words, an early alarm system could potentially be developed to
assist and encourage patients to be more adherent to their daily insulin injection (fol-
lowing the Tresiba® label). Additionally, it can offer dynamic information and useful
insights about patient behavior to the HCP for patient-tailored diabetes treatment.
Altogether, real CGM data are needed in future studies to assess the feasibility for
such adherence detection algorithm and to fully exploit the benefits of both simple
and complex ML/DL detection models.
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6.4 What are the benefits deploying advanced
nonlinear methods as opposed to conventional
time-series analysis when predicting glucose
levels?

In our corresponding study (see also Section 5.5, Appendix E), the benefits of utilizing
a population based LSTM model in comparison to a conventional ARIMA approach
was shown. However, when provided 7 days of CGM data for training, all the patient-
specific models performed similarly (only slightly worse) including the conventional
patient-specific ARIMA. In other words, a population based model generalized well
to individual patients. However, addition of 7 days of patient-specific CGM data did
not improve the performance in the patient-specific LSTM model with pretraining.
Thus, transferring knowledge from the population based model did not improve the
predictive performance on individual patients. This can be caused by challenges of
deploying transfer learning in practice due to possible pitfalls during training, e.g.,
sub-optimal local minima, slow convergence, and/or catastrophic forgetting [107]. For
the patient-specific model without pretraining, adding CGM data from 1 to 7 days
improved the performance (from worst performing model to similar performances
as the other models). Implicitly, this showed that providing sufficient amount of
(historical) patient-specific data enable learning of individual trends. Lastly, patient-
specific ARIMA performed comparably to the more complex LSTM models and can
be considered as a promising alternative, notably when little CGM data are available.

The main limitations related to this study included:

• Relatively small number of patients/observations, which might have been insuf-
ficient in terms of fully exploiting the potential of nonlinear models for complex
sequence modelling.

• Unspecified patient information, i.e., lack of knowledge about diabetes type,
demographics, or treatment regimens. Specifically, T1D and T2D glucose dy-
namics are widely different and their distinct properties could possibly distort
the underlying information in the CGM data [65].

• No knowledge about activity levels, adherence to treatment, and dietary habits,
which are all known to influence the glucose level.

As previously mentioned, limited research has been done on T2D and CGM com-
bined with ML. However, existing studies relate primarily to prediction of glucose
level [64–66]. Consistent with our findings, a recent study reports similar results
examining different ML/DL models and data augmentation techniques to improve
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glucose levels prediction in patients with T2D [66]. In their study, the best perfor-
mance is obtained using a combination of CNN architecture and transfer learning.
However, their regression analysis does not include a baseline model to compare if
the more advanced models in fact are more superior than a simple approach (e.g.,
ARIMA). On the other hand, a variety of simple to more complex models confirming
the benefits of RNN and LSTM for glucose prediction are presented in [64], slightly
outperforming our results for PH = 15 and 60 minutes. However, the considered
population comprise healthy subjects, pre-diabetics, and newly diagnosed patients
with T2D, which are associated with more stable behavior in glucose levels, i.e., less
fluctuations as opposed to T1D. Implicitly, this would make it easier to predict future
glucose levels as sudden changes in glucose levels are less likely to occur within a short
time-span.

Future studies should focus on improving the study limitations in terms of e.g. includ-
ing unspecified patient information, larger population size, and longer CGM periods
to fully take advantage of the LSTM properties. Furthermore, the problem could
instead be approached as a classification task to directly detect adverse events (hypo-
and hyperglycemia). Finally, future solutions may be configured in a way so that
hybrid predictive approaches could be deployed using different models based on data
availability and quality.

6.5 Contributions in a broader perspective and future
work

The use of ML in digital health/therapeutics solutions for diabetes are emerging and
expected to further increase in the future. At the same time, there is a strong trend
and indication of connected devices becoming more available (e.g., CGM devices, ac-
tivity trackers, and connected pens). Consequently, these options will enable easier
and more convenient diabetes management both in terms of self-management and
clinical care. With the rising availability of these devices, one could argue that many
of the existing challenges would be less apparent. For instance, adherence detection
could be resolved by using a connected pen or reliable assessment of glycemic control
could be performed by constantly wearing a CGM device. Although this may be true
for a small percentage of patients with T2D, it is not feasible for the vast majority
of patients. Hence, affordability, convenience, and complexity will still play a critical
role in their use and benefits. Therefore, innovative ideas and solutions are needed
to make the full use of these disruptive technologies.

In this PhD thesis, we investigated different ways of leveraging the potential of ML
applied on CGM data for personalised and cost-effective treatment decision support.
Specifically, we aimed towards improving treatment outcome of patients with T2D
by investigating four different treatment aspects.
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Altogether, we were able to analyze the benefits, challenges, and limitations of each
ML method depending on the RQ and associated data sources. Even though we
gained valuable knowledge about the predictive capabilities of ML in our studies, the
benefits and promising potential of using ML remain unclear due to data constraints
(volume, variability, and quality). It is therefore the most important limiting factor,
which is also the part of each study that offers the most potential for improvement.
However, this closely follows and is aligned with the widely recognized limitations
and associated challenges of using ML in diabetes research (see also Section 3.2.3).
Consequently, this calls for accelerated efforts in terms of acquiring the required data
to fully explore and benefit from the advantageous potential of ML.

6.5.1 Reflections in regards to model complexity
An interesting and important observation throughout our studies was the similar pre-
dictive performances between the simple and more complex models. For instance, in
our study related to glucose level prediction (Section 5.5, Appendix E), the findings
showed that a simple ARIMA can almost perform as well as the advanced LSTM ar-
chitectures. Similarly, simple models showed comparable performances with the CNN
architectures in our study regarding adherence detection (Section 5.4, Appendix D).

Figure 6.1. Simple versus complex prediction models in terms of descriptive and predictive
capabilities.

In this context, the conceptual relationship between descriptive and predictive ca-
pabilities of a model is illustrated in Figure 6.1, controlled by the degree of model
complexity. An ideal scenario is to have a model that scores high on both parameters
as indicated by the red circle. Simple models (e.g., LR) are often associated with
being descriptive, i.e., easy to explain in terms of knowing the rationale behind the
predictions. On the other hand, they do not necessarily provide the highest predictive
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performances. Conversely, complex models are usually associated with high predic-
tive performances, while not being easy to explain (e.g., CNN and LSTM). Against
this background, if the predictive performance between a simple and complex model
is comparable, an obvious choice should be the simple model. This is due to the easier
training process, as well as the aspect of explainability and interpretability (XAI) of
the model. Although it would have been beneficial to consider the XAI aspect of
the applied models across our studies, the primary focus of this thesis was on the
predictive performances.

In view of this, a systematic approach to investigate both simple and more advanced
models in future studies is encouraged. This will enable the possibility to find the
most suitable solution to a specific problem in terms of descriptive and predictive
capabilities. An advanced DL model should only be considered when it is justified in
terms of predictive performance and superiority over a simpler alternative. In cases
where explanations with respect to predictions are required for a complex model,
XAI techniques such as local interpretable model-agnostic explanations (LIME) [49]
and SHapley Additive exPlanations (SHAP) [48], can be applied. However, these
techniques currently do not guarantee adequate explanations, which also have been
criticized [108]. Furthermore, future studies should consider ablation experiments, i.e.,
gradually examining added/removed features and their impact on the performance.
Consequently, this would contribute to the removal of redundant inputs and thereby
potentially reducing model complexity. Notably, this was the method we used in our
study regarding prediction of treatment outcome (Section 5.3, Appendix C), where we
systematically examined the benefits of adding patient characteristics and/or CGM
metrics as input. Similarly, in our adherence detection study (Section 5.4, Appendix
D), the impact of combining expert-dependent features and learned features through
CNN was contrasted relying solely on expert-dependent features or learned features.

Here, it is important to note that a ML based decision support algorithm intended
for clinical use could potentially be categorized as SaMD product. As a result, it
must undergo strict regulatory requirements for FDA clearance/approval, depending
on the intended use and associated claims [109, 110]. In this context, the descriptive
capabilities (XAI) of the solution become crucial factors, which are better captured by
a simple model. On the other hand, if a decision support algorithm is not identified
as a SaMD product, one can advantageously benefit from the predictive capabilities
of more complex candidates.

It is important to note that the discussions surrounding regulatory considerations
regarding AI/ML based SaMD are still ongoing and how the future will look like re-
mains to be seen [109,110]. It is possible to argue that the complexity of models will
become less burdensome in future contexts due to increasing maturity with AI/ML,
and proper regulatory frameworks to adequately control these solutions.
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6.5.2 Increasing data availability for ML algorithm development

Throughout our studies, we were able to demonstrate the iterative and explorative
nature of ML as well as the importance of volume, variability, and quality of avail-
able data. The growing interest of digital health tools, in addition to the regulatory
requirements in connection with SaMD solutions, necessitate effective actions in tack-
ling the recognized shortcomings. Specifically, the main issue regarding data must
be resolved to move forward, i.e., increasing data availability for ML algorithm de-
velopment. In this context, innovative approaches to acquire the needed data from
multitude of sources in a convenient, less time-consuming, and affordable way, are
necessary. Simultaneously, it should be ensured that the developed solutions are ap-
plicable, reliable, and safe in the real world.

As a response, we share additional reflections on future work and innovative solu-
tion candidates comprising decentralized clinical trials (DCTs), data-centric ML, and
establishing a common for development of ML algorithms. In spite of the thesis
aiming to improve the treatment outcomes for a particular patient population, the
following components offer fairly broad suggestions for addressing the limitations and
challenges that have been raised. In other words, they can possibly be useful in other
disease areas and related activities involving ML used in digital health solutions.

The first solution candidate to deal with data related challenges is DCTs (or hy-
brid clinical trials), a rather new, convenient, and flexible way of conducting clinical
research, which provides several promising features. In this context, digital tools and
platforms are the primary methods applied for patient recruitment, consent, and data
collection. Furthermore, they highly depend on telemedicine, i.e., remote delivery of
healthcare services minimizing the need of (physical) clinical visits and the required
resources. Thus, this enables new opportunities to conveniently acquire multitude of
data sources on a large scale through various technologies, in particular connected
devices. At the same time, it lessens the burden on patients and reduces the gap
between reality and the controlled setups often associated with conventional clinical
trials. Finally yet importantly, it lowers the time-consumption and unsustainable
financial liability on healthcare systems and consumers/payers.

The importance of re-thinking traditional clinical trials/care and establishing innova-
tive alternatives based on telehealth and digital diabetes technologies became most
apparent and urgent during the Covid-19 pandemic [111–115]. Due to the exposed
vulnerabilities, lots of efforts demonstrated different approaches to virtually conduct-
ing clinical trials and providing care. Examples of these efforts in relation to diabetes
research include 1) a study from 2020 examining the possibility of remote initiation of
CGM devices in patient with diabetes [114], 2) a second study from 2020 investigating
a novel approach to virtual care [115], and 3) a third and most recent study from 2021
exploring the feasibility of DCT design in terms of recruiting, enrolling, and engaging
patients with T2D [116]. All three studies presented promising outcomes.
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Figure 6.2. Holistic view of patient based on the expected data to be acquired from the DCT:
demographics, medication history, GPS data, CGM and injection data, sleep patterns, DNA
information, activity level data, time of meal intake etc.

Before the Covid-19 pandemic, a research collaboration between Novo Nordisk A/S
and other industrial and academic partners was initiated to conduct the first large-
scale, non-interventional, DCT across Denmark involving 500 patients with T2D (du-
ration of observation ∼ 12 weeks). Besides the primary objective of investigating
the operational aspect of running a DCT, characteristics of glucose profiles for pa-
tients on different treatment regimens were to be examined as a secondary objective
comprising 1) lifestyle intervention ± metformin, 2) OADs ± metformin, 3) basal
insulin ± OADs, 4) GLP-1 ± basal insulin ± OADs, and 5) basal + bolus or pre-
mixed insulin ± OADs). As a related PhD activity, substantial efforts were put into
providing a data science perspective to the decision process in regard to what data to
collect in the trial. Notably, the unique, coupled, and enriched dataset anticipated
from this trial were intended to be used in this PhD study (see also Figure 6.2). The
trial would provide a valuable and more holistic view of the patients in a real-world
setting, across different treatment regimens. Unfortunately, as part of the pandemic
lockdowns and other unexpected technical challenges, it has been repeatedly post-
poned and is now expected to have the first patient first visit (FPFV) later in 2021.
Hence, the anticipated data obtained from this trial are to be utilized in our future
work. A recent pilot study examining the feasibility of such a DCT was conducted
on a small population and showed promising results [116].

The proposed DCT is a first of its kind. The feasibility of the trial based on 500 pa-
tients and associated outcomes are still unknown. However, if successfully conducted,
the obtained data will play a small yet important role towards addressing some of
the aforementioned data limitations in relation to our current studies. Extending our
future studies with the expected real-world data, i.e., activity level and patient char-



78 6 Discussions and conclusions

acteristics in conjunction with CGM data, could potentially have great impact on the
predictive performances. In this connection, DL models such as CNN architectures
will allow a set of new and promising opportunities based on the multitude of data
sources available. Concretely, they will enable automatic feature extraction based on
the raw data in addition to facilitating fusion of expert-dependent and learned fea-
tures encompassing features at different time scales (similar to our study regarding
adherence detection (Section 5.4, Appendix D)). Likewise, LSTM architectures can
be used in complex sequence modelling (e.g., glucose prediction or related forecasting
tasks) by seamlessly handling multivariate time-series (i.e., CGM, activity level etc.).

By widening the scope, other interesting and important treatment aspects could be
examined. Among numerous opportunities, we could e.g. investigate the character-
istics of patients (phenotyping) in relation to more accurately deciding the optimal
treatment option(s) for each patient (personalized medicine). Similarly, we could
take advantage of the holistic view of a patient to promote adherence through e.g.
individualized gamification strategies.

DCTs could also potentially contribute to the recent activities seen in relation to
establishing digital twins (or virtual patients) [117, 118] based on the holistic repre-
sentations of previous patients. Consequently, this can have an important impact in
terms of enabling patient level insights, increasing statistical power, elevating clinical
decision-making, accelerating trial timelines, minimizing clinical inertia, and assisting
future trial design [117,118].

6.5.3 Data-centric ML

The second possible solution to the current data issues and future transparency of ML
based decision support algorithms is data-centric ML. A new paradigm is currently
being discussed in the AI community related to model-centric versus data-centric
ML [119]. This follows as a response to the similar and common challenges rec-
ognized in the different industries, in particular the healthcare industry (see also
Section 3.2.3).

In brief, an encouragement towards focusing on the data quality rather than models
is presented. Put differently, as opposed to the current way of iteratively examining
and exploring different ML models to solve a problem (having the data fixed), itera-
tive improvement of the data is promoted (having the model fixed). As a result, this
would make ML a suitable choice without the absolute need for large volumes of data.
However, this does not mean that more data and advanced models are not beneficial,
but rather that greater effort should be put into acquiring the most appropriate data.

In this connection, domain knowledge to assemble and acquire high-quality data in
all development phases would be the main enabling factor. This includes consistency
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of labeling, systematic data cleansing, correcting for data errors, and data augmenta-
tion. Furthermore, it is recommended to find the most fit trade-off between the data
and the models to obtain the best possible solutions. The idea of data-centric ML
is not revolutionary. However, it promotes shifting the focus on data quality rather
than enhancement of model complexity as the commonly applied approach.

Data-centric ML can be a promising next step towards solving some of the exist-
ing challenges. A combination of DCTs and data-centric ML could play a major role
in future development of decision support algorithms for various of purposes. Besides
reducing the need for large volumes of data, this approach could potentially improve
the way data are collected in DCTs to find solutions applicable in a real-world setting.
In addition, this could positively contribute to the efforts done in the field of XAI as
a result of the demanded robustness and transparency in developed ML models, in
particular when categorized as a SaMD solution.

6.5.4 Establishing common ground

As the final and most comprehensive solution candidate, we need to establish a solid
foundation for ML based digital solutions, i.e., creating standardized approaches for
ML practice. In other words, a baseline methodology should be present to ease and
unify the way AI/ML based algorithms are developed.

Furthermore, it is often difficult to validate, reproduce, and compare performances/im-
provements of solutions based on ML. Thus, a harmonized evaluation practice is called
for as different ways of developing algorithms often lead to undesired biases. Con-
cretely, standardized benchmarking approaches to evaluate the developed algorithms
are needed. This is due to the fact that, in many instances, reporting outcomes in
ML based algorithms can seem arbitrary and highly influenced by the data considered.

In early 2021, the FDA presented an evolving action plan and goals for AI/ML enabled
SaMD innovation [109, 110], which also aim towards establishing a unified develop-
ment platform for ML based digital tools. In short, the five action points consist of 1)
regulatory framework for AI/ML based SaMD, 2) Good Machine Learning Practice
(GMLP), 3) patient-centered approach incorporating transparency to users, 4) meth-
ods related to algorithm bias and robustness, 5) real-world evidence/performance.
These action points are strongly aligned with our solution candidates. Specifically,
action point 2 and 4 relate to the goal of establishing a common ground for develop-
ment, whereas action point 3 and 5 could potentially be supported by data-centric
AI and DCTs, respectively. Further elaboration on FDA’s action points can be found
in [109,110].
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6.6 Conclusions

In light of the need for innovative solutions to improve treatment outcomes of pa-
tients with T2D, we managed to examine potential advantages of applying ML/DL
on CGM data to address different challenging aspects of T2D treatment.

We investigated in our two first studies (Section 5.1-5.2 and Appendix A-B, respec-
tively), how using less than two weeks of CGM data can impact the reliability of
glycemic metrics, while examining the discrepancies between two consecutive periods.
In our third study (Section 5.3, Appendix C) we inspected if three days of CGM could
enhance the prediction of treatment outcome for patients with T2D initiating basal
insulin injection. In our fourth study (Section 5.4, Appendix D) we then explored dif-
ferent approaches for adherence detection of once-daily basal insulin injection based
on CGM data. Finally, in our fifth study (Section 5.5, Appendix E) we investigated
advantages of deploying complex nonlinear methods as opposed to conventional time-
series analysis for glucose level prediction using CGM data.

Altogether, we were able to inspect possible benefits, challenges, and limitations with
respect to the considered ML methods. In spite of our studies providing valuable
insight into the predictive capabilities of ML, the benefits and promising potential of
ML remain unclear due to data constraints.

In this context, we propose a set of action items for future research in response to the
limiting factor of data and the necessity of standardized ML development approaches.
Specifically, a combination of DCTs, data-centric ML, and establishing a common
ground are recommended as possible solution candidates. Although implementing
these will be a challenge in actual practice, accelerated efforts should be made to
provide a framework for future innovation that is both feasible and safe. By estab-
lishing a solid foundation for development based on these suggestions, we will be able
to develop reliable decision support algorithms that will benefit patients in the real
world. This vision is closely aligned with the FDA’s action plan for AI/ML enabled
SaMD innovation presented in early 2021 [110]. Currently, confidence in AI/ML is
probably one of the biggest concerns for potential consumers/payers, which needs to
be addressed with caution in order to reach the desired trust level. Thus, the pro-
posed action items for future efforts will be essential towards achieving this goal.

It is important to highlight that the future seems promising in spite of the challenges.
Considering the fast-growing and continuously improving technologies, the needed
data to develop reliable ML based digital tools are becoming increasingly available.
Simultaneously, regulators are strongly embracing and supporting development of
ML based digital tools in terms of putting efforts into establishing a solid and unified
development platform. In parallel, novel approaches to more efficiently acquire and
increase data availability are being proposed with convenience in mind. Finally, the
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AI community is maturing towards providing the required tools and resources for
easier application of ML in digital health.

This thesis represents a small yet important step in finding innovative solutions for
treatment improvement in patients with T2D, inspired by the recent expansion of
CGM technology and successes in ML/DL. However, as broadly acknowledged by re-
searchers, every new advancement in a field entails a new set of challenges and open
questions to be considered in future work.
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Fast Assessment of Glycemic Control
based on Continuous Glucose Monitoring Data

Ali Mohebbi1,2, Jens M. Tarp1, Morten L. Jensen1, Sadasivan Puthusserypady3,
Elise Hachmann-Nielsen1, Henrik Bengtsson1, Morten Mørup2

Abstract— Diabetes has become a major public health prob-
lem in the world. In this context, early assessment of glycemic
control is essential in order to avoid life-threatening health com-
plications. A panel of diabetes experts have recently proposed
a list of recommendations when using Continuous Glucose
Monitoring (CGM) for glycemic control assessment including
a minimum of two weeks of CGM data. A recent study has
further introduced a metric called Glucose Profile Indicator
(GPI) for CGM based diabetes management including a subset
of the recommended CGM metrics. In this pilot study, it was
investigated if less than two weeks of CGM data would impact
the performance of GPI compared to the proposed two weeks
of CGM data. Furthermore, logistic regression (LR) was used
to examine if an improvement could be achieved taking as
input the CGM metrics used to quantify GPI. The population
mean accuracy for accumulated day 1 to 13 varied between
72.8± 2.0%− 98.3± 0.4% with no clear sign of improvement
using LR. Hence, this indicates a trade-off between the amount
of available CGM data and the precision in which the GPI
outcome using all 14 days can be achieved when considering
features of the GPI alone. Future work is needed to investigate if
this trade-off can be improved by the use of additional features
of the CGM.

I. INTRODUCTION

Diabetes is a complex and life-threatening chronic con-
dition requiring constant monitoring and care. Currently, an
estimate of 425 million people in the world have diabetes
categorized by type 1 diabetes (T1D) or the more prevalent
type 2 diabetes (T2D) accounting for approx. 95% of the
cases [1]. Diabetes causes elevated Blood Glucose (BG)
because the body is not able to produce any or sufficient
insulin or is incapable of using insulin effectively. Prolonged
elevated glucose levels based on sub-optimal and/or lack of
adherence to treatment can lead to life-threatening health
complications. Hence, a continuous assessment of glycemic
control in both T1D and progressed T2D patients is crucial
[2], [3].

The traditional method for assessing glycemic control
and diabetes management has been to measure glycated
hemoglobin referred to as HbA1c reflecting the last 3 months
average Plasma BG. However, there exist limitations with
HbA1c since it does not reflect intra- and interday glycemic
excursions including hyperglycemia and hypoglycemia. Sim-
ilarly, Self-Monitoring Blood Glucose (SMBG) can only
provide a limited number of BG measurements within a day

1Novo Nordisk A/S, Bagsværd, Denmark
2Cognitive Systems, Dept. of Applied Mathematics and

Computer Science, Technical University of Denmark, Denmark,
xaim@novonordisk.com, mmor@dtu.dk

3Dept. of Health Technology, Technical University of Denmark, Denmark

which does not reflect the BG trend [4].
Continuous Glucose Monitoring (CGM) technology ad-

dresses many of the inherent limitations associated with the
use of HbA1c and SMBG as CGM can continuously monitor
the behavior of BG. CGM devices are able to measure BG
values with 5-15 minutes intervals and can be worn up to
two weeks [5]. Even though CGM technology has improved
remarkably over time by getting more robust and precise,
there still exist two essential limiting factors: 1) Missing
values based on human and/or sensor-errors causing varying
gaps in the CGM signal, and 2) How the CGM data is
correctly interpreted and the relevant insights transferred to
support clinical decision making [4].

Although the use of CGM indicates great possibilities for
improved treatment outcomes, a standardized approach to
evaluate CGM and the information it provides does not yet
exist. Danne et al. [4] have proposed a list of key CGM met-
rics/criteria to be utilized when assessing glycemic control
outlined by an expert panel at the Advanced Technologies &
Treatments for Diabetes Congress. One criterion is that the
minimum percentage of CGM readings should be between
70-80% (or 10 days) out of 14 days of available (consecutive)
CGM days in order to perform a reliable assessment of
the glycemic control. However, despite the fact that the
presented metrics [4] represent current consensus regarding
which metrics are relevant to assess in the analysis of a
CGM signal, there is a need to reduce the complexity of
the analysis. In particular, when monitoring many patients’
disease status.

Recently, Bergenstal et al. [6] have introduced a simple
CGM based metric called Glucose Profile Indicator (GPI) as
an easy and convenient tool to indicate a clinically favorable
glucose profile including a subset of the metrics introduced
by Danne et al. [4]. In other words, a simple combined CGM
metric based on two weeks of CGM data.

The aim of this pilot study is to examine how fast and
precise the glycemic state of a diabetic patient can be
assessed based on CGM and the trade-off between these
two factors. Particularly, we investigate how quantifying GPI
using less than two weeks of CGM data impacts the accuracy
compared to the GPI assessed using the proposed full two
weeks of data [4], [6].

II. METHODS

In this study, the GPI was calculated with the assumption
that 14 days of CGM is adequate to asses glycemic control
of a diabetic patient [4], [7]. Using the GPI based on 14
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Fig. 1. A conceptual illustration of a single CGM day with its corresponding metrics presented and used to calculate the GPI: MeanCGM = 7.3mmol/L
(dashed red line), CVCGM = 34.5% and T IHypo = 3.9% (marked by yellow box) resulting in a GPI of 1.4 (sub-optimal CGM profile). Here, the green
background indicates the TIR area restricted between 3.9−10mmol/L [4].

days of CGM we investigated how well the accumulated 1
to 13 days of a CGM profile (i.e. all available CGM data
up to and including the considered day) resembles this fully
accumulated 14th day GPI. Additionally, we investigated the
accuracy in which decisions based on the 14th day GPI could
be recovered using fewer days of CGM. Finally, we inspected
if improvements could be achieved taking CGM metrics used
to quantify GPI as inputs to a logistic regression (LR) model.

A. Glucose Profile Indicator (GPI)

As previously stated, CGM contains information which
is not revealed by HbA1c alone. This includes mean BG,
glycemic variability, and time-in-hypoglycemia which are
all important factors and have a remarkable impact when
it comes to time spent in range referred to as time-in-range
(TIR). Thus, it is a difficult task to evaluate multiple metrics
simultaneously. At the same time, various insulin studies
have stated that variations in the BG is an essential risk factor
in terms of hypoglycemia [8]–[13]. GPI takes the mentioned
elements into account and is defined as a combined metric
to characterize most TIR with least time in hypoglycemia
presented by Eq. (1):

GPI =
1
2

(
MeanCGM

8.6mmol/L
+

CVCGM

36
+1T IHypo>1%

)
, (1)

where MeanCGM represents the mean sensor BG, CVCGM is
the glycemic variability (coefficient of variance defined by
the ratio of the standard deviation to the mean) and T IHypo
is the percentage of time spent in hypoglycemia (BG values
< 3 mmol/L). Furthermore, the MeanCGM and CVCGM are
standardized to BG of 8.6 mmol/L and 36%, respectively.
By the introduced standardization, the distinctive categories
between an excellent, good and sub-optimal CGM profile are
accordingly described as GPI < 1, GPI = 1 and GPI > 1 [6].
The last term depicts a penalization of 1 if T IHypo > 1%,
otherwise this term is 0. Considering Eq. (1), it is easy to spot
that T IHypo is of great importance. For illustration purposes
and more clear understanding of what GPI represents, an
example of the GPI calculation based a single CGM day
is presented in Fig. 1. In this case, even though the value
of MeanCGM and CVCGM indicate a promising CGM profile

considering Eq. (1), the T IHypo > 1% entails a penalty
which causes the GPI to have a value above 1 (sub-optimal
CGM profile).

B. Real-World CGM Data

The CGM data used in the study was acquired from the
Cornerstones4Care R© platform powered by Glooko which
is a diabetes management application capturing real-world
CGM data. Here, periods of 14 consecutive CGM days were
included with (mainly) T1D and T2D patients. The applied
CGM devices had a sampling rate of 5 minutes (288 readings
per day). Given the main aim of this study, both T1D and
T2D CGM data were included not restricting the data to a
specific group. A total of 1503 periods of CGM representing
240 different patients were taken into account based on an
inclusion criterion (to be described). The number of included
periods varied between 1 to 69 for each patient.

C. Feature Extraction and Inclusion Criterion

Considering a CGM profile and its corresponding BG
readings, if the next reading was within the expected duration
(5 minutes ±1), the time between the two readings was
used as the duration. If the next reading was more than the
expected duration (5 minutes ±1) after the current reading,
the duration was set to the expected duration. The CGM
signal was considered missing after this point, until a new
reading was registered. In this context, the inclusion criterion
for the patients and corresponding periods was that the CGM
sensor had to be active ≥ 70% of each accumulated day
based on the available CGM readings [4]. In other words,
the sum of duration between the CGM readings divided by
(24 hours × number of days) × 100%.

For each included period, the days were divided into
13 accumulated days from 1 to 13, thus gradually adding
more CGM data. As mentioned earlier, the GPI for the
accumulated day 14 was considered as the reference day
to which all the previous days were compared to. Hence,
MeanCGM , CVCGM , T IHypo were calculated as correspond-
ing metrics (henceforth referred to as features) for each of
the accumulated days. In the same manner as the inclusion
criterion, T IHypo was based on the duration for which the
CGM sensor had been active for BG values < 3 mmol/L.

7186



D. Classification Classes & Labelling

By taking the given description of GPI into account, two
distinctive classes were defined in this study for labelling
purposes forming a binary classification problem: 1) GPI ≤
1 as acceptable CGM profile, and 2) GPI > 1 as sub-
optimal CGM profile. We contrasted the labelling attained
by accumulating day 1 to 13 to the labelling using the fully
accumulated 14 days GPI.

To investigate if the features used to calculate GPI would
benefit the performance we conducted an LR analysis includ-
ing as features the accumulated values of MeanCGM , CVCGM ,
T IHypo, and 1T IHypo>1% (i.e. using both the actual value of
T IHypo and the penalty of 1 or 0) for all CGM data up to and
including the considered day. We further contrasted this to an
LR model based only on the quantified and accumulated GPI
value as feature. Hence, the following 2 cases were examined
as input to the LR classifier: 1) The 4 accummulated GPI
features, and 2) The accumulated GPI value.

E. Logistic Regression & Cross-validation

LR has previously been considered in the context of
detecting adherence based on synthetically generated CGM
data [3]. The output of LR are quantified class probabilities in
this situation given by the probability of an either acceptable
or sub-optimal CGM profile determined according to the
learned weighting of the input feature(s). The weights of
LR is optimized by minimizing the cross-entropy used as
training error function and given by Eq. (2),

E =−
N

∑
n=1

(
yn ln ŷn +

(
1− yn

)
ln
(
1− ŷn

))
, (2)

where yn is the the desired output and ŷn is the predicted
class probability for the input (denoted as xn, n = 1, ...,N).
The class probability prediction is defined using the logistic

sigmoid activation function given by ŷn =
1

1+ e−zn
. Here, zn

is a linear parametric function given by zn = ∑i wixni +b in
which the ith input feature (i.e. MeanCGM , CVCGM , T IHypo,
and 1T IHypo>1%) for observation n, i.e. xni is muliplied by an
associated weight wi, and b is a bias term that can account
for potential class-imbalance.

To evaluate performance of the LR trained classifier we
used leave-on-patient-out cross-validation in order to inves-
tigate the robustness and consistency of the prediction out-
comes when deployed the trained model on a new individual.
Using this procedure, one patient and the respective CGM
periods were taken out for testing while training on the other
patients’ data. This procedure was repeated until all patients
had been evaluated in terms of the trained models predictive
performance.

F. Performance Metrics

In terms of of performance evaluation when applying
Eq. (1) followed by assigning either acceptable or sub-
optimal CGM profile class based on the GPI, patient-specific
predictions were found based on the available period(s) for
the same exact patient. This was done in order to weight each

of the patients equally regardless of imbalance of available
periods between patients. In other words, observing inter-
patient variability. In this context, a patient-specific mean
(prediction) accuracy was found for each accumulated day.
The accuracy for subject s for day d is defined by the fraction
across the Ps periods measured for subject s of correct
classification in which the calculated (or estimated in case
of LR models) class ( ˆGPI(s,d, p)) corresponded to the class
based on the full 14 days of accumulated GPI (GPI14(s, p)):

Accuracy(s,d) =
1
Ps

Ps

∑
p=1

1( ˆGPI(s,d,p)≤1)=(GPI14(s,p)≤1) (3)

Similarly, the mean Root Mean Square Error (RMSE) was
calculated based on the actual GPI values (i.e. without class
assignment) in order to observe GPI variability between both
subjects and accumulated days:

RMSE(s,d) =

√√√√ 1
Ps

Ps

∑
p=1

(
ˆGPI(s,d, p)−GPI14(s, p)

)2
. (4)

As a result of the cross-validation step in the LR based
classification models, comparable mean prediction accuracies
were obtained and used to see if the LR would be able
to improve the performance using features of the GPI.
Once individual results were obtained for the patients the
population mean accuracy and RMSE were found for each
accumulated day across all 240 patients with their respective
standard error (SE) to the population mean.

III. RESULTS & DISCUSSION

In order to compare the results in a convenient way, Fig.
2 is presented. Given the imbalance of the data in favor
of one class the baseline accuracy is set to 57.2% with
the dashed magenta line (corresponding to predicting all
observations according to the majority class in the training
data). There are two different axes which represent the
population mean accuracy (left) and population mean RMSE
(right). Considering the reference population mean accuracy
of the binarized GPIs (presented by the dashed black line),
there is a clear tendency shown by a steadily increasing mean
accuracy when accumulating days. In fact, the population
mean accuracy varies between 72.8± 2.0%− 98.3± 0.4%
for day 1 and 13, respectively. Given 3 days of accumulated
CGM days, a population mean accuracy of 84.1 ± 1.6%
is achieved. Furthermore, the SE to the population mean
becomes smaller when increasing the accumulated days.

Looking at the population mean RMSE (by the solid blue
line), the exact same patterns is observed but in the opposite
direction. In this context, the population mean RMSE varies
between 0.23±0.011−0.023±0.003.

It is easily observed that just one day of CGM per-
forms substantially better than the baseline accuracy (dashed
magenta line). However, the trade-off between number of
included CGM days and the population mean accuracy
(dashed black line) in comparison to the two weeks GPI class
demonstrate that 10 days of CGM are necessary to achieve
a population mean accuracy in which 95% is within one SE
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Fig. 2. Performances illustrated by population mean accuracy (each subject’s accuracy given by Eq. 3) and population mean RMSE (each subject’s RMSE
given by Eq. 4) across all 240 patients (with respective SE to the mean). The population mean accuracy for (binarized) GPI represented by dashed black
line (reference) and the population mean RMSE based on the the actual GPI values as the solid blue line. The LR based classification model performances
are shown by: 1) Population mean accuracy for LR model based on the 4 accumulated GPI features (red), and 2) Population mean accuracy for LR model
based on the accumulated GPI value (purple). Furthermore, the baseline accuracy indicating the class imbalance shown as the dashed magenta line.

to the mean.
Considering the population mean accuracies for the LR

classification models, there is a very similar tendency for
case 1 and 2 (solid red and purple line, respectively) in
comparison to the reference population mean accuracy. In
fact, a slightly higher performance is observed in both cases
within the first 3 accumulated days. We attribute this to
the LR model accounting for the slight class-imbalance in
the data. However, the performance is moderately decreased
until day 8. For the remaining days, both curves follow the
(reference) population mean accuracy closely.

Given the presented SE ranges, it is difficult to state a clear
improvement based on the LR based classification models.
It is rather an indication of the need for further investigation
of features acquired from CGM.

By taking the aim of this study into account, it is observed
that a GPI based assessment of the CGM profile using less
than two weeks comes at the cost of less accurate assessment
although one day of CGM performs significantly better than
the baseline accuracy (of not including any CGM data).
Desirably, the population mean accuracy curves would be
close to 100% at the first accumulated days for a both
fast and precise glycemic control assessment. Instead, we
observe in Fig. 2 a trade-off in which steady improvements
are achieved by accumulating additional days.

IV. CONCLUSIONS

In this study, we investigated the extend in which less
than 14 days of CGM could be used to evaluate glycemic
control based on the recently proposed GPI metric. Using
a large CGM dataset, we observed a trade-off between fast
assessment of glycemic control and precision in regards to
the assessment based on all 14 days of CGM. Future work
should investigate if this trade-off can be improved by the

use of additional features of the CGM [4] beyond the features
directly used to calculate GPI as presently investigated.
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Abstract— Continuous glucose monitoring (CGM) has revo-
lutionized the world of diabetes and transformed the approach
to diabetes care. In this context, an expert panel has reached
consensus on clinical targets for CGM data interpretation based
on eight CGM metrics. At least 70% of 14 consecutive CGM
days (referred to as a period) are recommended to assess
glycemic control based on the metrics. In clinical practice less
CGM data may be available. Therefore, the primary aim of
this study is to explore the ability to recover the consensus
metrics utilizing less than 14 days of CGM data (intra-period).
As a secondary aim, we investigate the recovery considering two
consecutive periods (inter-period). The analyses are based on
real-world CGM data from 484 diabetes users (4726 periods)
acquired from the Cornerstones4Care® Powered by Glooko
app. Using up to 14 accumulated days, the consensus metrics are
calculated for each user and period, and compared to the fully
14 accumulated intra- and inter-period days. Relatively low
deviations were observed for time in range (TIR) and average
based metrics when using less than 14 days, however, we
observed large deviations in metrics characterizing infrequent
events such as time below range (TBR). Furthermore, the
consensus metrics obtained in two consecutive 14 day periods
have clear discrepancies (inter-period). Recovering consensus
metrics using less than 14 days might still be valuable in terms
of interpreting CGM data in certain clinical contexts. However,
caution should be taken if treatment decisions would be made
with less than 14 days of data on critical metrics such as
TBR, since the metrics characterizing infrequent events deviate
substantially when less data are available. Substantial deviation
is also seen when comparing across two consecutive periods,
which means that care should be taken not to over-generalize
consensus metric based glycemic control conclusions from one
period to subsequent periods.

I. INTRODUCTION

Over recent decades, diabetes prevalence has risen globally
across all age groups. Currently, an estimate of 436 million
people in the world have diabetes, and numbers are expected
to increase further [1]. The major categories are type 1
(T1D), and the more prevalent type 2 diabetes (T2D) which
accounts for approximately 90% of all cases.

Diabetes is a chronic disease characterised by abnormal
levels of glucose in the blood due to either inadequate

*This project is funded by Novo Nordisk A/S and Innovation Fund
Denmark through the industrial PhD project under Grant Agreement No
8053-00075B. AB receives funding from the European Union’s EU Frame-
work Programme for Research and Innovation Horizon 2020 under Grant
Agreement No 721402.
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3 Novo Nordisk A/S, Medical & Science, Denmark
4 University of Hamburg, Hamburg Center for Health Econ., Germany
5 Novo Nordisk A/S, Data Analytics, Denmark

production of insulin or insufficient sensitivity of cells to
use it effectively. An increased risk of developing life-
threatening health complications is caused by prolonged
elevated glucose levels. These consequences can be avoided
or delayed if people with diabetes are treated adequately.
Hence, diabetes management requires substantial effort from
the person with diabetes in terms of independent self-
care and adherence to treatment. A crucial factor is the
regular assessment of glycemic control [2]. The traditional
way of assessing glycemic control is to measure glycated
haemoglobin, HbA1c, reflecting the last two-three months
average glucose levels. Although it plays a major role and
is a well-established tool for assessing the risk of diabetes
complications, it has several limitations [3]. It is insensitive
to rapid intra- and inter-day variation and cannot capture
acute excursions. Similarly, Self-Monitoring Blood Glucose
(SMBG) provide a limited number of glucose level mea-
surements within a day and does not reflect the immediate
glucose level trend [3].

Continuous glucose monitoring (CGM) technology ad-
dresses many of the limitations of HbA1c and SMBG, and is
anticipated to replace them over time [3], [4]. CGM devices
are worn up to two weeks and measure glucose values in 5
to 15 minute intervals. The dynamic information and trends
enable visualization of immediate variability in glucose lev-
els, including its two extremes, hypo- and hyperglycemia [5].
As a result, a CGM device can be a powerful tool to support
immediate treatment decisions, e.g., prompt adjustment of
insulin dosing and adherence detection [3], [6]–[8].

Even though benefits of the CGM technology are recog-
nised and the technology has improved considerably in
terms of increased robustness and accuracy, the successful
utilization of CGM in clinical practice stays relatively low
[3]. One reason has been the lack of a standardized approach
to generate relevant insights from the CGM data and transfer
these to the patient and the healthcare professionals (HCPs).
Although recommendations have been put forward in sepa-
rate peer-reviewed articles, formal adaption and application
remained low [3], [9]–[11]. To address this, the Advanced
Technologies & Treatments for Diabetes (ATTD) Congress
convened an international expert panel which established
a standardized approach to evaluate CGM data for T1D
and T2D patients [3]. A total of eight CGM metrics were
established to guide glycemic control assessment [3]. It was
further recommended that the minimum percentage of CGM
readings should be 70% during 14 consecutive days of CGM
data in order to perform a reliable assessment of the glycemic
control [3]. This is supported by a prior study presented by
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Xing et al. [12] and a more recent study by Riddleworth
et al. [13] showing that 14 days of CGM data are needed
to reliably reflect a patient’s glucose levels. Thus, there is
consensus that for clinical use 14 days of CGM data suffices
to reflect a patients glycemic control. However, in clinical
reality less than 14 days of CGM data may be available, for
instance due to gaps in CGM data which can occur for a
variety of reasons based on human and/or sensor error or
sensor compression [14].

Therefore, the primary aim of this study is to examine
how the consensus metrics are impacted by the use of less
than 14 days of data. This is examined in terms of the
extent in which each consensus metric can be recovered
using data from fewer days than the fully accumulated
14 days of CGM data. Unless treatment interventions or
lifestyle changes are instituted, glycemic control changes
gradually. Thus, consensus metric based glycemic control
conclusions based on two consecutive 14 day periods should
be reasonably consistent. The consistency of the metrics
between consecutive periods is of interest in situations where
CGM data are used for decision support algorithms which
go beyond real-time or near real-time decision support. A
secondary aim of this study is therefore to examine the
extent to which each consensus metric can be recovered
when compared to the consecutive 14 days of CGM data.

To the best of our knowledge, we are the first study to
investigate the recovery of consensus metrics both within and
between two consecutive 14 day periods based on a large
self-reported real-world data across a diverse population.
This is different from the mentioned studies based on clinical
data by Xing et al. [12] and Riddlesworth et al. [13] including
a recent study by Herrero et al. [15] proposing a new
approach to define the minimum duration of CGM data based
on T1D patient data.

II. MATERIALS AND METHODS

A. Established consensus CGM metrics

This study is based on the recommendations of the expert
panel as presented in Table 1. In order to facilitate more prac-
tical and easier data interpretation, the panel identified time
in ranges as a combined, more intuitive metric of glycemic
control [3], [16]. It includes a subset of the consensus metrics
as depicted in Figure 1: time in range (TIR, metric six),
time above range (TAR, metrics four and five) and time
below range (TBR, metrics seven and eight), expressed either
as time per day or as percentage of readings as illustrated
in Figure 1. Acceptable glycemic control is achieved if all
of the presented conditions are met. However, individual
assessment is encouraged in each case [3], and different
thresholds apply for specific patient groups (e.g. older/high
risk patients and during pregnancy).

B. CGM data and inclusion criteria

Our analysis is conducted based on real-world CGM data
acquired from the Cornerstones4Care® Powered by Glooko
platform, which is a diabetes management application. The
data are used for research purposes with consent from the

users [17]. The data set covers the period from 2016 to 2019,
and includes data from T1D and T2D patients, albeit a con-
siderable proportion has not reported their diabetes type in
the app. Therefore, the CGM data are pooled by considering
the same consensus guidelines presented for T1D and T2D
patients (apart from older/high risk patients and during preg-
nancy) and the uncertainties associated with self-reported
data. For each user, we identified all available periods of
14 consecutive days of CGM data in the mentioned period.
Only data from users with at least two consecutive periods
of data, i.e., 28 consecutive days were included, and where
CGM data were available for > 70% of each day. For each
included period, the days were divided into 14 accumulated
time spans from 1 to 14 days, thus gradually adding more
CGM data. For each period, the established consensus CGM
metrics were calculated for the accumulated days [18] using
the same approach regardless of which CGM device the data
originated from. Many users had more than two consecutive
periods available (repeated measures), i.e., more than two
consecutive periods at a time (e.g. four consecutive periods
in a row) and/or two or several consecutive periods with
breaks in between, over the observed time period.

C. Intra- and inter-period analyses

Two analyses are made, namely intra-period (within 14
days period) and inter-period (across two consecutive peri-
ods). The intra-period analysis quantifies the extent to which
an assessment based on less CGM data can recover the
assessment had the data from the full 14 days been available,
the primary study aim. The inter-period analysis quantifies
the extent an assessment based on CGM data from a full 14
days period can recover the assessment had it been based
on the 14 days CGM data of the consecutive period, the
secondary study aim.

In order to introduce consistency and a comparable setup
between the two analyses, the last available period for
each user was excluded for the intra-period analysis. This
exclusion approach is performed in order to assure equal
number of data samples between the two analyses, thus the
possibility of direct comparison.

D. Statistical measures

As statistical measure, Relative Absolute Difference
(RAD) is applied. In this context, results are provided as
the estimated population mean with 95% confidence interval
(CI). Since we consider repeated measures when estimating
the population mean, RAD is modelled using a random
effects model to incorporate both within and between user
variation [19] as implemented using the ‘lme4’ package
(version 1.1.21) in R (version 3.6).

The RAD captures how much the value of each accumu-
lated day of CGM data differs from the value based on the
corresponding fully accumulated 14 day period and is defined
as:

RADm(p,s,d) =

∣∣∣∣∣∣
x(m)

p,s,d− x(m)
p′,s,d=14

x(m)
p′,s,d=14

∣∣∣∣∣∣ ·100%, (1)



TABLE I
ESTABLISHED CONSENSUS CGM METRICS FOR CLINICAL CARE (2019) [3].

Established consensus CGM metrics

1. Mean glucose (MG)
2. Glucose management indicator (GMI)
3. Glycemic variability (%CV)
4. Time above range (TAR) % of readings and time >250 mg/dL (>13.9 mmol/L) [Level 2]
5. Time above range (TAR) % of readings and time 181-250 mg/dL (10.1-13.9 mmol/L) [Level 1]
6. Time in range (TIR) % of readings and time 70-180 mg/dL (3.9-10.0 mmol/L)
7. Time below range (TBR) % of readings and time 54-69 mg/dL (3.0-3.8 mmol/L) [Level 1]
8. Time below range (TBR) % of readings and time <54 mg/dL (<3.0 mmol/L) [Level 2]

Fig. 1. Time in ranges (conditions) for glycemic control assessment represented by stacked bar (inspired from the international consensus on TIR [3]).

where x(m)
p′,s,d=14 represents the value of consensus metric m

for period p of subject s accumulating d days of CGM data.
For the intra-period analysis p′ = p (current period) and for
inter-period analysis p′ = p+1 (consecutive period).

Although the RAD measure is well-established and has
previously been used in similar contexts comparing relative
differences between CGM metrics when less data than the
proposed duration are used [12], it is subject to an inherent
limitation. RAD is impacted by the magnitude of each
metric’s full 14 days value, which must be taken into account
when comparing and interpreting metrics with different mag-
nitudes.

To clarify this, consider GMI, which is a scaled linear
combination of MG [20]. Even though GMI and MG are
based on the same value, the RAD will be different. Let
d represent the considered day, x depict MG and y be GMI
related to MG as y= a ·x+b where a= 0.02392 and b= 3.31
for MG in [mg/dL] presented by Bergenstal et al. [20]. The
following reduction is then applied:

RAD(x) =
∣∣∣∣xd− xd=14

xd=14

∣∣∣∣
RAD(y) =

∣∣∣∣yd− yd=14

yd=14

∣∣∣∣= ∣∣∣∣ (a · xd +b)− (a · xd=14 +b)
(a · xd=14 +b)

∣∣∣∣
=

∣∣∣∣∣xd− xd=14

xd=14 +
b
a

∣∣∣∣∣= RAD(x) · xd=14

xd=14 +
b
a

,

(2)

where we have used that xd=14, a, and b all are positive.
Hence, RAD(y) will be reduced relative to RAD(x) by the
factor xd=14

xd=14+138.4 , resulting in different RAD values even
though they are based on the same value.

For the inter-period analysis, we further estimate the extent
in which two consecutive CGM periods are correlated using
repeated measures correlation [21] (accounting for the intra-
user variability) as implemented using ‘rmcorr’ package
(version 0.4.1) in R (version 3.6).

The random effects model approach for RAD and the
repeated measures correlation are applied as these desirably
exploit all available CGM data. These are preferred over
either an averaging approach or manually selecting the
periods/patients.

III. RESULTS

A. Available CGM data

The data set includes 50% T1D and 15% T2D users. 35%
have not registered their diabetes type in the app (unknown).
29% of the users reported to be male, 24% female and 47%
have not given information about their gender. The average
age in 2019 was 42 years for T1D, 56 years for T2D and
44 years for unknown. A total of 4726 14 day periods of
CGM data, representing 484 users were included into the
study, distributed as shown in Figure 2. The average time
with available CGM data for the included periods was 88.4%.



In order to give an overview of the included CGM periods,
Figure 3 provides the estimated population mean with 95%
CI (based on random effects model) of the average time spent
in the different ranges (TIR, TBR and TAR level 1 and 2)
expressed as percentages [%], grouped by diabetes type. As
expected, TBR is quite low for both level 1 and 2, followed
by TAR level 1 and 2. In contrast, high values of TIR are
present for all cases. The same plots are presented for the
average based metrics, i.e., MG, GMI and CV.

B. Intra-period analysis results

Figure 4 shows the estimated population mean RAD [%]
with 95% CI considering the eight consensus CGM metrics
by accumulating days compared to the fully accumulated
14 days. The magnitude varies considerably amongst the
different metrics. The RAD is recognizably highest for TBR
level 1 and 2, and TAR level 2 over all accumulated days,
exceeding > 90% at day one. In contrast, the RAD for TIR,
MG, GMI and CV are relatively low even when assessing
only one day of CGM data: 24% (TIR), 11% (MG), 6%
(GMI) and 19% (CV). It is further reduced to 5% (TIR),
2% (MG), 1% (GMI) and 4% (CV) after 10 accumulated
days. However, bearing in mind the limitations of RAD
being impacted by the magnitude of each metric, this does
not necessarily imply a better robustness of these metrics.
Nevertheless, TIR and the average based metrics (MG, GMI
and CV) still deviate least. In contrast, this is not the case
for the critical consensus metrics represented by TBR level 1
and 2 as these are rare events which therefore deviate more
with reducing amounts of CGM data. For all metrics, we
observe a reduction in RAD as more days are included and
there appears to be no clear point in which RAD no longer
improves.

C. Inter-period analysis results

For the inter-period analysis (Figure 5, top panel), we
observe that the RAD decreases for all the CGM metrics
as more CGM data are included. However, the RADs are
substantially higher than in the intra-period analysis. The ob-
servable difference is that the intra-period analysis converges
towards zero as expected, while the inter-period assessment
even after accumulated 14 days differs substantially. The
lowest RADs are found when accumulating all 14 days as the
following: 9% (CV), 4% (GMI), 7% (MG), 14% (TIR), 96%
(TAR level 2), 43% (TAR level 1), 89% (TBR level 1), 81%
(TBR level 2). In other words, even between two consecutive
periods we observe clear discrepancies for the metrics and
most noticeable for the critical metrics comprising TBR level
1 and 2.

For the estimated inter-period repeated measure correlation
coefficient (Figure 5, bottom panel), we observe that the
correlation gradually increases with increasing accumulating
days and reaches a level of approximately 0.5 when the fully
accumulated 14 days of the first period is compared to the
fully accumulated 14 days of the second consecutive period.
Compared to the other metrics, TBR level 2 and CV reach
the lowest correlation coefficient of approximately 0.3.

IV. DISCUSSION

A. Discussion of results pertaining to the primary study aim

The primary aim of this study was to examine how the
consensus metrics are impacted by the use of less than 14
days of CGM data. In brief, as expected and illustrated by
Figure 4, increasing amounts of data steadily improve the
representation of the consensus metrics obtained when using
14 days of CGM data.

Although the RAD is relatively small for TIR and the
average based metrics (MG, GMI and CV), this does not
necessarily imply that less CGM data on these metrics can
give adequate insight into glycemic control compared to the
insights obtained by the recommended (70% of) 14 days of
data. Instead, these results are biased by the high impact
of the described full 14 days mean magnitude for each
respective metric. For this reason, all the outcomes should
be analysed carefully and always compared to the magnitude
as presented in Figure 3.

TIR and the average based metrics obtained with less than
14 days of data can to a degree still reflect the same metrics
obtained with the full 14 days of data. Thus, being aware of
the clinical question to be addressed, TIR and the average
based metrics may still provide valuable information on the
average glycemic levels, even when based on fewer days of
data.

In contrast, using less data significantly impacts the robust-
ness of the information about the infrequent events, notably
TBR level 1 and 2. In the clinical context these low glucose
values are critical to avoid. Even though a strength of real-
time CGM is to empower the patient to closely navigate their
glucose levels and avoid hypoglycemia, our data illustrate a
potential pitfall; If a patient’s CGM data are pooled, but less
than 14 days of data are available, the risk of missing critical
low glucose information is increased. Combined, the limited
impact on the average metrics and the significant impact
on the metrics on infrequent events, calls for caution. For
instance, an automated insulin titration algorithm should in
a risk based way take this into account in the determination
of minimum required data for dose recommendations.

B. Discussion of results pertaining to the secondary study
aim

The secondary aim of this study was to examine the extent
to which each consensus metric can be recovered when com-
pared to the consecutive 14 days of CGM data. Figure 5 (top
panel) displays a similar trend as in Figure 4, i.e., improved
performance with increasing number of accumulating days.
However, two consecutive periods substantially differ as the
RADs do not converge towards zero. This means that even
when basing the consensus metrics on a full period with
14 days of data, these calculated metrics only correspond
to metrics calculated from the consecutive 14 day period to
a limited degree. For instance, the RADs after 14 days of
accumulated data (Figure 5, top panel, 14 days data) only
represent the consecutive 14 days period equivalent to what
1-2 days of accumulated data from the same consecutive



Fig. 2. Number of 14 day periods represented by stacked bar (grouped by diabetes type).

Fig. 3. Estimated population mean with 95% confidence interval considering the time spent in the different ranges (Time in range (TIR), Time below
range (TBR) and Time above range (TAR) level 1 and 2) in terms of percentages [%], MG [mg/dL], CV [%] and GMI [%] for the included 14 day periods
(grouped by diabetes type).



Fig. 4. Estimated population mean Relative Absolute Difference [%] with 95% confidence interval considering the eight consensus CGM metrics by
accumulating days compared to the fully accumulated 14 days (intra-period analysis).

Fig. 5. Top panel: Estimated population mean Relative Absolute Difference [%] with 95% confidence interval considering the eight consensus CGM
metrics by comparing accumulating days in the first period to the second fully accumulated 14 days period (inter-period analysis). Bottom panel: Same
analysis but quantifying the estimated repeated measures correlation coefficient with 95% confidence interval.

period would have achieved (Figure 4, 1 and 2 days of CGM
data).

In addition to this, the estimated repeated measure cor-
relation coefficient, Figure 5 (bottom panel), illustrates how
much a consecutive period for an individual user correlates
accounting for the intra-user variability. We observe substan-
tial correlation indicating that even though two consecutive
periods differ as described above, they are more similar in
comparison to the more distant periods. This supports the
clinically intuitive conclusion, that e.g. a predictive decision
support algorithm will deteriorate with increasing timespan.

C. Considerations regarding CGM applications

CGM is becoming a well-established part of clinical care
of people with diabetes. When used as part of clinical care,
the physician assesses the person with diabetes holistically,
and the person with diabetes uses the CGM as daily real-

time support for decision making. In these situations, the
CGM derived consensus metrics can be used to increase the
understanding of the CGM data.

The consensus metrics can make it easier and more
convenient to interpret periods of CGM data. In addition,
some of the metrics may even be valuable when periods
contain less than 14 days of CGM data in certain clinical
contexts. However, our results call for caution if important
treatment decisions are made based on the consensus metrics,
in particular in situations where less than the recommended
amount of data are available because infrequent events such
as low glucose levels may be missed [15], [22].

D. Limitations and strengths of the study

This study uses real-world CGM data with limited and
self-reported user information. In this data set, factors which
are known to impact glucose level are largely unspecified,



e.g. diabetes type, demographics, lifestyle. Furthermore,
treatment regimens, whether the users are optimally titrated
and have achieved steady-state in their current treatment is
also unknown. However, the real-world data are also the pri-
mary strength of the study as our analyses are based on large
amounts of CGM data acquired in real-life situations across a
diverse population. Hence, the data are not constrained by the
limitations associated with the controlled setup of traditional
clinical trials.

V. CONCLUSION

Using less than 14 days, increasing amounts of data
steadily improve the representation of the consensus metrics
obtained when using 14 days of CGM data. Some of the
consensus metrics (TIR and average metrics) might still be
valuable in terms of interpreting CGM data in certain clinical
contexts. However, caution should be taken if treatment
decisions would be made with less than 14 days of data on
critical metrics such as TBR, since the metrics characterizing
infrequent events deviate substantially when less data are
available. Substantial deviation is also seen when comparing
across two consecutive periods, which means that care should
be taken not to over-generalize consensus metric based
glycemic control conclusions from one period to subsequent
periods.
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Predicting Treatment Outcome of Patients with Type 2 Diabetes
on Once-Daily Basal Insulin Injections using Machine Learning

Ali Mohebbi, Niels-Kristian Kjøller, Alexander R. Johansen,
Henrik Bengtsson, Morten L. Jensen, Bente M. Stallknecht, and Morten Mørup

Abstract— Basal insulin has been and remains a common and
cost-effective intensification step from insufficient oral antidiabetic
drug (OAD) treatment for people with type 2 diabetes (T2D), but
individualized intensification alternatives are rapidly increasing.
Recently, decision support tools to assist healthcare professionals
based on machine learning (ML) algorithms are becoming more
popular. By means of ML, the aim of this pilot study is to explore
to what extent patient characteristics and continuous glucose
monitoring (CGM) data enhance the ability to predict a successful
basal insulin treatment outcome beyond what can be predicted
based on HbA1c alone at treatment initiation. Clinical data were ac-
quired from four different trials with a total of 222 poorly regulated
(HbA1c ≥ 7% ) patients with T2D on OAD initiating basal insulin
treatment. HbA1c, patient characteristics, and consensus CGM
metrics (based on three days) were available and systematically
added as input to three classification models, respectively, based
on logistic regression and Gaussian process (GP) classification
with linear and both linear and nonlinear kernels. Classification
models predicted a binarized HbA1c value after six months as ei-
ther acceptable (HbA1c < 7%) or suboptimal (HbA1c ≥ 7%) using a
repeated stratified cross-validation setup. The consensus metrics
based on only three days of CGM show a trend towards slightly
improved performance when added on top of HbA1c. However, it
appears difficult to accurately predict a binarized HbA1c outcome
based on the considered patient information to a satisfactory level
for clinical use. Future research should consider the outlined limi-
tations associated with this study and suggested considerations
for improvement with e.g. enhancement of population size and
CGM data (duration and quality). However, this pilot study can be
considered an initial attempt towards leveraging the potential of
ML and CGM data for personalised and cost-effective treatment
decision-support for basal insulin initiation.

Index Terms— Type 2 diabetes, basal insulin treatment,
machine learning, continuous glucose monitoring, decision
support

I. INTRODUCTION

The treatment regimen of patients with type 2 diabetes (T2D) is
adapted as the individual’s need for medication changes over time.
Treatment regimens vary depending on the nature and the severity
of the disease. A first step is lifestyle changes and oral antidiabetic
drug (OAD) prescribed as either monotherapy (e.g. metformin) or
combination-therapy with two or more OADs [1], [2]. Gradually,
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this treatment alone may become insufficient to reach an acceptable
glycemic target [1], [2].

Once-daily basal insulin injection has been and remains a common
intensification step from OAD treatment. However, according to
most recent American Diabetes Association’s (ADA’s) Standards of
Medical Care in Diabetes (SoC), T2D management is evolving from a
”one-size-fits-all” approach toward individualized and more complex
treatment regimens [1]. Different intensification approaches are pro-
posed depending on the individual needs of a patient. In this context,
a multitude of OADs and injectable (e.g. GLP-1 receptor agonists)
treatments have arisen over the recent years and are now recognised
as alternatives to intensification with basal insulin. Nevertheless, basal
insulin alone remains a convenient and cost-effective initial insulin
regimen, which can be added to metformin and other OAD agents
[1]. The right dose of basal insulin is identified for a patient by
individualised gradual dose adjustments (titration) until acceptable
glucose levels are achieved.

Simultaneously, digital tools are becoming more popular compris-
ing e.g. decision support algorithms and are anticipated to increase
with digital transformation in healthcare [3]–[5]. Moreover, given the
existing and increasing availability of patient data, an opportunity
to use machine learning (ML) to develop medical decision support
algorithms has emerged to assist healthcare professionals (HCPs)
towards personalised treatment decisions [3]–[6]. In this context,
it would be valuable if it was possible to distinguish between the
patients who would benefit from basal insulin treatment (responders)
from those who would not (non-responders) based on available data
at treatment onset.

Previous studies have demonstrated different approaches to predict
hemoglobin A1c (HbA1c) response, i.e. predicting treatment outcome
when initiated on basal insulin treatment [7]–[12]. These studies
mainly use univariate and multivariate analysis techniques based on
commonly available data when initiating basal insulin treatment [7]–
[12]. In these studies, baseline HbA1c is positioned as a strong
predictor when predicting HbA1c response after insulin initiation
among other predictors including e.g. body mass index (BMI),
diabetes duration and sex [7]–[12].

A more recent study by Nagaraj et al. [13] states the benefits of
using ML classification models for more personalised approach to
support clinical decision-making with respect to basal insulin initia-
tion. Consistent with the previous studies [7]–[12], this study confirms
baseline HbA1c as an important predictor for predicting short- and
long-term HbA1c response after basal insulin initiation. However, no
other study has to our knowledge examined the impact of adding
continuous glucose monitoring (CGM) data. CGM technology has
transformed the approach to diabetes care by providing an insight
into temporal glycemic variability and the dynamics in blood glucose
(BG), i.e. hypo- and hyperglycemia [14]–[17].

In this pilot study, we investigate the possibility to develop a
decision support tool to support personalised and cost-effective selec-
tion of the patients who would respond effectively to basal insulin.
Specifically, the aim is to explore to what extent patient characteristics
and three days of CGM data enhance the ability to predict a successful
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Fig. 1. Flow diagram of experimental setup: hemoglobin A1c (HbA1c), patient characteristics, and continuous glucose monitoring (CGM) derived
(consensus) metrics were acquired from 222 insufficiently treated patients with type 2 diabetes on oral antidiabetic drug (OAD). Input data were
combined systematically and applied on three classification models to predict binarized HbA1c values six months after initiating basal insulin
treatment.

basal insulin treatment outcome beyond what can be predicted based
on HbA1c alone at treatment initiation.

II. MATERIALS AND METHODS

An overview of the different components and steps performed in
this study is provided in Figure 1. As stated by ADA’s SoC, an
acceptable glycemic target is defined as an HbA1c value < 7% (53
mmol/mol) for non-pregnant adults [18]. Consequently, the treatment
outcome considered in this study is based on SoC’s definition of
acceptable glycemic target.

A. Data source

Data used in this study were acquired from Novo Nordisk’s internal
clinical trial database performed in the period of 2009-2012 [19]–
[22]. Relevant data from four different clinical trials were merged into
a cohort of patients with T2D who initiated basal insulin treatment as
a result of unsuccessful OAD treatment, i.e., insulin-naı̈ve patients.
All four trials followed a treat-to-target titration approach with a
starting dose of 10 U once-daily. Dose adjustments were based on
pre-breakfast self-monitoring BG (SMBG) values collected for three
consecutive days prior to a clinical visit. Specifications concerning
titration algorithms and further details of the clinical studies are
described in previous studies [19]–[22]. Although the trials were con-
ducted with different objectives, the underlying setup and inclusion
criteria were almost identical which enabled merging of the data
into the considered population. Importantly, the included trial data
contained the desired and required data sources supporting the aim
of this study. The population inclusion criteria are listed in Table 1.

TABLE I
LIST OF INCLUSION CRITERIA FOR PATIENTS.

≥ 18 years
T2D diagnosis ≥ 6 months
Insulin naı̈ve patients with T2D
Metformin monotherapy ± other OAD treatment ≥ 3 months
HbA1c 7.0− 11.0%
BMI ≤ 40.0 kg/m2

B. Input data

A total of 222 patients were included based on the inclusion
criteria listed in Table 1. For the included patients, three different
data sources were considered: HbA1c, patient characteristics (age,
sex, weight, height, body mass index (BMI), and diabetes duration)
and CGM derived (consensus) metrics acquired before initiating the
basal insulin treatment (baseline). As treatment outcome, HbA1c was
considered after 26 weeks (six months). Following the steps in Figure
1, patient-specific data sources were combined and systematically
added as different input data to the classification models. The
included patient characteristics and consensus CGM metrics are listed
in Table 2 and 3, respectively.

Consensus CGM metrics: The included CGM derived metrics
are based on the international consensus on time in range (TIR) [16].
The expert panel has recommended the use of at least 70% of 14 days
of available (consecutive) CGM days for glycemic control assessment
based on the recommended metrics [16]. However, in our population
we had substantially less data available as only three days of CGM
were acquired at baseline. This was due to the trial period (2009-
2012) and availability of older versions of CGM devices, in this case
Medtronic’s iPro® 1 and 2, where approximately three to six days
of CGM data could be acquired. In practice, both more and less
than three days of CGM were available on individual patient level.
In this context, an additional patient inclusion criterion was applied
of at least 70% active time of three CGM days. The distribution of
active time for the CGM devices is illustrated in Figure 2 in terms
of available days. However, an average active time of 98.5% was
present for the population.

Clinical treatment outcome: The treatment outcome we intended
to predict were the two-classes labeled from HbA1c as either accept-
able (HbA1c < 7%) or suboptimal (HbA1c ≥ 7%) [18]. The overall
treatment outcome of the included population is shown in Figure 3.

TABLE II
BASELINE PATIENT CHARACTERISTICS.

Age (56.1± 10.2 years)
Sex (Male: 64%, Female: 36%)
Weight (86.3± 19.3 kg)
Height (168.2± 10.8)
Body Mass Index (BMI) (30.3± 4.9 kg/m2)
Diabetes duration (9.4± 6.4 years)
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TABLE III
BASELINE CONSENSUS CGM METRICS BASED ON THE INTERNATIONAL CONSENSUS ON TIME IN RANGE (TIR) [16]. INDICATED BY RED, GLUCOSE

MANAGEMENT INDICATOR (GMI), AND HYPOGLYCEMIA LEVEL 1 WERE EXCLUDED AS INPUT DATA TO REDUCE COMPLEXITY AS THESE TWO METRICS

WERE INDIRECTLY REPRESENTED BY THE OTHER METRICS, NAMELY THE REMAINING TIME IN RANGES METRICS AND MEAN GLUCOSE (MG).

1. Mean glucose (MG)
2. Glucose management indicator (GMI)
3. Glycemic variability (%CV, coefficient of variation)
4. Time above range (TAR): % of readings and time >250 mg/dL (>13.9 mmol/L) [Level 2]
5. TAR: % of readings and time 181-250 mg/dL (10.1-13.9 mmol/L) [Level 1]
6. Time in range (TIR): % of readings and time 70-180 mg/dL (3.9-10.0 mmol/L)
7. Time below range (TBR): % of readings and time 54-69 mg/dL (3.0-3.8 mmol/L) [Level 1]
8. TBR: % of readings and time <54 mg/dL (<3.0 mmol/L) [Level 2]

Fig. 2. The distribution of active time for the continuous glucose
monitoring (CGM) devices in terms of available days.

In the top panel, the distribution of HbA1c at baseline and after six
months are shown. As expected, there is a shift to the left at six
months indicating a general decrease in HbA1c. Despite that many
of the patients succeed to lower their HbA1c to an acceptable target
(< 7%), it is not the case for all. The bottom panel shows each
patient’s change in HbA1c after six months (each patient corresponds
to a line) in addition to the mean population change in HbA1c (black
dashed line). Although there is a general downwards trend towards
positive treatment outcome in terms of HbA1c, only a subset of the
patients achieves an HbA1c < 7%. In fact, there are also cases for
which patients obtain a higher HbA1c after treatment demonstrating
the diverse and patient-specific treatment responses and/or adherence.

C. Classification models

A total of three classification models were investigated consisting
of 1) logistic regression (LR), 2) linear Gaussian process (GP), and
3) nonlinear GP as depicted in Figure 1. Thus, we investigated linear
characteristics with the use of a simple LR model. Furthermore, we
examined both linear and nonlinear effects with GP by comparing
a linear model to a linear model with added nonlinearity. Notably,
we used GPs as they are known to perform well when having few
observations available as in our case as opposed to deep learning
models that in general require large amounts of data [23]–[25]. The
analyses were performed in Python (version 3.7.3) [26] using scikit-
learn (version 0.21.3) [27].

L2 regularized logistic regression: LR is a well-established
generalized linear model suited for binary classification models. In
this study, an L2 regularized version of LR was applied, which is a
simple approach to reduce model complexity and prevent overfitting.
The estimated class probability is defined by the logistic sigmoid
activation function

ŷi =
1

1 + e

(
−
∑

j wjxij+b
) , (1)

Fig. 3. Top panel: Distribution of hemoglobin A1c (HbA1c) at baseline
and after six months. Bottom panel: Line plot of change in HbA1c for
each individual patient and the mean population change in HbA1c.

where w is a vector such that wj contains the model weight for
feature j, xi a vector of features with element xij denoting the
jth feature of observation i, and b the intercept of the model. In
the L2 regularized LR we intend to optimize w and b such that it
for N training samples, when considering a dataset of M features,
minimizes the cost function (C) defined by

C =

[
−

N∑
i=1

yi ln ŷi + (1− yi) ln (1− ŷi)

]
+

λ M∑
j=1

w2
j

 (2)

Here, the first bracketed term is the cross-entropy error function
with yi being the true label (i.e., 0 and 1 representing acceptable
(HbA1c < 7%) or suboptimal (HbA1c ≥ 7%), respectively) and ŷi
being the estimated output probability for the ith observation. The
second bracketed term is the L2 regularization term in which the
regularization parameter/strength λ is used to control the trade-off
between model bias and variance and tuned using cross-validation.
This model was implemented by the LogisticRegression function in
scikit-learn [27].

Gaussian process: GPs have become popular in ML given their
flexibility and ability to characterize uncertainty and operating well
when data are scarce [23]. GPs are distributions over functions f(x)
as specified by a mean m(x) and covariance k(x,x′) function

f(x) ∼ GP(m(x), k(x,x′)) (3)

We assume m(x) = 0. Two different kernels were examined in this
study. The first one was the (dot kernel) linear kernel defined as

klin(x,x
′) = σ2lin(σ

2
0 + xTx′) (4)
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Fig. 4. Schematic of the repeated stratified 5-fold cross-validation.

Henceforth, this model is referred to as GP (linear). The second was a
combination (sum) of the linear kernel and a nonlinear kernel defined
by the radial basis function (RBF) kernel

kRBF (x,x′) = σ2RBF exp

− M∑
j=1

(xj − x′j)
2l2j

 (5)

where σ2lin and σ2RBF describe the variance controlling the magni-
tude of the kernels, l2j denotes the length-scale for feature j used to
determine the relevance of each feature, and σ20 corresponds to the
bias term in a conventional linear regression [23]. Furthermore, σ2nI ,
also called white noise kernel, is added to both kernels accounting
for noise. This model combining both the linear and non-linear RBF
kernel is in the following denoted as GP (nonlinear). The output is
mapped using the logistic sigmoid such that ŷi = 1

1+e−f(xi)
. As

this mapping is non-linear the Laplace approximation as described
in Rasmussen and Williams [23] is applied when making inference
in the GP classification model. The two models were implemented
by the GaussianProcessClassifier function in scikit-learn with the
specification of the kernels as DotProduct (linear) and RBF [27].

Cross-validation step: In order to get a strong measure of predic-
tive power and robustness of the models, a repeated cross-validation
strategy was applied based on splitting data into data used to train
the model (training data) followed by evaluating the trained model
on unused data (test data). This was done in order to minimize
discrepancy and uncertainty of the cross-validated estimates. In
this context, other studies have shown that performing 50 repeated
splits of 20% is a reasonable cross-validation approach [28]. This
corresponds to a 5-fold cross-validation repeated 10 times, which
is the approach applied in this study (Figure 4). We used stratified
folds assuring that each fold was representative of the overall class
distribution. Each repetition is randomly initialized, i.e., the input data
are reshuffled and different in each fold between the repetitions. The
performance outcomes of the prediction models are then the mean of
the 10 values originating from the repeated cross-validation.
• Normalizing data: Considering the different ranges of the input

features, these were normalized to mean 0 and variance 1 for
each fold in order to get the data on the same scale. If the scales
for different features are distinctively different, this can have an
undesired impact on the ability of the classification models to
learn. This is in particular important when considering the L2
regularized LR that imposes the same scale of regularization for
all inputs.

• Parameter tuning: Most of the parameters applied in each
model are based on the default settings in scikit-learn. However,
a few exceptions were made on basis of preliminary experi-
ments. Some model-specific parameters were manually set, and

some were optimized within each fold with an inner 5-fold
cross-validation before making the predictions. In this context,
the cross-validated grid-search function GridSearchCV in scikit-
learn was used over a predefined parameter grid. These were
specified for LR as: C parameter (inverse of regularization
strength λ) in the grid of: log([10−6 − 104]) in 100 steps and
max training iteration of 4000; GP (linear and nonlinear):
4000 as the number of iterations in Newton’s method for
approximating the posterior and 10 restarts of the optimizer.

Performance metrics: The performance metric used for model
evaluation is accuracy defined by

Accuracy [%] =
TP + TN

N
· 100 (6)

where TP is the true positives, TN is true negatives, and N
represents the number of predictions, taking a single repetition into
account. As baseline accuracy performance, the proportion of the
largest class of the two outcome classes (acceptable and suboptimal
HbA1c) are used.

Furthermore, we provide the receiver operating characteristic
(ROC) curve with respective area under the curve (AUC) depicted
by the mean population performance across the 10 repetitions for
each model and the corresponding standard deviation (SD).

Statistical evaluation: Due to the repeated cross-validation ap-
proach, the observations are not independent. Therefore, correlated
two-sided t-tests with α = 0.05 were performed in order to examine
significance of the obtained results [29]. Notably, this is a more
conservative approach than a standard t-test.

III. RESULTS

Accuracy results are presented as bar plots in Figure 5a, 5b and
5c for the three classification models. The performance of individual
repetitions is shown as well as the mean performance (last bar). In
addition, the mean ROC is presented for each model with respective
AUC ± SD. The distribution of the two outcome classes (acceptable
and suboptimal HbA1c) are almost equally balanced having the
majority class of suboptimal outcome of 53.6% and acceptable
46.4%. In this context, the 53.6% can be considered as our baseline
accuracy performance (black dashed line) if all predictions were
assigned to the outcome of the largest class of the training data.

All three models, regardless of input data, outperform the baseline
performance significantly with respect to mean accuracy within a
range of 13−17%. The performances when compared to the baseline
can be rejected as being the same at a 5% level for all three models
when using the correlated t-test.

Additionally, all three models with added patient information
on top of HbA1c outperform the ones solely based on HbA1c.
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Fig. 5. Logistic regression (LR) presented in terms of accuracy of each repetition, mean accuracy over the 10 repetitions and mean receiver
operating characteristics (ROC) curve with respective area under the curve (AUC) ± standard deviation (SD). Input data are color-coded, and the
baseline performance is represented by the black dashed line in the accuracy plot.

Considering LR and GP (linear), similar performance improvements
are observed when adding patient characteristics or CGM metrics on
top of HbA1c. Only slightly higher improvement is achieved when
adding both patient characteristics and CGM metrics on top of HbA1c
with the highest mean accuracy of 69.6% with GP (linear) and AUC
0.75± 0.01.

In case of GP (nonlinear), almost equal performances are obtained
for input data sources HbA1c, HbA1c and patient characteristics and
all three data sources. The best mean performance is obtained using
the model with HbA1c and the CGM metrics as input data, resulting
in a mean accuracy and AUC of 70.5% and 0.76±0.01, respectively.

However, the correlated t-tests did not show any significance for the
obtained results, i.e., the hypothesis that the performance is the same
could not be rejected at a 5% level by adding patient characteristics
and/or CGM metrics on top of HbA1c to the included classification
models.

IV. DISCUSSION

Although the performance improvements are neither substantial
nor significant, we observe a trend towards slightly improved perfor-
mances when including patient characteristics and/or CGM metrics
on top of HbA1c considering LR and GP (linear).

A relatively low impact of patient characteristics on performance

could be explained by the treat-to-target titration approach working
well regardless of the characteristics of patients.

Albeit, the effect of CGM metrics is not substantial in the lin-
ear models compared to the effect of patient characteristics, GP
(nonlinear) indicates a potential advantage of adding CGM metrics
to this model. Therefore, CGM metrics combined with HbA1c
potentially contain valuable information about a patient’s glucose
dynamics/levels with respect to treatment outcome prediction.

It is also worth noting that we exceed the baseline accuracy
performance (predicted by the majority class of the training set) using
HbA1c at baseline, with or without the added patient information with
all the classification models. However, this may be attributed to the
observed trend that patients who have high HbA1c values at treatment
initiation also have high HbA1c after six months as depicted in Figure
3.

Consistent with our findings, the previous study by Nagaraj et al.
[13] presents comparable performances and conclusions including the
importance of baseline HbA1c as predictor and the limited impact
of patient characteristics. This is also in alignment with similar
studies predicting HbA1c response in patients with T2D starting
on metformin or sulphonylurea derivatives (see review article by
Martono et. al [30]). However, our study further contributes and
examines the addition of CGM metrics as predictors.

By inclusion of only three days of CGM, the consensus metrics
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Fig. 6. Gaussian Process (GP) model with linear kernel (linear) presented in terms of accuracy of each repetition, mean accuracy over the 10
repetitions and mean receiver operating characteristics (ROC) curve with respective area under the curve (AUC) ± standard deviation (SD). Input
data are color-coded, and the baseline performance is represented by the black dashed line in the accuracy plot.

show a trend of slightly improved performance when added on
top of HbA1c. However, it appears difficult to accurately predict
the binarized HbA1c outcome based on HbA1c data at treatment
initiation to an adequate level for clinical use, even with the added
patient information.

This is the first study exploring and applying the examined ML
techniques to predict HbA1c response in patients with T2D including
CGM as data source. It should be emphasised that the findings in this
study along with the previous study by Nagaraj et al. [13] provide the
initial attempts in leveraging the potential of ML in predicting basal
insulin treatment outcome. However, the feasibility of the developed
decision-support algorithms for clinical use remains unclear based
on the currently considered baseline data and obtained predictive
performances.

A. Limitations and future considerations
Taking into account that overall our pilot study indicates that it

is not possible at baseline to predict treatment outcome of basal
insulin initiation to a level sufficient for clinical use, the limitations
and future considerations outlined below can be considered options
for improvement, which may or may not impact the prediction of
treatment outcome.

Treatment effect during trial: As the aim of this study, we in-
tended to predict treatment outcome at treatment initiation (baseline).

In future studies, it can be equally valuable to predict the treatment
outcome by including the treatment effect during or at least in the
beginning of the trial. Although it will require continuous monitoring
with the chosen measure of interest (e.g. CGM and/or SMBG),
it is worth investigating the predictive performance by gradually
adding treatment effect information as input to the classification
models. Thus, examining the impact of treatment effect information
and if/how much the predictive performance will improve by e.g.
including three months of CGM and/or SMBG into the treatment.

Enhanced patient characteristics/behaviour: With respect to
patient characteristics, we had only limited information, which could
potentially be enhanced by more detailed personal information and
medical history. Similarly, information related to patient behaviour
and factors known to impact the BG, including e.g. adherence to
treatment, activity level, dietary habits etc. (confounders), are also
of interest when considering such a decision support tool. However,
such data were not available.

Population size and complex classification models: Regarding
the clinical data, we had a population size of 222 patients with T2D.
In this context, combining four studies into one population might not
have provided the homogeneity expected, and the different conditions
of the various studies may have weakened the significance. In
future work, considerably more data from a homogeneous population



7

Fig. 7. Gaussian Process (GP) model with linear + radial basis function (RBF) kernel (nonlinear) presented in terms of accuracy of each repetition,
mean accuracy over the 10 repetitions and mean receiver operating characteristics (ROC) curve with respective area under the curve (AUC) ±
standard deviation (SD). Input data are color-coded, and the baseline performance is represented by the black dashed line in the accuracy plot.

should be ensured to investigate if a satisfactory performance can be
achieved, i.e., more accurate and robust decision-support algorithms.
Furthermore, complex classification models, e.g. deep learning, can
be explored once having sufficient amount of data as these models
have shown their superiority in numerous clinical applications [24],
[25].

CGM data (duration and quality): At the time of data acquisi-
tion, no international consensus existed on the minimum duration of
CGM. However, considering the purpose of this study, we could still
possibly benefit from the data by calculating the consensus metrics
and explore the potential impact of these metrics [31], [32]. Despite
the fact that the consensus CGM metrics based on a period of 3 days
seem to be useful, longer periods are necessary in order to better
understand the patient’s glucose levels and dynamics over time [31]–
[34]. In this context, latest CGM technology should be used for more
accurate and reliable BG measurements.

Optimal doses: Considering treatment outcome based on HbA1c,
a fixed period of six months might not have been enough to optimally
titrate all patients, thus obtaining patient-specific optimal doses. In
other words, the full treatment effect might not have been achieved
during this period. Consequently, it makes it difficult to predict the
actual treatment effect. One way to gain the full treatment effect is
to monitor the effect over longer periods or until the treatment no

longer improves (plateaus).
Hypoglycemia and clinical treatment outcome: A binarized

HbA1c as treatment outcome alone does not reflect the importance
and the severity of hypoglycemia associated with basal insulin treat-
ment. A combination of HbA1c and/or TIRs should be considered in
future work including (as minimum) TIR and TBR in order to address
this. Additionally, the number of classes can be enhanced to several
levels based on different HbA1c ranges, not limiting the treatment
outcome as binary of either acceptable or suboptimal. Alternatively,
instead of focusing on HbA1c goal achievement with a classification
approach, the actual HbA1c value could be considered in a regression
setup with emphasis on improvement in glycemic control rather than
goal attainment.

V. CONCLUSION

In this pilot study, we investigated the possibility to develop
decision-support algorithms to assist HCPs in deciding which patients
with T2D would respond effectively to basal insulin treatment. This
was done based on commonly available data at baseline including
HbA1c and patient characteristics with the addition of consensus
CGM metrics. The consensus metrics based on only three days of
CGM show a trend towards improved performance when added on
top of HbA1c. However, it appears difficult to accurately predict a bi-
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narized HbA1c outcome based on the considered patient information
to a satisfactory level for clinical use. Future research should consider
the outlined limitations associated with this study and suggested
considerations for improvement with e.g. enhancement of population
size and CGM data (duration and quality). In spite of the limitations,
the obtained results can be considered a first effort towards leveraging
the potential of ML and CGM data for personalised and cost-effective
treatment decision-support for basal insulin initiation.
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Introduction
Diabetes has become a major public health problem 
worldwide with an estimate of 463 million people diag-
nosed and 232 million still undiagnosed.1 Type 2 diabetes 
(T2D) is more prevalent than type 1 diabetes (T1D) and 
accounts for ~90% of the diagnosed.2 Elevated plasma 
glucose (PG) is caused by this chronic disease due to 
insufficient insulin production or decreased insulin sensi-
tivity (SI). Life-threatening health complications can 
occur in case of prolonged elevated PG. Hence, in pro-
gressed T2D, it may be required to supplement with long-
acting basal insulin to maintain acceptable glucose levels. 

Thus, adherence to prescribed treatment and self-moni-
tored plasma glucose (SMPG) are crucial for all diabetes 
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Abstract
Background: Lack of treatment adherence can lead to life-threatening health complications for people with type 2 diabetes 
(T2D). Recent improvements and availability in continuous glucose monitoring (CGM) technology have enabled various 
possibilities to monitor diabetes treatment. Detection of missed once-daily basal insulin injections can be used to provide 
feedback to patients, thus improving their diabetes management. In this study, we explore how machine learning (ML) based 
on CGM data can be used for detecting adherence to once-daily basal insulin injections.

Methods: In-silico CGM data were generated to simulate a cohort of T2D patients on once-daily insulin injection (Tresiba). 
Deep learning methods within ML based on automatic feature extraction including convolutional neural networks were 
explored and compared with simple feature-engineered ML classification models for adherence detection. It was further 
investigated whether fused expert-dependent and automatically learned features could improve performance, resulting in a 
comparison of six different detection models. Adherence was detected throughout each day with an increasing amount of 
CGM data available.

Results: The adherence detection accuracy improved as more CGM data became available on the day of classification. The 
three classification models based on expert-engineered features obtained mean accuracies of 78.6%, 78.2%, and 78.3%. The 
classification model based purely on learned features obtained a mean accuracy of 79.7%. The two classification models 
fusing expert-engineered and learned features obtained mean accuracies of 79.7% and 79.8%. All the mentioned results were 
obtained 16 hours after time of injection.

Conclusion: The results suggest that adherence detection based on CGM data is feasible. Even though our study based on 
in-silico data indicates only slightly improved performance of more complex models, the question remains whether advanced 
models would outperform the simple in a real-world setting. Thus, future studies on adherence monitoring using real CGM 
data are relevant.
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patients.3-6 However, despite the minimal requirement of 
once-daily injections, studies report high variance in 
adherence levels.7-9

Although SMPG is the common approach to measure PG 
levels, recent continuous glucose monitoring (CGM) tech-
nology has enabled new opportunities and transformed the 
approach to diabetes care.6,10-16 CGM provides the ability to 
continuously monitor interstitial glucose levels with a pre-
defined interval (usually between 5 and 15 minutes). Even 
though the use of CGM devices is currently mainly used in 
T1D, there is a clear expansion and progress toward CGM 
use in the treatment of T2D as well.10,13

At present, the availability and accessibility of real-life 
CGM data from people with T2D are limited, and even more 
so with reliable labels with respect to adherence to prescribed 
treatment. Given this limitation, we simulate the required 
data using a modified T2D version of the well-established 
Medtronic virtual patient (MVP) model. Such simulation 
models enable generation of large amounts of CGM data and 
provide opportunities to investigate the impact of various 
factors (ie, adherence level, intraday variation of SI, intersub-
ject variance in level of consumed carbohydrate [CHO], etc.) 
on the CGM response. Most importantly for this study, the 
models provide flexible and easy-to-use simulations to facil-
itate accelerated development of decision support tools uti-
lizing CGM data. However, existing simulation models are 
not perfect in terms of providing realistic data. Therefore, 
considering the scope of this study, opportunities to improve 
the existing MVP model were sought.17,18

Recently, deep learning (DL) has achieved state-of-the-art 
performance within machine learning in different research 
areas as well as industrial and medical applications.19,20 In 
particular, DL methods have proven powerful for automatic 
feature extraction using large data sets to reduce the need for 
feature engineering by domain experts.20 Given the increas-
ing availability of connected medical devices including CGM 
and injection data, diabetes research can benefit from DL, and 
incrementally so as large CGM data sets become available.

The aim of this study was to develop an early alarm sys-
tem for adherence detection using supervised learning 
based on large amounts of in-silico CGM and injection 
data. A common initial insulin treatment for T2D is once-
daily basal insulin injection, and even though it currently is 
the simplest form of insulin therapy, this daily injection 
could be forgotten. It is therefore a relevant question 
whether a missing once-daily basal insulin injection can be 
detected based on CGM data from the same day, that is, 
retrospective adherence detection, up to 16 hours after 
expected time of injection (TOI). Following the present 
setup, this is the latest TOI for a missed dose as the label of 
Tresiba states that a delayed dose should be taken within 
eight hours of the next injection.21

Adherence to prescribed treatment is essential to achieve 
glycemic control. However, people with diabetes may in their 
daily lives often forget elements of the complicated treatment 

of diabetes, which can affect their treatment. For instance, a 
previous study has shown a clear link between nonadherence 
to prescribed treatment and higher mortality and hospitaliza-
tion.5 Therefore, an early alarm system designed to detect 
adherence/nonadherence is likely to provide clinically rele-
vant treatment recommendations. Ultimately, this could delay 
or prevent onset of secondary conditions to T2D and improve 
the overall well-being of the patient.

Methods

In the context of this study, engineered CGM features 
based on three network architectures of varying complex-
ity were contrasted against DL generated features based on 
convolutional neural networks (CNNs). Additionally a 
fused approach were considered, in which engineered and 
learned features were combined and explored for two dif-
ferent network architectures. This resulted in a comparison 
of six different detection models in total.

The speed and precision of adherence detection were 
explored after an injection of once-daily basal insulin using 
the simulated CGM data. Our recent preliminary study by 
Mohebbi et al22 indicated the feasibility and potential of 
such an approach which is further evaluated and improved 
upon in this study.

In the simulations, adherence/nonadherence was defined 
binarily as either taken injection or missed injection at the 
defined TOI; thus, there were no late or suboptimal dose 
injections. In the context of this study, adherence was 
defined as a full optimal dose taken within the introduced 
time variation and nonadherence was defined as a total 
dose omission.

MVP Model

CGM data of T2D patients with labeled adherence/nonad-
herence to the prescribed once-daily insulin injection were 
simulated. The in-silico CGM data were based on the well-
established and T2D modified MVP model emulating the 
excursions of PG concentration.17,18 A schematic of the uti-
lized compartment model is presented and described in 
Figure 1.

In short, the model is based on the MVP model,17 a phys-
iological model for simulating 24-hour insulin-glucose 
dynamics in T1D patients along with quantified parameter 
sets for ten patients. Moreover, a T2D augmentation was 
implemented by Aradóttir et al,18 introducing a linear 
endogenous insulin production and a two-compartment 
model describing absorption of CHOs.17,18,23,24 Furthermore, 
relevant parameters were varied in accordance with typical 
physiological differences between T1D and T2D patients 
including body weight, SI, and fasting glucose.18,22 The full 
set of coupled differential equations describing the com-
partment model and further details are presented by 
Aradóttir et al.18
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Data Simulation

Several elements were implemented to the T2D MVP model 
in order to achieve more realistic in-silico CGM data. Each 
element is listed below followed by a short description in 
addition to conceptual plots as presented in Figure 2.

a) Random adherence sequence
 Random adherence was implemented by drawing a 

random number from a uniform distribution before 
the simulation of each CGM day and thresholding at 
the desired level of adherence (Figure 2(a)). All data 
in this article were simulated with an adherence level 
of 95% in order to imitate clinical trial data acquired 
under a controlled setup where a high adherence level 
is expected.

b) Variance in TOI
 If a day was adherent, the TOI would be at 8:00 am ± 

15 minutes. The standard deviation (SD) of 15 min-
utes was added to the TOI by adding a random num-
ber from a Gaussian distribution (Figure 2(b)). If a 
day was nonadherent the dose was fully omitted, and 
no actions were taken at the expected TOI.

c) Intraday variation of SI

 We implemented an intraday variance in SI in order to 
achieve a more realistic CGM dynamic (Figure 2(c)). 
The daily excursions of SI presented by Schulz et al25 
were extracted and confined to be within the diurnal 
and nocturnal subject-specific SI values presented by 
Kanderian et al.17 Additionally, noise was added to the 

SI value before each PG estimation. The noise was 
acquired from a Gaussian distribution with a SD of 
5% of the difference between maximum and mini-
mum of the intraday SI (Figure 2(c)).

d) Intersubject variance in level of consumed CHO
 To introduce an intersubject variance in level of 

consumed CHO, a meal factor was implemented 
(Figure 2(d)). The meal factor was chosen at ran-
dom before each simulation and multiplied on all 
meals each day. The factor was limited such that the 
daily CHO intake was below the upper boundary of 
ingested CHO presented by Kanderian et al17 and 
above the recommended minimum intake of CHO 
for T2D patients.26

e) Removal of simulation initiation bias
 Each simulation initiates with a constant PG at the 

subject-specific basal glucose level until actions are 
taken, such as a meal or insulin injection. To over-
come the pattern, we removed this initiation bias by 
excluding the first 10 days of each simulation sce-
nario consisting of 100 days (Figure 2(e)). Hence, a 
series of random choices were introduced prior to the 
11th day entailing 90 days of usable in-silico CGM.

f) A stochastic simulation scheme
 Preliminary studies showed a low intraday variance 

in the simulated data when compared with clinical 
data. A higher degree of variance was achieved in the 
simulated CGM data by applying the Euler-
Maruyama method27 introducing stochastic noise 
during simulations (Figure 2(f)).

Figure 1. Schematic representation of the compartment model used to simulate CGM data. The ingested CHO affect the PG 
concentration throughout meal subcompartments 1 and 2 along with endogenous glucose production. The lowering effect of insulin on 
PG is the sum of both the subcutaneously injected insulin and the endogenous insulin production. The final PG is denoted by the plasma 
glucose concentration compartment from where CGM values are acquired.
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In order to simulate CGM signals of a T2D cohort, the 
parameter variation and meal case structure applied by 
Mohebbi et al22 was used: six fasting glucose (Gb) levels 
between ~108 and 198 mg/dL (6-11 mmol/L); decreasing SI 
by 30%, 50%, and 70%; and increasing body weight (BW) by 
10%, 30%, and 50%. These parameter variations were 
applied to nine out of ten subjects from the original MVP 
model resulting in 9 6 3 3 486subjects ⋅ ⋅ ⋅ =G S Bb I W

different sub-

ject configurations.18,22 Subject number 10 showed unex-
plainable unrealistic dynamics and was therefore excluded. 
Each configuration was simulated 20 times resulting in 
486 90 20 874800config days⋅ ⋅ = CGM days.

To further ensure realistic data simulations, CGM sensor 
noise was included following Facchinetti et al.28 The noise 
model was developed using actual CGM data, implemented 
as a sum of two autoregressive models and applied after the 
data were simulated.

The study concerns patients treated with Tresiba (Insulin 
Degludec), a once-daily long-acting insulin with a half-life of 
~25 hours.21 A pharmacokinetic (PK) profile of Insulin Degludec 
described by Heise et al was used in the simulations.29 Prior to 
each simulation, the patient-specific optimal dose was 

determined using a stepwise titration algorithm presented in a 
study by Zinman et al.30 Dose adjustments were based on the 
mean fasting PG of three days above target, or the minimum 
fasting PG if below target. A patient was considered in target if 
PG was between ~70 and 90 mg/dL (3.9-4.9 mmol/L).

Day-to-Day Variance

Initial exploratory analysis indicated the fasting PG to be a 
primary feature in the detection of adherence. To ensure that 
the simulated CGM data had a degree of day-to-day variance 
proportional to that of actual PG measures, the simulated data 
were compared with clinical data. The coefficient of variance 
(CV) of the prebreakfast PG in the simulated CGM data were 
compared with the CV of prebreakfast SMPG measurements 
from a large clinical study containing 770 patients with T2D 
on once-daily Tresiba treatment.30 For the simulated CGM 
data the prebreakfast PG was defined as the lowest mean hour 
(lowest mean acquired from a sliding window of 12 consecu-
tive PG values),31 between 6:00 am and 9:00 am. The pre-
breakfast PG CV of the clinical study was 17% in comparison 
with 18% in the simulated CGM data.

Figure 2. Conceptual plots illustrating six additions to the simulation setup. (a) Random adherence sequence, (b) variance in time 
of injection, (c) intraday variation of insulin sensitivity, (d) intersubject variance in level of consumed carbohydrate, (e) removal of 
simulation initiation bias, and (f) introduction of a stochastic simulation scheme.
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Deep Learning

DL builds on neural networks and is characterized by hav-
ing multiple hidden layers. As opposed to relying on fea-
tures designed by domain experts, this enables the automatic 
extraction of features from large data sets by learning fea-
ture representations of increased complexity as the layers 
are traversed.

In this study, we investigated the potential for using 
CGM for adherence detection considering DL architec-
tures for classification. Ground truth treatment adherence 
was available for the in-silico CGM data entailing the two 
class labels of adherence and nonadherence as output. The 
training error used is the cross-entropy error function 
defined by:
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where yn  and yn
^  are the desired output and the estimated 

class probability for the nth CGM signal. The estimated class 
probability is defined by the logistic sigmoid activation 
function:
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In case of logistic regression (LR), zn  is given by the linear 

model z w x bn i nii
= +∑  in which xni  is the ith engineered 

feature (described in Table 1) of CGM observation n. We fur-
ther considered a multilayered feed-forward neural network 
based on multilayer perceptrons (MLPs) and CNNs, the lat-
ter based on the raw CGM as input to the model. As nonlin-
ear activation functions we employed rectified linear units.32

In order to find the optimal values for the model param-
eters, represented by weights wi  and b in the case of LR, 
the cross-entropy function was minimized. Here, LR is a 
convex problem, whereas the MLP and CNN models are 
nonconvex with issues of local minima. The minimum 
was found using the Adam optimizer based on stochastic 
gradient optimization.33 The classification methods were 
implemented using the PyTorch framework version 0.4.1 
in Python version 3.6.5.

Data Input

The input of the LR and MLP models was based on 11 engi-
neered features of the CGM signal described in Table 1. Out 
of the 11 features, 7 were chosen with inspiration from the 
key metrics from the international consensus on the use of 
CGM34 and the remaining 4 were lowest mean hour, pre-
breakfast PG, and minimum and maximum measurements.

Considering the input to the feature-based architectures, 
the first ten features were computed every four hours 
throughout the day of classification (DOC) (midnight to 
4:00 am, 4:00 am to 8:00 am, . . ., 8:00 pm to midnight), 

resulting in a total of six feature sets (6 ⋅ 10 features). In the 
same manner, historical data were also included to the input 
with the four-hour interval feature sets acquired from one to 
five days prior to DOC. Furthermore, a set of all 11 features 
were calculated for a 24-hour interval when a full day of 
CGM was available (from midnight to midnight). The addi-
tional feature, restricted to 24-hour intervals, was the pre-
breakfast PG defined as lowest mean hour between 6:00 am 
and 9:00 am. For a clearer understanding, Equation (3) is 
included showing an example of input for adherence detec-
tion on a DOC at 8:00 am:

 

DOC
features

8

24

46AM prior

h prior

h prior

days
features

= ⋅
+ ⋅






,

, 


+ ⋅

= ⋅ + ⋅( ) + ⋅

=

2

5 11 6 10 2 10

375

4features

input features

h DOC,
 (3)

Similarly, a new feature set was added to the input data for 
each added four-hour interval. Furthermore, a set of 24-hour 
features were added at midnight on the DOC.

The input to the raw CGM models was the PG mea-
surements having 288 evenly distributed samples per day 
(every five minutes). As for the feature models, CGM 
readings from five prior days were included in addition to 
the available data from the DOC. The input of the models 
based on both raw CGM and features takes the entire fea-
ture input as described above in addition to the raw CGM 
signal. It was chosen to include the previous five days as 
Tresiba is expected to still have a presence in the plasma 
given the PK dynamics.

As mentioned before, 874 800 days of CGM were simu-
lated with an adherence level of 95%. Hence 43 740 and 

Table 1. List of Engineered CGM Features Used to Detect 
Adherence and Nonadherence.

Features

Minimum PG measure of the interval
Maximum PG measure of the interval
Mean of entire interval
SD of the interval
Percent of interval with PG above 90 mg/dL (5 mmol/L)
Percent of interval with PG above 108 mg/dL (6 mmol/L)
Percent of interval with PG above 126 mg/dL (7 mmol/L)
Percent of interval with PG above 144 mg/dL (8 mmol/L)
Area under the PG measures in the interval
Lowest mean hour of the interval
Lowest mean hour between 6:00 am and 9:00 am*

Abbreviations: CGM, continuous glucose monitoring; PG, plasma glucose; 
SD, standard deviation.
*This feature is restricted in time and only calculated for 24-hour 
intervals.
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831 060 nonadherent and adherent days, respectively. It was 
desired to have class-balance in the data set to have a baseline 
accuracy of 50%. Therefore, 43 740 of the adherent days were 
selected at random resulting in a data set of 2 ⋅ 43 740 = 87 
480 CGM observations with a forced class-balance. Figure 3 
presents examples of an adherent and nonadherent CGM 
observation including DOC and the five prior days of CGM 
data used for detection.

Architectures and Hyperparameters

Figure 4 shows the architectures investigated in this study. 
A progression in model complexities was examined as 
shown in Figure 4 going from simple feature-based mod-
els (A0-A2) to more complex architectures based on raw 
CGM data (A3) in addition to a combination of these (A4 
and A5). This was done in order to examine whether 
advanced models based on automatic feature extraction 
would outperform simple expert-dependent feature mod-
els as well as if added expert insight would increase the 
performance in the fused models. The circles on the left of 
each architecture indicate CGM feature input or raw CGM 
input.

A0 is a LR model represented by a single hidden unit in 
a single hidden layer. A1 and A2 are MLP architectures with 
1 and 2 hidden fully connected (FC) layers, respectively. A3 
is the architecture developed by Mohebbi et al22 based on 
CNN layers (automatic feature extraction) followed by a FC 
layer accountable for the classification. Architecture A4 
combines the automatic feature extraction part (CNN lay-
ers) from A3 with the expert-dependent features in a FC 
layer and performs classification based on all the features. 
A5 is similar to A4, but with an added FC layer before the 
output. In general, adding hidden FC layers introduces fur-
ther nonlinearity into the model. Despite A0 being a simple 
LR model, it was trained using the exact same framework as 
the other models for consistency.

Leave-One-Subject-Out Cross-Validation and 
Ensembling

During training of the models, the simulated data from sub-
jects 1 to 6 were used in a leave-one-subject-out cross-valida-
tion setup as indicated in Figure 5. For each fold the model 
yielding the best validation accuracy was chosen based on 
five re-initializations and training of model parameters. CGM 
data from subjects 7 to 9 were used as the final unknown and 
unused test set. In this context, ensembling was obtained by 
averaging the probabilities obtained from different models 
before making a classification. Specifically, we ensemble the 
output probabilities acquired from the six models obtained 
during the cross-validation step. Furthermore, four consecu-
tive runs (repeating the random selection of adherent days 
from the data set followed by the process illustrated in Figure 
5) were performed for each tuned classification model in 
order to check for consistency/robustness of the developed 
models. Hence, the performance metric is qualitatively 
depicted by the mean ensemble test accuracy (META) ± SD 
across the four repetitions. For a single repetition, accuracy is 
defined by Equation (4):

 Accuracy
TP TN

=
+
N

,  (4)

where TP is the true positives, TN is the true negatives, and 
N is the total number of observations.

Statistical Considerations

Due to the exploratory scope and nature of this study, compari-
sons are descriptive. Although formal statistical testing could 
be employed, the present study is based on simulated data for 
which arbitrary power can be achieved by additional simula-
tions. Furthermore, the validity of the simulated data and how 
the results generalize to real CGM data can be questioned. The 

Figure 3. An illustrative example of an adherent and nonadherent day including the five days prior to the day of classification.
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Figure 4. High-level schematic of the six architectures investigated in this study. The circles on the left of each architecture indicate 
CGM feature input or raw CGM input. The single circle to the right of each architecture illustrate the output neuron. A0 is a logistic 
regression model; A1 and A2 are multilayer perceptrons with 1 and 2 hidden layers, respectively; A3 is the convolutional neural network 
(CNN) from Mohebbi et al22; and lastly A4 and A5 are a combination of automatic and expert-dependent feature extraction with, 
respectively, 1 and 2 hidden layers before the output. The CNN-related hyperparameters are as follows: eight filters in each CNN layer 
followed by max-pooling layer of dimension [1, 2], local receptive field of length 18 (corresponding to 1.5 hours), and a stride length of 2. 
For all the architectures, the mini-batch size was chosen to be 250 including a total of 10 epochs for each training session.

Figure 5. Schematic presentation of how the simulated data were used to train, validate, and test the models. All simulations were 
divided into nine parts corresponding to the nine subjects. Simulations from subjects 1 to 6 were used in leave-one-subject-out cross-
validation scheme used for tuning of learning rates for all architectures and number of hidden units (NHU) in the fully connected (FC) 
layers (no regularization employed) of each architecture excluding A3 as NHU was optimized by Mohebbi et al.22 The parameters were 
optimized in a sequential manner with: 1) learning rates in 4 steps between 10–2 and 10–5 with the NHU fixed to 10, followed  
by 2) optimization of NHU in FC layers in 5 steps between 5 and 100. Optimal learning rate was found to be 10–3 for all architectures 
and the NHU to be 5 in the FC layers for all architectures excluding A3 where NHU were 10. Simulations from subjects 7 to 9 were 
used as test data, and for each day, six class probabilities were calculated using the models originated from the cross-validation steps and 
averaged, before making an ensemble classification.
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present study indicates the potential for adherence detection 
using both simple and advanced DL approaches, which forms 
an important framework for future investigations using formal 
assessments based on real CGM data.

Results

The study shows that for the best performing DL architec-
ture, adherence and nonadherence could be detected 16 hours 
after expected TOI with a META of 79.8% ± 0.5%. The 
result was achieved by the most complex architecture A5, 
and the closely related architectures A3 and A4 had similar 
performance. The simplest architecture A0 performed a 
META of 78.6% ± 0.6% at 16 hours after expected TOI. 
Figure 6 presents a plot of the META of the architectures 
with increasing data available after the expected TOI.

Considering Figure 6 the performances based on accuracy 
are very similar 16 hours after TOI. However, the architec-
tures utilizing the automatic feature extraction (ie, A3, A4, 
and A5) are slightly superior in contrast to the simpler archi-
tectures which only have the expert-dependent features as 
input. Furthermore, it is apparent that the difference between 
models is reduced as the available CGM data increases. At 
the TOI and the following 4 hours there seem to be limited or 
even no information on adherence detected by the models. 
The limited information on adherence at 4 hours after 
expected TOI (ie, at noon) can be an artifact caused by the 
confined TOI always being followed by postprandial PG 
excursions following breakfast and lunch, thus concealing 
the signal caused by an injection or omission.

Figure 7 depicts the 24 (4 runs of each of the 6 models) 
receiver operator curves (ROCs) for 8 hours (Figure 7(a)) 

Figure 6. Performance of the six architectures at expected time of injection in addition to 4, 8, 12, and 16 hours after. Each data point 
represents the META ± SD of the four runs, whereas the 50% accuracy (dashed black line) is the baseline performance. META, mean 
ensemble test accuracy; SD, standard deviation.

Figure 7. Presentation of 24 (4 runs of each of the 6 models) receiver operator curves for (a) 8 hours and (b) 16 hours after time of injection.
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and 16 hours (Figure 7(b)) after TOI. These ROCs support 
the results presented in Figure 6. It is easy to spot the differ-
ent model performances between 8 and 16 hours after TOI. In 
general, the trade-off between sensitivity and specificity are 
similar for all the models at 16 hours after TOI. However, at 
eight hours after TOI, a tendency of a more favorable sensi-
tivity–specificity trade-off is observed for the automatic fea-
ture extraction and hybrid models as opposed to the models 
relying only on the engineered features (ie, A0, A1, and A2). 
As we detect an injected dose of insulin, it should be empha-
sized that a true positive rate is more important than the false 
positive rate. This is due to the risk of overdose if a recom-
mendation of a delayed injection was sent even though the 
patient did in fact take the dose at the expected TOI. The 
final results for 8 and 16 hours after TOI are presented in 
Table 2 including META and the average area under the 
receiver operator curve values as performance metrics for 
each model.

These results support the fact that the performance of 
each model is similar while the classification models based 
on automatic feature extraction (A3-A5) provided margin-
ally better performance within four to eight hours after TOI.

Discussion

In this study, thorough modifications and additions to the 
MVP model were applied followed by simulation of in-silico 
CGM data of a diverse T2D cohort. Several subject configu-
rations were obtained and the simulated CGM data were set 
to be realistic through a comparison with clinical data 
acquired from a similar population.

There is an indication that the developed classification 
models can detect daily injection adherence with an accu-
racy of ~80% within DOC (ie, 16 hours after injection). 
Furthermore, there seems to be a benefit when using DL 
architectures both with and without engineered and 
expert-dependent features. Within four to eight hours after 
TOI using the models based on automatic feature extrac-
tion seems superior. On the other hand, the simple 

feature-engineered LR model performed almost as well as 
the more complex DL architectures at 16 hours after TOI. 
Thus, even simple features of the CGM data are promising 
for early adherence detection if the entire CGM day is 
available.

It should be emphasized that there is a clear benefit of 
using simple models in contrast to more complex models. 
One benefit is the lower requirements to the necessary 
number of observations for training due to fewer parame-
ters being learned. Another benefit of the simple LR model 
is the superior explainability; that is, it is easier to explain 
how decisions regarding the adherence are made. However, 
a more comprehensive investigation on the architectures 
and hyperparameter optimization is needed to elucidate the 
full potential of DL adherence detection including present 
and other models (eg, recurrent neural networks). Hence, 
we expect that better tailored DL frameworks can further 
improve upon the presented performance.

The primary limitation of the study is the simulated data 
and the inherent modelling choices made. Choices pertain to 
the limiting of the model to only include intraday SI variance, 
and not interday variation of the SI dynamic. Also, the choice 
to confine TOI is only realistic in settings with strict treat-
ment time schedules such as the presently considered clinical 
setting. Patients living on a once-daily treatment scheme can 
vary much more in TOI producing significantly different 
results. However, even though real life may have larger vari-
ability in TOI, most people are habitual in their medication 
patterns, and the simulated data represent a reasonably habit-
ual cohort of T2D patients.

A second limitation is due to the confinement of the 
adherence level to 95%, which may indicate that the results 
could be transferrable to only a very adherent group of T2D 
patients. In reality, patient adherence levels vary a lot, indi-
cating the need of further investigations of different adher-
ence levels.

A third limitation is that actual CGM data often have 
various device and subject induced gaps, which were not 
considered in this study. On the other hand, incremental 

Table 2. Mean ± SD of the AUROC and META for Each of the Detection Models at 8 and 16 hours After Expected TOI  
(Based on Four Runs).

Model

8 hours after TOI 16 hours after TOI

META AUROC META AUROC

Mean ± SD Mean ± SD Mean ± SD Mean ± SD

A0 63.9% ± 0.7% 0.691 ± 0.003 78.6% ± 0.6% 0.869 ± 0.001
A1 63.9% ± 0.5% 0.687 ± 0.004 78.2% ± 0.8% 0.864 ± 0.001
A2 64.0% ± 0.5% 0.688 ± 0.013 78.3% ± 1.1% 0.867 ± 0.002
A3 68.6% ± 0.9% 0.765 ± 0.005 79.7% ± 0.4% 0.870 ± 0.002
A4 68.1% ± 0.3% 0.745 ± 0.004 79.7% ± 0.8% 0.878 ± 0.001
A5 67.6% ± 1.2% 0.737 ± 0.015 79.8% ± 0.5% 0.873 ± 0.002

Abbreviations: AUROC, area under the receiver operator curve; META, mean ensemble test accuracy; SD, standard deviation; TOI, time of injection.
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improvements of future devices and consistent patient usage 
are anticipated to lower the impact of this limitation.

The results based on simulated data are inconclusive in 
terms of indicating either a benefit of the more complex DL 
architectures or a benefit of the simpler models. Therefore, 
applying the models to real CGM data to assess whether the 
simple models would perform similarly to the complex 
models in a real-life context is needed. In particular, this 
should include exploration of the advantage of the advanced 
models until eight hours after TOI due to the potential clini-
cal implications. Detecting a missed injection already after 
eight hours provides an opportunity to recommend the 
patient to take the day’s injection of Tresiba, benefitting 
from the flexibility of injection time of Tresiba in accor-
dance with the label.21

On the condition that the results in this study can be 
reproduced using real CGM data, an early adherence detec-
tion system could be implemented as a part of a decision and 
treatment support tool. It could be in the form of presenting 
a notification on a mobile app, to check whether a dose was 
injected or not. Furthermore, data from an adherence detec-
tion system could be shared to a cloud providing dynamic 
information and valuable insights about patient behavior to 
health care professionals (HCPs). This enables informed 
decisions by HCPs toward tailored diabetes treatment for 
each individual patient.

Conclusion

The T2D modified version of the MVP model was success-
fully used to simulate a large amount of realistic CGM data. 
The data were used to develop methods for treatment adher-
ence detection. The automatically extracted features based 
on DL methods with added expert-dependent features per-
formed best with accuracy of 79.8% ± 0.5% 16 hours after 
TOI. Although the fused CNN model with learned and 
expert-dependent features was the best performing model, it 
should be emphasized that almost equal performance could 
be achieved by the CGM consensus inspired11,34 simple fea-
ture-engineered models at 16 hours after TOI with accuracy 
of 78.6% ± 0.6%. However, eight hours after TOI the mod-
els based on automatic feature extraction indicated a clear 
advantage and should be further explored due to the poten-
tial clinical implications. According to the Tresiba label,21 
the injection time can be flexible, as long as the injection is 
taken at least eight hours before next expected injection. 
This window of adherence detection is within the time win-
dow where a clinically relevant treatment recommendation 
can be provided.
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Abstract— Continuous Glucose Monitoring (CGM) has en-
abled important opportunities for diabetes management. This
study explores the use of CGM data as input for digital decision
support tools. We investigate how Recurrent Neural Networks
(RNNs) can be used for Short Term Blood Glucose (STBG)
prediction and compare the RNNs to conventional time-series
forecasting using Autoregressive Integrated Moving Average
(ARIMA). A prediction horizon up to 90 min into the future is
considered. In this context, we evaluate both population-based
and patient-specific RNNs and contrast them to patient-specific
ARIMA models and a simple baseline predicting future obser-
vations as the last observed. We find that the population-based
RNN model is the best performing model across the considered
prediction horizons without the need of patient-specific data.
This demonstrates the potential of RNNs for STBG prediction
in diabetes patients towards detecting/mitigating severe events
in the STBG, in particular hypoglycemic events. However,
further studies are needed in regards to the robustness and
practical use of the investigated STBG prediction models.

I. INTRODUCTION

People with insulin requiring diabetes are challenged to
achieve and maintain metabolic control. One key challenge
is that insulin is a drug with a very narrow therapeutic index,
i.e. a short range between having too high blood glucose
(BG) levels (hyperglycemia) and dangerously low BG levels
(hypoglycemia). In this context, identifying the optimal dose
size and timing of insulin doses are critical. For patients who
make meal time injections, adjusting the individual meal dose
to the meal at hand, potentially making a correction bolus
or eating correction carbohydrates, is part of managing their
diabetes.

Digital tools to support the management of diabetes are
becoming available [1], and often contain some predictive
capabilities. For instance, Short Term BG (STBG) predictions
can benefit patients on insulin treatment who are at risk
of hypoglycemia. Due to the narrow therapeutic index of
insulin and the risk of prompting an adverse insulin treatment
behaviour, the predictive capabilities of current and future
digital tools must be as precise as possible given the available
data. Obviously, predictions of future BG levels depend on
the amount and quality of the past BG level data. Further-
more, the need for insulin is dynamically impacted by several
factors such as meal size/composition and physical activity

1Department of Applied Mathematics and Computer Science, Cog-
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level. Hence, predictions of future BG levels benefit from
having such data available as well [2]. However, although
access to more data sources (carbohydrates, exercise, dose
size) add further information and can improve the prediction
performance, the availability of such data suffer from it
typically having to be actively collected and therefore are
either completely lacking or in low quality. As a result, BG
predictions have to perform well even when only BG data
are available. Another issue is that there may be situations
where the immediate historic data are not available, e.g.
when a patient is using the tool for the first time or if data
has not been generated or collected during a weekend or
vacation. Therefore, BG predictions also have to perform
well or fail safe in situations where the immediate historic
data is limited.

The use of Continuous Glucose Monitoring (CGM) is
increasing and unlocks new possible approaches to diabetes
therapy [3]–[5]. With CGM, an abundance of real-time BG
measurements become available for patients with type 1
diabetes (T1D) and progressed type 2 diabetes (T2D). The
question is how the CGM data can be optimally leveraged to
prepare future decision support tools. For example, access to
large quantities of CGM data creates an opportunity to learn
structural properties of the CGM signal, which may be used
for predicting future BG values. Thus, optimised predictive
modeling could be leveraged to improve the opportunities for
patients to make therapeutic decisions based on forecasted
BG levels.

Several well-established predictive methods exist in time-
series analysis, e.g. the Autoregressive Integrated Moving
Average (ARIMA), which is a robust linear approach com-
monly used in forecasting tasks [6], [7]. A recent addition to
predictive methods for time-series is the use of Recurrent
Neural Networks (RNNs) in Deep Learning (DL). RNNs
have proven effective for a variety of sequence modeling
and forecasting tasks, most notably in language and speech
[8]. RNNs are typically implemented with Long Short Term
Memory (LSTM) units that provides a gating mechanism
enabling the RNNs to preserve in memory events further
in the past [9], [10]. In this context, previous studies have
indicated the benefits of RNNs for STBG prediction [7],
[11]. Additionally, motivated by recent results in Transfer
Learning (TL), we would like to investigate the ability of
transferring models learned from one task to another [12].
The question is whether there would be benefits of deploying
the more advanced predictive methods for BG predictions
compared to traditional methods such as ARIMA.
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The specific research questions in the study are:
1) Does a population based LSTM model generalize well

to unseen patients, i.e. if CGM trends acquired from a
population can enable STBG prediction on individual
patients?

2) Does increasingly added patient-specific CGM data
to a pretrained population based LSTM (i.e., using
TL) improve predictive performance on individual pa-
tients?

3) How does the LSTM based solely on patient-specific
data perform when trained on limited CGM data?

In order to answer the specific research questions, this
study systematically investigates LSTM based RNNs for
STBG prediction up to 90 min horizon into the future in
comparison to ARIMA. Additionally, the study explores the
feasibility/application of TL in this context. The models
outlined below are compared in this study:

1) Population based LSTM (pretraining),
2) Finetuned Patient-specific LSTM (with pretraining),
3) Patient-specific LSTM (without pretraining),
4) Patient-specific ARIMA.

II. METHODS
In this section, a comprehensive description of the in-

cluded CGM data, examined models, and experimental setup
is provided. An overview is supplied in Fig. 1.

A. CGM Data
The CGM data used in this study are acquired from the

Cornerstones4Care R© platform powered by Glooko which is a
diabetes management application capturing real-world CGM
data. 14 consecutive days of CGM data (henceforth referred
to as a period) are acquired from 50 patients with diabetes
with readings every 5 minutes (i.e. 288 BG readings per day).
However, CGM data from real-life patients often have miss-
ing values (or gaps) caused either by sensor or human error.
Inspired by the international CGM consensus, only CGM
days and periods with more than 70% available BG readings
are included [3]. However, an average of 96% available BG
readings is present for the included periods. Furthermore, no
information exist about the diabetes type, demographics or
treatment regimens for the included patients.

B. ARIMA
ARIMA models are considered some of the most flexible

and popular autoregressive techniques for continuous time-
series forecasting [6]. ARIMA is specified by 3 parameters:
p, d, and q. Here, p refers to the number of autoregressive
terms, d represents the number of nonseasonal differences,
and q depicts the number of lagged forecast errors in the
prediction equation. When working with a data sequence
x1,x2, . . .xn, we can describe ARIMA as

x′t = c+φ1x′t−1 + · · ·+φpx′t−p + εt +θ1εt−1 +θqεt−q, (1)

where x′t denotes the differenced time-series, which has
been differenced d times, c is a constant, φ is the AR(p)
component, θ is the MA(q) component, and ε is the lagged
forecast errors.

C. Long Short-Term Memory Network (LSTM)

RNN is a type of DL architecture which repeatedly uses
the same weights along a sequence of data. The LSTM cell
extends the recurrent computation of an RNN with a gating
mechanism. This gating mechanism allows the LSTM to
represent relationships between data points far apart [9], [10].

The CGM data is modeled as a one-dimensional time
series, i.e. the BG value at each time step, see Eq. 2. To
limit the complexity, we only allowed the LSTM to observe
the k preceding BG values (denoted as the historical window)
before predicting the next BG value.

x̂t = f (xt−1,xt−2 . . . ,xt−k), (2)

where xi is a single BG measurement, x̂i is the predicted BG
value, k corresponds to the historical window size, and f
is an LSTM based function with a multilayered perceptron
(MLP) resulting in one continuous value, x̂t . The network
architecture, f , is defined as follows,

x̂t = f (xt−1,xt−2 . . . ,xt−k) = w>gt (3)
gt = a(Uht +b) (4)
ht = LSTM(xt−1,ht−1,θ), (5)

where a is the Rectified Linear Unit (ReLU) activation
function [13] applied element-wise; w, U, b, and the pa-
rameters θ of the LSTM are trainable with gradient descent
methods; and ht−k is the zero vector. We optimize f using the
Root Mean Square Error (RMSE) between the target xt , and
predicted value x̂t . When training f we regularize the model
by having a historical window size sequentially increased
from 1 to k as used in language modeling [9], [10].

D. CGM Data Partitions

As shown in Fig. 1, CGM data from 50 patients and
their corresponding periods (14 consecutive CGM days)
are partitioned into two separate sets; a training set of 35
randomly selected patients for training of the population-
based LSTM and the remaining 15 patients as a test set for
patient-specific models.

For each of the 15 patients, their period of 14 CGM days
is divided into two 7-day parts. The latter 7 days are used
for testing all developed models and the first 7 days are
used for training. The training data is then further restricted
into either 1, 3, or 7 preceding days such that the test data
is contiguous with the preceding training days (dark blue
boxes in Fig. 1). These restrictions are made to examine
whether increasingly added CGM days will have an impact
and improve the performance of the patient-specific models.

E. Data Processing & Inclusion Criteria

The CGM data is normalized to have zero mean and a
variance of one for all models, i.e. standardizing training
data and applying equivalent standardization with training
mean and standard deviation on the test data. When training
the LSTMs, only historical windows with no missing values
are used. At test time, windows with missing values are
discarded if they fulfill at least one of two conditions: 1)
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Fig. 1. Flowdiagram of the experimental setup including both the population-based and patient-specific models presented by two different blocks.
Furthermore, the flow of information within/between blocks and in which order are depicted by the numbered squares. All model specifications for both
LSTMs and ARIMA are outlined with corresponding color-coded boxes within the two blocks. Blue box: Population-based LSTM (pretraining), Orange
box: Finetuned patient-specific LSTM (with pretraining), Green box: Patient-specific LSTM (without pretraining), Red box: Patient-specific ARIMA.

Input window contains more than 4 missing values within
the last hour, and 2) Most recent value is missing. Missing
values of remaining windows are linearly interpolated. All
missing values are linearly interpolated when fitting ARIMA.
Only samples, xt , at which all models have made predictions
are considered when evaluating on the test set.

F. Population-based LSTM (Pretraining)

Taking the population block into account in Fig. 1, the
population training set is fed to the population-based LSTM
(blue box), also considered as pretraining for the patient-
specific LSTMs. In this context, a sliding window (using 20
minute steps) of BG values are used as input in batches of
64 windows.

Bayesian optimization (BO) implemented in SigOpt [14]
is used to efficiently explore a predefined bounded hyperpa-
rameter space for LSTMs, dropout level of the MLP layer,
and historical window size. 15 distinct LSTM networks
(experiments) with the outlined parameters suggested by BO
are then trained on 30 patients and evaluated on a validation
set of 5 patients. The architecture and configuration corre-
sponding to the best performing population-based LSTM are
found in terms of RMSE on the validation set. Networks are
optimized by the Rectified Adam (RAdam) gradient descent
method using default parameters as proposed by [15].

G. Patient-specific LSTMs

The best performing LSTM and its configuration found by
BO are used to produce patient-specific LSTMs based on the
patient-specific CGM data. To evaluate whether any knowl-
edge from the population-based LSTM can be transferred to
patient-specific LSTMs, we evaluate two conditions.

In the first case, we use TL to finetune the population-
based LSTM to individual patients (orange box), i.e. learn-
able parameters of the population-based LSTM are trans-
ferred and finetuned with patient-specific training data (1,
3, and 7 CGM days). Given the limited data available on a
patient level, a sliding window with 5 minute steps is used
while 90% and 10% of the data is partitioned into training
and validation sets, respectively. Networks are finetuned with
Stochastic Gradient Descent (SGD) (learning rate = 10−4,
momentum = 0.9) rather than the adaptive learning rate
method RAdam to mitigate catastrophic forgetting.

For the second case, patient-specific LSTMs with the
same hyperparameters and patient-specific data as in the
first condition are used (green box) but with their network
weights randomly initialized rather than transferred from the
population-based LSTM. Networks in the second condition
are optimized using RAdam with default parameters (as for
the population-based LSTM).

H. Scheduling & Early Stopping

All LSTMs use a factor-10 reduce-on-plateau learning
rate schedule, i.e. learning rate is reduced by a factor of
10 whenever no improvement is obtained within 10 epochs,
hence reducing oscillations near local optima. Similarly, in
order to prevent overfitting, early stopping is applied when
no improvement is observed on a held-out validation set
within 20 epochs.

I. Patient-specific ARIMA

For the patient-specific ARIMA models, AutoARIMA
[16] is able to fit a suitable model for every case of CGM
training day(s) available (1, 3, or 7) for each specific patient
(red box). Thus, a total 45 ARIMA models are fitted. The
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Fig. 2. Example of 90 minutes of predictions for a all the examined models
where historical data is followed by ground truth BG values.

parameter search ranges for d, p, and q in the AutoARIMA
are presented in Fig. 1 allowing larger ARIMA models to
be examined (i.e. taking up to 2 hours of historical BG
values and their errors into account). AutoARIMA conducts
differencing tests to determine d, fit multiple models within
a given range for p and q, followed by selecting the best
model based on the lowest Akaike Information Criterion
[16]. The best performing model parameters are evaluated
on the test data. In practice, AutoARIMA is implemented
by the pdmarima Python module and the models are fitted
using Newton’s method.

J. Prediction Horizon

Prediction horizons (PHs) of 15, 30, 45, 60, and 90 min
into the future are tested, i.e. all models predict 18 BG
values into the future (90 min) conditioned on the preceding
historical window.

The LSTM models are trained using teacher forcing [17],
in which during training the model receives the ground
truth output at time t as input at time t + 1. For testing,
we sequentially predict the next BG value and update the
input sequence with the computed prediction in an autore-
gressive manner. To improve performance of the LSTMs,
the ensemble BG prediction acquired from 3 different seeds
is computed as the final prediction, i.e. the average of 3
separately predicted BG values.

For the ARIMA models, we similarly predict the next
BG sequentially and update the input sequence with the
computed prediction in an autoregressive manner during
testing. Fig. 2 illustrates 90 minutes of predictions for all
the examined models where historical data is followed by
ground truth BG values.

As performance metrics, the Mean Absolute Error (MAE)
(Eq. 6) and RMSE (Eq. 7) are used for model comparison.

MAE
(

x(s)j , x̂(s)j

)
=

1
n

n

∑
i=1

∣∣∣x(s)i, j − x̂(s)i, j

∣∣∣ (6)

RMSE
(

x(s)j , x̂(s)j

)
=

√
1
n

n

∑
i=1

(
x(s)i, j − x̂(s)i, j

)2
(7)

Here, n represents the number of predictions, s the considered
subject and j is the index of PH ranging from 1 to 18.

Fig. 3. MAE [mmol/L] for the 15 test patients as function of provided
CGM training days (PH = 60 min) for all the models illustrated as boxplots.

Fig. 4. MAE [mmol/L] for the 15 test patients as function of different
PHs (CGM training days = 7) illustrated as boxplots.

III. RESULTS & DISCUSSION

The best performing LSTM model found by BO is defined
by the following specifications: 2 layers of bidirectional
LSTM with a hidden state of size 64, no dropout on the MLP
layer (64 hidden units), and 2 hour historical window as input
sequence. AutoARIMA generally found small models to
perform best, with the most commonly occurring complexity
being d = 4, p = 1, and q = 2.

Tab. I shows all the model performances in terms of mean
MAE and RMSE with corresponding standard error of the
mean based on the 7 CGM test days of the 15 patients (CGM
training days = 7). Additionally, to ground our results from
other methods, Last Observation Carried Forward (LOCF) is
also included which applies the last available BG observation
as its future prediction for all times.

In Tab. I, the overall best performing model is the
population-based LSTM with MAE ranging between 0.4392
± 0.0282 to 1.9996 ± 0.1403 [mmol/L] for PH = 15 and
90 min, respectively. This is followed by the finetuned
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TABLE I
TABLES FOR ALL THE MODEL PERFORMANCES IN TERMS OF MEAN MAE AND RMSE WITH CORRESPONDING STANDARD ERROR OF THE MEAN BASED

ON THE 7 CGM TEST DAYS OF THE 15 PATIENTS (CGM TRAINING DAYS = 7).

Model MAE (Standard Error) [mmol/L]

15 min 30 min 45 min 60 min 90 min
Population-based LSTM (pretraining) 0.4392 ± 0.0282 0.8219 ± 0.0507 1.1741 ± 0.0738 1.4919 ± 0.0980 1.9996 ± 0.1403
Finetuned Patient-specific LSTM (with pretraining) 0.4406 ± 0.0297 0.8261 ± 0.0547 1.1826 ± 0.0804 1.5049 ± 0.1066 2.0170 ± 0.1510
Patient-specific LSTM (without pretraining) 0.4753 ± 0.0330 0.8788 ± 0.0598 1.2406 ± 0.0842 1.5607 ± 0.1071 2.0669 ± 0.1431
Patient-specific ARIMA 0.4569 ± 0.0306 0.8587 ± 0.0558 1.2307 ± 0.0817 1.5721 ± 0.1082 2.1241 ± 0.1542
Last Observation Carried Forward 0.5650 ± 0.0356 0.9925 ± 0.0654 1.3648 ± 0.0931 1.6901 ± 0.1185 2.2097 ± 0.1617

Model RMSE (Standard Error) [mmol/L]

15 min 30 min 45 min 60 min 90 min
Population-based LSTM (pretraining) 0.6492 ± 0.0449 1.1557 ± 0.0753 1.6191 ± 0.1067 2.0317 ± 0.1397 2.6718 ± 0.1974
Finetuned Patient-specific LSTM (with pretraining) 0.6493 ± 0.0459 1.1570 ± 0.0776 1.6218 ± 0.1107 2.0364 ± 0.1446 2.6796 ± 0.2016
Patient-specific LSTM (without pretraining) 0.6961 ± 0.0512 1.2374 ± 0.0882 1.7101 ± 0.1195 2.1187 ± 0.1469 2.7415 ± 0.1881
Patient-specific ARIMA 0.6782 ± 0.0483 1.2158 ± 0.0821 1.7013 ± 0.1161 2.1358 ± 0.1500 2.8284 ± 0.2098
Last Observation Carried Forward 0.8023 ± 0.0528 1.3761 ± 0.0925 1.8662 ± 0.1284 2.2876 ± 0.1610 2.9442 ± 0.2166

patient-specific LSTM both in terms of MAE and RMSE.
Patient-specific ARIMA performs slightly better than patient-
specific LSTM until PH = 45 min whereas for PH = 60 and
90 min patient-specific LSTM achieves a modestly better
performance. As expected, LOCF performs worse than the
other models as it does not benefit from the historical
trends other than the last BG value. Furthermore, within the
investigated models exploiting CGM dynamics, we deal with
small performance differences. Fig. 3 shows the MAE for all
models (as boxplots) across the 15 patients as a function of
available training CGM days of 1, 3, and 7 having PH fixed
to 60 min.

Given the described setup in this study, we find that the
population-based LSTM (blue) performs most favorable for
STBG prediction as the model does not rely on patient-
specific CGM training days available. This implies that
learning from a population can be beneficial on patient level,
thus generalizing well when applied on the unseen patients
considered for STBG prediction. From Fig. 3 it is further
clear that performance is patient-dependent given the width
of the boxplots.

The finetuned patient-specific LSTM (orange) performs
similarly to the population-based LSTM. In other words,
the added patient-specific CGM data (7 CGM days) to a
pretrained population based LSTM (TL) do not improve
predictive performance on individual patients. In this context,
there are two possible explanations of the given outcome:
1) More patient-specific CGM data with longer periods are
required for training purposes of the LSTMs in order to
improve performance on patient level, and 2) TL is known
for being difficult to deploy in practice e.g. sub-optimal
local minima, slow convergence, and catastrophic forgetting
indicating undesired pitfalls during training.

On the other hand, considering the patient-specific LSTM
(green), the number of available CGM days for each specific
patient have an impact. The model transcends LOCF with
7 training days, initially being the worst performing model
with only one training day (see Fig. 3). This suggests
that more patient-specific historical data will benefit the

performance and enable learning individual trends.
The patient-specific ARIMA models (red) perform well

in general regardless of available CGM training days. Nev-
ertheless, it has a larger midspread than the population-based
LSTM (blue). Hence, the linear models perform comparably
with the more complex LSTM-based models. Simultane-
ously, if only limited CGM data is available (in this case
up to 7 CGM days), a patient-specific ARIMA would be a
promising alternative to the patient-specific LSTM.

Fig. 4 visualizes the change of MAE as a function of
different PHs, with the number of CGM training days fixed
to 7. As expected, MAE is increased by extended PH for all
the models. Simultaneously, it also indicates for the LOCF
approach that a short PH of e.g. 15 minutes might still
provide some insight of the BG level depending on the task.

Limitations of this study includes the relatively small
number of patients. Considering a total sample of 50 patients
may show indications, but more patients and CGM data
are required to investigate consistency and robustness to the
developed models.

Another limitation is unspecified patient information, i.e.
we do not know the diabetes type, demographics or treatment
regimens, all of which are known to impact BG. In particular,
T1D and T2D BG dynamics are very different and their
dissimilar effects might distort the underlying signal in the
CGM data.

Future studies should focus on a specific cohort of patients
with known treatment regimens, demographics and if possi-
ble other data sources (carbohydrates, exercise, dose size). In
particular, examining population- and patient-tailored STBG
prediction models aimed towards specific group of patients.
Moreover, the problem could also be approached as a classi-
fication problem as opposed to regression. In this context,
targeted towards hypoglycemic event detection including
e.g. expert-dependent features acquired from the CGM data,
a strategy successfully used in other tasks [4], [5], [18].
Ideally, future solutions could be based on different hybrid
models which are dynamically deployed depending on data
availability and quality.
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IV. CONCLUSION

In this study, we explore the effectiveness and potential of
using LSTM-based RNNs for STBG prediction in contrast to
a linear model such as ARIMA. We find that a population-
based LSTM model generalizes well to individual patients,
being the best performing model in all PH cases. Adding
up to 7 CGM training days in the finetuned patient-specific
LSTM (TL) do not seem to suffice/improve performance.
This indicates the need for further investigation and more
patient-specific CGM data with longer periods. The patient-
specific LSTM does not perform well when only one day of
CGM data are available. On the other hand, it benefits by
added patient-specific training days performing similar to the
patient-specific ARIMA with 7 days of CGM data available.

Given the outcome of this study, advanced predictive
models could be deployed when designing decision support
tools with BG forecasting capabilities. However, in some
situations the conventional linear ARIMA approach performs
as well or better, in particular when little CGM data are
available. A future solution may be a hybrid predictive
approach dynamically deploying different models depending
on data availability and quality.
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