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Introduction
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• Most studies assess generalization capability to unseen speech, noise or room
conditions by evaluating the system using one arbitrary database that differs
from the one used during training [1, 2]. This makes the results highly depen-
dent on the choice of the database.

• In the present work, we introduce a new measure of generalization capability
called the generalization gap (GG), which is estimated by cross-validating across
multiple databases, and comparing the performance with a reference model that
is trained on a matching condition.

System overview

Te
st

in
g

T-F
analysis

Feature
extraction

Neural
network

Label
extraction

True IRM

Speech

Noise

Noisy
speech

Optimizer

Backpropagation

T-F
analysis

Feature
extraction

Neural
network

Speech

Noise

Recons-
truction

Enhanced
output

Noisy
speech

Tr
ai

ni
ng

IRM
prediction

IRM
prediction

log-FBE

T-F repre-
sentation

T-F repre-
sentation

log-FBE

• Decomposition onto 64 frequency bands at 16 kHz
• Log-filterbank energy (log-FBE) features
• Feedforward neural network
• Five previous feature frames stacked for temporal context → 384 input nodes
• Two hidden layers with 1024 nodes
• Target: ideal ratio mask (IRM) [3]

Generalization gap estimation

Cross-validation across databases
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Figure 1: Cross-validation procedure used to train and test the evaluated and reference models.
Each marker represents a speech utterance to draw for generating an acoustic scene. The utter-
ances were split such that none appears during both training and testing. In this example, a model
was trained on 4 corpora and tested on the left-out corpus, while a reference model was both
trained and tested on the left-out corpus. This was repeated 5 times by cycling through all possible
combinations. Here only 1 fold is illustrated. The same procedure was applied when investigating
the noise and the room dimensions.
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Figure 2: Generalization gap illustration

• To further reduce the influence of the
database, the performance of the model
in each condition is compared with a
reference model that was trained on a
matching condition. The relative differ-
ence with the reference model is de-
fined as the generalization gap (GG).

• The smaller the GG, the better the sys-
tem generalizes to acoustic conditions
unseen during training

Evaluation

Dimension Databases
Speech TIMIT, LibriSpeech, ARCTIC, IEEE, HINT
Noise TAU, ICRA, NOISEX, DEMAND, ARTE
Room Surrey, ASH, BRAS, CATT, AVIL

Each model is trained with 10 hours of acoustic scenes, independently of the num-
ber of databases used. For each acoustic dimension, we consider two scenarios:

• Low diversity training: models are trained with one database and tested with
the remaining four.

• High diversity training: models are trained with four databases and tested with
the remaining one.

Results

Figure 3: Generalization gap results for the speech, noise and room dimensions. Evaluated
models were trained with either one (low diversity training) or four (high diversity training) cor-
pora/databases, using a cross-validation method as described in Fig. 1

Conclusion

• We propose the generalization gap, which is a new way to assess the
generalization performance of learning-based speech enhancement systems.

• For the considered system, speech is the most challenging dimension, followed
by noise and room.

• Training on four speech corpora yields a generalization gap as large as 49%.
We interpret this as the difference in performance between a model that learns
the essence of speech and one that learns the equipment frequency response
of a specific corpus.

• Future work will investigate ways to reduce the generalization gap, such as
regularization and data augmentation techniques.
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