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Summary (English)

Deep learning has seen tremendous progress in the last decade, driven by the
availability of vast amounts of data, computational power, and research efforts.
Deep generative models use deep learning to learn how to generate data. That is,
they learn a probability distribution that attempts to capture the main patterns
found in the data. A promising class of deep generative models is normalizing
flows which has benefits such as exact density computation and a straightfor-
ward generation procedure. However, normalizing flows rely on bijective map-
pings, which unfortunately limits their applicability and expressiveness and can
hinder efficient training.

In this thesis, we detail connections between normalizing flows and other gener-
ative models such as autoregressive models and variational autoencoders. Fur-
ther, we develop an extended flow framework that encompasses not only bijec-
tive layers but also non-bijective layers such as surjective and stochastic layers.
This extended flow framework bridges different generative models and can help
mitigate some of the issues associated with bijective flow layers.
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Summary (Danish)

Dyb læring har gjort enorme fremskridt i det sidste årti, drevet af tilgængelighe-
den af enorme mængder data, beregningskraft og forskningsindsats. Dyb læring
kan også bruges til at lære at generere data. Disse dybe generative modeller lærer
en sandsynlighedsfordeling, der forsøger at fange de vigtigste mønstre, der findes
i data. En lovende klasse af dybe generative modeller er normaliserende flows,
som har fordele såsom eksakt tæthedsberegning og en simpel genereringsproces.
Normaliserende flows afhænger dog af bijektive afbildninger, hvilket desværre
begrænser deres anvendelighed og udtryksevne og kan hindre effektiv træning.

Denne ph.d.-afhandling undersøger sammenhænge mellem normaliserende flows
og andre generative modeller såsom autoregressive modeller og variationelle au-
toencodere. I afhandlingen bliver flow generaliseret til ikke-bijektive lag såsom
surjektive og stokastiske lag. Denne udvidede ramme bygger bro mellem for-
skellige generative modeller og fjerner nogle af begrænsningerne ved normale
bijektive flow.
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Chapter 1

Introduction

In the last decade, the field of machine learning has seen tremendous progress,
primarily driven by advances in deep learning. Krizhevsky et al. (2012) demon-
strated that neural networks could excel at computer vision tasks by outperform-
ing classical methods developed through decades of computer vision research.
Following this, neural networks demonstrated great potential for areas such as
natural language processing (Sutskever et al., 2014), speech recognition (Hinton
et al., 2012), reinforcement learning (Mnih et al., 2015).

Most work following these early breakthroughs have been on supervised learn-
ing, where labeled data is available for the task at hand. However, labeled
data can sometimes be difficult or costly to acquire, motivating research on
unsupervised learning which only requires unlabeled data. A major subarea of
unsupervised learning is generative modeling. Generative models are trained to
capture patterns in the training data and subsequently have the ability to gen-
erate new content based on the learned patterns. Important sub-classes of deep
generative models include generative adversarial networks (GANs) (Goodfel-
low et al., 2014), variational autoencoders (VAEs) (Kingma and Welling, 2014;
Rezende et al., 2014), normalizing flows (Rezende and Mohamed, 2015; Dinh
et al., 2015, 2017), autoregressive models (ARMs) (Graves, 2013; Germain et al.,
2015; van den Oord et al., 2016c), energy-based models (EBMs) (LeCun et al.,
2006), and more recently score-based models (Song et al., 2019) and diffusion
models (Sohl-Dickstein et al., 2015; Ho et al., 2020).



2 Introduction

Generative models can generate content, potentially conditioned on some input.
This has many potential applications such as drug discovery (Gomez-Bombarelli
et al., 2018), machine translation (Sutskever et al., 2014; Vaswani et al., 2017),
speech transcription (Yu et al., 2012), speech synthesis (van den Oord et al.,
2016a), and many more. Besides generation, generative models often provide
latent representations. These representations are learned using unlabeled data,
but can be adapted to various downstream tasks using a smaller amount of la-
beled data. This can be done directly using semi-supervised learning (Kingma
and Ba, 2015; Izmailov et al., 2020) on a dataset consisting of a small amount
of labeled data together with a relatively large amount of unlabeled data. Al-
ternatively, we may use generative pre-training where a model is trained on a
very large unlabeled dataset, from which it can be fine-tuned for several po-
tential downstream tasks (Radford and Narasimhan, 2018; Chen et al., 2020b).
Furthermore, some generative models including flows, VAEs, ARMs also pro-
vide us with probability estimates. This can be useful for lossless compression
(Townsend et al., 2019; Ho et al., 2019b), but potentially also for anomaly detec-
tion, although empirically the naïve approach has some issues (Nalisnick et al.,
2019). Finally, generative models may be used in other contexts than modeling
data distributions. One prominent example of this is the popular use of nor-
malizing flows for variational inference (Rezende and Mohamed, 2015; Kingma
et al., 2016; Louizos and Welling, 2017; van den Berg et al., 2018), where the
Bayesian posterior distribution is approximated by a variational distribution.
In this thesis, however, we will focus on generative flows for data distributions.

1.1 Thesis Outline

Normalizing flows is one class of generative models that, aside from generation,
provide exact probability densities and latent representations and will be our
primary focus in this thesis. Normalizing flows are constructed using bijective
transformations. While this has several benefits, it also limits their expressive-
ness, their applicability and may inhibit efficient training. In this thesis, we
explore the connection between flows and related methods such as autoregres-
sive models and variational autoencoders. We further develop an extended flow
framework that includes non-bijective layers such as stochastic and surjective
layers that relieve some of the issues associated with bijective layers.

Chapter 2 introduces normalizing flows. We first discuss the main compo-
nents of the normalizing flow framework, such as invertibility and the change-
of-variables formula. Next, we discuss several practical instantiations of flow
layers that allow efficient training. Finally, we discuss some limitations of nor-
malizing flows that arise from their use of bijective transformations together
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with methods that have been developed to alleviate some of these issues.

Chapter 3 introduces autoregressive models including the basic principles on
which they rely, along with popular design choices such as the choice of neu-
ral network architecture. Next, we discuss the connection between continu-
ous autoregressive models and flows before introducing ideas from (Nielsen and
Winther, 2020) (Paper I, App. A) that connect discrete autoregressive models
and flows.

Chapter 4 introduces variational autoencoders, including their basic structure,
the variational framework used for training them, along with common ways of
structuring their main components: The encoder, the decoder and the prior.
Next, we show that the change-of-variables formula can be derived from Bayes
theorem. This suggests a connection between flows and VAEs, as also discussed
in (Nielsen et al., 2020) (Paper II, App. B), which we discuss in the final section.

Chapter 5 introduces surjective flows, an idea developed in (Nielsen et al.,
2020) (Paper II, App. B)where normalizing flows can contain deterministic, but
non-invertible layers that we refer to as surjective layers. We further discuss
several central examples of such layers including tensor slicing, rounding, the
absolute value, sorting, the max operation and finally the argmax operation,
which was introduced in (Hoogeboom et al., 2021b) (Paper III, App. C).

Chapter 6 finally summarizes the main contributions of the thesis, discusses
some open questions and potential future work.
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Chapter 2

Normalizing Flows

Normalizing flows provide a framework for learning expressive probability den-
sities: A known, typically simple, base distribution is paired with a sequence of
bijective maps. This structure enables both straightforward sampling by pass-
ing samples from the base distribution through the bijective maps, as well as
exact density computation using the change-of-variables formula. The result is
a general and attractive framework for building densities that can be trained
using maximum likelihood.

The idea of learning densities by mapping data to a simple base distribution
can be traced back to the Gaussianization method (Chen and Gopinath, 2001).
Rippel and Adams (2013) explored a similar idea, proposing an architecture re-
sembling an invertible neural network for density estimation. Dinh et al. (2015)
proposed a more efficient architecture known as coupling flows which have been
further developed and popularized by Dinh et al. (2017); Kingma and Dhariwal
(2018). Independently, (Tabak and Turner, 2013) propose a similar technique,
wherein a composition of simple maps form what they term a normalizing flow.
This term was later popularized by Rezende and Mohamed (2015) which used
normalizing flows for posterior inference in VAEs. In this chapter, we provide
a brief overview of modern normalizing flows. For a more comprehensive intro-
duction, see e.g. (Kobyzev et al., 2021; Papamakarios et al., 2021).
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2.1 Framework

Consider modelling D-dimensional data x ∈ X from a unknown target dis-
tribution q(x) from which we have a dataset of N samples, D = {xn}Nn=1.
Normalizing flows do this using a deterministic map f : Z → X , mapping from
a space z ∈ Z with a simple, known base distribution p(z) such as a standard
Gaussian N (z|0, I). Sampling from the flow is straightforward:

z ∼ p(z)

x = f(z).

Normalizing flows thus share some similarities with generative adversarial net-
works (GANs) (Goodfellow et al., 2014), which generate samples similarly. How-
ever, unlike GANs, normalizing flows require f to have a constrained structure:
f needs to be bijective such that we can compute the inverse z = f−1(x). The
use of a bijective1 f permits the use of the change-of-variables formula

p(x) = p(z)

∣∣∣∣det
∂z

∂x

∣∣∣∣ , (2.1)

where z = f−1(x) and ∂z
∂x is the Jacobian matrix

J :=
∂z

∂x
=




∂z1
∂x1

. . . ∂z1
∂xD

...
...

∂zD
∂x1

. . . ∂zD
∂xD


 . (2.2)

Normalizing flows thus allows computation of exact probability densities for
given points x – a prerequisite for traditional maximum likelihood estimation
(MLE). This is the main benefit compared to GANs where computing densities
is not possible and one instead resorts to adversarial training.

In general, computing detJ has an impractical cubic cost O(D3) in the data
dimension D. As a consequence, practical flows are further constrained by
having structures that reduce this cost to be e.g. linear in D. See Ex. 2.1 for
an example on planar flows (Rezende and Mohamed, 2015).

1Technically, a sufficient condition for the application of the change-of-variables formula is
that f is a diffeomorphism, i.e. a bijective mapping where both f and f−1 are differentiable.
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Example 2.1: Planar Flows

Rezende and Mohamed (2015) introduced planar flows

x = f(z) = z + uh(wTz + b),

where u,w ∈ RD, b ∈ R and h is a suitable smooth elementwise nonlin-
earity. Using the matrix determinant lemma, we can compute

|detJ | =
∣∣∣∣det

∂x

∂z

∣∣∣∣
−1

=
∣∣det(I + uψ(z)T )

∣∣−1 =
∣∣det(1 + ψ(z)Tu)

∣∣−1 ,

where ψ(z) = h′(wTz + b)w, with linear cost O(D) instead of cubic.
Planar flows may be seen to act like single-neuron MLPs. Sylvester flows
(van den Berg et al., 2018) generalize this to multiple hidden units.

Compositionality. An important aspect of normalizing flows is that bijective
maps are composable. For a composition f = f1 ◦ f2 ◦ ... ◦ fL, we have

f−1 = f−1L ◦ f−1L−1 ◦ ... ◦ f−11 (2.3)

log

∣∣∣∣det
∂z

∂x

∣∣∣∣ =

L∑

l=1

log

∣∣∣∣det
∂xl
∂xl−1

∣∣∣∣ , (2.4)

where x0 := x and xl = f−1l (xl−1) such that xL := z. We can therefore build
expressive bijections f by chaining a sequence of simpler bijections f1, ..., fL.

Normalizing flows thus provide a powerful modular framework where distribu-
tions may be constructed by composing bijective layers. These layers may be
implemented as modules that share a common interface of 3 components: 1)
The forward transformation, 2) the inverse transformation and 3) the Jacobian
determinant. Algo. 1 and Algo. 2 shows how to sample and compute log-
likelihoods for a composition of such bijective maps, highlighting the modular,
compositional nature of the framework. Due to this modular nature, much work
has gone into designing novel modules that have the properties of 1) being in-
vertible, 2) being expressive, and 3) having a cheap Jacobian determinant. A
non-exhaustive list of examples include (Dinh et al., 2015, 2017; Kingma and
Dhariwal, 2018; Ho et al., 2019a; Rezende and Mohamed, 2015; van den Berg
et al., 2018; Hoogeboom et al., 2019b; Kingma et al., 2016; Papamakarios et al.,
2017; Huang et al., 2018; Grathwohl et al., 2019; Cao et al., 2019; Wehenkel and
Louppe, 2019; Jaini et al., 2019; Durkan et al., 2019b; Song et al., 2019; Chen
et al., 2019; Meng et al., 2020; Lu and Huang, 2020; Hoogeboom et al., 2020;
Lu et al., 2021). In the next sections, we will discuss some of these approaches
for building efficient layers for normalizing flows.
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Algorithm 1: Flow Sampling
Data: p(z) & {ft}Tt=1

Result: x
z ∼ p(z) ;
for t in T, T − 1, ..., 1 do

x← ft(z) ;
z ← x ;

end
return x

Algorithm 2: Flow Probability
Data: x, p(z) & {ft}Tt=1

Result: L(x)
for t in 1, 2, ..., T do

z ← f−1t (x) ;
log |J t| := log

∣∣det ∂z∂x
∣∣ ;

x← z ;
end
return log p(z) +

∑T
t=1 log |J t|

2.2 Bijective Layers

Normalizing flows are constructed by composing bijective layers. These layers
impose various forms of structure on the transformation in order to trade off
computation speed and flexibility. In this section, we will discuss some notable
bijective layers and the structure they impose. Our treatment is not exhaustive;
interested readers are referred to (Kobyzev et al., 2021; Papamakarios et al.,
2021) for a more comprehensive overview.

2.2.1 Coupling & Autoregressive Flows

Autoregressive

Coupling

Figure 2.1: Jacobian.

Coupling flows, introduced by Dinh et al. (2015,
2017), and autoregressive flows, introduced by
Kingma et al. (2016); Papamakarios et al. (2017),
are among the most popular bijective layers. Both
can be seen as special cases of triangular flows (Jaini
et al., 2019) that impose a lower-triangular structure
on the Jacobian, as illustrated in Fig. 2.1. As a conse-
quence, the Jacobian determinant can be computed in
O(D) time forD-dimensional data. They both rely on
unconstrained neural networks in the transformation,
but differ in the structure, as illustrated in Fig. 2.2.
The choices trade off expressiveness and speed differ-
ently: Coupling flows are fast as they require only one
forward pass for both the forward and inverse compu-
tation, but are less expressive. Autoregressive flows
are more expressive, but require D forward passes for
either the forward or the inverse computation.
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Observed Variable

Neural Network Units

Flow Parameters

Transformed Variable

Coupling
Flow

Autoregressive 
Flow

Inverse 
Autoregressive 

Flow

Figure 2.2: The structures of classes of triangular flows. Adapted from
(Nielsen and Winther, 2019).

Coupling Flows. Coupling layers split the input vector x into two parts
x = [xA,xB ] and transforms one conditioned on the other, i.e.

zA = xA

zB = h(xB ;NNθ(xA)),

where h is some elementwise bijective transformation such as an additive trans-
formation h(x;µ) = x+µ or an affine transformation h(x;µ,σ) = x�σ+µ.
The parameters of h are output by an unconstrained neural network NNθ con-
ditioned on xA, giving the transformation significant expressive power. We see
that the forward pass can be computed with a single forward pass. A big benefit
of coupling flows is that also the inverse can be computed in a single pass, i.e.

xA = zA

xB = h−1(zB ;NNθ(zA)).

Let xA = x1:L contain the first L elements and xB = xL+1:D the last D − L
elements. Due to the structure of the transformation, the Jacobian will be lower
triangular, as shown in Fig. 2.1, and the Jacobian determinant thus

log

∣∣∣∣det
∂z

∂x

∣∣∣∣ =

D∑

d=L+1

log

∣∣∣∣
∂h(xd;NNθ(xA))

∂xd

∣∣∣∣ . (2.5)

For e.g. the additive transformation h(x;µ) = x+ µ, we find log
∣∣det ∂z∂x

∣∣ = 0,
while for the affine transformation h(x;µ) = x� σ + µ, we find log

∣∣det ∂z∂x
∣∣ =∑D

d=L+1 |log σd|. Due to log |detJ | = 0, the additive transformation is known
as a volume-preserving flow. To introduce dependencies between all dimensions,
coupling flows are stacked in multiple layers with some form of permutation in-
between such as fixed permutations, which are volume-preserving bijections, or
1×1 convolutions (Kingma and Dhariwal, 2018) which can be seen as learnable
permutations since they can represent all possible permutation matrices.
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Autoregressive Flows. Autoregressive flows transform each element condi-
tioned on the previous elements

zd = h(xd;NNθ(x1:d−1)).

Note that this computation can be done in parallel for all d = 1, ..., D using an
autoregressive neural network. The inverse, on the other hand, is computed as

xd = h−1(zd;NNθ(x1:d−1))

which needs to be computed sequentially. Similar to coupling flows, the Jacobian
is lower triangular (see Fig. 2.1), and its determinant thus

log

∣∣∣∣det
∂z

∂x

∣∣∣∣ =

D∑

d=1

log

∣∣∣∣
∂h(xd;NNθ(x1:d−1))

∂xd

∣∣∣∣ . (2.6)

Autoregressive flows are expressive models with structure that facilitate efficient
density computation at the expense of sampling speed. They are thus very well
suited for density estimation tasks where the log-likelihood is the quantity of
interest. Since training is efficient, they may also be used for generative modeling
tasks where sampling speed is not crucial.

Inverse Autoregressive Flows. We can construct inverse autoregressive flows
(IAFs) (Kingma et al., 2016) by swapping the forward and inverse transforma-
tions of autoregressive flows. These layers allow fast sampling, but slow density
computation. Consequently, they are less suited for density estimation or gen-
erative modeling tasks as training will be computationally restrictive. Note that
while estimating the density of a provided data point x is expensive, obtain-
ing the density of generated samples is cheap as part of the generation process.
IAFs are thus excellent candidates for variational inference where fast sampling,
together with the density of the generated samples, is all we need. To use IAFs
as generative models, van den Oord et al. (2018) proposed probability density
distillation where an IAF "student" pS is trained to mimic an autoregressive
flow "teacher" pT by minimizing

p∗S = arg min
pS

DKL [pS‖pT ] . (2.7)

Note that this can be trained using only samples from pS and density estimates
from pT , making it very efficient. This way one can distill a trained autoregres-
sive flow into an IAF that can be deployed with fast sampling.

Beyond Affine Transformations. Both coupling flows and autoregressive
flows rely on elementwise transformations h(x;λ). While additive and affine
transformations are common choices, we are essentially free to specify any uni-
variate bijective transformation. Since additive and affine transformations have
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relatively low expressiveness, many alternatives have been suggested in the lit-
erature. Müller et al. (2019); Durkan et al. (2019a,b) define h using splines.
Müller et al. (2019) defined linear splines and quadratic splines, Durkan et al.
(2019a) extended this to cubic splines, while Durkan et al. (2019b) proposed
rational-quadratic splines. See Ex. 2.2 for an example on linear splines.

Example 2.2: Linear Splines

The linear spline h is piecewise linear between the points {(xk, zk)}Kk=0,

0 ≡ x0 < x1 < x2 < ... < xK ≡ xmax
0 ≡ z0 < z1 < z2 < ... < zK ≡ 1.

We fix x1, ..., xK−1 and parameterize z1, ..., zK using π1, ..., πK−1 such
that zk =

∑k
l=1 πl, with

∑K
k=1 πk = 1. The resulting transformation

h(x;π) =

K∑

k=1

I (xk−1 ≤ x < xk)

[
zk−1 + πk

x− xk−1
xk − xk−1

]

is trivial to invert and has a Jacobian determinant of

log

∣∣∣∣
∂h(x;π)

∂x

∣∣∣∣ =

K∑

k=1

I (xk−1 ≤ x < xk) log πk.

Flow++ (Ho et al., 2019a) made use of logistic mixture CDFs

h(x; a, b,π,m, s) = aσ−1
(∑

i

πiσ

(
x−mi

si

))
+ b

This transformation is more expressive than an affine layer, but has the draw-
back that it is not analytically invertible. Luckily, it can be efficiently numeri-
cally inverted using the bisection method. Neural Autoregressive Flows (NAFs)
Huang et al. (2018) defines h as an invertible MLP. The MLP is made invert-
ible by using strictly positive weight matrices and strictly monotone activation
functions. Unconstrained Monotonic Neural Networks (UMNNs) Wehenkel and
Louppe (2019) relaxes the constraints of NAF by instead modeling a strictly
positive function using a neural network and defining h as the numerical in-
tegral of this neural network. Sum-Of-Squares Polynomial Flows (SOS Flows)
Jaini et al. (2019) define h as the integral a sum-of-squares of polynomials

h(x; c,a) = c+

∫ x

u=0

K∑

k=1

(
L∑

l=0

aklu
l

)2

du.
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2.2.2 Residual & Continuous-Time Flows

Residual networks (He et al., 2016) define deep neural networks using layers

f(x) = x+ hθ(x) (2.8)

where each residual function hθ is a shallow neural network. Residual networks
are more robust to the problem of vanishing and exploding gradients. This has
led to successful training of very deep networks, achieving strong performance in
computer vision tasks. We thus ask: Can we construct bijective residual layers?

Residual Flows. Behrmann et al. (2019) introduced invertible residual net-
works by showing that a sufficient condition for a residual layer to be invertible
is that the Lipschitz constant Lip(h) < 1. This constraint can be enforced using
spectral normalization (Miyato et al., 2018). Unfortunately, the layer is not an-
alytically invertible and requires a fixed-point iteration method to be inverted.
The Jacobian determinant for the layer can be written as an infinite sum

log |det (I + Jh)| = tr log (I + Jh) =

∞∑

k=1

(−1)k+1 tr(Jkh)

k
(2.9)

where Jh = ∂h(x)
∂x is the Jacobian of the residual function h. The Jacobian

trace can be estimated using Hutchinson’s trace estimator, see Remark 2.1. This
way, we need not compute Jh, which as quadratic cost O(D2), but only need
vector-Jacobian products vTJh, which has linear cost O(D). Unfortunately,
this Jacobian determinant is still intractable as in contains an infinite number
of terms. To deal with this, Behrmann et al. (2019) approximate the series by
truncating the series at a finite number of elements. Unfortunately, this leads
to a biased estimate of the Jacobian determinant. Chen et al. (2019) introduce
an unbiased estimator of the Jacobian determinant in Eq. 2.9 using the Russian
roulette estimator (Kahn, 1955).

Remark 2.1: Hutchinson’s Trace Estimator

Hutchinson’s trace estimator (Hutchinson, 1990) lets us compute unbi-
ased eastimates of the trace of a matrix A using that

tr(A) = Ep(v)
[
vTAv

]
, (2.10)

for a distribution p(v) that satifies Ep(v)[v] = 0 and Covp(v)[v] = I.
Examples of p(v) include a Rademacher distribution or a Gaussian dis-
tribution p(v) = N (v|0, I). By estimating the expectation using a single
Monte Carlo sample, we only need to be able to interact with A through
vector-Jacobian products without the need to explicitly form the matrix.
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Continuous-Time Flows. Chen et al. (2018a) note that residual networks
can be seen as Euler discretizations of an ordinary differential equation (ODE)

dx(t)

dt
= hθ(x(t), t). (2.11)

where hθ(x, t) is a neural network that describes the dynamics of the ODE. Us-
ing the data x as the initial condition x(0) := x, we can obtain the transformed
variable x(T ) using

x(T ) = x(0) +

∫ T

t=0

hθ(x(t), t)dt. (2.12)

This transformation can easily be inverted using

x(0) = x(T ) +

∫ 0

t=T

hθ(x(t), t)dt. (2.13)

We can approximately solve these using a numerical differential equation solver.
As shown by (Chen et al., 2018a), we can train such ODEs using the adjoint
sensitivity method which can be seen as a continuous-time analog of backprop-
agation. As an example, assume we want to optimize a loss function L(x(T ))
that depends only on the end state x(T ) w.r.t. θ, such as in a classification
setting. We define the adjoint as a(t) = ∂L/∂z(t) whose dynamics are given by

da(t)

dt
= −a(t)

∂hθ(x(t), t)

∂x
(2.14)

To obtain gradients dL
dθ for training, we jointly solve Eq. 2.13, Eq. 2.14 and

dL

dθ
= −

∫ 0

T

a(t)
∂hθ(x(t), t)

∂θ
dt. (2.15)

Chen et al. (2018a) also introduced the instantaneuous change-of-variables

d

dt
log p(x(t)) = − tr

(
dh(x(t), t)

dx(t)

)
, (2.16)

which describes the continuous evolution of the density of particles that flow
through the ODE. Together, this provides the tools we need to train an ODE
as a bijective flow layer. Grathwohl et al. (2019) introduce Free-form Jaco-
bian of Reversible Dynamics (FFJORD) which makes use of Hutchinson’s trace
estimator (see Remark 2.1) such that any neural network h, subject to some
mild conditions, can be used as a dynamics network in a black-box fashion.
The resulting continuous-time flows are very powerful density models, but are
typically also significantly more computationally intensive to train compared to
their discrete-time counterparts.
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2.2.3 Discrete Flows

Normalizing flows are powerful density estimators for continuous data x ∈ RD.
However, they don’t naturally deal with discrete data x ∈ {0, 1, ...,K − 1}D.
Designing discrete invertible transformations is significantly more challenging
than their continuous counterparts. In this section, we will discuss discrete
flows proposed in the literature that make use of discrete bijections and base
distributions. For discrete flows, the probability computation simplifies to

px(x) = pz(z), z = f(x), (2.17)

where there is no Jacobian determinant term. The main challenge of building
discrete flows thus lies in designing invertible discrete layers and training them.

Discrete Flows. Tran et al. (2019) introduced both discrete autoregressive
and coupling layers for categorical data. These function in the same way as the
autoregressive and coupling flows introduced in Sec. 2.2.1, but rely on discrete
elementwise transformations. Tran et al. (2019) propose the transformation

zd = (µd + σdxd) mod K, (2.18)

where µd ∈ {0, 1, ...,K − 1} and σd ∈ {1, 2, ...,K − 1} are output by a neural
network in either a coupling or autoregressive layer. For the transformation to
be invertible, σd and K must be coprime. A simple way to achieve this is to have
K be prime or to simplify the transformation by fixing σd = 1. More generally,
we can avoid non-valid values of σd by masking the neural network outputs.

Integer Discrete Flows. Hoogeboom et al. (2019a) introduced Integer Dis-
crete Flows (IDFs). These are also discrete autoregressive or coupling layers,
but defined over the integers x ∈ ZD and are more naturally suited for ordinal
data such as images or audio. Hoogeboom et al. (2019a) make use of the fact
that for integers, the elementwise transformation

zd = xd + µd, µd = bλde (2.19)

is invertible, where λd is output by a neural network.

Gradient bias. A major challenge of discrete flows is that the discrete op-
erations make backpropagation and thus gradient-based optimization difficult.
For e.g. Tran et al. (2019), a neural network outputs λd ∈ RK from which the
location parameter is obtained through an argmax operation,

µd = one_hot(arg maxλd). (2.20)

Unfortunately, this operation is non-diffentiable, hindering the use of gradient-
based training. Tran et al. (2019) circumvent this by using the straight-through
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estimator (Bengio et al., 2013) which replaces the arg max operator in the back-
ward pass by a softmax such that

dµd
dλd

:=
d

dλd
softmax(λd/τ), (2.21)

where τ is a temperature parameter such that softmax→ arg max as τ → 0.

Hoogeboom et al. (2019a) also makes use of the straight-through estimator
where the rounding operation µd = bλde is ignored in the backward pass, i.e.

dµd
dλd

:= 1. (2.22)

The use of the straight-through estimator leads to gradient bias. Hoogeboom
et al. (2019a) observed that with increasing flow depth, the performance of dis-
crete flows initially improves, but later degrades. The same phenomenon was
not observed for the continuous counterpart of the flows leading to the hypoth-
esis that accumulating gradient bias degrade performance for deeper discrete
flows. van den Berg et al. (2021) further study the gradient bias and find that
the problem is more pronounced for problems with a fewer number of classes K.

Limited expressiveness. Unfortunately, discrete flows have limited represen-
tational abilities when used with factorized base distributions (Papamakarios
et al., 2021). This is due to a great limitation of discrete flows: They can only
permute probability mass. Permuting a target distribution into a factorized
distribution will typically not be possible (see Ex. 2.3 for an example). As a
consequence, one may have to introduce dependencies in the base distribution
to increase expressiveness. This can be done with e.g. an autoregressive model,
at the expense of increased sampling time.

Example 2.3: Expressiveness of Discrete Flows

Consider a 2D binary target distribution which can be represented as

P (x = (a, b)) = Aa,b, A =

[
0.1 0.3
0.2 0.4

]

For this distribution to be represented using a factorized base, we need
to be able to permute the elements into a rank-1 matrix. However,
checking all 4! = 24 possibilities, this is not possible. Thus, this target
distribution cannot be represented using a discrete flow with a factorized
base distribution. Example adapted from (Papamakarios et al., 2021).
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2.3 Limitations of Flows

While normalizing flows provide a powerful framework for building probability
densities, they are built using bijective transformations, which naturally intro-
duce some constraints. In this section, we discuss some of these limitations and
various methods that have been proposed in the literature to circumvent these
constraints.

2.3.1 Discrete Data

Many types of data encountered in practice are discrete. For example, text
data is typically tokenized into either characters, words or sub-words, and is
thus categorical. Other data such as images and audio are typically stored
in quantized format. It is therefore also discrete, but is ordinal rather than
categorical, meaning that there is an order to the categories. That is, for an
image, pixel intensity k is closer to pixel intensity k + 1 than to k + 2. For
categorical data, on the other hand, there is no such notion of order.

While building invertible discrete layers is possible, as we discussed in Sec. 2.2.3,
the types of transformations one can do are severely restricted: Discrete flows
can only permute probability masses. Hence, with a factorized base distribution,
they are limited in the target distributions they can represent.

Dequantization. Naively training continuous flows on discrete data can yield
arbitrarily high log-likelihoods, even without capturing any structure of the
target distribution. To see why, consider a Gaussian mixture model, with one
component centered on each possible discrete value. As you reduce the variance
of all components to zero, σ2 → 0, the log-likelihood for any discrete data point
will approach infinity. This fact was first pointed out by Uria et al. (2013). The
solution they proposed was to add uniform noise to the discrete data, i.e. for
x ∈ {0, 1, ..., 255}D define

y = x+ u, u ∼
∏

d

Unif(ud|0, 1) (2.23)

and train the model on y instead. This is known as dequantization and allows
one to train continuous models on discrete data embedded in a continuous space.
Theis and Bethge (2015) showed that the continuous density model log p(y)
provides a lower bound on the discrete log-likelihood, i.e.

logP (x) = log

∫
py(x+ u)du ≥

∫
log py(x+ u)du.
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Later, Ho et al. (2019a) introduced variational dequantization, where the uni-
form distribution in Eq. 2.23 is replaced by a more flexible flow-based q(y|x)
which provides a tighter bound on logP (x),

logP (x) ≥ Eq(y|x) [log p(y)− log q(y|x)] .

Categorical Data. While dequantization is popularly used for training nor-
malizing flows on images and audio, continuous normalizing flows have not com-
monly been applied to categorical data such as text. As we will discuss in Sec.
5.7, in (Hoogeboom et al., 2021b) (Paper III, App. C) we introduce Argmax
Flows, a new method that more naturally lets us train continuous normalizing
flows on categorical data. The method can be seen as a natural analog to de-
quantization, where dequantization is for ordinal data, while argmax flows are
for categorical data.

2.3.2 Preservation of Dimensionality

Since normalizing flows rely on bijective mappings, they necessarily have to
preserve the dimensionality of the data. For high-dimensional data, this can
be constraining, as the intermediate layers all need to work with the same high
dimensionality. This can be constraining not only in terms of computation, but
also in terms of memory consumption when using standard backpropagation.
On the other hand, the bijective nature of flows limits their expressiveness.
This can effectively be remedied by working in a higher-dimensional space than
the one the data lives in. Being able to alter the dimensionality can therefore
be useful for normalizing flows.

Multi-scale Architectures. To address the issue of high dimensionality, Dinh
et al. (2017) introduced multi-scale architecures, where some variables are fac-
tored out early, while the remaining variables undergo further transformation,

(y1, z1) = f1(x) (2.24)
z2 = f2(y1) (2.25)

p(z1)p(z2) = N (z1,0, I)N (z2,0, I) (2.26)

Using multi-scale architectures thus allow you to save computation and mem-
ory at the expense of a less expressive transformation. However, for data such
as images, the multi-scale architecture can also provide a useful inductive bias.
For example, by factoring out variables in a checkerboard pattern, the transfor-
mation can reduce the resolution of the image and thus allow the subsequent
layers to model higher-level structure of the images, while leaving early layers
to model lower-level details.
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Augmented Flows. Huang et al. (2020); Chen et al. (2020a) noted that the
tractability of normalizing reduce their expressive power. To counter this, they
introduce augmentation to normalizing flows: The data distribution is aug-
mented with more variables – thus increasing dimensionality. Denote the data
distribution by q(x) and the augmentation distribution by q(e). The augmented
model is trained using the lower bound

Eq(x)[log pθ(x)] ≥ L(θ) = Eq(x)q(e)[log pθ(x, e)− log q(e)] (2.27)

Training a normalizing flow on the augmented data (x, e) allows the flow to
learn a smoother transformation and effectively overcomes the bottleneck prob-
lem (Chen et al., 2020a): Although each flow layer typically has a higher dimen-
sion internally, they are forced through a dimensionality bottleneck in-between
the layers. This is inefficient since higher-dimensional features extracted by
earlier flow layers cannot be reused by subsequent layers.

2.3.3 Disconnected Data

Normalizing flows make use of bijective mappings to build flexible densities. The
bijective layers f used in practice are almost always continuous, with continuous
inverses f−1 (Cornish et al., 2020). In such cases, f is a homeomorphism that
preserves the topological properties of its domain. Thus, the topology of the
base distribution needs to match the topology of the target distribution. If the
target distribution has support with e.g. disconnected components or holes, the
base distribution needs to have that same topology. For example, images are
believed to live on sub-manifolds of the pixel space and would thus be difficult
to model with e.g. a Gaussian base distribution.

While the target distribution might not have truly disconnected components,
it may have nearly disconnected components with little mass in-between the
modes, such as a Gaussian mixture with well-separated components. In such
cases, the model can become arbitrarily numerically non-invertible (Cornish
et al., 2020; Behrmann et al., 2021). The bijectivity constraint thus limits the
flow’s ability to model target distributions with complicated topologies.

Augmented Flows. Dupont et al. (2019) noted that neural ODEs define
homeomorphic transformations and thus preserve the topology of their input
domain. To alleviate this, they augment the data in RD by padding with zeros,
such that the augmented data lives in a higher-dimensional space RD+d. Huang
et al. (2020); Chen et al. (2020a) extended this idea to probabilistic modeling
with normalizing flows using variational data augmentation, as discussed in Sec.
2.3.2.



2.3 Limitations of Flows 19

Continuously Indexed Flows. Cornish et al. (2020) relaxes the bijectivity
constraint by introducing an indexed family of bijections f(·; ε) : Z → X . Using
a prior p(ε), the generative process is: ε ∼ p(ε), x = f(z; ε). Using variational
inference, we can compute a lower bound on the density using an approximate
posterior q(ε|x).

RAD Flows. Dinh et al. (2019) specifically tackles the problem of disconnected
components by partitioning the data space X into K disjoint subsets {Xk}Kk=1

and modelling each subset using a flow fk : Xk → Z. The generative process
is defined as z ∼ p(z), k ∼ p(k|z), x = f−1k (z), leading to a multi-modal
distribution.



20 Normalizing Flows



Chapter 3

Unifying Flows and
Autoregressive Models

Autoregressive models provide a simple recipe for constructing high-dimensional
distributions by relying on the chain rule of probability: Model one dimension at
a time, conditioned on the previous dimensions. Autoregressive models have a
long history in statistics, including classic linear models such as ARMA (Whittle,
1951; Box and Jenkins, 1976) and ARCH (Engle, 1982), used for modeling time
series data. In more recent years, neural autoregressive models have gained
popularity and achieved state-of-the-art results in density estimation for high-
dimensional data such as images and audio. Flow models, on the other hand,
have also gained popularity but have tended to lag behind in terms of log-
likelihood performance.

In this chapter, we first discuss autoregressive models and the connection be-
tween continuous autoregressive models and flows. Next, we present results from
(Nielsen and Winther, 2020) that show that discrete autoregressive models used
for images and audio may be expressed as flows with closed-form dequantiza-
tion, which we refer to as subset flows. Using this, we study the performance
impact of using dequantization on the log-likelihood.
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3.1 Autoregressive Models

In this section, we first review the core specification of autoregressive models,
before discussing important design choices such as the autoregressive order in
Sec. 3.1.1, the autoregressive neural network in Sec. 3.1.2, as well as the choice
of conditional distribution in Sec. 3.1.3.

Model. Autoregressive models are remarkably simple. To modelD-dimensional
data x, they rely on the chain rule of probability

p(x) = p(x1, x2, ..., xD) = p(x1)

D∏

d=2

p(xd|x1:d−1). (3.1)

For neural autoregressive models, the conditional distributions are parameter-
ized by deep neural networks, giving them great ability to fit nonlinear depen-
dencies between elements. The choice of the family of conditional distributions
is discussed in Sec. 3.1.3, while the choice of neural network is discussed in 3.1.2.
Also note that there are D! possible factorizations of the joint distribution, i.e.
autoregressive orders through the elements. This choice is discussed further in
Sec. 3.1.1. Autoregressive models allow computing the exact probability of a
given sample and can thus be trained with maximum likelihood estimation using
some form of stochastic gradient descent.

Sampling. Sampling from an autoregressive model typically proceeds using
ancestral sampling, i.e. sequentially sampling one element at a time in the
autoregressive order defined: x1 ∼ p(x1), x2 ∼ p(x2|x1), ..., xD ∼ p(xD|x1:D−1).
The drawback of this is that it requires D evaluations of the neural network.
To reduce the cost of sampling, fixed-point iteration methods have also been
proposed, see e.g. (Wiggers and Hoogeboom, 2020; Song et al., 2021a).

3.1.1 Autoregressive Order

In some cases, the choice of autoregressive order might be obvious, such as for
time series, text, and audio. For e.g. images, however, it is less clear how to
process the pixels sequentially and one thus needs to decide an order through
the pixels. The most common choice is the raster scan order which processes
pixels from the top left to the bottom right, going left-to-right row by row, as
seen in e.g. (Theis and Bethge, 2015; van den Oord et al., 2016c) and many
others. However, other choices are also possible, such as the zig-zag order in
(Chen et al., 2018b). Other works have considered using an ensemble of multiple
orders (Uria et al., 2014; Germain et al., 2015; Jain et al., 2020).
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3.1.2 Autoregressive Networks

The perhaps most crucial component of a neural autoregressive model is the
neural network itself. Consequently, there is a vast amount of literature tackling
the problem of neural architecture design. Giving a comprehensive overview of
this is out of the scope of this thesis, so we instead provide a very brief overview.

Recurrent NNs. Recurrent neural networks (RNNs) such as Long Short-Term
Memory networks (LSTMs) (Hochreiter and Schmidhuber, 1997) and Gated
Recurrent Unit networks (GRUs) (Chung et al., 2014) gained popularity as
flexible nonlinear autoregressive models. Not only can they replace their classical
linear counterparts for time series modeling, but also demonstrated promising
performance for language modeling (Sundermeyer et al., 2012), neural machine
translation (Sutskever et al., 2014), generative modeling of images (Theis and
Bethge, 2015; van den Oord et al., 2016b) and audio (Mehri et al., 2017). The
drawback of recurrent neural networks is that they require processing the data
sequentially, both during generation and inference.

Masked NNs. NADE (Larochelle and Murray, 2011) and RNADE (Uria et al.,
2013) introduced the idea of using feed-forward networks with masking to learn
probability distributions. However, these approaches still require D forward
passes for evaluating the probability of D-dimensional data. MADE (Germain
et al., 2015) introduced the modern masked network wherein evaluating the
probability of a D-dimensional vector can be done using a single forward pass.
This innovation was soon followed by masked convolutional networks such as
PixelCNN (van den Oord et al., 2016c), Gated PixelCNN (van den Oord et al.,
2016b), PixelCNN++ (Salimans et al., 2017), WaveNet (van den Oord et al.,
2016a), ByteNet (Kalchbrenner et al., 2016) and Video Pixel Networks (Kalch-
brenner et al., 2017). More recently, masked self-attention networks have gained
a lot in popularity including Transformers (Vaswani et al., 2017), Image Trans-
formers (Parmar et al., 2018), Sparse Transformers (Child et al., 2019).

3.1.3 Conditional Distributions

Discrete Data. For categorical data such as text, the categorical distribution
is a natural choice. For ordinal data such as audio and images, the categorical
distribution has also been used with success (van den Oord et al., 2016c,b,a;
Kalchbrenner et al., 2017). While this choice enjoys simplicity, it comes at great
parameter cost (e.g. 256 per sub-pixel for images) while also ignoring the ordinal
structure, i.e. that categories are ordered such that e.g. 50 is closer to 51 than
to 210. As a fix for this, Salimans et al. (2017) proposed the discretized mixture
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of logistics which has an inductive bias for ordinal data. Furthermore, it is
more parameter efficient than the categorical, assuming a reasonable number of
mixture components are chosen. The discretized mixture of logistics has later
been used with success in more recent autoregressive models such as (Parmar
et al., 2018; Chen et al., 2018b), but also found its use in recent state-of-the-art
VAE models (Maaløe et al., 2019; Vahdat and Kautz, 2020; Child, 2021).

Continuous Data. For continuous data, we may choose any conditional con-
tinuous distribution. This can range from a simple conditional Gaussian to more
flexible conditional mixture distributions to even more flexible choices such as
conditional normalizing flows (Rasul et al., 2021b) or conditional denoising dif-
fusion models (Rasul et al., 2021a).

3.2 Continuous ARMs as Flows

Autoregressive models and autoregressive flows are intimately connected: All
autoregressive models for continuous data x ∈ RD can be expressed as single-
layer autoregressive flows (Papamakarios et al., 2021). Consider an autoregres-
sive model

p(x) =
∏

d

p(xd|x1:d−1) =
∏

d

p(xd|λd), whereλd = NNθ(x1:d−1). (3.2)

We may express this model as a flow where, for each d, we sample according to

zd ∼ Unif(0, 1) (3.3)

xd = F−1(zd;λd), (3.4)

where F (·|λd) is the cumulative density function (CDF) corresponding to p(·|λd).
Due to the conditioning λd = NNθ(x1:d−1), this is an autoregressive transfor-
mation and the Jacobian takes a lower triangular form,

J =
∂z

∂x
=




∂F (x1;λ1)
∂x1

0 0
... 0

∂F (x2;λ2)
∂x1

∂F (x2;λ2)
∂x2

0
... 0

∂F (x3;λ3)
∂x1

∂F (x3;λ3)
∂x2

∂F (x3;λ3)
∂x3

... 0

. . . . . . . . .
. . . . . .

∂F (xD;λ3)
∂x1

∂F (xD;λ3)
∂x2

∂F (xD;λ3)
∂x3

... ∂F (xD;λD)
∂xD




. (3.5)
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Consequently, the Jacobian determinant equals the product of the diagonal
terms,

|detJ | =
∏

d

∂F (xd;λd)

∂xd
=
∏

d

p(xd|λd), (3.6)

where we have used the derivative of the CDF corresponds to the probability
density function. Using the change-of-variables formula, and that p(z) = 1, we
discover the exact correspondence to the autoregressive model in Eq. 3.2,

p(x) = p(z)|detJ | =
∏

d

p(xd|λd). (3.7)

Every continuous autoregressive model thus corresponds to a single-layer au-
toregressive flow with a uniform base distribution. The choice of a uniform
base distribution is not crucial and can trivially be replaced by other factorized
distributions. See Example 3.1 for a simple example of a Gaussian autoregres-
sive model as an autoregressive flow with a standard Gaussian base distribution
N (0, I) and an affine autoregressive transformation.

Example 3.1: Gaussian Autoregressive Model

Consider an autoregressive model with univariate Gaussian conditionals

p(xd|x1:d−1) = N (xd|µd, σ2
d) (3.8)

where the parameters λd = {µd, σd} are computed using a neural net-
work λd = NN(x1:d−1) using only previous observations x1:d−1. We may
express this model as a flow where, for each d, we sample according to

xd = µd + σdzd, where zd ∼ N (0, 1). (3.9)

Since the transformation is autoregressive, the Jacobian takes a lower-
triangular structure and the Jacobian determinant can be computed as

log |detJ | = −
D∑

d=1

log |σd| (3.10)

Using z = [z1, z2, ..., zD], where each zd = xd−µd

σd
, we find that

px(x) = pz(z) |detJ | =
D∏

d=1

N (xd|µd, σ2
d), (3.11)

corresponds exactly to the original autoregressive model.
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3.3 Discrete ARMs as Subset Flows

This section describes contributions in (Nielsen and Winther, 2020).
D. Nielsen and O. Winther. Closing the Dequantization Gap: PixelCNN
as a Single-Layer Flow. In Advances in Neural Information Processing
Systems, 2020.

Autoregressive models have the benefit that they can be applied not only to con-
tinuous data but also for discrete data, whereas autoregressive flows are mainly
applicable to continuous data. Discrete autoregressive models have achieved
state-of-the-art for ordinal data such as images and audio through models such
as PixelCNN (van den Oord et al., 2016c) and WaveNet (van den Oord et al.,
2016a), while flow models have underperformed relatively. In this section, we
will show that discrete autoregressive models can be formulated as single-layer
autoregressive subset flows. Subset flows refer to a restricted class of flows that
have the additional property that they can tractably transform subsets of the
input space in a single pass. This is illustrated in Fig. 3.1.

3.3.1 Subset Flows

Z1

Z Y

Z2

Z3Z4

Y1 Y2

Y3
Y4

Flow f

Figure 3.1: Subset flows f : Y → Z transform not only points z = f(y), but
also subsets Zi = f(Yi), in one pass. These flows can thus be
trained on ordinal data without the need for dequantization.

Let x ∈ X = {0, 1, ...,K−1}D be a data point and Y = [0,K]D be a continuous
space associated with X . Each x is associated to a distinct subset B(x) =
{x+ u|u ∈ [0, 1)D} of Y such that P (x|y) = I(y ∈ B(x)).

For subset flows f : Y → Z, we can compute the likelihood

P (x) =

∫
P (x|y)p(y)dy =

∫

y∈B(x)
p(y)dy =

∫

z∈f(B(x))
p(z)dz (3.12)
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tractably, where f(B(x)) = {f(y)|y ∈ B(x)}. For a uniform base distribution,
p(z) =

∏D
d=1 Unif(zd|0, 1), this simplifies to

P (x) =

∫

z∈f(B(x))
dz = Volume(f(B(x))). (3.13)

We see that to compute P (x), we need to keep track of finite volume changes
as opposed to infinitesimal volume changes, as is the case when computing the
probability density at a point. Our goal is to develop a flow f that allows us to
tractably compute the volume f(B(x)). This is not an easy task, but one type
that allows us to do it is autoregressive subset flows.

Autoregressive Subset Flows. One way to keep track of the finite volume
f(B(x)) is to ensure that the volume remains a hyperrectangle. This can be
done using an autoregressive flow with bin conditioning. With bin conditioning,
we condition on the bin to which a value belongs rather than the exact value.
An illustration of this for a 2-dimensional binary problem can be found in Fig.
3.2.

Without
bin cond.

f

y1

y2

z1

z2

With
bin cond.

f

y1

y2

z1

z2

Figure 3.2: The effect of bin conditioning for a 2-dimensional binary prob-
lem. For the transformation with bin conditioning, the trans-
formed rectangles remain rectangles. From (Nielsen and Winther,
2020) (Paper I, App. A).

3.3.2 PixelCNN as a Single-Layer Flow

PixelCNN (van den Oord et al., 2016c) and related models such as (van den Oord
et al., 2016b,a; Kalchbrenner et al., 2017; Menick and Kalchbrenner, 2019; Child
et al., 2019) model ordinal data such as images and audio using an autoregressive
model with categorical conditionals:

p(x) =
∏

Cat(xd|x1:d−1). (3.14)
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(c) Discretized Mixture of
Logistics

Figure 3.3: Categorical, Discretized Piecewise Linear and Discretized Mixture
of Logistics distributions as 1D subset flows. The arrows indicate
the direction for generating samples: 1) sample uniform noise
z, 2) pass z through the inverse flow/CDF f−1 to obtain a con-
tinuous sample y, 3) quantize y to obtain a discrete sample x. For
subset flows, we can tractably invert this process to compute like-
lihoods. The colors illustrate the flow of mass when computing
the likelihood: 1) determine the region B(x) associated with ob-
servation x, 2) pass the region through the flow (in 1D, pass the
two extremes of the region through), 3) compute the volume of the
latent region. Note that while subset flows are straightforward in
1D, some care must be taken to extend them to higher dimensions.
From (Nielsen and Winther, 2020) (Paper I, App. A).

We can equivalently express these models as single-layer autoregressive subset
flows that parameterize linear splines (Müller et al., 2019),

f(y) = (y − (k − 1))πk +

k−1∑

l=1

πl, for k − 1 ≤ y < k

such that P (x) = f(x + 1) − f(x) = πx = Cat(x|π). See Fig. 3.3a for an
illustration. The resulting flow model uses 1) a uniform base distribution, 2)
bin conditioning, and 3) linear splines as the elementwise transformation. For
a given neural network, we can thus construct a flow model that corresponds
exactly to the original discrete autoregressive model. We may replace the linear
splines with higher-order splines such as quadratic or cubic splines (see Fig.
3.3b) which can improve performance with a reduced parameter count.

PixelCNN models are commonly believed to not have a latent space like those
we find in flows and VAEs. The flow representation of these models changes
this by exposing a latent representation associated with each data point. In
Fig. 3.4a we demonstrate this by showing latent space interpolations between
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images from the test set. Furthermore, as we will discuss in Sec. 3.4, we may
use the flow representation to study and quantify the performance impacts of
training flows models with dequantization. Finally, we may stack PixelCNNs in
multiple flow layers or combine them with other flow layers. See (Nielsen and
Winther, 2020) in App. A for more details.

(a) PixelCNN (b) PixelCNN++

Figure 3.4: Latent space interpolations between pairs of CIFAR-10 images.
From (Nielsen and Winther, 2020) (Paper I, App. A).

3.3.3 PixelCNN++ as a Single-Layer Flow

PixelCNN++ (Salimans et al., 2017) and related models such as (Parmar et al.,
2018; Chen et al., 2018b) make use the Discretized Mixture of Logistics (DMOL)
(Salimans et al., 2017) distribution, P (x) =

∏D
d=1 DMOL (xd|x1:d−1). The

DMOL distribution can be obtained using subset flows as follows: Define a uni-
form base distribution and let f be the CDF of a mixture of logistics distribution,
i.e.

f(y) =

M∑

m=1

πmσ

(
y − 0.5− µm

sm

)
.

With bin boundaries defined at y ∈ {−∞, 1, 2, ..., 255,∞}, the discrete likelihood
is

P (x) = f(y(upper))− f(y(lower)) =



M∑
m=1

πm
[
σ
(

0.5−µm
sm

)]
, x=0

M∑
m=1

πm
[
σ
(
x+0.5−µm

sm

)
−σ
(
x−0.5−µm

sm

)]
, x=1,...,254

M∑
m=1

πm
[
1−σ

(
255−0.5−µm

sm

)]
, x=255

corresponding exactly to the DMOL as defined in (Salimans et al., 2017) (illus-
trated in Fig. 3.3c). As a result, we may express PixelCNN++ as an autore-
gressive subset flow. In Fig. 3.4b we perform latent space interpolations in a
PixelCNN++ model trained on CIFAR-10.
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3.4 The Dequantization Gap

This section describes contributions in (Nielsen and Winther, 2020).
D. Nielsen and O. Winther. Closing the Dequantization Gap: PixelCNN
as a Single-Layer Flow. In Advances in Neural Information Processing
Systems, 2020.

Normalizing flows are continuous probability densities, while data such as im-
ages and audio are ordinal discrete. This mismatch is typically tackled with
dequantization (Uria et al., 2014; Ho et al., 2019a). This does, however, limit
us to computing lower bounds on the discrete log-likelihood logP (x), due to
the mismatch between the dequantization distribution q(y|x) and the true con-
ditional p(y|x). We term the difference between the discrete log-likelihood and
it’s lower bound the dequantization gap:

Deq.Gap : = logP (x)− Eq(y|x)
[
log

p(y)

q(y|x)

]
= DKL [q(y|x)‖p(y|x)] .

Autoregressive models (or equivalently subset flows), on the other hand, allow
training with the exact likelihood. These have typically dominated flow models
in terms of log-likelihood performance for images and audio. Based on findings
in (Ho et al., 2019a; Ma et al., 2019), we hypothesize that a major part of this
performance discrepancy is due to the dequantization gap.

To study this hypothesis, we train PixelCNN models with and without bin
conditioning. We train the models using the ELBO and for the ones with bin
conditioning, we also train using the exact likelihood. Some takeaways from
these experiments (see Sec. 6.2 in App. A for more details), are

• Training with the ELBO negatively impacts performance, even when eval-
uating using the exact likelihood.

• The importance weighted bound (Burda et al., 2016) improves the estimate
of logP (x) with an increasing number of importance samples. However,
even for 1000 samples, less than half the gap has been closed.

• Even when trained and evaluated using the ELBO, the models without
bin conditioning show significantly worse performance compared to the
original models with bin conditioning. The usual approach for training
flows using uniform dequantization and no bin conditioning can thus be
seen to lead to significant underperformance.



Chapter 4

Unifying Flows and VAEs

Autoencoders (Rumelhart et al., 1986; Bourlard and Kamp, 1988; Baldi and
Hornik, 1989) learn compact representations using neural networks. One neu-
ral network projects the data point to a lower-dimensional representation, from
which a second neural network attempts to reconstruct the input data point.
Training proceeds by minimizing some measure of reconstruction error such as
the squared loss. While this provides a simple recipe for unsupervised rep-
resentation learning, it lacks a probabilistic formulation and therefore is not
a generative model. Variational autoencoders (VAEs) (Kingma and Welling,
2014; Rezende et al., 2014) formulates autoencoders as probabilistic generative
models. Unfortunately, this results in an intractable model. For training, VAEs
thus resort to variational inference (Jordan et al., 1999; Wainwright and Jordan,
2008; Blei et al., 2016) to obtain a lower bound on the log-likelihood.

In this chapter, we first introduce VAEs, including their foundations and more
recent common design choices, and diffusion models, a model class closely con-
nected to VAEs that build on the same variational framework. Next, we show
a connection between Bayes theorem and the change-of-variables formula. Fi-
nally, we use this to express VAEs (and diffusion models) as stochastic flow
layers, thereby connecting the two model types in a single framework in which
VAEs are composable flow layers.
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4.1 Variational Autoencoders

In this section, we first review some background material in Sec. 4.1.1 before
introducing VAEs in Sec. 4.1.2. Next, we discuss design choices such as the
encoder in Sec. 4.1.3, the decoder in Sec. 4.1.4 and the prior in Sec. 4.1.5.

4.1.1 Background

Dimensionality reduction refers to techniques for reducing the dimensionality
of data in order to provide a more compact representation of the data which
preferably retains the most essential information in the original data. Principal
component analysis (PCA) (Pearson, 1901; Hotelling, 1933) is one well-known
classical technique for dimensionality reduction which provides a linear projec-
tion of the data by minimizing a quadratic reconstruction error. Autoencoders
(Rumelhart et al., 1986; Bourlard and Kamp, 1988; Baldi and Hornik, 1989)
extended this to the nonlinear case using neural networks. For both PCA and
autoencoders, the input is projected to a lower-dimensional representation from
which one attempts to reconstruct the input.

Latent variable models provide the basis for formulating such dimensionality
reduction techniques as probabilistic models p(x|z)p(z), where x is a data point
and z is the latent variable. The probabilistic version of PCA is known as
probabilistic PCA (PPCA) (Tipping and Bishop, 1999), which uses

p(x|z) = N (x|Wz + b, σ2I) (4.1)
p(z) = N (z|0, I) (4.2)

This model has the benefit that both the marginal likelihood p(x) and the pos-
terior p(z|x) have a closed-form solution since it is a linear-Gaussian model.
Similar to the extension of PCA to autoencoders, PPCA can be extended by
parameterizing p(x|z) using a neural network. However, unlike PPCA, this
model is intractable. Variational autoencoders (VAEs) (Kingma and Welling,
2014; Rezende et al., 2014) couples this intractable model with an amortized
variational approximation to the posterior q(z|x), allowing lower bound esti-
mates of log p(x). The resulting model closely resembles the structure of an
autoencoder but is a probabilistic latent variable model. In the rest of this
section, we will study this model more closely.
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4.1.2 Variational Autoencoders

Model. VAEs are latent variable models of the form

p(x, z) = p(x|z)p(z) (4.3)

where x is a data point and z is a latent variable. The conditional distribution
p(x|z) is parameterized by a neural network and is often referred to as the
decoder, commonly chosen to be some factorized distribution such as a Gaussian
or Bernoulli distribution. The prior p(z) is also commonly chosen to be a simple
distribution such as a standard Gaussian distribution.

Sampling. Sampling from VAEs is straightforward using ancestral sampling:

z ∼ p(z) (4.4)
x ∼ p(x|z). (4.5)

Training. Ideally, we’d like to train the VAE by maximizing the marginal
likelihood log p(x). However, this quantity is intractable. Instead, we introduce
an approximate posterior q(z|x) also parameterized by a neural network which
will try to approximate p(z|x). Using this, we can obtain the evidence lower
bound (ELBO), a lower bound on the marginal likelihood log p(x), as

log p(x) = Eq(z|x) [log p(x)] (4.6)

= Eq(z|x)
[
log

p(x|z)p(z)

p(z|x)

]
(4.7)

= Eq(z|x)
[
log

p(x|z)p(z)

q(z|x)

]
+ DKL [q(z|x)‖p(z|x)] (4.8)

≥ Eq(z|x)
[
log

p(x|z)p(z)

q(z|x)

]

︸ ︷︷ ︸
ELBO

:= L(x). (4.9)

The last line is obtained using the fact that DKL [q(z|x)‖p(z|x)] ≥ 0. Conse-
quently, the ELBO L(x) is a lower bound on log p(x) (also known the evidence).
VAEs are usually trained by maximizing 1

N

∑N
n=1 L(xn) using minibatches of

data and Monte Carlo sampling to approximate the expectations. To be able
to backpropagate through the sampling operation z ∼ q(z|x), we typically use
a reparameterizable q(z|x): A q(z|x) which can be expressed as a deterministic
transformation z = f(ε;x) of a noise distribution q(ε) independent of x. This
is known as the the reparameterization trick (Kingma and Welling, 2014).

A tighter bound on the likelihood can be obtained using the importance weighted
bound of (Burda et al., 2016). Since this is more expensive to compute, it is
commonly used for evaluation and less commonly used for training.
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4.1.3 The Encoder

The encoder q(z|x) is responsible for approximating the true posterior p(z|x).
When q(z|x) does not perfectly approximate p(z|x), the ELBO and log p(x)
differ by a gap of DKL [q(z|x)‖p(z|x)] between the ELBO and log p(x). Only
when q(z|x) = p(z|x) will the ELBO be a tight estimate of log p(x). In practice
however, we typically choose to parameterize qφ(z|x) in some class of distribu-
tions with parameters φ, and as a result we never approximate p(z|x) exactly.
This has lead to developments on improving the encoder qφ(z|x), also known
as the inference model or recognition model, which we briefly discuss here.

The typical choice for the encoder is to use a factorized Gaussian distribution
parameterized by a neural network with parameters φ

qφ(z|x) = N (z|µ, diag(σ2)) (4.10)

µ,σ2 ← NNφ(x). (4.11)

The use of factorized variational distributions is known as the mean-field ap-
proximation (Peterson and Anderson, 1987; Jordan et al., 1999). While this
approximation is simple, it ignores any dependence between the variables and
is thus clearly limited in flexibility and will struggle to model p(z|x) with de-
pendencies such as multiple modes or an otherwise non-trivial shape.

Auxiliary VI. One approach to extending the representational power of q(z|x)
is to introduce auxiliary variables a (Agakov and Barber, 2004; Ranganath et al.,
2016; Maaløe et al., 2016) in both the encoder and decoder

q(z,a|x) = q(a|x)q(z|a,x) (4.12)
p(x,a|z) = p(x|z)p(a|x, z). (4.13)

Note that the generative model is unaffected, p(x|z) = p(x|z)
∫
p(a|x, z)da,

while q(z|x) =
∫
q(a|x)q(z|a,x)da becomes a continuous mixture model. Con-

sequently, the inference model is now able to model dependencies and multi-
modal structure.

Normalizing Flows. Another approach to extending the flexibility of the
encoder is to make use of normalizing flows (Rezende and Mohamed, 2015;
Kingma et al., 2016; van den Berg et al., 2018),

q(z|x) = q(ε)

∣∣∣∣det
∂f(ε;x)

∂ε

∣∣∣∣
−1
, (4.14)

where q(ε) typically is some simple distribution like N (0, I) and f(ε,x) is some
invertible transformation between ε and z, conditioned on x.
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4.1.4 The Decoder

A VAE can also be improved by making the decoder p(x|z) more flexible. The
typical choice, depending on the data type of x, is

p(x|z) =





N (x|NN(z), σ2I), forx ∈ RD

Bern(x|NN(z)), forx ∈ {0, 1}D
Cat(x|NN(z)), forx ∈ {0, ...,K}D

. (4.15)

However, in more recent state-of-the-art VAEs for images (Maaløe et al., 2019;
Vahdat and Kautz, 2020; Child, 2021), the discretized mixture of logistics (Sali-
mans et al., 2017) have also been used. Common for all these choices is that the
distribution is factorized such that individual elements, e.g. pixels, are assumed
conditionally independent. This might be sub-optimal as, during sampling, in-
dependent noise is added per element or pixel.

Autoregressive Decoders. To avoid the issue of independent noise during
generation, one might use a non-factorized distribution for the decoder. One
example of this is using a conditionally autoregressive decoder, such as Bowman
et al. (2016) which model text using a conditional recurrent network, or Chen
et al. (2017); Gulrajani et al. (2017) which model images using a conditional
PixelCNN model. One issue with this is that, if applied naively, it can lead to
posterior collapse where the latent variables do not encode information about
the data, i.e. q(z|x) ≈ p(z), and the decoder models the data while ignoring the
latent code, i.e. p(x|z) ≈ p(x). Some techniques for dealing with this are KL
cost annealing or deterministic warmup (Bowman et al., 2016; Sønderby et al.,
2016) and optimizing with free bits (Kingma et al., 2016).

4.1.5 The Prior

The typical choice for the prior is a standard Gaussian,

p(z) = N (z|0, I). (4.16)

As was shown by Hoffman and Johnson (2016), the KL term in the ELBO can
be rewritten as

DKL[q(z|x)‖p(z)] = DKL[q(z)‖p(z)] + Iq(x, z), (4.17)

where q(x) is the data distribution, q(z) = Eq(x)[q(z|x)] is referred to as the
aggregate posterior and Iq is the mutual information between x and z under
distributions q(z|x)q(x). From this, we see that p(z) affects the ELBO only
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through DKL[q(z)‖p(z)]. Using a more flexible prior p(z) to fit the aggregate
posterior q(z) can minimize DKL[q(z)‖p(z)] and consequently maximize the
ELBO.

Expressive priors. Two approaches that directly make use of the observation
in Hoffman and Johnson (2016) are 1) the "Variational Mixture of Posteriors"
prior (Tomczak and Welling, 2018; Norouzi et al., 2020) where the prior is
directly parameterized as a mixture of posteriors p(z) = 1

K

∑
k q(z|uk) at some

fixed or learned points {uk}Kk=1and 2) the LARS prior of (Bauer and Mnih, 2019)
where a richer prior is learned using rejection sampling to reduce the mismatch
between p(z) and q(z). Other approaches to learning more expressive priors
include using autoregressive priors (Chen et al., 2017; Gulrajani et al., 2017)
and energy-based models as priors (Pang et al., 2020).

Hierarchical VAEs. Hierarchical VAEs (Rezende et al., 2014) stack multiple
stochastic layers on top of each other, which can be seen as using a VAE as the
prior. This powerful approach have been used in state-of-the-art VAEs in recent
years (Sønderby et al., 2016; Kingma et al., 2016; Maaløe et al., 2019; Vahdat
and Kautz, 2020; Child, 2021). The generative model can be written as

p(x, z) = p(x|z1)p(zK)

K−1∏

k=1

p(zk|zk+1) (4.18)

while the inference model can be factorized in multiple ways:

Bottom-up inference: q(z|x) = q(z1|x)

K∏

k=2

q(zk|z1:k−1,x) (4.19)

Top-down inference: q(z|x) = q(zL|x)

K−1∏

k=1

q(zk|zk+1:K ,x). (4.20)

The straightforward bottom-up inference from (Rezende et al., 2014) was shown
by Sønderby et al. (2016) to lead to posterior collapse. The proposed solution
was top-down inference which has also been used in more recent work (Kingma
et al., 2016; Vahdat and Kautz, 2020; Child, 2021). Maaløe et al. (2019) used a
combination of both bottom-up and top-down inference.



4.2 Diffusion Models 37

4.2 Diffusion Models

This section describes contributions in (Hoogeboom et al., 2021).
E. Hoogeboom*, D. Nielsen*, P. Jaini, P. Forré, and M. Welling.
Argmax Flows and Multinomial Diffusion: Learning Categorical Distri-
butions. In Advances in Neural Information Processing Systems, 2021.

Diffusion models (Sohl-Dickstein et al., 2015; Ho et al., 2020) are a recent model
class which over the last couple of years have seen rapid progress, recently
beating both GANs on image generation (Dhariwal and Nichol, 2021) and ARMs
on log-likelihood performance (Kingma et al., 2021). Diffusion models are closely
related to VAEs in the sense that they rely on the same variational framework.
However, while VAEs rely on decoding an encoded version of the data, diffusion
models rely on denoising a noisy version of the data.

4.2.1 Diffusion Models

For a given data point x0, diffusion models gradually adds noise according to

q(xt|xt−1) = N (xt|
√

1− βtxt−1, βtI) (4.21)

over T steps, where e.g. T = 1000 in (Ho et al., 2020). For the standard
diffusion model presented in (Sohl-Dickstein et al., 2015; Ho et al., 2020), the
schedule β1, ...βT is fixed and the "encoder" thus contains no parameters. The
generative model p is trained to reverse this process, i.e. to denoise the data,

p(xt−1|xt) = N (xt−1|µθ(xt, t),Σθ(xt, t)), (4.22)

where µθ and Σθ are neural networks with parameters θ. The prior is chosen
to be a standard Gaussian p(xT ) = N (xT |0, I).

Closed-form q. Due to the simple linear-Gaussian structure of q, we can also
compute the following in closed-form

q(xt|x0) = N (xt|
√
ᾱtx0, (1− ᾱt)I) (4.23)

q(xt−1|xt,x0) = N (xt−1|µ̃t(xt,x0), β̃tI) (4.24)

where αt := 1− βt, ᾱt :=
∏T
s=1 αs and

β̃t =
1− ᾱt−1
1− ᾱt

βt (4.25)

µ̃t(xt,x0) =

√
ᾱt−1βt

1− ᾱt
x0 +

√
αt(1− ᾱt−1)

1− ᾱt
xt. (4.26)
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Training. The negative ELBO −L can be written as

−L = Eq

[
− log p(xT )−

T∑

t=1

log
p(xt−1|xt)
q(xt|xt−1)

]
:= L0 +

T−1∑

t=1

Lt + LT (4.27)

where

LT := DKL[q(xT |x0)‖p(xT )] (4.28)
Lt−1 := Eq(xt|x0) [DKL[q(xt−1|xt,x0)‖pθ(xt−1|xt)]] for L1:T−1 (4.29)
L0 := Eq(x1|x0) [− log pθ(x0|x1)] . (4.30)

Since we can sample xt ∼ q(xt|x0) directly and compute the KL divergences
between known Gaussian distributions, we can train diffusion models in a very
efficient manner: We can Monte Carlo sample terms of the ELBO in Eq. 4.27.
That is, at each iteration, for each data point, we sample a time step t for which
we compute a single term Lt−1 of the ELBO to optimize. Since the networks
µθ and Σθ share parameters in all layers, this yields a very efficient training
procedure where training time is independent of the number of steps T .

Parameterization of p. When building the model, we have multiple choices
for how to parameterize pθ(xt−1|xt). First of all, we can directly parameterize
µθ. Alternatively, one can parameterize it using pθ(xt−1|xt) := q(xt−1|xt, x̂0),
where x̂0 is predicted using a neural network hθ(xt, t). Finally, writing q(xt|x0)
as xt =

√
ᾱtx0 +

√
1− ᾱtε, ε ∼ N (0, I), we can predict ε. This was proposed

by Ho et al. (2020) and simplifies the objective to a weighted sum of squared
errors between the true ε and the predicted ε̂, which provided a connection to
score-based models (Song and Ermon, 2019).

Stochastic Differential Equations. Song et al. (2021b) showed that score-
based models can be expressed in continuous-time using stochastic differential
equations. Building on this, Durkan and Song (2021); Huang et al. (2021);
Kingma et al. (2021) developed a variational framework which extends diffu-
sion models to the continuous-time setting. Kingma et al. (2021) also demon-
strated state-of-the-art performance for log-likelihood on image datasets such
as CIFAR-10, ImageNet 32×32 and ImageNet 64×64.

While these models have demonstrated excellent performance for images (Ho
et al., 2020; Nichol and Dhariwal, 2021; Song et al., 2021b; Dhariwal and Nichol,
2021; Kingma et al., 2021) and audio (Chen et al., 2021; Kong et al., 2021), they
are not readily applicable to categorical data such as text.
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4.2.2 Multinomial Diffusion

In (Hoogeboom et al., 2021b) (Paper III, App. C) we introduced multinomial
diffusion. This extends the use of diffusion models to categorical data such
as text and thus generalizes the commonly-used Gaussian diffusion and the
binomial diffusion introduced in (Sohl-Dickstein et al., 2015).

The model takes the form pθ(x0:T ) = p(xT )
∏T
t=1 pθ(xt−1|xt), where the prior is

a uniform categorical p(xT ) = Cat(xt|1/K), and q(x1:T |x0) =
∏T
t=1 q(xt|xt−1).

For a one-hot encoded xt−1, q(xt|xt−1) adds a little uniform noise over the
classes which pθ(xt−1|xt) is trained to undo using a neural network πθ,

q(xt|xt−1) = Cat(xt|(1− βt)xt−1 + βt/K) (4.31)
pθ(xt−1|xt) = Cat(xt−1|πθ(xt, t)). (4.32)

In Fig. 4.1 we show the gradual generation of text samples and of unconditional
image segmentation maps from multinomial diffusion models.

(a) Segmentation map model.

(b) Text model.

Figure 4.1: Sample generation from multinomial diffusion models. Adapted
from (Hoogeboom et al., 2021b) (Paper III, App. C).
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Closed-form q. As in the Gaussian case, we can compute conditional and
marginal distributions of q in closed-form, i.e.

q(xt|x0) = Cat(xt|ᾱtxt−1 + (1− ᾱt)/K) (4.33)
q(xt−1|xt,x0) = Cat(xt−1|π̃t(xt,x0)) (4.34)

where αt := 1− βt, ᾱt :=
∏T
s=1 αs and

π̃t(xt,x0) =
π̂t(xt,x0)

∑K
k=1 π̂t,k(xt,x0)

(4.35)

π̂t(xt,x0) = [αtxt + (1− αt)/K]� [ᾱt−1x0 + (1− ᾱt−1)/K]. (4.36)

Consequently, we can also train this model efficiently by Monte Carlo sampling
terms from the ELBO in Eq. 4.27. Each term is straightforward to compute
as it only contains KL divergences between categorical distributions. We pa-
rameterize pθ(xt−1|xt) := q(xt−1|xt, x̂0) where x̂0 is predicted using a neural
network hθ(xt, t).

Results. In our experiments, we apply the multinomial diffusion model to the
text datasets text8 and enwik8 and to unconditional modeling of downscaled
cityscapes segmentation maps. In Fig. 4.1 we show examples of sample gen-
eration from the text and segmentation map models. While the sample quality
is found to be quite good, the performance in terms of log-likelihoods is reason-
able, but far from the performance of autoregressive models. See the paper in
App. C for more experimental results.

Follow-up work. Austin et al. (2021) introduce Discrete Denoising Diffusion
Probabilistic Models (D3PMs) that generalize our work in (Hoogeboom et al.,
2021b) (Paper III, App. C) to multiple different non-uniform corruption pro-
cesses and further provide connections to autoregressive models and masked
language models such as BERT (Devlin et al., 2019). They show improved
performance for text8 and evaluate the model on the larger scale LM1B text
dataset. Hoogeboom et al. (2021a) further build on this and introduce Au-
toregressive Diffusion Models (ARDMs) which generalize order-agnostic ARMs
(Uria et al., 2014).

4.3 Change-of-Variables from Bayes

In this section, we will derive the change-of-variables formula as a limiting case
of Bayes theorem. This derivation is more fundamental than the one presented
in (Nielsen et al., 2020) (Paper II, App. B), which relies on Dirac delta identities.
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Theorem 4.1: Change-of-Variables from Bayes

Theorem. Assume that f : Z → X is a diffeomorphism, i.e. a differen-
tiable bijective map with a differentiable inverse f−1 and define

p(x|z) = N (x|f(z), σ2I) (4.37)

which turns into the determinstic map x = f(z) as σ → 0+.
In the deterministic limit σ → 0+, Bayes Theorem,

p(x) = p(z)
p(x|z)

p(z|x)
, (4.38)

reduces to the change-of-variables formula

p(x) = p(z)|detJ | (4.39)

where J is the Jacobian of f−1, i.e. J := ∂f−1(x)
∂x .

Proof. Let us expand the integral

p(x) =

∫
p(x|z′)p(z′)dz′ =

∫

z′

exp
[
− 1

2σ2 (x− f(z′))T (x− f(z′))
]

(2π)D/2 det(σ2I)1/2
p(z′)dz′. (4.40)

Using the Taylor expansion of f(z′) around f−1(x), we find

f(z′) = f(f−1(x)) +
∂f(z)

∂z

∣∣∣
z=f−1(x)

(z′ − f−1(x)) +O(‖z′ − f−1(x)‖22)

= x+ J−1(z′ − f−1(x)) +O(‖z′ − f−1(x)‖22)

where we find J−1 = ∂f(z)
∂z

∣∣
z=f−1(x)

using the chain rule on x = f(f−1(x)).
Using this, we can rewrite Eq. 4.40 as

p(x) =

∫
z′

exp
[
− 1

2σ2 (z
′ − f−1(x))T (JJT )−1(z′ − f−1(x)) +O(‖z′ − f−1(x)‖32)

]
(2π)D/2 det(σ2I)1/2

p(z′)dz′.

Recognizing the unnormalized Gaussian, and using that det
[
JJT

]1/2
= |detJ |,

as well as the Taylor expansion exp
[
O(‖z′ − f−1(x)‖32)

]
= 1+O(‖z′−f−1(x)‖32),

we get

p(x) = |detJ |
∫

z′
N (z′|f−1(x), σ2JJT )

[
1 +O(‖z′ − f−1(x)‖32)

]
p(z′)dz′.

In the limit as σ2 → 0+, the Gaussian turns into a Dirac delta δ(z′ − f−1(x)),
such that

p(x) = p(z)|detJ |, where z = f−1(x).
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4.4 VAEs as Stochastic Flows

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

In the previous section, we showed that we can derive the change-of-variables
formula as a limiting case of Bayes Theorem. This strongly suggests that there
should be a connection between variational autoencoders (and diffusion models)
and normalizing flows which we will detail in this section. We start by formulat-
ing stochastic layers which we use to frame VAEs as layers in a flow framework.
We note that a similar idea was proposed by Wu et al. (2020), where MCMC
transition kernels were used as stochastic layers in flows.

4.4.1 Stochastic Layers

Normalizing flows are constructed using a base distribution and a series of bijec-
tive transformations. Likewise, VAEs can be expressed as a base distribution,
the prior p(z), and one or more stochastic layers. In fact, by formulating these
stochastic layers in a flow framework with 1) a forward transformation, 2) an in-
verse transformation, and 3) a term like the Jacobian determinant, we can show
that flows and VAEs may be composed together in an extended flow frame-
work. We first detail these 3 components of a stochastic layer, also referred to
as stochastic map or stochastic transformation.

Forward Transformation: For stochastic layers, the forward transforma-
tion is given by p(x|z), which is analogous to the deterministic transformation
p(x|z) = δ

(
x− f(z)

)
or simply x = f(z) for a bijective layer.

Inverse Transformation: For a given output x, any input z to the for-
ward transformation could have given rise to the given x. However, each z
is not equally likely. The inverse transformation is thus also stochastic. More
precisely, the true inverse transformation is given Bayes theorem p(z|x) =
p(x|z)p(z)/p(x). However, since this is almost always intractable, we instead
make use of a learnable variational approximation q(z|x).

Likelihood Contribution: In Sec. 4.3 we showed that the term p(x|z)/p(z|x)
in Bayes formula corresponds to the Jacobian determinant |detJ | in the limit.
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However, p(z|x) is intractable for VAEs and they are thus instead trained by
maximizing the ELBO

log p(x) = Eq(z|x)[log p(x|z)]− DKL[q(z|x)‖p(z)]
︸ ︷︷ ︸

ELBO

+DKL[q(z|x)‖p(z|x)]︸ ︷︷ ︸
Gap in LowerBound

(4.41)

which lower bounds log p(x) since the final KL term is non-negative.

We can write the ELBO objective L with a single Monte Carlo sample in a
slightly unusual form:

L ≈ log p(z) + log
p(x|z)

q(z|x)
, z ∼ q(z|x) (4.42)

which exposes the similarity to the change-of-variables formula:

log p(x) = log p(z) + log |detJ |, z = f−1(x). (4.43)

We unify the density computation for a transformed random variable as

log p(x) ' log p(z) + V(x, z) + E(x, z), z ∼ q(z|x) (4.44)

where V(x, z) and E(x, z) are termed the likelihood contribution and bound
looseness terms, respectively. For bijective layers, V(x, z) = log |J | and E(x, z) =

0, while for stochastic layers, V(x, z) = log p(x|z)
q(z|x) and E(x, z) = log q(z|x)

p(z|x) . That
is, for bijective layers, the density can be computed exactly, while for stochastic
layers, only an unbiased lower bound estimate of the density can be obtained.
Algo. 3 shows how to compute the log-likelihood – or a lower bound on it – for a
composition of bijective and stochastic layers.

Algorithm 3: log − likelihood(x)

Data: x, p(z) & {ft}Tt=1

Result: L(x)
for t in range(T ), do

if ft is bijective then
z = f−1t (x) ;
Vt = log

∣∣det ∂z∂x
∣∣ ;

else if ft is stochastic then
z ∼ qt(z|x) ;
Vt = log pt(x|z)

qt(z|x) ;
x = z ;

end
return log p(z) +

∑T
t=1 Vt

Expressing VAEs using as stochastic lay-
ers has several benefits, including 1)
it draws an explicit connection between
VAEs and normalizing flows, 2) it sug-
gests how we can compose bijective and
stochastic layers together in an extended
flow framework, and 3) it suggests a mod-
ular API that facilitates simple imple-
mentation of such extended flows. More
importantly, it will provide the setup we
need to introduce surjective layers in Ch.
5.
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Chapter 5

Surjective Flows

In the previous chapter, we formulated VAEs as stochastic flow layers. With
this formulation, we could draw an explicit connection between VAEs and nor-
malizing flows, wherein bijective layers are a limiting special case of stochastic
layers. Furthermore, it outlined an extended flow framework where bijective
and stochastic layers could be composed together. Most importantly, however,
it provides the setup for surjective layers which we will discuss in this chapter.
Surjective layers are a form of hybrid between bijective and stochastic layers:
Deterministic in one direction and stochastic in the other. As we will see later,
the methods discussed in Sec. 2.3 can be expressed using surjective flow layers.

Together, this forms the SurVAE framework introduced in (Nielsen et al., 2020)
(Paper II, App. B). The SurVAE framework is an extended flow framework that
facilitates implementation of hybrid methods using a combination of bijective,
surjective, and stochastic flow layers. All these layers can be implemented as in-
dependent modules with a common interface: (1) A forward transformation, (2)
an inverse transformation, and (3) a likelihood contribution term, extending the
role of the Jacobian determinant. This suggests a modular API of composable
building blocks that we provided an example of together with the publication1.

1https://github.com/didriknielsen/survae_flows

https://github.com/didriknielsen/survae_flows


46 Surjective Flows

5.1 Surjective Layers

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

In this section, we will introduce surjective flow layers which consist of a sur-
jective and non-injective mapping together with the stochastic inverse of this
mapping. See Fig. 5.1 for an illustration of surjective vs. non-surjective and
injective vs. non-injective mappings. For brevity, we refer to these as surjective
layers. Similar to the usual bijective flow layers, these layers contain a deter-
ministic mapping, but unlike bijective layers, they are not invertible. That is,
multiple inputs z ∈ Z can map to the same output x ∈ X . Some examples of
such transformations include rounding x = bzc, the max value x = max z, and
the mean value x = 1

D

∑
d zd.

(a) Surjective &
injective.

(b) Non-surjective &
injective.

(c) Surjective &
non-injective.

(d) Non-surjective &
non-injective.

Figure 5.1: Classification of deterministic mappings. Our surjective flow layers
make use of the surjective, non-injective case.
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Stochastic right-inverse. Surjective mappings f : Z → X are not invertible
as some information is lost in the transformation. However, all surjective maps
have what is known as a right-inverse, i.e. a mapping g : X → Z such that

x = f(g(x)) (5.1)

but not necessarily z = g(f(z)). For bijective mappings, the inverse is unique.
Right-inverses on the other hand are not unique. For example, a right-inverse
for the max value x = maxz is any vector z where x is the largest element.
We define a distribution over all possible right-inverses of the surjective map
and refer to this as the stochastic right-inverse or simply the stochastic inverse.
Importantly, this distribution q(z|x) will have support restricted to the set
{z|x = f(z)}, i.e. z that map back to the corresponding x.

Likelihood contribution. For stochastic layers, the likelihood contribution
is Eq(z|x)

[
log p(x|z)

q(z|x)

]
. For bijective layers, on the other hand, it is log |detJ |

which is a limiting case of the stochastic case where p(x|z) = δ(x − f(z)) and
q(z|x) = δ(z − f−1(x)). To develop the likelihood contribution for a surjective
layer, we proceed by specifying p(x|z) and q(z|x) such that the surjective layer
is found as a limiting case of the specified stochastic model. Alternatively, we
specify p(x|z) and q(z|x) using Dirac deltas and apply the familiar change-of-
variables formula to obtain the likelihood contribution.

Inference surjections. So far we’ve described what we term generative sur-
jections, i.e. surjective layers that are deterministic in the generative direction
Z → X . Reversing any generative surjection gives rise to what we term an
inference surjection which are deterministic in the inference direction X → Z.
See Fig. 5.2 for an illustration. Importantly, inference surjections have a deter-
ministic q(z|x) and thus allows us to get an exact likelihood contribution, i.e.
E(x, z) = 0 in Eq. 4.44, while for generative surjections we have to settle for
unbiased lower bound estimates of the likelihood contribution.

In the following sections, we discuss some surjective layers from (Nielsen et al.,
2020) (Paper II, App. B) and (Hoogeboom et al., 2021b) (Paper III, App. C).
Many more surjective layers can be built through compositions of these sur-
jective layers and bijective layers. For example, non-invertible linear mappings
x = Wz, W ∈ RL×D can be constructed from a linear bijection y = Wz,
W ∈ RD×D followed by a tensor slicing surjection x = y1:L. However, one can
obtain more efficient implementations by directly considering the non-invertible
surjective layer as was proposed by Cunningham and Fiterau (2021). We also
note that aside from surjective flows, Kumar et al. (2020); Kothari et al. (2021)
have proposed injective flows. While these allow a lower-dimensional latent
space, they have limited support, often restricted to a lower-dimensional mani-
fold of the data space, outside of which the probability density is not defined.
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Z X

(a) Bijective

Z X

(b) Surjective (Gen)

Z X

(c) Surjective (Inf)

Z X

(d) Stochastic

Figure 5.2: Classes of SurVAE layers Z → X and their inverses X → Z.
Solid lines indicate deterministic transformations, while dashed
lines indicate stochastic transformations. From (Nielsen et al.,
2020) (Paper II, App. B).

5.2 Tensor Slicing

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

Tensor slicing is a simple example of a surjective layer: For an input z = (z1, z2),
the transformation f only retains some of the dimensions x = f(z) = z1, dis-
carding the remaining dimensions. This transformation is clearly not invertible
as information is lost in the transformation. We thus need to stochastically infer
the remaining dimensions, giving us the forward and inverse transformations

Forward: p(x|z) = δ(x− z1) (5.2)
Inverse: q(z|x) = δ(z1 − x)q(z2|x). (5.3)

Likelihood contribution. The likelihood contribution is given by

V = Eq(z|x)
[
log

p(x|z)

q(z|x)

]
= Eq(z2|x) [− log q(z2|x)] (5.4)

We here described generative tensor slicing, illustrated in Fig. 5.3a. By re-
versing the layer, i.e. swapping p and q, we obtain the corresponding inference
surjection, illustrated in Fig. 5.3b.

Augmented Flows. Tensor slicing allows us to change dimensionality in our
flow. When used in the generative direction (as described above), we obtain
augmented normalizing flows as proposed in (Huang et al., 2020; Chen et al.,
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(a) Generative slicing. (b) Inference slicing.

Figure 5.3: Tensor slicing layers. From (Nielsen et al., 2020) (Paper II, App.
B).

2020a). It thus helps tackle the change-of-dimensionality and the problem of
disconnected data, as discussed in Sec. 2.3.2 and Sec. 2.3.3. The architecture
is illustrated in Fig. 5.4a.

Multi-Scale Architectures. While we above described generative tensor slic-
ing, by reversing the transformation (swapping p and q), we obtain inference
tensor slicing. This can be used to construct multi-scale architectures as pro-
posed in Dinh et al. (2017). It thus helps tackle the problem of high dimen-
sionality which can be constraining in terms of computation and memory, as
discussed in Sec. 2.3.2.

Continuously Indexed Flows. By combining both generative and inference
slicing layers, we can build CIF layers (Cornish et al., 2020). The architecture
is illustrated in Fig. 5.4b. As discussed in 2.3.3, this relaxes the bijectivity
constraint and thus helps model data with complicated topology.

5.3 Rounding

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

Rounding is another simple surjective layer: For an input z ∈ R, the output
is the a rounded quantity, e.g. the floor function x = bzc, yielding an integer
x ∈ Z. Again this is not invertible as the information about the decimal places
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Bijection

Augmentation
(Gen. Tensor Slicing)

(a) Augmented Flow.

Bijection

Augmentation
(Gen. Tensor Slicing)

Factor out
(Inf. Tensor Slicing)

(b) Continuously Indexed
Flows.

Figure 5.4: Flow architectures making use of tensor slicing. From (Nielsen
et al., 2020) (Paper II, App. B).

has been lost. We can write the forward and inverse transformations as

Forward: P (x|z) = δx,bzc (5.5)
Inverse: q(z|x) with support in B(x) (5.6)

where B(x) = {x+u|u ∈ [0, 1)} is the region of the Z-space associated with the
given x.

Likelihood contribution. The likelihood contribution is given by

V = Eq(z|x)
[
log

p(x|z)
q(z|x)

]
= Eq(z|x) [− log q(z|x)] . (5.7)

Dequantization. The rounding operation allows us to convert between con-
tinuous and discrete variables in our flow. We can use generative rounding to
obtain the commonly-used dequantization method for training normalizing flows
on ordinal data such as images and audio: Simply use a generative rounding
layer as the final flow layer. It thus allows us to overcome the issues discussed
in 2.3.1.

Connection to Subset Flows. We note that the subset flows discussed in
Sec. 3.3 can be viewed as a form of closed-form generative rounding surjections.
Subset flows are somewhat analogous to conjugate priors in Bayesian inference
where a conjugate prior for a given likelihood ensures that the marginal likeli-
hood can be computed in closed form (in addition to the posterior). Subset flows
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are bijective flow layers with a structure such that for a given generative surjec-
tion such as rounding, the likelihood can be computed in closed-form. We note
that while we considered dequantization, i.e. generative rounding, in (Nielsen
and Winther, 2020) (Paper I, App. A), subset flows can likely be generalized to
other generative surjective layers.

5.4 Absolute Value

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

The absolute value can also be implemented as a surjective layer: For an input
z ∈ R, we output the magnitude x = |z| ∈ R+. For an inference abs layer, we
can express the forward and inverse transformations as

Forward: p(x|z) =
∑

s∈{−1,1}
p(x|z, s)p(s|z) =

∑

s∈{−1,1}
δ(x− sz)p(s|z),

Inverse: q(z|x) =
∑

s∈{−1,1}
q(z|x, s)p(s|x) =

∑

s∈{−1,1}
δ(z − sx)δs,sign(x)

where q(z|x) is fully deterministic and corresponds to z = |x|. The generative
direction p(x|z) involves two steps, 1) sample the sign s of x conditioned of
z, and 2) deterministically map z to x = sz. Note that p(s|z) may either be
trained as a classifier or fixed to e.g. p(s|z) = 1/2.

Likelihood Contribution. We may develop the likelihood contribution by
computing

V = Eq(z|x,s)q(s|x)
[
log

p(x|z, s)p(s|z)
q(z|x, s)q(s|x)

]
(5.8)

= Eδ(z−sx)δs,sign(x)

[
log

δ(x− sz)p(s|z)
δ(z − sx)δs,sign(x)

]
(5.9)

= log p(s|z), where z = sx = |x|, s = sign(x). (5.10)

Here, δ(x−sz) and δ(z−sx) cancel since δ(x−sz) = δ(z−x/s)|1/s| = δ(z−sx).

Modelling magnitude data. In some cases, we might have data where only
the magnitude of a quantity has been recorded, e.g. speed instead of velocity or
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Data Flow AbsFlow (ours)

Figure 5.5: Comparison of flows with and without absolute value surjections
modelling anti-symmetric (top row) and symmetric (3 bottom
rows) 2-dimensional distributions. From (Nielsen et al., 2020) (Pa-
per II, App. B).

the size of a transaction. Generative abs layers might be useful to model such
data as they can explicitly mirror the true generative process.

Modelling symmetric data. In certain cases, we might have prior knowledge
of certain structure in our data. One simple example of that might be sym-
metry across the origin. With inference abs layers using p(s|z) = 1/2, we can
enforce exact symmetry across the origin, thus building prior knowledge explic-
itly into the model. Further, by learning p(s|z) as a classifier, we may model
anti-symmetric distributions. In (Nielsen et al., 2020) (Paper II, App. B), we
performed some experiments to see if building such inductive biases into the
model improves performance by modeling 2d toy densities. The results, shown
in Fig. 5.5 and Table 5.1, demonstrate that building the correct inductive biases
into the model does indeed improve performance, as one might expect.
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Dataset Flow AbsFlow (ours)

Checkerboard 3.65 3.49
Corners 3.19 3.03
Gaussians 3.01 2.86
Circles 3.44 2.99

Table 5.1: Negative log-likelihood performance on test data for flows with and
without absolute value surjections. From (Nielsen et al., 2020) (Pa-
per II, App. B).

5.5 Sorting

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.

We may also use sorting as an operation in our flow, where the output x =
sort(z) is a sorted version of the input z. Despite this preserving dimension-
ality, the information about the order of the elements has been lost in the
transformation and thus has to be stochastically inferred.

Forward and Inverse. For an inference sorting layer, we define the forward
and inverse transformations as

p(x|z) =
∑

I
p(x|z, I)p(I|z) =

∑

I
δ(x− zI−1)p(I|z), (5.11)

q(z|x) =
∑

I
q(z|x, I)q(I|x) =

∑

I
δ(z − xI)δI,argsort(x), (5.12)

where I refers to a set of permutation indices, I−1 refers to the inverse per-
mutation indices and xI refers to the elements of x permuted according to the
indices I. Note that there are D! possible permutations.

The inverse transformation q(z|x) is fully deterministic and corresponds to
z = sortx. The generative direction involves two steps, 1) sample permuta-
tion indices I conditioned of z, and 2) deterministically permute z according to
the inverse permutation I−1 to obtain x = zI−1 . Note that p(I|z) may either
be trained as a classifier or fixed to e.g. uniform shuffling p(I|z) = 1/D!.

Likelihood Contribution. We may develop the likelihood contribution by
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computing

V = Eq(z|x,I)q(I|x)
[
log

p(x|z, I)p(I|z)

q(z|x, I)q(I|x)

]
(5.13)

= Eδ(z−xI)δI,argsort(x)

[
log

δ(x− zI−1)p(I|z)

δ(z − xI)δI,argsort(x)

]
(5.14)

= log p(I|z), where z = xI = sortx, I = argsortx. (5.15)

Modelling sorted data. In some cases, we might have data that is sorted.
For example, we might be interested in modeling order statistics of our data.
In such cases, using a generative sorting layer can be used to build the known
structure into the model such that it generates sorted samples.

Modelling permutation-invariant data. Whenever we want to model a dis-
tribution over sets, we need to enforce permutation invariance on the learned
density. This inductive bias can be built directly into the model using sorting
surjections: The inference direction sorts the elements, thus enforcing a canon-
ical order on the elements for subsequent flow layers to model. The generative
direction, on the other hand, stochastically shuffles the elements, thereby en-
forcing permutation invariance on the learned distribution.

In (Nielsen et al., 2020) (Paper II, App. B), we model the SpatialMNIST dataset
(Edwards and Storkey, 2017), where each data point consists of a point cloud
of 50 points. The 50 points form a set, i.e. they are permutation invariant. We
train SortFlow, a flow consisting of a sorting layer together with 64 layers of
coupling flows parameterized by Transformers (Vaswani et al., 2017). We also
compare to PermuteFlow, which uses stochastic permutation layers, a stochastic
flow layer we introduce in (Nielsen et al., 2020) (Paper II, App. B) to scramble
the order information. The layer simply shuffles data uniformly in both direc-
tions. Samples from the dataset and the trained models are shown in Fig. 5.6.
See (Nielsen et al., 2020) (Paper II, App. B) in App. B for more details.

5.6 Max

This section describes contributions in (Nielsen et al., 2020).
D. Nielsen, P. Jaini, E. Hoogeboom, O. Winther, and M. Welling.
SurVAE Flows: Surjections to Bridge the Gap between VAEs and Flows.
In Advances in Neural Information Processing Systems, 2020.
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(a) Data (b) SortFlow (c) PermuteFlow

Figure 5.6: Point cloud samples from permutation-invariant SurVAE flows
trained on SpatialMNIST. From (Nielsen et al., 2020) (Paper II,
App. B).

The max operator x = maxz may also be implemented as a surjective flow
layer. Since this is a non-invertible operation, we again use a stochastic inverse
to infer the information that was lost. We can represent an inference max layer
z = maxx as

Forward: p(x|z) =

K∑

k=1

p(x|z, k)p(k|z) =

K∑

k=1

δ(xk − z)p(x−k|z, k)p(k|z),

Inverse: q(z|x) =

K∑

k=1

q(z|x, k)q(k|x) =

K∑

k=1

δ(z − xk)δk,argmax(x),

where K is the number of elements in x and x−k is x excluding element k. The
transformation q(z|x) is fully deterministic and corresponds to z = maxx. The
generative direction p(x|z) involves three steps, 1) sample the index k for the
argmax of x conditioned on z, 2) deterministically map z to xk = z, and 3)
infer the remaining elements x−k of x. Note that p(k|z) may either be trained
as a classifier or fixed to e.g. p(k|z) = 1/K. For p to define right-inverses of q,
we require that p(x−k|z, k) only has support in (−∞, z)K−1 such that z = xk
will be the maximum value.

Likelihood Contribution. We may develop the likelihood contribution by
computing

V = Eq(z|x,k)q(k|x)
[
log

p(x|z, k)p(k|z)
q(z|x, k)q(k|x)

]

= Eδ(z−xk)δk,arg max(x)

[
log

δ(xk − z)p(x−k|z, k)p(k|z)
δ(z − xk)δk,argmax(x)

]

= log p(k|z) + log p(x−k|z, k), where z = xk = maxx, k = arg maxx.
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Coupling
Conv1x1

Coupling
Conv1x1

Dequantization
(Gen. Rounding)

Max Pooling

Figure 5.7: Flow architecture with max pooling. Surjections in green. From
(Nielsen et al., 2020) (Paper II, App. B).

Max Pooling. Using an inference surjective max layer, we may implement a
max pooling layer commonly used in convolutional architectures for downsam-
pling. In (Nielsen et al., 2020) (Paper II, App. B), we compare this architec-
ture, illustrated in Fig. 5.7, to the tensor slicing surjection, corresponding to
the commonly-used multi-scale archutecture (Dinh et al., 2017). We find log-
likelihood performance to be slightly worse, while sample quality, as measured
by inception and FID scores, is slightly better. See (Nielsen et al., 2020) (Paper
II, App. B) for more details.

5.7 Argmax

This section describes contributions in (Hoogeboom et al., 2021).
E. Hoogeboom*, D. Nielsen*, P. Jaini, P. Forré, and M. Welling.
Argmax Flows and Multinomial Diffusion: Learning Categorical Distri-
butions. In Advances in Neural Information Processing Systems, 2021.

Last but not least, we introduced the surjective argmax layer in (Hoogeboom
et al., 2021b) (Paper III, App. C). The argmax operator returns the index
of the maximum x = arg maxz. While the generative rounding layer, which
corresponds to dequantization, is useful for modeling ordinal data such as images
and audio, the argmax layer is useful for modeling categorical data such as text.
The forward and inverse transformations may be represented as
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Figure 5.8: Samples from Argmax Flows. From (Hoogeboom et al., 2021b)
(Paper III, App. C).

Forward: P (x|z) = δx,argmax z (5.16)
Inverse: q(z|x) with support in B(x) (5.17)

where B(x) = {z| arg maxz = x} is the region of the Z-space which map back
to the given x. This can be achieved in multiple ways. One simple approach is
to use an unbounded conditional distribution q(u|x) together with a conditional
thresholding function z−x = threshold(u−x, T ) where T = ux and zx = ux such
that zx is the largest element in z.

Likelihood contribution. The likelihood contribution is given by

V = Eq(z|x)
[
log

P (x|z)

q(z|x)

]
= Eq(z|x) [− log q(z|x)] , (5.18)

corresponding to the entropy of q(z|x).

Modelling categorical data. With argmax flows, we can naturally model
discrete data with continuous normalizing flows. In (Hoogeboom et al., 2021b)
(Paper III, App. C), we demonstrate this for text data and unconditional seg-
mentation maps. We first demonstrate that using the argmax layer outperforms
naively applying a dequantization layer for data with unordered categories.
Next, we show that they outperform previous approaches to train continuous
flows on discrete data which rely on a small VAE (Ziegler and Rush, 2019; Lippe
and Gavves, 2021), which is equivalent to a stochastic flow layer, to embed the
discrete data. Samples from some of our trained models on text and segmen-
tation maps are shown in Fig. 5.8. For more details, see (Hoogeboom et al.,
2021b) (Paper III, App. C).
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Chapter 6

Conclusion

Normalizing flows have in recent years emerged as an attractive choice for build-
ing flexible probability densities. However, their bijective nature imposes some
limitations on their use. In this thesis, we have discussed some of these limi-
tations as well as methods and related models that circumvent them. In Sec.
6.1 we summarize our contributions and in Sec. 6.2 we discuss some potential
future work that builds on the work in this thesis.

6.1 Contributions

Our contributions in this thesis can be grouped and summarized as follows:

Unifying Flows with VAEs and ARMs. In Ch. 3 we unify normalizing
flows with discrete autoregressive models by expressing them as subset flows.
Subset flows are flows with a particular structure that allows computation of
exact probabilities for discrete data, without the need for dequantization. In
Ch. 4 we derive the change-of-variables formula from Bayes theorem. With this,
we unify normalizing flows, VAEs, and diffusion models by showing that VAEs
and diffusion models may be expressed as stochastic flow layers.

An Extended Flow Framework. Building on the connection between flows
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and VAEs, we develop an extended flow framework that supports non-bijective
deterministic transformations, known as surjective layers. This framework in-
cludes the 1) usual bijective layers, 2) VAEs and diffusion models as stochastic
flow layers, and 3) several previous methods and novel ones as surjective flow
layers. This outlines a modular API that can simplify model building. It further
permits novel models to be built, such as models which are invariant to known
symmetries.

Novel Flows for Discrete Data. Our work introduces several novel methods
for modeling discrete data with flows. First, we introduced subset flows, which
shows that we can express discrete ARMs as flow models. Next, we introduce
argmax flows which use a surjective argmax layer to map between continuous
and categorical spaces. With this, we can naturally model categorical data such
as text using continuous normalizing flows. The argmax layer is analogous to
the commonly-used dequantization layer for ordinal data such as images and
audio. Finally, we introduce multinomial diffusion which is a diffusion model
for categorical data such as text. Since diffusion models can be seen as stochastic
flows, multinomial diffusion can be seen as an instance of a discrete stochastic
flow.

6.2 Future Work

We here outline some directions for future work that builds on our contributions
in this thesis.

Extended directed graphical models. Directed graphical models (DGMs)
provide a graphical representation of the factorization of a joint distribution. A
chain is a simple DGM where each conditional distribution depends only on the
previous variable, i.e. p(xT |xT−1)p(xT−1|xT−2)...p(x1|x0)p(x0). The SurVAE
framework relies on a chain for p and a chain going in the opposite direction for
q but importantly extends this to include deterministic transformations such as
bijective and surjective layers in the chain. A possible generalization would be
to extend more general DGMs to also include deterministic transformations.

Non-KL flow framework. SurVAE Flows make use of likelihood contribution
terms such as the Jacobian determinant to compute probability densities. This
is used for likelihood-based training, which corresponds to minimizing the KL
divergence between the data density and the model density. One interesting
direction would be to develop a flow framework for more general divergences
such as f -divergences and integral probability metrics such as the maximum
mean discrepancy (MMD) or Wasserstein distances.
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General surjective likelihood contribution. We developed the likelihood
contribution for surjective layers on a case-by-case basis. However, it is likely
possible to develop a general expression that simplifies the derivation of new
layers.

Argmax subset flows. We developed subset flows that allow closed-form in-
ference for the rounding surjection, thus expressing ordinal ARMs as flows. One
could possibly develop subset flows that do the same for the argmax surjection,
which would express categorical ARMs as flows, thus completing the connection
between flows and ARMs.

Improving argmax flows. Finally, another potential avenue of further re-
search is improving argmax flows. Due to the redundancy in the continuous
space, it is likely possible to substantially improve performance through smarter
design of the encoder and the subsequent flow layers on top.
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Abstract

Flow models have recently made great progress at modeling ordinal discrete
data such as images and audio. Due to the continuous nature of flow models,
dequantization is typically applied when using them for such discrete data, resulting
in lower bound estimates of the likelihood. In this paper, we introduce subset
flows, a class of flows that can tractably transform finite volumes and thus allow
exact computation of likelihoods for discrete data. Based on subset flows, we
identify ordinal discrete autoregressive models, including WaveNets, PixelCNNs
and Transformers, as single-layer flows. We use the flow formulation to compare
models trained and evaluated with either the exact likelihood or its dequantization
lower bound. Finally, we study multilayer flows composed of PixelCNNs and
non-autoregressive coupling layers and demonstrate state-of-the-art results on
CIFAR-10 for flow models trained with dequantization.

1 Introduction

Z1

Z Y

Z2

Z3Z4

Y1 Y2

Y3
Y4

Flow f

Figure 1: Subset flows f : Y → Z allow not
only to transform points z = f(y), but also
subsets Zi = f(Yi), in one pass. As a result,
these flows can be trained on ordinal discrete
data without the need for dequantization.

Learning generative models of high-dimensional
data poses a significant challenge. The model will
have to capture not only the marginal distributions of
each of the variables, but also the potentially combi-
natorial number of interactions between them. Deep
generative models provide tools for learning richly-
structured, high-dimensional distributions, utilizing
the vast amounts of unlabeled data available. Gen-
erative adversarial networks (GANs) (Goodfellow
et al., 2014) are one class of deep generative mod-
els that have demonstrated an impressive ability to
generate plausible-looking images. However, GANs
typically lack support over the full data distribution
and provide no quantitative measure of performance.
Likelihood-based deep generative models, on the other hand, do provide this and can be classified as:

1. Latent variable models such as Deep Belief Networks (Hinton et al., 2006; Hinton, 2007),
Deep Boltzmann Machines (Salakhutdinov and Hinton, 2009), Variational Autoencoders
(VAEs) (Kingma and Welling, 2014; Rezende et al., 2014).

2. Autoregressive models such as Recurrent Neural Networks (RNNs), MADE (Germain
et al., 2015), WaveNet (van den Oord et al., 2016a), PixelCNN (van den Oord et al., 2016c),
PixelCNN++ (Salimans et al., 2017), Sparse Transformers (Child et al., 2019).

3. Flow models such as RealNVP (Dinh et al., 2017), Glow (Kingma and Dhariwal, 2018),
MAF (Papamakarios et al., 2017), FFJORD (Grathwohl et al., 2019).

34th Conference on Neural Information Processing Systems (NeurIPS 2020), Vancouver, Canada.



Data recorded from sensors are quantized before storage, resulting in ordinal data, i.e. discrete data
with a natural ordering. Autoregressive models excel at modelling such data since they can directly
model discrete distributions. Apart from discrete flows (Tran et al., 2019; Hoogeboom et al., 2019) –
which are severely restricted in expressiveness – the vast majority of flow models are continuous and
therefore require dequantization to be applied to discrete data. However, dequantization comes at the
cost of lower bound estimates of the discrete likelihood (Theis et al., 2016; Ho et al., 2019).

In this paper: 1) We introduce subset flows, a class of flows that allow tractable transformation
of finite volumes and consequently may be trained directly on discrete data such as images, audio
and video without the need for dequantization. 2) Based on subset flows, we formulate existing
autoregressive models for ordinal discrete data, such as PixelCNN (van den Oord et al., 2016c)
and PixelCNN++ (Salimans et al., 2017), as single-layer autoregressive flows. 3) Using the flow
formulation of PixelCNNs, we quantify how dequantization used in training and evalutation impacts
performance. 4) We construct multilayer flows using compositions of PixelCNNs and coupling layers
(Dinh et al., 2017). For CIFAR-10, we demonstrate state-of-the-art results for flow models trained
with dequantization. The code used for experiments is publicly available at https://github.com/
didriknielsen/pixelcnn_flow.

2 Background

Normalizing flows (Rezende and Mohamed, 2015) define a probability density p(y) using an
invertible transformation f between y and a latent z with a base distribution p(z), i.e.

y = f−1(z) where z ∼ p(z),
The density of y can be computed as

p(y) = p(z)

∣∣∣∣det
∂z

∂y

∣∣∣∣ = p(f(y))

∣∣∣∣det
∂f(y)

∂y

∣∣∣∣ .

The main challenge in designing flows is to develop transformations f that are flexible, yet invertible
and with cheap-to-compute Jacobian determinants. Luckily, more expressive flows can be obtained
through a composition f = fK ◦ ... ◦ f2 ◦ f1 of simpler flow layers f1, f2, ..., fK . The computation
cost of the forward pass, the inverse pass and the Jacobian determinant for the composition will
simply be the sum of costs for the components. While this compositional approach to building
expressive densities make flow models attractive, they are not directly applicable to discrete data.
Consequently, a method known as dequantization is typically employed.

Uniform dequantization refers to the process of converting discrete x ∈ {0, 1, 2, ..., 255}D to a
continuous y ∈ [0, 256]D by simply adding uniform noise, i.e.

y = x+ u where u ∼
D∏

d=1

Unif (ud|0, 1) .

This ensures that the values fill the continuous space [0, 256]D and consequently that continuous
models will not collapse towards point masses at the discrete points during training. Uniform
dequantization was proposed by Uria et al. (2013) with exactly this motivation. Theis et al. (2016)
further showed that optimizing a continuous model on uniformly dequantized samples corresponds to
maximizing a lower bound on a discrete log-likelihood.

Variational dequantization was introduced by Ho et al. (2019) as a generalization of uniform
dequantization based on variational inference. Let p(y) be some flexible continuous model and
assume an observation model of the form P (x|y) = I(y ∈ B(x)), where B(x) is the region in Y
associated with x, e.g. a hypercube with one corner in x, i.e. {x+ u|u ∈ [0, 1)D}.
As shown by Ho et al. (2019), using a dequantization distribution q(y|x), one can develop a lower
bound on the discrete log-likelihood logP (x) using Jensen’s inequality,

logP (x) = log

∫
P (x|y)p(y)dy = log

∫

y∈B(x)
p(y)dy

= log

∫

y∈B(x)
q(y|x) p(y)

q(y|x)dy ≥
∫

y∈B(x)
q(y|x) log p(y)

q(y|x)dy.

2



This corresponds exactly to the evidence lower bound (ELBO) used in variational inference, where
the dequantization distribution q(y|x) coincides with the usual variational posterior approximation.

Note that for uniform dequantization, q(y|x) =∏D
d=1 Unif(yd|xd, xd + 1), the bound simplifies to

logP (x) ≥ Eq(y|x)[log p(y)] since q(y|x) = 1 over the entire integration region B(x). Training
with this lower bound corresponds to the common procedure for training flows on discrete data, i.e. fit
the continuous density p(y) to uniformly dequantized samples y. Ho et al. (2019) proposed to use a
more flexible flow-based dequantization distribution q(y|x) in order to tighten the bound. The bound
can further be tightened by using the importance weighted bound (IWBO) of Burda et al. (2016). In
Sec. 3, we identify a class of flows which allow direct computation of logP (x) instead of a lower
bound.

3 Closing the Dequantization Gap

In this section, we define the dequantization gap, the difference between the discrete log-likelihood
and its variational lower bound due to dequantization. Next, we introduce subset flows, a class of
flows for which dequantization is not needed, allowing us to directly optimize the discrete likelihood.

3.1 The Dequantization Gap

Flow models such as RealNVP (Dinh et al., 2017) and Glow (Kingma and Dhariwal, 2018) have
achieved remarkable performance for image data while still allowing efficient sampling with impres-
sive sample quality. However, in terms of log-likelihood, they still lag behind autoregressive models
(Ho et al., 2019; Ma et al., 2019). While some of the performance gap might be the result of less
expressive models, much of the gap seems to stem from a loose variational bound, as demonstrated
by Ho et al. (2019) and Ma et al. (2019). We term the difference between the discrete log-likelihood
and its lower bound the dequantization gap:

Deq.Gap : = logP (x)− Eq(y|x)
[
log

p(y)

q(y|x)

]
= DKL [q(y|x)‖p(y|x)] .

In the next subsection, we will introduce subset flows which allow the discrete likelihood to be
computed in closed form. This completely closes the dequantization gap and allows us to recover
existing autoregressive models as flow models.

3.2 Subset Flows

Dequantization facilitates computation of a lower bound of the discrete log-likelihood logP (x).
However, using conservation of probability measure, we may compute the exact likelihood as

P (x) =

∫
P (x|y)p(y)dy =

∫

y∈B(x)
p(y)dy =

∫

z∈f(B(x))
p(z)dz,

where f(B(x)) is the image of f applied to B(x), i.e. f(B(x)) = {f(y)|y ∈ B(x)}. Assuming a
standard uniform base distribution, p(z) =

∏D
d=1 Unif(zd|0, 1), this formula takes the simple form

P (x) =

∫

z∈f(B(x))
dz = Volume(f(B(x))). (1)

Interestingly, in order to compute logP (x), we do not need to keep track of infinitesimal volume
changes with a Jacobian determinant. Instead, we have to keep track of the finite volume changes of
the set B(x). While Eq. 1 applies to any flow f in principle, the computation is generally intractable.
We define subset flows as the class of flows f : Y → Z which have the additional property that they
can tractably transform subsets of the input space, Ys ⊂ Y , to subsets in the latent space, Zs ⊂ Z ,
This is illustrated in Figure 1. By keeping track of how the finite volume B(x) is transformed to a
finite volume f(B(x)) in the latent space, subset flows facilitate exact computation of the discrete
likelhood in Eq. 1.

Subset Flows in 1D. In 1D, the computation in Eq. 1 with uniform p(z) is particularly simple:

P (x) =

∫
P (x|y)p(y)dy =

∫ x+1

y=x

p(y)dy =

∫ f(x+1)

z=f(x)

p(z)dz = f(x+ 1)− f(x),

3



where f then must correspond to the cumulative distribution function (CDF) of p(y).

Autoregressive Subset Flows. Subset flows present a different set of challenges compared to regular
flows. In order to compute the discrete likelihood, we need not worry about computation of Jacobian
determinants. Instead, we need flows where we can keep track of a finite volume. One straightforward
approach to do this in higher dimensions is to work solely with hyperrectangles. Hyperrectangles
have the benefit that they can easily be represented using two extreme points of the hyperrectangle.
Furthermore, we can efficiently compute the volume of a hyperrectangle.

In order to work entirely with hyperrectangles, we need: 1) to partition the continuous space Y
into hyperrectangles B(x) and 2) a flow f such that the regions f(B(x)) resulting from f remain
hyperrectangles. For the first point with e.g. Y = [0, 256]D, we can define B(x) = {x + u|u ∈
[0, 1)D}, resulting in disjoint hypercubes for each of the discrete values. The second point can be
achieved by using an autoregressive flow with what we denote bin conditioning.

Without
bin cond.

f

y1

y2

z1

z2

With
bin cond.

f

y1

y2

z1

z2

Figure 2: The effect of bin conditioning for a 2-
dimensional binary problem. For the transforma-
tion with bin conditioning, the transformed rectan-
gles remain rectangles.

Bin conditioning is achieved by conditioning
on the bin to which a value belongs rather than
its exact value. For the transformation of dimen-
sion d, this is achieved by

z
(lower)
d = f

(
y
(lower)
d |λd

(
y
(lower)
1:d−1

))
,

z
(upper)
d = f

(
y
(upper)
d |λd

(
y
(lower)
1:d−1

))
,

where [y
(lower)
d , y

(upper)
d ] are the boundaries of

the input hyperrectangle and [z
(lower)
d , z

(upper)
d ]

the output hyperrectangle. Importantly, the pa-
rameters λd are conditioned on the lower corner
of the bin, y(lower)

1:d−1 , rather than the exact value
y1:d−1, thus resulting in the same parametersλd
regardless of the exact value of y1:d−1 within
the bin. This is an instance of bin conditioning and ensures that the output region f(B(x)) will
remain a hyperrectangle. Fig. 2 illustrates the effect of bin conditioning in a 2-dimensional binary
problem. Note that conditioning on the upper corner or on both corners also constitute valid choices.

4 PixelCNN as a Single-Layer Flow

In this section, we will show that several existing discrete autoregressive models, including WaveNet,
PixelCNN and PixelCNN++, can be obtained as single-layer autoregressive flows, giving them a
notion of a latent space and enabling their use as layers in a multi-layer flow.

Autoregressive models excel at modeling discrete data x ∈ {0, 1, ..., 255}D such as images, audio
and video since they can directly model discrete distributions. Numerous models of this form have
been proposed in recent years (van den Oord et al., 2016c,b,a; Kalchbrenner et al., 2017; Salimans
et al., 2017; Parmar et al., 2018; Chen et al., 2018; Menick and Kalchbrenner, 2019; Child et al.,
2019). These models rely on autoregressive neural networks constructed using masked convolutions
and/or masked self-attention layers and have constituted the state-of-the-art in terms of log-likelihood.

PixelCNN and related models (van den Oord et al., 2016c,b,a; Kalchbrenner et al., 2017; Menick
and Kalchbrenner, 2019; Child et al., 2019) take a simple approach to modelling ordinal discrete
data: they use autoregressive networks to parameterize Categorical distributions, i.e. P (x) =∏D
d=1 Cat (xd|x1:d−1). The Categorical distribution with K categories may be obtained using subset

flows as follows: Define a uniform base distribution, let Y = [0,K) and specify a piecewise linear
CDF f(y) (Müller et al., 2019),

f(y) = (y − (k − 1))πk +
k−1∑

l=1

πl, for k − 1 ≤ y < k

where π1, ..., πK ≥ 0,
∑K
k=1 πk = 1. This yields a piecewise constant density p(y), which upon

quantization yields the Categorical distribution (see Fig. 3a). Using Eq. 1, we find the discrete
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(c) Discretized Mixture of Logistics

Figure 3: Categorical, Discretized Piecewise Linear and Discretized Mixture of Logistics distributions
as 1D subset flows. The arrows indicate the direction for generating samples: 1) sample uniform
noise z, 2) pass z through the inverse flow/CDF f−1 to obtain a continuous sample y, 3) quantize
y to obtain a discrete sample x. For subset flows, we can tractably invert this process to compute
likelihoods. The colors illustrate the flow of mass when computing the likelihood: 1) determine the
region B(x) associated with observation x, 2) pass the region through the flow (in 1D, pass the two
extremes of the region through), 3) compute the volume of the latent region. Note that while subset
flows are straightforward in 1D, some care must be taken to extend them to higher dimensions.

likelihood to be P (x) = f(x+ 1)− f(x) = πk. See App. A for more details. PixelCNN may thus
be obtained as an autoregressive flow by using 1) a uniform base distribution, 2) bin conditioning, and
3) piecewise linear transformations, also known as linear splines, as the elementwise transformations.
The result is an autoregressive subset flow which corresponds exactly to the original PixelCNN model.

Higher order splines such as quadratic, cubic or rational-quadratic (Müller et al., 2019; Durkan
et al., 2019) can be used as replacement of the linear, yielding novel models. The distribution obtained
from quadratic splines is illustrated in Fig. 3b (see App. A for more details). In our experiments, we
show that quadratic splines tend to improve performance over linear splines.

PixelCNN++ and related models (Salimans et al., 2017; Parmar et al., 2018; Chen et al., 2018)
make use the Discretized Mixture of Logistics (DMOL) (Salimans et al., 2017) distribution, P (x) =∏D
d=1 DMOL (xd|x1:d−1), The DMOL distribution can be obtained using subset flows as follows:

Define a uniform base distribution and let f be the CDF of a mixture of logistics distribution, i.e.

f(y) =

M∑

m=1

πmσ

(
y − 0.5− µm

sm

)
.

With bin boundaries defined at y ∈ {−∞, 1, 2, ..., 255,∞}, the discrete likelihood is

P (x) = f(y(upper))− f(y(lower)) =





M∑
m=1

πm
[
σ
(

0.5−µm
sm

)]
, x=0

M∑
m=1

πm
[
σ
(
x+0.5−µm

sm

)
−σ
(
x−0.5−µm

sm

)]
, x=1,...,254

M∑
m=1

πm
[
1−σ

(
255−0.5−µm

sm

)]
, x=255

corresponding exactly to the DMOL as defined in (Salimans et al., 2017) (illustrated in Fig. 3c).

In practice, PixelCNN++ makes use of a multivariate version of the DMOL distribution. For an image
with D = CS dimensions, C channels and S spatial locations, the C-dimensional distribution for
each of the S spatial locations are modelled using a multivariate DMOL distribution. This multivariate
DMOL distribution may itself be expressed as an autoregressive flow. See App. B for more details.
PixelCNN++ can thus be viewed as a nested autoregressive flow where the network is autoregressive
over the spatial dimensions and outputs parameters for the autoregressive flows along the channels.

Beyond single-layer flows. By replacing the uniform base distribution by more flow layers, a more
expressive distribution may be obtained. However, this will typically make the exact likelihood
computation intractable, thus requiring dequantization. One exception is multi-layer autoregressive
subset flows – where the autoregressive order is the same for all layers – which we consider in App. F.
In our experiments, we show that compositions of PixelCNNs in flows yield powerful models.
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5 Related Work

This work is related to several lines of work. First of all, this work builds on work formulating
autoregressive models as flows (Kingma et al., 2016; Papamakarios et al., 2017; Huang et al., 2018;
Oliva et al., 2018; Jaini et al., 2019). However, these only apply to continuous distributions and
therefore do not include ordinal discrete autoregressive models such as the PixelCNN family of
models (van den Oord et al., 2016c,b,a; Kalchbrenner et al., 2017; Salimans et al., 2017; Parmar et al.,
2018; Chen et al., 2018; Menick and Kalchbrenner, 2019; Child et al., 2019).

Second, this work builds on the variational view of dequantization (Theis et al., 2016; Ho et al.,
2019; Hoogeboom et al., 2020). Uria et al. (2013) introduced uniform dequantization, Theis et al.
(2016) showed that this leads to a lower bound on the discrete likelihood and Ho et al. (2019) further
proposed to use a more flexible dequantization distribution in order to tighten the dequantization gap.
We expand on this by showing that for subset flows, we can perform exact inference and thus close
the dequantization gap completely.

Finally, one may model discrete data with flows that are discrete. Hoogeboom et al. (2019) present
discrete flows for ordinal integer data, while Tran et al. (2019) present discrete flows for nominal
categorical data. Both of these works make use of the straight-through estimator (Bengio et al., 2013)
to backpropagate through the rounding operations, resulting in a gradient bias. Unlike these works,
we make use of continuous flows, but apply them to discrete data. Consequently, we can compute
exact gradients and therefore avoid the performance impacts arising from biased gradients.

6 Experiments

6.1 The Latent Space of PixelCNNs

Figure 4: Latent space interpolations between pairs
of CIFAR-10 test set images using PixelCNN (odd
rows) and PixelCNN++ (even rows). These mod-
els are known for capturing local correlations well,
but typically struggle with long-range dependen-
cies. This is reflected in several of the interpolated
images, which tend to lack global coherence.

PixelCNN, PixelCNN++ and related models are
typically viewed as purely discrete autoregres-
sive models which have no latent space asso-
ciated with them. Our interpretation of these
models as single-layer flows opens up for ex-
ploration of these existing models latent space.
To illustrate this possibility, we trained Pixel-
CNN (van den Oord et al., 2016c) and Pixel-
CNN++ (Salimans et al., 2017) as flow models
on CIFAR-10, with results exactly matching the
reported numbers of 3.14 and 2.92 bits/dim.

Some examples of interpolations between
CIFAR-10 test images are shown in Figure 4.
These were obtained by interpolating along a
path of equally-probable samples under the base
distribution. See App. E for more details.

6.2 The Effect of the Dequantization Gap

Our work shows that the PixelCNN family of
models can be formulated as flow models where
the dequantization gap between the true likeli-
hood and the variational lower bound is com-
pletely closed. This suggests that they may be
trained using either 1) uniform dequantization,
2) variational dequantization or 3) the exact like-
lihood. The resulting models should have de-
creasing dequantization gaps in the listed order. Surveying results from the literature (collected in
Table 4 in App. C), we observe significant improvements between the categories with the best results
for e.g. CIFAR-10 at 3.28, 3.08 and 2.80, suggesting that the dequantization gap has a significant
impact on results.
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Table 1: The effect of the dequantization gap. We compare three models, PixelCNN, PixelCNN
(Quad.) and PixelCNN++. For each model, we trained three versions, one using the exact likelihood
and two using the ELBO with uniform dequantization, both with and without bin conditioning. The
models trained using the ELBO are evaluated using 1) the ELBO, 2) the IWBO (importance weighted
bound) (Burda et al., 2016), and 3) the exact likelihood. See Sec. 6.2 for an explanation.

Bin Cond. Training Eval. PixelCNN PixelCNN (Q) PixelCNN++

No ELBO

ELBO 3.248 3.251 3.112
IWBO(10) 3.235 3.237 3.095
IWBO(100) 3.227 3.228 3.086

IWBO(1000) 3.221 3.223 3.079

Yes ELBO

ELBO 3.141 3.142 2.993
IWBO(10) 3.141 3.134 2.983
IWBO(100) 3.141 3.129 2.978

IWBO(1000) 3.141 3.126 2.974
Exact 3.141 3.104 2.944

Yes Exact Exact 3.141 3.090 2.924

To further test this hypothesis, we make use of our flow interpretation of existing autoregressive
models. We train three flow models on CIFAR-10: 1) PixelCNN, 2) PixelCNN with quadratic splines
(Quad.) and 3) PixelCNN++ using three different setups:

1. Exact likelihood: We train models exploiting the fact that for subset flows we can compute
exact likelihoods.

2. Dequantization w/ bin cond.: In this case, we train the exact same models as before, but we
replace the exact likelihood objective with the ELBO. With this setup, we can investigate:

• The gap from the ELBO to the exact likelihood: logP (x|θELBO)− L(θELBO).
• How much closer the IWBO gets us in practice: logP (x|θELBO)− Lk(θELBO).
• The negative impact of training with the ELBO: logP (x|θExact)− logP (x|θELBO).

Here, θ denotes the model parameters, L(θ) denotes the ELBO and Lk(θ) the IWBO
with k importance samples for parameters θ. Furthermore, θELBO = argmaxθ L(θ) and
θExact = argmaxθ logP (x|θ).

3. Dequantization w/o bin cond.: We change the flows to not use bin conditioning. As a result,
the latent regions will no longer be hyperrectangles and we therefore cannot compute exact
likelihoods for these models. Note that this closely corresponds to how most flow models
such as RealNVP and Glow are trained.

The results are given in Table 1. Some things to note from these results are:

• The exact models match the reported numbers in van den Oord et al. (2016c) and Salimans
et al. (2017) at 3.14 and 2.92 bits/dim.

• Training with the ELBO negatively impacts performance, even when evaluating using the
exact likelihood. Gaps of 0.014 and 0.020 bits/dim are found for PixelCNN (Quad.) and
PixelCNN++.

• For models with bin conditioning trained with the ELBO, we can here compute the exact
dequantization gap. For PixelCNN (Quad.) and PixelCNN++, this gap is found to be 0.038
and 0.049 bits/dim.

• The IWBO improves the estimate of logP (x) with an increasing number of importance
samples. However, even for 1000 samples, less than half the gap has been closed, with 0.022
and 0.030 bits/dim remaining.

• For PixelCNN with bin conditioning, training with the ELBO does not impact performance.
Here, the exact p(y|x) is uniform and therefore exactly matches the uniform dequantization
distribution q(y|x), resulting in a dequantization gap of DKL [q(y|x)‖p(y|x)] = 0.

• Models trained without bin conditioning show significantly worse performance with gaps of
0.107, 0.161 and 0.188 to the original exact models. This shows that the usual approach for
training flows using uniform dequantization and no bin conditioning leads to significantly
worse performance.
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PixelCNN PixelCNN++

PixelFlow PixelFlow++

Figure 5: Unconditional samples.

Model AR ≤Bits/dim
RealNVP (Dinh et al., 2017) No 3.49
Glow (Kingma and Dhariwal, 2018) No 3.35
Flow++ (Ho et al., 2019) No 3.08

MintNet (Song et al., 2019) Yes 3.32
MaCow (Cao et al., 2019) Yes 3.16

PixelFlow (ours) Yes 3.04
PixelFlow++ (ours) Yes 2.92

Table 3: Flow models trained with dequantization on
CIFAR-10. PixelFlow(++) correspond to a composition of
PixelCNN(++) and a Glow-like coupling flow.

6.3 PixelCNN in Flows

PixelFlow. We now demonstrate that compositions of PixelCNNs in flows can yield expressive
models. We first construct 2 models which we term PixelFlow and PixelFlow++. PixelFlow++ is a
composition of a PixelCNN++ and a multi-scale flow architecture (Dinh et al., 2017) using 2 scales
with 8 steps/scale. Each step is a composition of a coupling layer (Dinh et al., 2017) and an invertible
1×1 convolution (Kingma and Dhariwal, 2018). Each coupling layer is parameterized by a DenseNet
(Huang et al., 2017). PixelFlow uses the exact same setup as PixelFlow++, except it uses a quadratic
spline version of PixelCNN instead of PixelCNN++. Both models make use of bin conditioning.

We train PixelFlow and PixelFlow++ using variational dequantization (Ho et al., 2019) and compare
to other autoregressive and coupling flows trained with dequantization. The results are shown in
Table 3. PixelFlow++ obtains state-of-the-art results for flow models trained with dequantization on
CIFAR-10. Samples from PixelFlow and PixelFlow++ are shown in Fig. 5. More samples can be
found in App. G.

Table 2: A flow of 4 quadratic spline
PixelCNNs trained on CIFAR-10 with
or without 90◦ rotation using 1) uni-
form dequantization, 2) variational de-
quantization and 3) the exact likelihood.

Rotation Uni. Var. Exact
No 3.066 3.026 3.012
Yes 3.058 3.012 -

Stacks of PixelCNNs. Next, we perform a series of ex-
periments where we stack PixelCNNs in multi-layer flows
with and without 90◦ rotations in-between. Table 2 shows
results for stacks of 4 quadratic spline PixelCNNs. Note
that when no rotation is used, the autoregressive order is the
same for all the PixelCNNs. Consequently, we may use bin
conditioning in all layers, yielding a multi-layer subset flow,
which allows exact likelihood computation. As expected,
the models using rotation tend to perform better than those
without. Interestingly, however, the exact model without
rotation performs on par with the variational dequantiza-
tion model with rotation, which suffers from a non-zero dequantization gap. We further investigate
multi-layer subset flows, which have dequantization gaps of exactly zero, in App. F. Further details
on all experiments can be found in App. D.

7 Conclusion

We presented subset flows, a class of flows which can tractably transform finite volumes, a property
that allow their use for ordinal discrete data like images and audio without the need for dequantiza-
tion. Based on subset flows, we could explicitly formulate existing autoregressive models such as
PixelCNNs and WaveNets as single-layer autoregressive flows. Using this formulation of PixelCNNs,
we were able to quantify exactly the performance impacts of training and evaluating flow models
using dequantization. We further demonstrated that expressive flow models can be obtained using
PixelCNNs as layers in multi-layer flows.

Potential directions for future work include designing novel forms of subset flows and developing
novel state-of-the-art flow architectures using the formulation of the PixelCNN family as flows.
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A Linear and Quadratic Splines as Flows

For self-containedness, we will here summarize linear and quadratic spline flows, i.e. piecewise
linear and quadratic flows, as presented by Müller et al. (2019).

A.1 Linear Spline Flows

Consider a univariate flow f : Y → Z where Y = [0, Q] and the latent space Z = [0, 1]. The
transformation f is piece-wise linear between the points {(yk, zk)}Kk=0, where

0 ≡ y0 < y1 < y2 < ... < yK ≡ Q
0 ≡ z0 < z1 < z2 < ... < zK ≡ 1.

For piece-wise linear flows, we fix y1, y2, ..., yK−1 and parameterize z1, z2, ..., zK−1 using probabil-
ities π1, π2, ..., πK−1,

zk =
k∑

l=1

πl,

where
∑K
l=1 πl = 1.

The forward, inverse and Jacobian determinant computation of a linear spline f can be written as

Forward: z = f(y) =

K∑

k=1

I (yk−1 ≤ y < yk)

[
zk−1 + πk

y − yk−1
yk − yk−1

]

Inverse: y = f−1(z) =
K∑

k=1

I (zk−1 ≤ z < zk)

[
yk−1 + (y − yk−1)

z − zk−1
πk

]

Jac. det.:
∣∣∣∣det

df(y)

dy

∣∣∣∣ =
K∏

k=1

π
I(y∈[yk−1,yk))
k .

A.1.1 Relation to the Categorical Distribution

To obtain the Categorical distribution, we 1) let Q = K, 2) fix y0 = 0, y1 = 1, ..., yK = K and 3)
use a uniform base distribution,

z ∼ Unif(z|0, 1)
y = f−1(z|π).

This yields a piecewise constant density,

p(y|π) =
K∏

k=1

π
I(y∈[k−1,k))
k ,

which upon quantization yields the Categorical distribution,

p(x|π) = Cat(x|π) =
K∏

k=1

π
I(x=k)
k .

A.2 Quadratic Spline Flows

Consider again a univariate flow f : Y → Z where Y = [0, Q] and the latent space Z = [0, 1]. The
transformation f is piece-wise quadratic between the points {(yk, zk)}Kk=0, where

0 ≡ y0 < y1 < y2 < ... < yK ≡ Q
0 ≡ z0 < z1 < z2 < ... < zK ≡ 1.

In the linear spline case, we fixed the locations y0, y1, ..., yK . If this is not done, the objective
becomes discontinuous and thus difficult to train with gradient-based optimizers. In the quadratic

12



case, however, we may let the bin locations y0, y1, ..., yK be free parameters to be learned (Müller
et al., 2019).

The parameters of the flow are given by vectors ŵ ∈ RK and v̂ ∈ RK+1. The bin widths are
computed as

w = Q · softmax(ŵ),

while the bin edges are computed as

v =
exp(v̂)

∑K
k=1

exp(v̂k)+exp(v̂k+1)
2 wk

.

The bin locations are given by the sum of bin widths

yk =
k∑

l=1

wl.

For a quadratic spline, the density will be piece-wise linear. We can use this to compute the mass in
bin k between the lower extreme yk−1 and some point y∗ can be computed as
∫ y∗

y=yk−1

[
vk−1 +

y − yk−1
yk − yk−1

(vk − vk−1)
]
dy =

∫ α

t=0

[vk−1 + t(vk − vk−1)] (yk − yk−1)dt

=

[
tvk−1 +

1

2
t2(vk − vk−1)

]α

t=0

(yk − yk−1)

=

[
αvk−1 +

1

2
α2(vk − vk−1)

]
wk.

where t ≡ y−yk−1

yk−yk−1
and α ≡ y∗−yk−1

yk−yk−1
. The total mass in the bin can be found by setting y∗ = yk or

equivalently α = 1 to obtain
∫ yk

y=yk−1

[
vk−1 +

y − yk−1
yk − yk−1

(vk − vk−1)
]
dy =

vk−1 + vk
2

wk

Using this, we find that

zk =
k∑

l=1

vl−1 + vl
2

wl

The forward, inverse and Jacobian determinant computation of the resulting quadratic spline flow f
can be written as

Forward: z = f(y) =
K∑

k=1

I (yk−1 ≤ y < yk)

[
zk−1 + wk

(
αkvk−1 +

1

2
α2
k(vk − vk−1)

)]

Inverse: y = f−1(z) =
K∑

k=1

I (zk−1 ≤ z < zk)


yk−1 + wk

√
v2k−1 + 2 vk−vk−1

wk
(z − zk−1)− vk−1

vk − vk−1




Jac. det.:
∣∣∣∣det

df(y)

dy

∣∣∣∣ = [vk−1 + αk(vk − vk−1)]I(y∈[yk−1,yk)) ,

where
αk =

y − yk−1
yk − yk−1

.

B The Multivariate DMOL as a Flow

We will show that the multivariate discretized mixture of logistics (multivariate DMOL) distribution
can be obtained as an autoregressive flow. First, we describe the distribution as it was presented in
Salimans et al. (2017).
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B.1 The Multivariate DMOL Distribution

The discretized logistic distribution can be written as

P (x) = DLogistic(x|µ, s) =





σ
(
0.5−µ
s

)
, x = 0.

σ
(
x+0.5−µ

s

)
− σ

(
x−0.5−µ

s

)
, x = 1, ..., 254.

1− σ
(
255−0.5−µ

s

)
, x = 255.

The univariate DMOL distribution uses this as mixture components,

P (x) = DMOL(x|π,µ, s) =
M∑

m=1

πmDLogistic(x|µm, sm).

The multivariate DMOL distribution, on the other hand, can be written as

P (x) = MultiDMOL(x|π,µ, s, r) =
M∑

m=1

πmDLogistic(x3|µ3,m(x1, x2, rm), s3,m)

DLogistic(x2|µ2,m(x1, rm), s2,m)

DLogistic(x1|µ1,m, s1,m),

where
µ1,m = µ1,m

µ2,m(x1, rm) = µ2,m + r1,mx1
µ3,m(x1, x2, rm) = µ3,m + r2,mx1 + r3,mx2.

(2)

B.2 Rewriting the Multivariate DMOL Distribution

We will now show how one can rewrite this distribution in an autoregressive form. Consider the usual
3-dimensional case and write the multivariate DMOL as

P (x) =

M∑

m=1

πmPm(x3|x2, x1)Pm(x2|x1)Pm(x1).

We can rewrite this distribution as

P (x) =

M∑

m=1

πmPm(x3|x2, x1)Pm(x2|x1)Pm(x1)

=

[
M∑

m=1

π3,mPm(x3|x2, x1)
][

M∑

m=1

π2,mPm(x2|x1)
][

M∑

m=1

π1,mPm(x1)

]

where
π1,m = πm

π2,m =
πmPm(x1)∑M

m′=1 πm′Pm′(x1)

π3,m =
πmPm(x2|x1)Pm(x1)∑M

m′=1 πm′Pm′(x2|x1)Pm′(x1)
.

(3)

B.3 The Multivariate DMOL Flow

To summarize, we can write the multivariate DMOL as an autoregressive distribution with univariate
DMOL conditionals,

MultiDMOL(x|π,µ, s, r) = DMOL(x3|π(x2, x1),µ(x2, x1, r), s)
·DMOL(x2|π(x1),µ(x1, r), s)
·DMOL(x1|π,µ, s),

where the means are given by Eq. 2 and the mixture weights by Eq. 3. Thus, we can obtain the
multivariate DMOL flow as an autoregressive flow with the univariate DMOL flows from Sec. 3.2 as
elementwise transformations.
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C A Collection of Results from Previous Work

We here collect results from existing work in order to compare flow models trained with 1) uniform
dequantization, 2) variational dequantization and 3) exact likelihood. The categories should have
decreasing dequantization gaps in the listed order. The results are shown in Table 4. We observe
significant improvements between the categories, suggesting that the dequantization gap has a
significant impact on results.

Table 4: A collection of results from previous work (in bits/dim). We here divide the results into
three categories, those trained with: 1) uniform dequantization, 2) variational dequantization and 3)
exact likelihood. We observe that performance tends to drastically improve between the categories,
suggesting the importance of the dequantization gap for flow models.

Training Model CIFAR-10 ImageNet32 ImageNet64

ELBO (U)

RealNVP (Dinh et al., 2017) 3.49 4.28 3.98
Glow (Kingma and Dhariwal, 2018) 3.35 4.09 3.81
MaCow (Ma et al., 2019) 3.28 - 3.75
Flow++ (Ho et al., 2019) 3.29 - -

ELBO (V) MaCow (Ma et al., 2019) 3.16 - 3.69
Flow++ (Ho et al., 2019) 3.08 3.86 3.69

Exact

PixelCNN (van den Oord et al., 2016c) 3.14 - -
Gated PixelCNN (van den Oord et al., 2016b) 3.03 3.83 3.57
PixelCNN++ (Salimans et al., 2017) 2.92 - -
Image Transformer (Parmar et al., 2018) 2.90 3.77 -
PixelSNAIL (Chen et al., 2018) 2.85 3.80 3.52
SPN (Menick and Kalchbrenner, 2019) - 3.79 3.52
Sparse Transformer (Child et al., 2019) 2.80 - 3.44

D Experimental Details

The code used for experiments is publicly available1. In our experiments, we used PixelCNN (van den
Oord et al., 2016c) and PixelCNN++ (Salimans et al., 2017) models. For hyperparameters, we
followed the original architectures as closely as possible. The PixelCNN architecture we used for the
CIFAR-10 experiments is summarized in Table 5.

Table 5: The PixelCNN architecure used for the CIFAR-10 dataset.
3 x 32 x 32 RGB Image
Conv7x7(256) (Mask A)
15 Residual Blocks, each using:

ReLU - Conv1x1(256) (Mask B)
ReLU - Conv3x3(128) (Mask B)
ReLU - Conv1x1(256) (Mask B)

ReLU - Conv1x1(1024) (Mask B)
ReLU - Conv1x1(P) (Mask B)

For the PixelCNN++ we used, like Salimans et al. (2017), 6 blocks with 5 ResNet layers. Between
blocks 1 and 2 and between blocks 2 and 3, strided convolutions are used to downsample the feature
maps. Between blocks 4 and 5 and between blocks 5 and 6, transposed strided convolutions are used
to upsample the feature maps back to the original size. Shortcut connections are added from block 1
to 6, 2 to 5 and 3 to 4. For more details on the PixelCNN++ architecture see Salimans et al. (2017)
and their publicly available code2.

For models using linear splines we used 256 bins, corresponding to the quantization level. For
models using quadratic splines, we used 16 bins as this was found to work well in early experiments.
Note that for quadratic splines, the bin locations can also be learned (Müller et al., 2019). As a

1https://github.com/didriknielsen/pixelcnn_flow
2https://github.com/openai/pixel-cnn
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consequence, less bins are typically required than for linear splines. Finally, for models using DMOL,
10 mixtures were used.

PixelFlow and PixelFlow++ use compositions of a PixelCNN(++) and a Glow-like coupling flow.
The coupling flow is a multi-scale architecure (Dinh et al., 2017) using 2 scales and 8 steps/scale.
Each step consists of an affine coupling layer (Dinh et al., 2017) and an invertible 1× 1 convolution
(Kingma and Dhariwal, 2018). The models were trained with variational dequantization (Ho et al.,
2019) and an initial squeezing layer (Dinh et al., 2017) to increase the number of channels from 3 to
12. The coupling layers are parameterized by DenseNets (Huang et al., 2017).

All models were trained for the CIFAR-10 dataset were trained for 500 epochs with a batch size of 16.
For all models, except PixelFlow and PixelFlow++, the Adam optimizer (Kingma and Ba, 2015) was
used with an initial learning rate of 3 · 10−4. For PixelFlow and PixelFlow++, the Adamax optimizer
(Kingma and Ba, 2015) was used with an initial learning rate of 1 · 10−3. For all models, the learning
rate was decayed by 0.5 at epochs 250, 300, 350, 400, 450. All models were trained on a single GPU.
Depending on the type of GPU used, training a stock PixelCNN takes about 30 hours and training a
stock PixelCNN++ takes about 10 days.

E Interpolation Experiment Details

In Fig. 4, latent space interpolations in PixelCNN and PixelCNN++ models are shown. In order to
obtain these interpolations, we first transform two real images x(0) and x(1) to the latent regions
f(B(x(0))) and f(B(x(1))) and sample according to the uniform base distribution to obtain points
z(0) and z(1) in the latent space. Linearly interpolating in this space does not yield uniform samples.
Empirically, we found this to often give blurry, single-color interpolations. To get interpolated points
that are valid samples from the uniform distribution, we first further transformed the latent images
z(0) → h(0) and z(1) → h(1) using the inverse Gaussian CDF for each dimension. As this is an
invertible transformation, we can equivalently consider the base distribution as the isotropic Gaussian.
Subsequently, we interpolated according to

h(w) =
wh(0) + (1− w)h(1)

√
w2 + (1− w)2

,

for 0 ≤ w ≤ 1. This yields a path of equally probable samples under the base distribution, i.e.
h(w) ∼ N(0, 1) for h(0),h(1) ∼ N(0, 1). Finally, the intermediate latent points h(w) are transformed
back to samples x(w).

F Multilayer Subset Flows Experiments

In this section, we investigate multi-layer subset flows. Multi-layer subset flows can tractably
transform finite volumes through multiple transformations. For autoregressive subset flows, this may
be achieved by letting all the autoregressive flows share the same autoregressive order.

Denote the intermediate spaces as zl, l = 0, 1, ..., L with y ≡ z0 and z ≡ zL. In a layer l, we further
denote the boundaries of the hyperrectangle for dimension d as z(lower)

d,l and z(upper)d,l . The procedure
for computing the likelihood in a multilayer autoregressive subset flow is shown in Algo. 1, while the
procedure for sampling is shown in Algo. 2.
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Table 6: Multiple layers of subset flows can be used to obtain more expressive models. We here
illustrate this by stacking vanilla PixelCNNs parameterizing either linear or quadratic splines in
multiple layers for CIFAR-10. Reported numbers are in bits/dim and training performance in
parentheses.

Layers Dropout PixelCNN PixelCNN (Quad.)
1 - 3.14 (3.11) 3.09 (3.05)
2 - 3.07 (2.98) 3.05 (2.96)

4 - 3.09 (2.89) 3.09 (2.88)
0.2 3.02 (2.98) 3.01 (2.98)

Algorithm 1 Multilayer Subset Flow Likelihood

Observe discrete x.
Define z(lower)

0 = x, z(upper)0 = x+ 1.
for l = 1 to L do

Compute λl ← Net
(
z
(lower)
l−1

)
.

Transform z
(lower)
l = fl(z

(lower)
l−1 |λl).

Transform z
(upper)
l = fl(z

(upper)
l−1 |λl).

end for
logP (x) =

∑D
d=1 log

[
z
(upper)
L,d − z(lower)

L,d

]
.

Algorithm 2 Multilayer Subset Flow Sampling

Sample z ∼∏D
d=1 Unif(zd|0, 1).

for d = 1 to D do
for l = 1 to L do

Compute λl,d ← Net
(
z
(lower)
l−1,1:d−1

)
.

Transform zl−1,d = f−1l,d (zl,d|λl,d).
end for
Define yd = z0,d.
Quantize yd to obtain xd.

end for

F.1 Multilayer PixelCNN Subset Flows for CIFAR-10

We will here demonstrate that performance improves with an increasing number of PixelCNNs in a
multi-layer subset flow, even when they all share the same autoregressive order. Due to its relatively
lightweight nature compared to more recent autoregressive models, we use the original architecture
of van den Oord et al. (2016c). We train 1, 2 and 4 layers of PixelCNN parameterizing either linear
or quadratic splines on CIFAR-10. The results can be found in Table 6.

The single-layer linear spline case corresponds to the original PixelCNN model and the performance
reported here matches van den Oord et al. (2016c) with 3.14 bits/dim. We observe that increasing the
number of layers improve the fit over the single-layer version. In fact, the 4-layer version is flexible
enough to overfit. By countering this using dropout with a rate of 0.2, the test set performance of the
4-layer version greatly improves, yielding the best performing model. In fact, by simply stacking
4 layers of the original PixelCNN, we outperform the improved model Gated PixelCNN (van den
Oord et al., 2016b). In addition to multiple layers improving performance, we observe that quadratic
splines improve performance over linear splines in all cases here.

F.2 Multilayer PixelCNN++ Subset Flows for CIFAR-10

We here experiment with combining PixelCNN++ (Salimans et al., 2017) with other models in a
multilayer subset flow. We use the original PixelCNN++ architecture and combine this with the
original PixelCNN architecture (van den Oord et al., 2016c) parameterizing quadratic splines with 16
bins. We train this combination in both orders. The PixelCNN architecture here uses a dropout rate
of 0.5, matching that of the PixelCNN++ architecture. The results are shown in Table 7.

We observe some slight improvements from combining PixelCNN++ with other models. Earlier
experiments indicated that improving on PixelCNN++ by combining it with more layers of PixelCNN
or PixelCNN++ was difficult since this often resulted in severe overfitting. We thus observe only
mild improvements over the original model by combining it with other flows. We note that these
are the best reported results for CIFAR-10 among models that only use convolutions and do not rely
on self-attention. For further improvements, incorporating self-attention in the model would thus
probably be of help.
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Table 7: PixelCNN++ with combined with PixelCNN (Quad.) for the CIFAR-10 dataset.
Model Bits/dim

PixelCNN++ 2.924
PixelCNN++ & PixelCNN (Quad.) 2.914
PixelCNN (Quad.) & PixelCNN++ 2.906

F.3 Multilayer PixelCNN Subset Flows for ImageNet 32x32 and 64x64

In addition to training PixelCNN (van den Oord et al., 2016c) models in multiple flow layers for
CIFAR-10, we here attempt the same for the 32x32 and 64x64 ImageNet datasets. For simplicity,
all parameters were kept the same as in the case of CIFAR-10, except that 20 residual blocks
were used for ImageNet64 (due to the need of a larger receptive field). The results for PixelCNN,
2×PixelCNN and 2×PixelCNN (Quad.) are shown in Table 8. We observe that performance improves
with 2 layers instead of 1 and that swapping linear splines with quadratic splines further improves
performance. Note that the performance of these models are slightly sub-par compared to other
results by autoregressive models for these datasets. We attribute this to the fact that most other
work use larger models, such as more filters in the convolutional layers, than the simple PixelCNN
architectures we used here. Regardless, these results show that stacking more layers also helps for
the 32x32 and 64x64 ImageNet datasets.

The ImageNet32 models were trained for 30 epochs with a batch size of 16, while the ImageNet64
models were trained for 20 epochs with a batch size of 8. The Adam optimizer (Kingma and Ba, 2015)
was used. The learning rate was initially 3 · 10−4 and decayed by 0.5 at epochs 15, 18, 21, 24, 27 (for
ImageNet32) and epochs 10, 12, 14, 16, 18 (for ImageNet64).

Table 8: Multiple layers of vanilla PixelCNNs for the 32x32 and 64x64 ImageNet datasets.
Model ImageNet32 ImageNet64

PixelCNN 3.96 3.67
2 × PixelCNN 3.91 3.63

2 × PixelCNN (Quad.) 3.90 3.61

G Samples

See Fig. 6 for samples from PixelCNN, PixelFlow, PixelCNN++ and PixelFlow++.
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(a) PixelCNN. (b) PixelCNN++.

(c) PixelFlow. (d) PixelFlow++.

Figure 6: Unconditional samples from PixelCNN-based flow models trained on the CIFAR-10 dataset.
The PixelFlow(++) model composes PixelCNN(++) with a Glow-like coupling flow. The perceptual
quality appears to improve in the multi-layer flow models compared to the single-layer base models.
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Abstract

Normalizing flows and variational autoencoders are powerful generative models
that can represent complicated density functions. However, they both impose con-
straints on the models: Normalizing flows use bijective transformations to model
densities whereas VAEs learn stochastic transformations that are non-invertible and
thus typically do not provide tractable estimates of the marginal likelihood. In this
paper, we introduce SurVAE Flows: A modular framework of composable transfor-
mations that encompasses VAEs and normalizing flows. SurVAE Flows bridge the
gap between normalizing flows and VAEs with surjective transformations, wherein
the transformations are deterministic in one direction – thereby allowing exact
likelihood computation, and stochastic in the reverse direction – hence providing
a lower bound on the corresponding likelihood. We show that several recently
proposed methods, including dequantization and augmented normalizing flows,
can be expressed as SurVAE Flows. Finally, we introduce common operations
such as the max value, the absolute value, sorting and stochastic permutation as
composable layers in SurVAE Flows.

1 Introduction

Normalizing flows (Tabak and Vanden-Eijnden, 2010; Tabak and Turner, 2013; Rezende and Mo-
hamed, 2015) provide a powerful modular and composable framework for representing expressive
probability densities via differentiable bijections (with a differentiable inverse). These composable
bijective transformations accord significant advantages due to their ability to be implemented using
a modular software framework with a general interface consisting of three important components:
(i) a forward transform, (ii) an inverse transform, and (iii) a log-likelihood contribution through the
Jacobian determinant. Thus, significant advances have been made in recent years to develop novel
flow modules that are easily invertible, expressive and computationally cheap (Dinh et al., 2015, 2017;
Kingma et al., 2016; Papamakarios et al., 2017; Huang et al., 2018; Jaini et al., 2019a,b; Kingma and
Dhariwal, 2018; Hoogeboom et al., 2019b, 2020; Durkan et al., 2019; van den Berg et al., 2018).

However, the bijective nature of the transformations used for building normalizing flows limit
their ability to alter dimensionality, model discrete data and distributions with discrete structure or
disconnected components. Specialized solutions have been developed to address these limitations
independently. Uria et al. (2013); Ho et al. (2019) use dequantization to model discrete distributions
using continuous densities, while Tran et al. (2019); Hoogeboom et al. (2019a) propose a discrete
analog of normalizing flows. Cornish et al. (2019) use an augmented space to model an infinite
mixtures of normalizing flows to address the problem of disconnected components whereas Huang
et al. (2020); Chen et al. (2020) use a similar idea of augmentation of the observation space to model
expressive distributions. VAEs (Kingma and Welling, 2014; Rezende et al., 2014), on the other hand,
have no such limitations, but only provide lower bound estimates of the tractable estimates for the
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(a) Bijective
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(b) Surjective (Gen.)

Z X

(c) Surjective (Inf.)

Z X

(d) Stochastic

Figure 1: Classes of SurVAE transformations Z → X and their inverses X → Z . Solid lines indicate
deterministic transformations, while dashed lines indicate stochastic transformations.

exact marginal density. These shortcomings motivate the question: Is it possible to have composable
and modular architectures that are expressive, model discrete and disconnected structure, and allow
altering dimensions with exact likelihood evaluation?

In this paper, we answer this affirmatively by introducing SurVAE Flows that use surjections to
provide a unified, composable, and modular framework for probabilistic modeling. We introduce our
unifying framework in §2 by identifying the components necessary to build composable architectures
with modular software implementation for probabilistic modeling. We then introduce surjections
for probabilistic modeling in §3 and show that these transformations lie at the interface between
VAEs (stochastics maps) and normalizing flows (bijective maps). We unify these transformations
(bijections, surjections, and stochastic transformations) in a composable and modular framework that
we call SurVAE Flows. Subsequently, in §3.1, we propose novel SurVAE Flow layers like max value
used for max pooling layers, absolute value for modelling symmetries in the data, and sorting and
stochastic permutations that can be used for modelling exchangeable data and order statistics. Finally,
in §3.2 we connect SurVAE Flows to several aforementioned specialised models by expressing them
using SurVAE Flow layers which can now be implemented easily using our modular implementation.
We demonstrate the efficacy of SurVAE Flows with experiments on synthetic datasets, point cloud
data, and images. Code to implement SurVAE Flows and reproduce results is publicly available1.

2 Preliminaries and Setup

In this section, we set up our main problem, provide key notations and definitions, and formulate a
unifying framework for using different kinds of transformations to model distributions.

Let x ∈ X and z ∈ Z be two variables with distributions p(x) and p(z). We call a deterministic
mapping f : Z → X bijective if it is both surjective and injective. A mapping is surjective if ∀x ∈ X ,
∃ z ∈ Z such that x = f(z). A mapping is injective if ∀z1, z2 ∈ Z , f(z1) = f(z2) =⇒ z1 = z2.
If the mapping is not deterministic, we refer to it as a stochastic mapping, and denote it as z ∼ p(x|z).
Normalizing flows (Tabak and Vanden-Eijnden, 2010; Tabak and Turner, 2013; Rezende and
Mohamed, 2015) make use of bijective transformations f to transform a simple base density
p(z) to a more expressive density p(x), making using the change-of-variables formula p(x) =
p(z)|det∇xf

−1(x)|. VAEs (Kingma and Welling, 2014; Rezende et al., 2014), on the other hand,
define a probabilistic graphical model where each observed variable x has an associated latent variable
z with the generative process as z ∼ p(z), x ∼ p(x|z), where p(x|z) may be viewed as a stochastic
transformation. VAEs use variational inference with an amortized variational distribution q(z|x) to
approximate the intractable posterior p(z|x) which facilitates computation of a lower bound of p(x)
known as the evidence lower bound (ELBO) i.e., L := Eq(z|x)[log p(x|z)]− DKL[q(z|x)‖p(z)].
In the following, we introduce a framework to connect flows and VAEs2 by showing that bijective
and stochastic transformations are composable and require three important components for use in
probabilistic modeling: (i) a forward transformation, f : Z → X with an associated conditional
probability p(x|z), (ii) an inverse transformation, f−1 : X → Z with an associated distribution
q(z|x), and (iii) a likelihood contribution term used for log-likelihood computation.

1The code is available at https://github.com/didriknielsen/survae_flows
2We note that Wu et al. (2020) also considered stochastic maps in flows using MCMC transition kernels.
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Table 1: Composable building blocks of SurVAE Flows.

Transformation Forward Inverse Likelihood Contribution Bound Gap
x← z z ← x V(x, z) E(x, z)

Bijective x = f(z) z = f−1(x) log |det∇xz| 0

Stochastic x ∼ p(x|z) z ∼ q(z|x) log p(x|z)
q(z|x) log q(z|x)

p(z|x)

Surjective (Gen.) x = f(z) z ∼ q(z|x) log p(x|z)
q(z|x) as

p(x|z)→
δ(x− f(z))

log q(z|x)
p(z|x)

Surjective (Inf.) x ∼ p(x|z) z = f−1(x) log p(x|z)
q(z|x) as

q(z|x)→
δ(z − f−1

(x))
0

Forward Transformation: For a stochastic transformation, the forward transformation is the condi-
tional distribution p(x|z). For a bijective transformation, on the other hand, the forward transforma-
tion is deterministic and therefore, p(x|z) = δ

(
x− f(z)

)
or simply x = f(z).

Inverse Transformation: For a bijective transformation, the inverse is also deterministic and given
by z = f−1(x). For a stochastic transformation, the inverse is also stochastic and is defined by
Bayes theorem p(z|x) = p(x|z)p(z)/p(x). Computing p(z|x) is typically intractable and we thus
resort to a variational approximation q(z|x).
Likelihood Contribution: For bijections, the density p(x) can be computed from p(z) and the
mapping f using the change-of-variables formula as:

log p(x) = log p(z) + log |detJ |, z = f−1(x) (1)

where |detJ | = |det∇xf
−1(x)| is the absolute value of the determinant of the Jacobian matrix of

f−1 which defines the likelihood contribution term for a bijective transformation f . For stochastic
transformations, we can rewrite the marginal density p(x) as:

log p(x) = Eq(z|x)[log p(x|z)]− DKL[q(z|x)‖p(z)]︸ ︷︷ ︸
ELBO

+DKL[q(z|x)‖p(z|x)]︸ ︷︷ ︸
Gap in Lower Bound

(2)

Algorithm 1: log − likelihood(x)

Data: x, p(z) & {ft}Tt=1
Result: L(x)
for t in range(T ), do

if ft is bijective then
z = f−1

t (x) ;
Vt = log

∣∣det ∂z∂x
∣∣ ;

else if ft is stochastic then
z ∼ qt(z|x) ;
Vt = log pt(x|z)

qt(z|x) ;
x = z ;

end
return log p(z) +

∑T
t=1 Vt

The ELBO L in Eq. 2 can then be evaluated using a single
Monte Carlo sample: L ≈ log p(z) + log p(x|z)

q(z|x) , z ∼ q(z|x).
Therefore, the likelihood contribution term for a stochastic
transformation is defined as log p(x|z)

q(z|x) . Furthermore, we show
in App. A that Eq. 2 allows us to recover the change-of-variables
formula given in Eq. 1 by using Dirac delta functions, thereby
drawing a precise connection between VAEs and normalizing
flows. Crucially, Eq. 2 helps us to reveal a unified modular
framework to model a density p(x) under any transformation
by restating it as:

log p(x) ' log p(z)+V(x, z)+E(x, z), z ∼ q(z|x) (3)

where V(x, z) and E(x, z) are the likelihood contribution and
bound looseness terms, respectively. The likelihood contribu-
tion is V(x, z) = log |detJ | for bijections and log p(x|z)

q(z|x) for
stochastic transformations. For bijections, likelihood evaluation
is deterministic and exact with E(x, z) = 0, while for stochastic maps it is stochastic and unbiased
with a bound looseness of E(x, z) = log q(z|x)

p(z|x) . This is summarized in Table 1. The first term in
Eq. 3, log p(z), reveals the compositional nature of the transformations, since it can be modeled
by further transformations. While the compositional structure has been used widely for bijective
transformations, Eq. 3 demonstrates its viability for stochastic maps as well. We demonstrate this
unified compositional structure in Alg. 1.

3



3 SurVAE Flows

As explained in Section 2, bijective and stochastic transformations provide a modular framework for
constructing expressive generative models. However, they both impose constraints on the model:
bijective transformations are deterministic and allow exact likelihood computation, but they are
required to preserve dimensionality. On the other hand, stochastic transformations are capable of
altering the dimensionality of the random variables but only provide a stochastic lower bound estimate
of the likelihood. Is it possible to have composable transformations that can alter dimensionality
and allow exact likelihood evaluation? In this section, we answer this question affirmatively by
introducing surjective transformations as SurVAE Flows that bridge the gap between bijective and
stochastic transformations.

In the following, we will define composable deterministic transformations that are surjective and
non-injective. For brevity, we will refer to them as surjections or surjective transformations. Note
that for surjections, multiple inputs can map to a single output, resulting in a loss of information since
the input is not guaranteed to be recovered through inversion. Similar to bijective and stochastic
transformations, the three important components of composable surjective transformations are:

Forward Transformation: Like bijections, surjective transformations have a deterministic forward
transformation p(x|z) = δ

(
x− f(z)

)
or x = f(z).

Inverse Transformation: In contrast with bijections, surjections f : Z → X are not invertible since
multiple inputs can map to the same output. However, they have right inverses, i.e. functions g : X →
Z such that f ◦ g(x) = x, but not necessarily g ◦ f(z) = z. We will use a stochastic right inverse
q(z|x) which can be thought of as passing x through a random right inverse g. Importantly, q(z|x)
only has support over the preimage of x, i.e. the set of z that map to x, B(x) = {z|x = f(z)}.
So far, we have described what we will term generative surjections, i.e. transformations that are
surjective in the generative direction Z → X . We will refer to a transformation which is surjective in
the inference direction X → Z as an inference surjection. These are illustrated in Fig.1. Generative
surjections have stochastic inverse transformations q(z|x), while inference surjections have stochastic
forward p(x|z) transformations.

Likelihood Contribution: For continuous surjections, the likelihood contribution term is:

Eq(z|x)

[
log

p(x|z)
q(z|x)

]
, as

{
p(x|z)→ δ

(
x− f(z)

)
, for gen. surjections.

q(z|x)→ δ
(
z − f−1(x)

)
, for inf. surjections.

While generative surjections generally give rise to stochastic estimates of the likelihood contribution
and introduce lower bound likelihood estimates, inference surjections allow exact likelihood com-
putation (see App. B). Before proceeding further, we give a few examples to better understand the
construction of a surjective transformation for probabilistic modeling.

Example 1 (Tensor slicing) Let f be a tensor slicing surjection that takes input z = (z1, z2) ∈ Rdz
and returns a subset of the elements, i.e. x = f(z) = z1. To develop this operation as a SurVAE
layer, we first specify the stochastic forward and inverse transformations as:

p(x|z) = N (x|z1, σ
2I), and q(z|x) = N (z1|x, σ2I)q(z2|x)

We next compute the likelihood contribution term in the limit that p(x|z)→ δ
(
x− f(z)

)
. Here, this

corresponds to σ → 0. Thus,

V(x, z) = lim
σ2→0

Eq(z|x)

[
log

p(x|z)
q(z|x)

]
= Eq(z2|x) [− log q(z2|x)] ,

which corresponds to the entropy of q(z2|x) that is used to infer the sliced elements z2. We illustrate
the slicing surjection for both the generative and inference directions in Fig. 2.

Example 2 (Rounding) Let f be a rounding surjection that takes an input z ∈ Rdz and returns the
rounded x := bzc. The forward transformation is a discrete surjection P (x|z) = I(z ∈ B(x)), for
B(x) = {x+ u|u ∈ [0, 1)d}. The inverse transformation q(z|x) is stochastic with support in B(x).
Inserting this in the likelihood contribution term and simplifying, we find

V(x, z) = Eq(z|x) [− log q(z|x)] .
This generative rounding surjection gives rise to dequantization (Uria et al., 2013; Ho et al., 2019)
which is a method commonly used to train continuous flows on discrete data such as images.
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Table 2: Summary of selected inference surjection layers. See App. C for more SurVAE layers.
Surjection Forward Inverse V(x,z)

Abs s ∼ Bern(π(z)) s = signx
log p(s|z)

x = s · z, s ∈ {−1, 1} z = |x|

Max k ∼ Cat(π(z)) k = argmaxx
log p(k|z) + log p(x−k|z, k)xk = z,x−k ∼ p(x−k|z, k) z = maxx

Sort I ∼ Cat(π(z)) I = argsortx
log p(I|z)

x = zI z = sortx

The preceding discussion shows that surjective transformations can be composed to construct ex-
pressive transformations for density modelling. We call a single surjective transformation a SurVAE
layer and a composition of bijective, surjective, and/or stochastic transformations a SurVAE Flow.
The unified framework of SurVAE Flows allows us to construct generative models learned using the
likelihood (or its lower bound) of the data, utilizing Eq. 3, and Table 1.

3.1 Novel SurVAE Layers

(a) Gen. slicing

(b) Inf. slicing

(c) Inf. max

Figure 2: Surjections.

We developed the tensor slicing and rounding surjections in Exam-
ples 1 and 2. In this section, we introduce additional novel SurVAE
layers including the absolute value, the maximum value and sorting
as surjective layers and stochastic permutation as a stochastic layer.
We provide a summary of these in Table 2. Due to space constraints,
we defer the derivations and details on each of these surjections to
Appendix D-G along with detailed tables on generative and inference
surjections in Table 6 and 7.

Abs Surjection (App. D). The abs surjection returns the the magni-
tude of its input, z = |x|. As a SurVAE layer, we can represent the
inference surjection with the forward and inverse transformations as:

p(x|z) =
∑

s∈{−1,1}
p(x|z, s)p(s|z) =

∑

s∈{−1,1}
δ(x− sz)p(s|z),

q(z|x) =
∑

s∈{−1,1}
q(z|x, s)p(s|x) =

∑

s∈{−1,1}
δ(z − sx)δs,sign(x)

where q(z|x) is deterministic corresponding to z = |x|. The forward
transformation p(x|z) involves the following steps: (i) sample the
sign s, conditioned on z, and (ii) apply the sign to z to obtain x = sz.
Abs surjections are useful for modelling data with symmetries which
we demonstrate in our experiments.

Max Surjection (App. E, Fig. 2). The max operator returns the
largest element of an input vector, z = maxx. We can represent
this transformation as

p(x|z) =
K∑

k=1

p(x|z, k)p(k|z) =
K∑

k=1

δ(xk − z)p(x−k|z, k)p(k|z),

q(z|x) =
K∑

k=1

q(z|x, k)q(k|x) =
K∑

k=1

δ(z − xk)δk,argmax(x),

where q(z|x) is deterministic and corresponds to z = maxx. While the inverse is deterministic
The stochastic forward proceeds by (i) sampling an index k and setting xk = z, and (ii) imputing
the remaining values x−k of x such that they are all smaller than xk. Max surjections are useful in
implementing the max pooling layer commonly used in convolutional architectures for downsampling.
In our experiments, we demonstrate the use of max surjections for probabilistic modelling of images.

Sort Surjection (App. F). Sorting, z = sort(x) returns a vector in sorted order. It is a surjective
(and non-injective) transformation since the original order of the vector is lost in the operation even
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though the dimensions remain the same. Sort surjections are useful in modelling naturally sorted
data, learning order statistics, and learning an exchangeable model using flows.

Stochastic Permutation (App. G). A stochastic permutation transforms the input vector by shuffling
the elements randomly. The inverse pass for a permutation is the same as the forward pass with
the likelihood contribution term equal to zero, V = 0. Stochastic permutations helps to enforce
permutation invariance i.e. any flow can be made permutation invariant by adding a final permutation
SurVAE layer. In our experiments, we compare sorting surjections and stochastic permutations to
enforce permutation invariance for modelling exchangeable data.

Stochastic Inverse Parameterization. For surjections, the stochastic inverses have to be defined so
that they form a distribution over the possible right-inverses. Different right-inverse distributions
do not have to align over subsets of the space. Consequently, for more sophisticated choices of
right-inverses, the log-likelihood may be discontinuous across boundaries of these subsets. Since
these points have measure zero, this does not influence the validity of the log-likelihood. However, it
may impede optimization using gradient-based methods. In our experiments, we did not encounter
any specific issues, but for a more thorough discussion see (Dinh et al., 2019).

3.2 Connection to Previous Work

The results above provide a unified framework based on SurVAE Flows for estimating probability
densities. We now connect this general approach to several recent works on generative modelling.

The differentiable and bijective nature of transformations used in normalizing flows limit their
ability to alter dimensionality, model discrete data, and distributions with disconnected components.
Specialized solutions have been proposed in recent years to address these individually. We now show
that these works can be expressed using SurVAE Flow layers, as summarized in Table 3.

3.2.1 Using Stochastic Transformations

As discussed in Sec. 2, VAEs (Kingma and Welling, 2014; Rezende et al., 2014) may be formulated
as composable stochastic transformations. Probabilistic PCA Tipping and Bishop (1999) can be
considered a simple special case of VAEs wherein the forward transformation is linear-Gaussian, i.e.
p(x|z) = N (x|Wz, σ2I). Due to the linear-Gaussian formulation, the posterior p(z|x) is tractable
and we can thus perform exact stochastic inversion for this model. Diffusion models (Sohl-Dickstein
et al., 2015; Ho et al., 2020) are another class of models closely related to VAEs. For diffusion models,
the inverse q(z|x) implements a diffusion step, while the forward transformation p(x|z) learns to
reverse the diffusion process. Wu et al. (2020) propose an extended flow framework consisting of
bijective and stochastic transformations using MCMC transition kernels. Their method utilizes the
same computation as in the general formulation in Algorithm 1, but does not consider surjective maps
or an explicit connection to VAEs. Their work shows that MCMC kernels may also be implemented
as stochastic transformations in SurVAE Flows.

Table 3: SurVAE Flows as a unifying framework.
Model SurVAE Flow architecture

Probabilistic PCA (Tipping and Bishop, 1999)
VAE (Kingma and Welling, 2014; Rezende et al., 2014)

Diffusion Models (Sohl-Dickstein et al., 2015; Ho et al., 2020)
Z stochastic−−−−−→ X

Dequantization (Uria et al., 2013; Ho et al., 2019) Z round−−−→ X

ANFs, VFlow (Huang et al., 2020; Chen et al., 2020) X augment−−−−→ X × E bijection−−−−→ Z

Multi-scale Architectures (Dinh et al., 2017) X bijection−−−−→ Y × E slice−−→ Y bijection−−−−→ Z

CIFs, Discretely Indexed Flows, DeepGMMs
(Cornish et al., 2019; Duan, 2019; Oord and Dambre, 2015) X augment−−−−→ X × E bijection−−−−→ Z × E slice−−→ Z

RAD Flows (Dinh et al., 2019) X partition−−−−→ XE × E bijection−−−−→ Z × E slice−−→ Z
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3.2.2 Using Surjective Transformations

Dequantization (Uria et al., 2013; Ho et al., 2019) is used for training continuous flow models on
ordinal discrete data such as images and audio. Dequantization fits into the SurVAE Flow framework
as a composable generative rounding surjection (cf. Example 2) and thus simplifies implementation.
When the inverse q(z|x) is a standard uniform distributon, uniform dequantization is obtained, while
a more flexible flow-based distribution q(z|x) yields variational dequantization (Ho et al., 2019).

VFlow (Chen et al., 2020) and ANFs (Huang et al., 2020) aim to build expressive generative models
by augmenting the data space and jointly learning a normalizing flow for the augmented data space
as well as the distribution of augmented dimensions. This strategy was also adopted by Dupont et al.
(2019) for continuous-time flows. VFlow and ANFs can be obtained as SurVAE Flows by composing
a bijection with a generative tensor slicing surjection (cf. Example 1 and Figure 3a). The reverse
transformation, i.e. inference slicing, results in the multi-scale architecture of Dinh et al. (2017).

CIFs (Cornish et al., 2019) use an indexed family of bijective transformations g(·; ε) : Z → X
where Z = X ⊆ Rd, and ε ∈ E ⊆ Rdε with the generative process as: z ∼ p(z), ε ∼ p(ε|z) and
x = g(z; ε) and requires specifying p(z) and p(ε|z). CIFs are akin to modeling densities using an
infinite mixture of normalizing flows since g is a surjection from an augmented space Z × E to the
data space X . Consequently, CIFs can be expressed as a SurVAE flow using a augment surjection
composed with a bijection and tensor slicing (cf. Figure 3b). Similarly, Duan (2019) used a finite
mixture of normalizing flows to model densities by using a discrete index set E = {1, 2, 3, · · · ,K}
with bijections g(·; ε). Deep Gaussian mixture models (Oord and Dambre, 2015) form special case
wherein the bijections g(·; ε) are linear transformations.

RAD flows (Dinh et al., 2019) are also “similar” to CIFs but it partitions the data space into finite
disjoint subsets {Xi}Ki=1 ⊆ X and defines bijections gi : Z → Xi,∀ i ∈ {1, 2, ...,K} with the
generative process as z ∼ p(z), i ∼ p(i|z) and x = gi(z). Interestingly, RAD can be seen to
implement a class of inference surjections that rely on partitioning of the data space. The partitioning
is learned during training, thus allowing learning of expressive inference surjections. However,
careful parameterization is required for stable gradient-based training. We note that the abs and sort
inference surjections introduced earlier may be expressed using a static (non-learned) partitioning
of the data space X and thus have close ties to RAD. However, RAD does not express generative
surjections or more general inference surjections that do not rely on partitioning, such as dimensional
changes.

Finally, we note that apart from providing a general method for modelling densities, SurVAE Flows
provide a modular framework for easy implementation of the methods described here. We discuss
these important software perspectives using code snippets in App. H.

Bijection

Augmentation
(Gen. Tensor Slicing)

(a) Augmented Flow.

Bijection

Augmentation
(Gen. Tensor Slicing)

Factor out
(Inf. Tensor Slicing)

(b) Infinite Mixture of Flows.

Figure 3: Flow architectures making use of tensor slicing.
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4 Experiments
Data Flow AbsFlow (ours)

Dataset Flow AbsFlow (ours)
Checkerboard 3.65 3.49
Corners 3.19 3.03
Gaussians 3.01 2.86
Circles 3.44 2.99

Figure 4: Comparison of flows with and with-
out absolute value surjections modelling anti-
symmetric (top row) and symmetric (3 bottom
rows) 2-dimensional distributions.

We investigate the ability of SurVAE flows to model
data that is difficult to model with normalizing
flows. We show that the absolute value surjection
is useful in modelling data where certain symme-
tries are known to exist. Next, we demonstrate that
SurVAE flows allow straightforward modelling of
exchangeable data by simply composing any flow
together with either a sorting surjection or a stochas-
tic permutation layer. Furthermore, we investigate
the use of max pooling – which is commonly used
for downsampling in convolutional neural networks
– as a surjective downsampling layer in SurVAE
flows for image data.

Synthetic Data. We first consider modelling data
where certain symmetries are known to exist. We
make use of 3 symmetric and 1 anti-symmetric
synthetic 2D datasets. The absolute value inference
surjection can be seen to fold the input space across
the origin and can thus be useful in modelling such
data. The baseline uses 4 coupling bijections, while
our AbsFlow adds an extra abs surjection. For the
anti-symmetric data, AbsFlow uses only a single
abs surjection with a classifier (i.e. for P (s|z))
which learns the unfolding. For further details, see
App. I.1. The results are shown in Fig. 4.

Point Cloud Data. We now consider modelling
exchangeable data. We use the SpatialMNIST
dataset (Edwards and Storkey, 2017), where each
MNIST digit is represented as a 2D point cloud
of 50 points. A point cloud is a set, i.e. it is per-
mutation invariant. Using SurVAE flows, we can
enforce permutation invariance on any flow using
either 1) a sorting surjection – forcing a canonical order on the inputs, or 2) a stochastic permutation –
forcing a random order on the inputs.

We compare 2 SurVAE flows, SortFlow and PermuteFlow, both using 64 layers of coupling flows
parameterized by Transformer networks (Vaswani et al., 2017). Transformers are – when not using
positional encoding – permutation equivariant. PermuteFlow uses stochastic permutation in-between
the coupling layers. SortFlow, on the other hand, uses and initial sorting surjection, which introduces
an ordering, and fixed permutations after. The Transformers thus make use of learned positional
encodings for SortFlow, but not for PermuteFlow. See App. I.2 for further details, and Fig. 5 for

(a) Data (b) SortFlow (c) PermuteFlow

Figure 5: Point cloud samples from permutation-invariant SurVAE flows trained on SpatialMNIST.
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Table 4: Unconditional image modeling results in bits/dim.
Model CIFAR-10 ImageNet32 ImageNet64
RealNVP (Dinh et al., 2017) 3.49 4.28 -
Glow (Kingma and Dhariwal, 2018) 3.35 4.09 3.81
Flow++ (Ho et al., 2019) 3.08 3.86 3.69
Baseline (Ours) 3.08 4.00 3.70
MaxPoolFlow (Ours) 3.09 4.01 3.74

Figure 7: Samples from CIFAR-10 models.
Top: MaxPoolFlow, Bottom: Baseline.

Model Inception ↑ FID ↓
DCGAN* 6.4 37.1
WGAN-GP* 6.5 36.4
PixelCNN* 4.60 65.93
PixelIQN* 5.29 49.46

Baseline (Ours) 5.08 49.56
MaxPoolFlow (Ours) 5.18 49.03

Table 5: Inception score and FID for CIFAR-10.
*Results taken from Ostrovski et al. (2018).

model samples. Interestingly, PermuteFlow outperforms SortFlow, with -5.30 vs. -5.53 PPLL (per-
point log-likelihood), even though it only allows computation of lower bound likelihood estimates.
For comparison, BRUNO (Korshunova et al., 2018) and FlowScan (Bender et al., 2020) obtain
-5.68 and -5.26 PPLL, but make use of autoregressive components. Neural Statistican (Edwards and
Storkey, 2017) utilizes hierarchical latent variables without autoregressive parts and obtains -5.37
PPL. PermuteFlow thus obtains state-of-the-art performance among non-autoregressive models.

Coupling
Conv1x1

Coupling
Conv1x1

Dequantization
(Gen. Rounding)

Max Pooling

Figure 6: Flow architec-
ture with max pooling.
Surjections in green.

Image Data. Max pooling layers are commonly used for downsampling
in convolutional neural networks. We investigate their use as surjective
downsampling transformations in flow models for image data here.

We train a flow using 2 scales with 12 steps/scale for CIFAR-10 and
ImageNet 32×32 and 3 scales with 8 steps/scale for ImageNet 64×64.
Each step consists of an affine coupling bijection and a 1×1 convolution
(Kingma and Dhariwal, 2018). We implement a max pooling surjection
for downscaling and compare it to a baseline model with tensor slicing
which corresponds to a multi-scale architecture (Dinh et al., 2017). We
report results for the log-likelihood in Table 4 and the inception and FID
scores in Table 5 with bolding indicating best among the baseline and
MaxPoolFlow. The results show that compared to slicing surjections,
the max pooling surjections yield marginally worse log-likelihoods, but
better visual sample quality as measured by the Inception score and FID.
We also provide the generated samples from our models in Fig. 7 and
App. J. Due to space constrains, we refer the reader to App. I.3 for more
details on the experiment.

5 Conclusion

We introduced SurVAE flows, a modular framework for constructing likelihood-based models using
composable bijective, surjective and stochastic transformations. We showed how this encompasses
normalizing flows, which rely on bijections, as well as VAEs, which rely on stochastic transformations.
We further showed that several recently proposed methods such as dequantization and augmented
normalizing flows may be obtained as SurVAE flows using surjective transformations. One interesting
direction for further research is development of novel non-bijective transformations that might be
beneficial as composable layers in SurVAE flows.
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A A Connection Between VAEs and Flows

Variational Autoencoders (VAEs) can be seen as a composable stochastic transformations. From this
viewpoint, the log-likelihood resulting from a single transformation can be written as

log p(x) = Eq(z|x) [log p(z)] + Eq(z|x)

[
log

p(x|z)
q(z|x)

]

︸ ︷︷ ︸
Lik. contrib.V(x,z)

+Eq(z|x)

[
log

q(z|x)
p(z|x)

]

︸ ︷︷ ︸
Bound looseness E(x,z)

, (4)

which consists of 1) the log-likelihood of z ∼ q(z|x) under the remaining layers p(z), 2) the
likelihood contribution term V(x, z) and 3) the looseness of the bound E(x, z).
Normalizing flows, on the other hand, make use of deterministic transformations. Specifically, using
a diffeomorphism f : Z → X , the log-likelihood can be computed as

log p(x) = log p(z) + log

∣∣∣∣det
∂z

∂x

∣∣∣∣
︸ ︷︷ ︸

Lik. contrib.V(x,z)

, z = f−1(x), (5)

which consists 1) the log-likelihood of z = f−1(x) under p(z) (possibly another flow) and 2) the
likelihood contribution term, which here corresponds to the log Jacobian determinant. Notice that for
normalizing flows, the likelihood is exact and hence the bound looseness term E(x, z) = 0.

In the remainder of this section we show that the change-of-variables formula (Eq. 5) can be obtained
from the ELBO (Eq. 4).

Proof. We can use a composition of a function g with a Dirac δ-function:
∫
δ(g(z))f(g(z))

∣∣∣∣det
∂g(z)

∂z

∣∣∣∣ dz =

∫
δ(u)f(u)du (6)

to conclude that

δ(g(z)) =

∣∣∣∣det
∂g(z)

∂z

∣∣∣∣
−1

z=z0

δ(z − z0) (7)

with z0 being the root of g(z). This results assumes that g is smooth (derivative exists), f has
compact support, the root is unique and the Jacobian is non-singular.

Let f : Z → X be a diffeomorphism and define a pair of deterministic conditionals

p(x|z) = δ(x− f(z)) (8)

p(z|x) = δ(z − f−1(x)). (9)

Applying the above result to p(x|z), we set g(z) = x− f(z) and find z0 = f−1(x) and

p(x|z) = δ(z − f−1(x))|detJ | = p(z|x)|detJ | , (10)

where

J−1 =
∂f(z)

∂z

∣∣∣∣
z=f−1(x)

.

Let further q(z|x) = p(z|x) = δ(z − f−1(x)). The resulting ELBO gives rise to the change-of-
variables formula,

log p(x) = Eq(z|x)

[
log p(z) + log

p(x|z)
q(z|x) + log

q(z|x)
p(z|x)

]
(11)

= log p(z) + log |detJ |, for z = f−1(x), (12)

where the likelihood contribution V(x, z) = log p(x|z)
q(z|x) = log |detJ |, while the bound looseness

term E(x, z) = log q(z|x)
p(z|x) = 0, trivially.
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B The Bound Looseness for Inference Surjections

For inference surjections f : X → Z , the bound looseness term E(x, z) = 0, given that the stochastic
right inverse condition is satified. The stochastic right inverse condition requires that p(x|z) defines
a distribution over the possible right inverses of the surjection f .

A right inverse function g : Z → X to a function f : X → Z satisfies f ◦ g = idZ , but not
necessarily g ◦ f = idX . Here idS denotes an identity map defined on the space S.

We satisfy the stochastic right inverse condition by requiring that p(x|z) only has support over the
fiber of z, i.e. the set of elementsB(z) in the domainX that are mapped to z, B(z) := {x|z = f(x)}.
A simple check for stochastic right invertibility is thus: For any z, computing z = f(x), for
x ∼ p(x|z) should return the original z.

Given that the distribution p(z) has full support over Z and the stochastic right inverse condition
is satisfied, we have that, for any observed x, only one z could have given rise to the observation
x. Consequently, the posterior distribution p(z|x) = δ(z − f(x)) is deterministic. By defining
q(z|x) = p(z|x), the bound looseness is thus E(x, z) = 0.

C List of SurVAE Layers

See Table 6 and Table 7 for lists of generative and inference surjection layers, respectively.

Table 6: Summary of some generative surjection layers.
Surjection Forward Inverse V(x,z)
Rounding x = bzc z ∼ q(z|x) where z ∈ [x, x+ 1) − log q(z|x)
Slicing x = z1 z1 = x,z2 ∼ q(z2|x) − log q(z2|x)

Abs s = sign z s ∼ Bern(π(x)) − log q(s|x)
x = |z| z = s · x, s ∈ {1,−1}

Max k = argmaxz k ∼ Cat(π(x)) − log q(k|x)− log q(z−k|x, k)x = max z zk = x,z−k ∼ q(z−k|x, k)

Sort I = argsort z I ∼ Cat(π(x)) − log q(I|x)
x = sort z z = xI

ReLU x = max(z, 0) if x = 0 : z ∼ q(z), else : z = x I(x = 0)[− log q(z)]

Table 7: Summary of some inference surjection layers.
Surjection Forward Inverse V(x,z)
Rounding x ∼ p(x|z) where x ∈ [z, z + 1) z = bxc log p(z|x)
Slicing x1 = z,x2 ∼ p(x2|z) z = x1 log p(x2|z)

Abs s ∼ Bern(π(z)) s = signx
log p(s|z)

x = s · z, s ∈ {−1, 1} z = |x|

Max k ∼ Cat(π(z)) k = argmaxx
log p(k|z) + log p(x−k|z, k)xk = z,x−k ∼ p(x−k|z, k) z = maxx

Sort I ∼ Cat(π(z)) I = argsortx
log p(I|z)

x = zI z = sortx

ReLU if z = 0 : x ∼ p(x), else : x = z z = max(x, 0) I(z = 0) log p(x)
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D The Absolute Value Surjection

We here develop the absolute value surjections, both in the generative direction x = |z| and in the
inference direction z = |x|. We will make use of Dirac delta functions to develop the likelihood
contributions, but we could equivalently develop them using Gaussian distributions where σ → 0.

D.1 Generative Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
∑

s∈{−1,1}
p(x|z, s)p(s|z) =

∑

s∈{−1,1}
δ(x− sz)δs,sign(z), (13)

q(z|x) =
∑

s∈{−1,1}
q(z|x, s)q(s|x) =

∑

s∈{−1,1}
δ(z − sx)q(s|x), (14)

where the forward transformation p(x|z) is fully deterministic and corresponds to x = |z|. The infer-
ence direction involves two steps, 1) sample the sign s of z conditioned of x, and 2) deterministically
map x to z = sx. Note that q(s|x) may either be trained as a classifier or fixed to e.g. q(s|x) = 1/2.
The last choice especially makes sense when p(z) is symmetric.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,s)q(s|x)

[
log

p(x|z, s)p(s|z)
q(z|x, s)q(s|x)

]
(15)

= Eδ(z−sx)q(s|x)

[
log

δ(x− sz)δs,sign(z)

δ(z − sx)q(s|x)

]
(16)

≈ − log q(s|x), where z = sx, s ∼ q(s|x). (17)

Here, δ(x− sz) and δ(z − sx) cancel since δ(x− sz) = δ(z − x/s)|1/s| = δ(z − sx).

D.2 Inference Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
∑

s∈{−1,1}
p(x|z, s)p(s|z) =

∑

s∈{−1,1}
δ(x− sz)p(s|z), (18)

q(z|x) =
∑

s∈{−1,1}
q(z|x, s)q(s|x) =

∑

s∈{−1,1}
δ(z − sx)δs,sign(x), (19)

where the inverse transformation q(z|x) is fully deterministic and corresponds to z = |x|. The
generative direction involves two steps, 1) sample the sign of x conditioned of z, and 2) determin-
istically map z to x = sz. Note that p(s|z) may either be trained as a classifier or fixed to e.g.
p(s|z) = 1/2. The last choice gives rise to an absolute value surjection which may be used to enforce
exact symmetry across the origin.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,s)q(s|x)

[
log

p(x|z, s)p(s|z)
q(z|x, s)q(s|x)

]
(20)

= Eδ(z−sx)δs,sign(x)

[
log

δ(x− sz)p(s|z)
δ(z − sx)δs,sign(x)

]
(21)

= log p(s|z), where z = sx = |x|, s = sign(x). (22)

Here, δ(x− sz) and δ(z − sx) cancel since δ(x− sz) = δ(z − x/s)|1/s| = δ(z − sx).
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E The Maximum Value Surjection

We here develop the maximum value surjections, both in the generative direction x = max z and
in the inference direction z = maxx. We will make use of Dirac delta functions to develop the
likelihood contributions, but we could equivalently develop them using Gaussian distributions where
σ → 0.

E.1 Generative Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
K∑

k=1

p(x|z, k)p(k|z) =
K∑

k=1

δ(x− zk)δk,arg max(z), (23)

q(z|x) =
K∑

k=1

q(z|x, k)q(k|x) =
K∑

k=1

δ(zk − x)q(z−k|x, k)q(k|x), (24)

where k refers to the indices of z, K is the number of elements in z and z−k is z excluding element
k. The forward transformation p(x|z) is fully deterministic and corresponds to x = maxz. The
inference direction involves three steps, 1) sample the index k for the argmax of z conditioned of x,
2) deterministically map x to zk = x, and 3) infer the remaining elements z−k of z. Note that q(k|x)
may either be trained as a classifier or fixed to e.g. q(k|x) = 1/K.

For q to define a right-inverse of p, we require that q(z−k|x, k) only has support in (−∞, x)K−1

such that zk will be the maximum value.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,k)q(k|x)

[
log

p(x|z, k)p(k|z)
q(z|x, k)q(k|x)

]
(25)

= Eδ(zk−x)q(z−k|x,k)q(k|x)

[
log

δ(x− zk)δk,arg max(z)

δ(zk − x)q(z−k|x, k)q(k|x)

]
(26)

≈ − log q(k|x)− log q(z−k|x, k), where zk = x, z−k ∼ q(z−k|x, k), k ∼ q(k|x). (27)

E.2 Inference Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
K∑

k=1

p(x|z, k)p(k|z) =
K∑

k=1

δ(xk − z)p(x−k|z, k)p(k|z), (28)

q(z|x) =
K∑

k=1

q(z|x, k)q(k|x) =
K∑

k=1

δ(z − xk)δk,arg max(x), (29)

where k refers to the indices of x, K is the number of elements in x and x−k is x excluding element
k. The inverse transformation q(z|x) is fully deterministic and corresponds to z = maxx. The
inference direction involves three steps, 1) sample the index k for the argmax of x conditioned of
z, 2) deterministically map z to xk = z, and 3) infer the remaining elements x−k of x. Note that
p(k|z) may either be trained as a classifier or fixed to e.g. p(k|z) = 1/K.

For p to define a right-inverse of q, we require that p(x−k|z, k) only has support in (−∞, z)K−1

such that xk will be the maximum value.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,k)q(k|x)

[
log

p(x|z, k)p(k|z)
q(z|x, k)q(k|x)

]
(30)

= Eδ(z−xk)δk,arg max(x)

[
log

δ(xk − z)p(x−k|z, k)p(k|z)
δ(z − xk)δk,arg max(x)

]
(31)

= log p(k|z) + log p(x−k|z, k), where z = xk = maxx, k = argmaxx. (32)
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F The Sort Surjection

We here develop the sorting surjections, both in the generative direction x = sortz and in the
inference direction z = sortx. We will make use of Dirac delta functions to develop the likelihood
contributions, but we could equivalently develop them using Gaussian distributions where σ → 0.

F.1 Generative Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
∑

I
p(x|z, I)p(I|z) =

∑

I
δ(x− zI)δI,argsort(z), (33)

q(z|x) =
∑

I
q(z|x, I)q(I|x) =

∑

I
δ(z − xI−1)q(I|x), (34)

where I refers to a set of permutation indices, I−1 refers to the inverse permutation indices and
zI refers to the elements of z permuted according to the indices I. Note that there are D! possible
permutations.

The forward transformation p(x|z) is fully deterministic and corresponds to x = sort z. The
inference direction involves two steps, 1) sample permutation indices I conditioned of x, and 2)
deterministically permute x according to the inverse permutation I−1 to obtain z = xI−1 . Note that
q(I|x) may either be trained as a classifier or fixed to e.g. q(I|x) = 1/D!.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,I)q(I|x)

[
log

p(x|z, I)p(I|z)
q(z|x, I)q(I|x)

]
(35)

= Eδ(z−xI−1 )q(I|x)

[
log

δ(x− zI)δI,argsort(z)

δ(z − xI−1)q(I|x)

]
(36)

≈ − log q(I|x), where I ∼ q(I|x). (37)

F.2 Inference Direction

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
∑

I
p(x|z, I)p(I|z) =

∑

I
δ(x− zI−1)p(I|z), (38)

q(z|x) =
∑

I
q(z|x, I)q(I|x) =

∑

I
δ(z − xI)δI,argsort(x), (39)

where I refers to a set of permutation indices, I−1 refers to the inverse permutation indices and xI
refers to the elements of x permuted according to the indices I. Note that there are D! possible
permutations.

The inverse transformation q(z|x) is fully deterministic and corresponds to z = sortx. The
generative direction involves two steps, 1) sample permutation indices I conditioned of z, and 2)
deterministically permute z according to the inverse permutation I−1 to obtain x = zI−1 . Note that
p(I|z) may either be trained as a classifier or fixed to e.g. p(I|z) = 1/D!.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,I)q(I|x)

[
log

p(x|z, I)p(I|z)
q(z|x, I)q(I|x)

]
(40)

= Eδ(z−xI)δI,argsort(x)

[
log

δ(x− zI−1)p(I|z)
δ(z − xI)δI,argsort(x)

]
(41)

= log p(I|z), where z = xI = sortx, I = argsortx. (42)
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G The Stochastic Permutation

We here develop the stochastic permutation layer which randomly permutes its input. The inverse pass
mirrors the forward pass. Note that stochastic permutation is not a surjection, but rather a stochastic
transform. We will make use of Dirac delta functions to develop the likelihood contributions, but we
could equivalently develop them using Gaussian distributions where σ → 0.

Forward and Inverse. We define the forward and inverse transformations as

p(x|z) =
∑

I
p(x|z, I)p(I) =

∑

I
δ(x− zI)Unif(I), (43)

q(z|x) =
∑

I
q(z|x, I)q(I) =

∑

I
δ(z − xI−1)Unif(I), (44)

where I refers to a set of permutation indices, I−1 refers to the inverse permutation indices and
zI refers to the elements of z permuted according to the indices I. Note that there are D! possible
permutations.

The transformation is stochastic and involves the same two steps in both directions: 1) Sample
permutation indices I uniformly at random, and 2) deterministically permute the input according to
the samples indices I.

Likelihood Contribution. We may develop the likelihood contribution by computing

V = Eq(z|x,I)q(I)

[
log

p(x|z, I)p(I)
q(z|x, I)q(I)

]
(45)

= Eδ(z−xI−1 ) Unif(I)

[
log

δ(x− zI)Unif(I)
δ(z − xI−1)Unif(I)

]
(46)

= 0. (47)

This layer thus takes the simple form: Both during the forward and inverse passes, shuffle the input
uniformly at random. The resulting likelihood contribution is zero.
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H The Software Perspective

Normalizing flows provide a powerful modular framework where flexible densities may be specified
using a composition of bijective transformations. Each bijection may be implemented as a module
contained 3 important components: 1) A forward transformation x = f(z), 2) an inverse trans-
formation z = f−1(x), and 3) a Jacobian determinant log |detJ |. Several software libraries for
normalizing flows have been built using this modular design principle (Dillon et al., 2017; Bingham
et al., 2018).

SurVAE flows suggest that such software frameworks may be directly extended since the modules
follow the exact same design principles – each module has 3 important components:

1. A forward transformation Z → X .
2. An inverse transformation X → Z .
3. A likelihood contribution V(x, z).

SurVAE flows allow compositions of not only bijective transformations, but also surjective and
stochastic transformations. This allows us to obtain methods such as dequantization (Uria et al., 2014;
Theis et al., 2016; Ho et al., 2019), variational data augmentation (Huang et al., 2020; Chen et al.,
2020), multi-scale architectures (Dinh et al., 2017) as composable surjective transformations and
VAEs (Kingma and Welling, 2014; Rezende et al., 2014) as composable stochastic transformations.

In our code3, we provide a library of SurVAE flows that may serve as a prototype for a more extensive
library. In the next subsections, we show some selected code snippets from our library. The code
is based on PyTorch (Paszke et al., 2019), but can easily be ported to other frameworks. Note
that in the implementation, the forward method implements the inverse transformation X → Z
and the likelihood contribution V(x, z), since this is what is needed during the forward pass of
backpropagation used for training.

In Sec. H.1 we show an implementation of a VAE as a stochastic transformation, while in Sec.
H.2 and Sec. H.3 we show implementations of dequantization and variational data augmentation
as surjective transformations. Finally, in Sec. H.4, we show an example of how to construct an
augmented normalizing flow through composition of SurVAE layers.

H.1 VAE

We implement VAEs as a composable stochastic transformation.

class VAE(StochasticTransform ):
’’’A variational autoencoder layer.’’’

def __init__(self, decoder , encoder ):
super(VAE , self). __init__ ()
self.decoder = decoder
self.encoder = encoder

def forward(self, x):
z, log_qz = self.encoder.sample_with_log_prob(context=x)
log_px = self.decoder.log_prob(x, context=z)
ldj = log_px - log_qz
return z, ldj

def inverse(self, z):
x = self.decoder.sample(context=z)
return x

3The code is available at https://github.com/didriknielsen/survae_flows
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H.2 Dequantization

We implement UniformDequantization, which may be used to convert between discrete and
continuous variables, as a generative rounding surjection.

class UniformDequantization(Surjection ):
’’’A uniform dequantization layer.’’’

def forward(self, x):
z = x.float () + torch.rand_like(x)
ldj = torch.zeros(x.shape [0])
return z, ldj

def inverse(self, z):
x = z.floor (). long()
return x

H.3 Augmentation

We implement Augment, a generative tensor slicing surjection, which may be used to construct e.g.
augmented normalizing flows (Huang et al., 2020; Chen et al., 2020).

class Augment(Surjection ):
’’’An augmentation layer.’’’

def __init__(self, encoder , split_size ):
super(Augment , self). __init__ ()
self.encoder = encoder
self.split_size = split_size

def forward(self, x):
z2 , log_qz2 = self.encoder.sample_with_log_prob(context=x)
z = torch.cat([x, z2], dim=1)
ldj = -log_qz2
return z, ldj

def inverse(self, z):
x, z2 = torch.split(z, self.split_size , dim =1)
return x

H.4 Example: Augmented Normalizing Flows

We showcase here the simplicity of implementing an augmented normalizing flow using the SurVAE
flow framework. In Listing 1, a simple normalizing flow consisting of 2 coupling layers is constructed.
In Listing 2, this is extended by adding an Augment surjection, resulting in an augmented flow.

Listing 1: A basic flow.
Flow(base_dist=Normal ((2,)),

transforms =[

CouplingBijection (),
Reverse(),
CouplingBijection (),

])

Listing 2: An augmented flow.
Flow(base_dist=Normal ((4,)),

transforms =[
Augment(Normal ((2,)), (2,2)),
CouplingBijection (),
Reverse(),
CouplingBijection (),

])

Using the models in Listing 1 and Listing 2, we compare a standard coupling flow with a simple
extension using an additional Augment layer. We use 4 coupling layers instead of 2 and train models
both using identical setups 10000 iterations each. Augmented flows have improved capabilites of
modelling data with disconnected components. In Fig. 8, we observe that the augmented flows tend
to place their mass more out in a more "clean" fashion and thus demonstrate improved ability to
model complicated 2D densities.
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Data Flow Augmented Flow

Figure 8: Augmented flows show improved capabilities over flows at modelling 2D densities,
especially where there are disconnected components. With SurVAE flows, augmented flows are
implemented by adding a single surjective augmentation layer to the flow as shown in Listing 2.
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I Experimental Details

We here give more details on the experiments. For further details, see our open-source code4.

I.1 Synthetic Data

Data. We used 4 synthetic datasets, checkerboard, corners, gaussians and circles. For each
syntheric dataset, 128000 samples were used as a training set and 128000 more samples as a test set.
The checkerboard dataset is anti-symmetric, while the 3 others are symmetric.

Training. We used the Adam optimizer (Kingma and Ba, 2015) with a learning rate of 10−3. All
models were trained for 10000 iterations (10 epochs) using a batch size of 128.

Baseline. The baseline flow is a composition of 4 affine coupling bijections with the ordering reversed
in-between. The coupling layers are parameterized by MLPs with hidden units (200,100) and ReLU
activations. The base distribution is a standard Gaussian.

Symmetric AbsFlow. For the symmetric datasets, AbsFlow uses all the same layers as the baseline.
In addition, an abs surjection is added, followed by and inverse softplus (gaussians) or logit
(checkerboard and corners). In the generative direction, the abs surjection randomly samples the
sign with equal probabilities. The extra layers contain no parameters, and the AbsFlow thus have the
exact same number of parameters as the baseline.

Anti-Symmetric AbsFlow. For the anti-symmetric dataset, AbsFlow uses only a single abs sur-
jection and a uniform base distribution. In the generative direction, a classifier network learns the
probabilities of sampling the sign conditioned on z. This classifier network is, like the coupling layer
networks, an MLP with (200,100) hidden units and ReLU activations. In this case, the AbsFlow thus
has ~1/4 the number of parameters.

I.2 Point Cloud Data

Data. We used the SpatialMNIST dataset (Edwards and Storkey, 2017). This dataset was constructed
by, for each digit in the MNIST dataset, sampling 50 points according to the normalized pixel intensities.
We used the official code5 to construct the dataset. We split the dataset into parts of 50000-10000-
10000 for training, validation and test (without shuffling). Each data example is a set of 50 2D points
which we represent as a tensor of shape (2,50).

Training. Both models were trained for 500 epochs using a batch size of 128. We used the Adam
optimizer (Kingma and Ba, 2015) with an initial learning rate of 10−3. The learning rate was warmed
up linearly for 2000 iterations and the decayed by 0.995 every epoch. All models were trained using
a single GPU for about 40 hours.

Evaluation. SortFlow allows exact computation of the likelihood, while the PermuteFlow only
allows computation of lower bounds. We evaluated PermuteFlow using the IWBO (importance
weighted bound) (Burda et al., 2016) using k = 1000 importance samples. PermuteFlow obtains an
ELBO of -5.32 PPLL and an IWBO of -5.30 PPLL, while SortFlow obtains an exact log-likelihood
of -5.53 PPLL.

Hyperparameters. We tuned the dropout rate using the validation set. We considered dropout rates
of {0.0, 0.05, 0.1, 0.2, 0.3} for both models. We found 0.1 to work best for PermuteFlow, while 0.2
worked best for SortFlow.

PermuteFlow. We used a flow of an initial stochastic permutation layer followed by 32 steps
with ActNorm layers (Kingma and Dhariwal, 2018) in-between. Each step consisted of 1) an
affine coupling bijection which transforms a the first half tensor (1,50) conditioned on the other
half (1,50), 2) reversing the order along the spatial dimension, 3) an affine coupling bijection
which transforms the first half tensor (2,25) conditioned on the other half (2,25), 4) a stochastic
permutation along the point dimension. Each of the coupling bijections are parametersized by
Transformer networks (Vaswani et al., 2017) without positional encoding. The Transformers used 2
blocks, with dmodel = 64, dff = 256 and 8 attention heads.

4https://github.com/didriknielsen/survae_flows
5https://github.com/conormdurkan/neural-statistician
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SortFlow. This follows the setup of PermuteFlow, with the following changes: 1) The initial
stochastic permutation is replaced by a sorting layer. 2) The stochastic permutations in the flow are
swapped with fixed permutations (sampled at random once, before training). 3) The Transformers
make use of a learned positional encoding, since the sorting layer enforces a canonical ordering of
the points.

I.3 Image Data

Data. We used the CIFAR-10, ImageNet 32× 32 and ImageNet 64× 64 datasets. The CIFAR-10
dataset comes pre-split in 50000 training examples and 10000 test examples. The ImageNet datasets
also come pre-split in 1,281,149 training examples and 49,999 validation examples. We use these
splits and report results for the test set of CIFAR-10 and the validations sets of ImageNet 32× 32
and ImageNet 64× 64.

Training. We used the Adamax optimizer (Kingma and Ba, 2015) with an initial learning rate of 10−3

and a batch size of 32. The learning rate was linearly warmed up for 5000 iterations. For CIFAR-10,
the models were first trained for 500 epochs with the learning rate decayed by 0.995 every epoch.
Next, the models were "cooled down" for an additional 50 epochs with a smaller learning rate of
2 ·10−5. For the ImageNet datasets, the models were first trained for 25 epochs (ImageNet 32×32)
and 20 epochs (ImageNet 64× 64) with the learning rate decayed by 0.95 every epoch. Next, the
models were "cooled down" for an additional 2 epochs with a smaller learning rate of 5 · 10−5. The
CIFAR-10 and ImageNet 32× 32 models were trained on a single GPU for about 2 weeks, while
the ImageNet 64×64 models were trained using 4 GPUs for about 3 weeks. We provide pre-trained
model checkpoints in our open-source code. Note that data augmentation was applied during training
of the CIFAR-10 models, including random flipping and rotations. See code for more details.

Evaluation. The CIFAR-10 models were evaluated using the IWBO (importance weighted bound)
(Burda et al., 2016) using k = 1000 importance samples. The ImageNet models were evaluated
using the ELBO (which corresponds to the IWBO with k = 1 importance sample).

Baseline. For CIFAR-10 and ImageNet 32 × 32, the flow uses 2 scales with 12 steps/scale. For
ImageNet 64× 64, the flow uses 3 scales with 8 steps/scale. Each step consists of an affine coupling
bijection (Dinh et al., 2017) and an invertible 1× 1 convolution (Kingma and Dhariwal, 2018). All
models are trained with variational dequantization (Ho et al., 2019) and an initial squeezing layer
(Dinh et al., 2017) to increase the number of channels from 3 to 12. The coupling bijections are
parameterized by DenseNets (Huang et al., 2017).

MaxPoolFlow. The MaxPoolFlow uses the exact same setup as the baseline, but replaces the tensor
slicing surjection with a max pooling surjection. In the generative direction, we used the simplest
possible choice: Each input pixel is equally likely to be copied to any of the pixels in its corresponding
2× 2 patch. The remaining 3 elements are sampled such that the copied value remains the largest:
They are set equal to this maximum value minus noise from a standard half-normal distribution
(i.e. Gaussian distribution with only positive values). We used simple choices containing no extra
parameters in order to facilitate more fair comparison. Note that the max pooling layer could be
potentially be improved by using more sophisticated choices for the distribution for sampling the
remaining elements, p(x−k|z), and/or by using a classifier, p(k|z), to predict the indices k.

23



J Additional Samples

Samples from SurVAE flows trained on CIFAR-10, ImageNet 32 × 32 and ImageNet 64 × 64
using either max pooling or tensor slicing for downsampling are shown in Fig. 9, Fig. 10 and Fig. 11,
respectively.

(a) Max Pooling. (b) No Pooling.

Figure 9: Unconditional samples from SurVAE flows trained on CIFAR-10.

(a) Max Pooling. (b) No Pooling.

Figure 10: Unconditional samples from SurVAE flows trained on ImageNet 32× 32.
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(a) Max Pooling. (b) No Pooling.

Figure 11: Unconditional samples from SurVAE flows trained on ImageNet 64× 64.
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Abstract

Generative flows and diffusion models have been predominantly trained on ordinal
data, for example natural images. This paper introduces two extensions of flows
and diffusion for categorical data such as language or image segmentation: Argmax
Flows and Multinomial Diffusion. Argmax Flows are defined by a composition of
a continuous distribution (such as a normalizing flow), and an argmax function.
To optimize this model, we learn a probabilistic inverse for the argmax that lifts
the categorical data to a continuous space. Multinomial Diffusion gradually adds
categorical noise in a diffusion process, for which the generative denoising process
is learned. We demonstrate that our method outperforms existing dequantization
approaches on text modelling and modelling on image segmentation maps in
log-likelihood.

1 Introduction

(a) Argmax Flow: Composition of a flow p(v) and
argmax transformation which gives the model P (x).
The flow maps from a base distribution p(z) using a
bijection g.

(b) Multinomial Diffusion: Each step p(xt�1|xt) de-
noises the signal starting from a uniform categorical
base distribution which gives the model p(x0).

Figure 1: Overview of generative models.

Many sources of high-dimensional data are cat-
egorical, for example language and image seg-
mentation. Although natural images have been
studied to a large extent with generative flows
and diffusion models, categorical data has not
had the same extensive treatment. Currently
they are primarily modelled by autoregressive
models, which are expensive to sample from
(Cooijmans et al., 2017; Dai et al., 2019).

Normalizing flows are attractive because they
can be designed to be fast both in the evaluation
and sampling direction. Typically, normalizing
flows model continuous distributions. As a re-
sult, directly optimizing a flow on discrete data
may lead to arbitrarily high likelihoods. In lit-
erature this problem is resolved for ordinal data
by adding noise in a unit interval around the dis-
crete value (Uria et al., 2013; Theis et al., 2016; Ho et al., 2019). However, because these methods
have been designed for ordinal data, they do not work well on categorical data.

Other attractive generative models are diffusion models (Sohl-Dickstein et al., 2015), which are fast
to train due to an objective that decomposes over time steps (Ho et al., 2020). Diffusion models

⇤Equal contribution.

35th Conference on Neural Information Processing Systems (NeurIPS 2021).



Table 1: Surjective flow layers for applying continuous flow models to discrete data. The layers
are deterministic in the generative direction, but stochastic in the inference direction. Rounding
corresponds to the commonly-used dequantization for ordinal data.

Layer Generation Inference Applications

Rounding x = bvc v ⇠ q(v|x) with support Ordinal Data
S(x) = {v|x = bvc} e.g. images, audio

Argmax x = arg max v
v ⇠ q(v|x) with support Categorical Data

S(x) = {v|x = arg max v} e.g. text, segmentation

typically have a fixed diffusion process that gradually adds noise. This process is complemented by a
learnable generative process that denoises the signal. Song et al. (2020); Nichol and Dhariwal (2021)
have shown that diffusion models can also be designed for fast sampling. Thus far, diffusion models
have been primarily trained to learn ordinal data distributions, such as natural images.

Therefore, in this paper we introduce extensions of flows and diffusion models for categorical variables
(depicted in Figure 1): i) Argmax Flows bridge the gap between categorical data and continuous
normalizing flows using an argmax transformation and a corresponding family of probabilistic
inverses for the argmax. In addition ii) we introduce Multinomial Diffusion, which is a diffusion
model directly defined on categorical variables. Opposed to normalizing flows, defining diffusion for
discrete variables directly does not require gradient approximations, because the diffusion trajectory
is fixed. As a result of our work, generative normalizing flows and diffusion models can directly learn
categorical data.

2 Background

Normalizing Flows Given V = Rd and Z = Rd with densities pV and pZ respectively, nor-
malizing flows (Rezende and Mohamed, 2015) learn a bijective and differentiable transformation
g : Z ! V such that the change-of-variables formula gives the density at any point v 2 V:

pV (v) = pZ(z) ·
����det

dz

dv

���� , v = g(z), (1)

where pZ can be any density (usually chosen as a standard Gaussian). Thus, normalizing flows
provide a powerful framework to learn exact density functions. However, Equation (1) is restricted to
continuous densities.

To learn densities on ordinal discrete data (such as natural images), typically dequantization noise
is added (Uria et al., 2013; Theis et al., 2016; Ho et al., 2019). Nielsen et al. (2020) reinterpreted
dequantization as a surjective flow layer v 7! x that is deterministic in one direction (x = round(v))
and stochastic in the other (v = x + u where u ⇠ q(u|x)). Using this interpretation, dequantization
can be seen as a probabilistic right-inverse for the rounding operation in the latent variable model
given by:

P (x) =

Z
P (x|v)p(v) dv, P (x|v)=�

�
x= round(v)

�
,

where round is applied elementwise. In this case, the density model p(v) is modeled using a
normalizing flow. Learning proceeds by introducing the variational distribution q(v|x) that models
the probabilistic right-inverse for the rounding surjection and optimizing the evidence lower bound
(ELBO):

log P (x) � Ev⇠q(v|x) [log P (x|v) + log p(v) � log q(v|x)] = Ev⇠q(v|x) [log p(v) � log q(v|x)] . (2)

The last equality holds under the constraint that the support of q(v|x) is enforced to be only over the
region S = {v 2 Rd : x = round(v)} which ensures that P (x|v) = 1.

Diffusion Models Given data x0, a diffusion model (Sohl-Dickstein et al., 2015) consists of prede-
fined variational distributions q(xt|xt�1) that gradually add noise over time steps t 2 {1, . . . , T}.
The diffusion trajectory is defined such that q(xt|xt�1) adds a small amount of noise around xt�1.
This way, information is gradually destroyed such that at the final time step, xT carries almost no
information about x0. Their generative counterparts consists of learnable distributions p(xt�1|xt)
that learn to denoise the data. When the diffusion process adds sufficiently small amounts of noise, it
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Algorithm 1 Sampling from Argmax Flows

Input: p(v)
Output: Sample x
Sample v ⇠ p(v)
Compute x = arg max v

Algorithm 2 Optimizing Argmax Flows

Input: x, p(v), q(v|x)
Output: ELBO L
Sample v ⇠ q(v|x)
Compute L = log p(v)� log q(v|x)

suffices to define the denoising trajectory using distributions that are factorized (without correlation)
over the dimension axis. The distribution p(xT ) is chosen to be similar to the distribution that the
diffusion trajectory approaches. Diffusion models can be optimized using variational inference:

log P (x0) � Ex1,...xT ⇠q

h
log p(xT ) +

TX

t=1

log
p(xt�1|xt)

q(xt|xt�1)

i
.

An important insight in diffusion is that by conditioning on x0, the posterior probability
q(xt�1|xt, x0) = q(xt|xt�1)q(xt�1|x0)/q(xt|x0) is tractable and straightforward to compute,
permitting a reformulation in terms of KL divergences that has lower variance (Sohl-Dickstein et al.,
2015). Note that KL

�
q(xT |x0)|p(xT )

�
⇡ 0 if the diffusion trajectory q is defined well:

log P (x0) � Eq

h
log p(x0|x1) � KL

�
q(xT |x0)|p(xT )

�
�

TX

t=2

KL
�
q(xt�1|xt, x0)|p(xt�1|xt)

�i
(3)

3 Argmax Flows

Argmax flows define discrete distributions using 1) a density model p(v), such as a normalizing flow,
and 2) an argmax layer that maps the continuous v 2 RD⇥K to a discrete x 2 {1, 2, ..., K}D using

x = arg max v where xd = arg max
k

vdk. (4)

This is a natural choice to model categorical variables, because it divides the entire continuous space
of v into symmetric partitions corresponding to categories in x. To sample from an argmax flow
sample v ⇠ p(v) and compute x = arg max v (Algorithm 1). To generate reasonable samples,
it is up to the density model p(v) to capture any complicated dependencies between the different
dimensions. While sampling from an argmax flow is straightforward, the main difficulty lies in
optimizing this generative model. To compute the likelihood of a datapoint x, we have to compute

P (x) =

Z
P (x|v)p(v)dv, P (x|v)=�

�
x=arg max(v)

�
, (5)

which is intractable. Consequently, we resort to variational inference and specify a variational
distribution q(v|x). We note that naïvely choosing any variational distribution may lead to samples
v ⇠ q(v|x) where �(x = arg max v) = 0, which yields an ELBO of negative infinity. To avoid this,
we need a variational distribution q(v|x) that satisfies what we term the argmax constraint:

x = arg max v for all v ⇠ q(v|x).

That is, the variational distribution q(v|x) should have support limited to S(x) = {v 2
RD⇥K : x = arg max v}. Recall that under this condition, the ELBO simplifies to
Ev⇠q(v|x) [log p(v)� log q(v|x)], as shown in Algorithm 2. For an illustration of the method
see Figure 1a.

3.1 Probabilistic Inverse

The argmax layer may be viewed as a surjective flow layer (Nielsen et al., 2020). With this view, the
variational distribution q(v|x) specifies a distribution over the possible right-inverses of the argmax
function, also known as a stochastic inverse or probabilistic inverse. Recall that the commonly-used
dequantization layer for ordinal data corresponds to the probabilistic inverse of a rounding operation.
As summarized in Table 1, this layer may thus be viewed as analogous to the argmax layer, where the
round is for ordinal data while the argmax is for categorical data.

We are free to specify any variational distribution q(v|x) that satisfies the argmax constraint. In the
next paragraphs we outline three possible approaches. Since operations are performed independently
across dimensions, we omit the dimension axis and let v 2 RK and x 2 {1, . . . , K}.
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Algorithm 3 Thresholding-based q(v|x)

Input: x, q(u|x)
Output: v, log q(v|x)
u ⇠ q(u|x)
vx = ux

v�x = threshold(u�x, x)
log q(v|x) = log q(u|x)� log | det dv/ du|

Algorithm 4 Gumbel-based q(v|x)

Input: x, �
Output: v, log q(v|x)
�max = log

P
i exp�i

vx ⇠ Gumbel(�max)
v�x ⇠ TruncGumbel(��x, vx)
log q(v|x) = log Gumbel(vx|�max)

+ log TruncGumbel(v�x|��x, vx)

Thresholding (Alg. 3). A straightforward method to construct a distribution q(v|x) satisfying the
argmax constraint is to use thresholding. That is, we first sample an unbounded variable u 2 RK

from q(u|x), which can be for example a conditional Gaussian or normalizing flow. Next, we map u
to v such that element x is the largest:

vx = ux and v�x = thresholdT (u�x) (6)

where the thresholding is applied elementwise with threshold value T = vx. This ensures that
element vx is the largest, and consequently that q(v|x) satisfies the argmax constraint. Note that
we require the threshold function to be bijective, thresholdT : R ! (�1, T ), so that we can
use the change-of-variables formula to compute log q(v|x). In our implementation, thresholding is
implemented using a softplus such that all values are mapped below a limit T :

v = thresholdT (u) = T � softplus(T � u), (7)

where softplus(z) = log(1 + ez) and for which it is guaranteed that v 2 (�1, T ).

Gumbel (Alg. 4). An alternative approach is to let q(v|x) = Gumbel(v|�) restricted to
arg max v = x, where the location parameters �  NN(x) are predicted using a neural network
NN. The Gumbel distribution has favourable properties: The arg max and max are independent and
the max is also distributed as a Gumbel:

max
i

vi ⇠ Gumbel(�max), (8)

where �max = log
P

i exp�i. For a more extensive introduction see (Maddison et al., 2014; Kool
et al., 2019). To sample v ⇠ q(v|x), we thus first sample the maximum vx according to Eq. 8. Next,
given the sample vx, the remaining values can be sampled using truncated Gumbel distributions:

vi ⇠ TruncGumbel(�i; T ) where i 6= x (9)

where the truncation value T is given by vx which ensures that the argmax constraint vx > vi for
i 6= x is satisfied. Recall that to optimize Eq. 2, log q(v|x) is also required, which can be computed
using the closed-form expressions for the log density functions (see Table 5). Another property of
Gumbel distributions is that

P (arg max v = i) = exp�i/
X

i

exp�i, (10)

which we use to initialize the location parameters � to match the empirical distribution of the first
minibatch of the data.

Gumbel Thresholding. This method unifies the methods from the previous two sections: Gumbel
distributions and thresholding. The key insight is that the Gumbel sampling procedures as defined
above can be seen as a reparametrization of a uniform noise distribution U(0, 1)K which is put
through the inverse CDF of the Gumbel distributions (see Table 5). From the perspective of change-
of-variables, the log likelihood denotes the log volume change of this transformation. To increase
expressitivity the uniform distribution can be replaced by a normalizing flow q(u|x) that has support
on the interval (0, 1)K , which can be enforced using a sigmoid transformation. This section shows
that a large collection of thresholding functions can be found by studying (truncated) inverse CDFs.
In practice we find that performance is reasonably similar as long as the underlying noise u is learned.
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Behavior of the Variational Posterior Although several methods to learn q have been proposed,
it is unclear what expressitivity is required. In the following, the interactions between q(v|x) and the
density model p(v) are discussed. Recall that the variational bound that is optimized under expectation
of a data distribution D can be seen as minimizing the KL distance between the aggregated posterior
q(v) = Ex⇠Dq(v|x) and the density model p(v), so KL(q(v)|p(v)). There are two distinct reasons
which can cause this distance to be large: Firstly, the density model p(v) may not have the right
probability mass in each argmax region. These desired probabilities solely depend on the data
distribution D. Secondly, the variational posterior q(v|x) may not have the correct shape compared
to p(v), within an argmax region. At initialization, the thresholding within q can create low density
regions at argmax boundaries.

In theory, if p(v) is a universal density approximator, then the model can be fitted for any well-
behaved q(v|x). Then p(v) can even fit the low density regions in the boundaries. This argument
is trivial, as one can simply set p(v) to q(v) = Ex⇠Dq(v|x). In practice, over training steps we
find that q does smooth out these boundary artifacts, and counteracts the thresholding so that the
aggregated posterior becomes smoother.

3.2 Cartesian Products of Argmax Flows

In the current description, Argmax Flows require the same number of dimensions in v as there are
classes in x. To alleviate this constraint we introduce Cartesian products of Argmax Flows. To
illustrate our method, consider a 256 class problem. One class can be represented using a single
number in {1, . . . , 256}, but also using two hexadecimal numbers {1, . . . , 16}2 or alternatively using
eight binary numbers. Specifically, any base K variable x(K) 2 {1, . . . , K}D can be converted
to a base M variable x(M) 2 {1, . . . , M}dm⇥D where dm = dlogM Ke. Then the variable x(M)

with dimensionality M · dm · D represents the variable x(K) with dimensionality K · D, trading
off symmetry for dimensionality. Even though this may lead to some unused additional classes, the
ELBO objective in Equation 2 can still be optimized using an M -categorical Argmax Flow. Finally,
note that Cartesian products of binary spaces are a special case where the variable can be encoded
symmetrically into a single dimension to the positive and negative part using binary dequantization
(Winkler et al., 2019). In this case, by trading-off symmetry the dimensionality increases only
proportional to log2 K .

4 Multinomial Diffusion

In this section we introduce an alternative likelihood-based model for categorical data: Multinomial
Diffusion. In contrast with previous sections, xt will be represented in one-hot encoded format
xt 2 {0, 1}K . Specifically, for category k, xk = 1 and xj = 0 for j 6= k. Note that again the
dimension axis is omitted for clarity as all distributions are independent over the dimension axis.
We define the multinomial diffusion process using a categorical distribution that has a �t chance of
resampling a category uniformly:

q(xt|xt�1) = C(xt|(1� �t)xt�1 + �t/K), (11)

where C denotes a categorical distribution with probability parameters after |. Further addition (and
subtraction) between scalars and vectors is done elementwise. This convention kept throughout this
section. Since these distributions form a Markov chain, we can express the probability of any xt

given x0 as:
q(xt|x0) = C(xt|↵̄tx0 + (1� ↵̄t)/K) (12)

where ↵t = 1� �t and ↵̄t =
Qt

⌧=1 ↵⌧ . Intuïtively, for each next timestep, a little amount of uniform
noise �t over the K classes is introduced, and with a large probability (1� �t) the previous value
xt�1 is sampled. Using Equation 11 and 12 the categorical posterior q(xt�1|xt, x0) can be computed
in closed-form:

q(xt�1|xt, x0) = C(xt�1|✓post(xt, x0)), where ✓post(xt, x0) = ✓̃/
KX

k=1

✓̃k

and ✓̃ = [↵txt + (1� ↵t)/K]� [↵̄t�1x0 + (1� ↵̄t�1)/K].

(13)
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Figure 2: Overview of multinomial diffusion. A generative model p(xt�1|xt) learns to gradually
denoise a signal from left to right. An inference diffusion process q(xt|xt�1) gradually adds noise
form right to left.

One of the innovations in Ho et al. (2020) was the insight to not predict the parameters for the
generative trajectory directly, but rather to predict the noise using the posterior equation for q.
Although predicting the noise is difficult for discrete data, we predict a probability vector for x̂0

from xt and subsequently parametrize p(xt�1|xt) using the probability vector from q(xt�1|xt, x̂0),
where x0 is approximated using a neural network x̂0 = µ(xt, t). Equation 13 will produce valid
probability vectors that are non-negative and sums to one under the condition that the prediction x̂0

is non-negative and sums to one, which is ensured with a softmax function in µ. To summarize:

p(x0|x1) = C(x0|x̂0) and p(xt�1|xt) = C(xt�1|✓post(xt, x̂0)) where x̂0 = µ(xt, t) (14)

The KL terms in Equation 3 can be simply computed by enumerating the probabilities in Equation 13
and 14 and computing the KL divergence for discrete distributions in Lt�1 with t � 2:

KL
�
q(xt�1|xt, x0)|p(xt�1|xt)

�
= KL

�
C(✓post(xt, x0))|C(✓post(xt, x̂0))

�
, (15)

which can be computed using
P

k ✓post(xt, x0))k · log
✓post(xt,x0))k

✓post(xt,x̂0))k
. Furtermore, to compute

log p(x0|x1) use that x0 is onehot:

log p(x0|x1) =
X

k

x0,k log x̂0,k (16)

5 Related Work

Deep generative models broadly fall into the categories autoregressive models ARMs (Germain
et al., 2015), Variational Autoencoders (VAEs) (Kingma and Welling, 2014; Rezende et al., 2014),
Adversarial Network (GANs) (Goodfellow et al., 2014), Normalizing Flows (Rezende and Mohamed,
2015), Energy-Based Models (EBMs) and Diffusion Models (Sohl-Dickstein et al., 2015).

Normalizing Flows typically learn a continuous distribution and dequantization is required to train
these methods on ordinal data such as images. A large body of work is dedicated to building more
expressive continuous normalizing flows (Dinh et al., 2017; Germain et al., 2015; Kingma et al.,
2016; Papamakarios et al., 2017; Chen et al., 2018; Song et al., 2019; Perugachi-Diaz et al., 2020). To
learn ordinal discrete distributions with normalizing flows, adding uniform noise in-between ordinal
classes was proposed in (Uria et al., 2013) and later theoretically justified in (Theis et al., 2016).
An extension for more powerful dequantization based on variational inference was proposed in (Ho
et al., 2019), and connected to autoregressive models in (Nielsen and Winther, 2020). Dequantization
for binary variables was proposed in (Winkler et al., 2019). Tran et al. (2019) propose invertible
transformations for categorical variables directly. However, these methods can be difficult to train
because of gradient bias and results on images have thus far not been demonstrated. In addition flows
for ordinal discrete data (integers) have been explored in (Hoogeboom et al., 2019; van den Berg
et al., 2020). In other works, VAEs have been adapted to learn a normalizing flow for the latent space
(Ziegler and Rush, 2019; Lippe and Gavves, 2020). However, these approaches typically still utilize
an argmax heuristic to sample, even though this is not the distribution specified during training.

Diffusion models were first introduced in Sohl-Dickstein et al. (2015), who developed diffusion
for Gaussian and Bernoulli distributions. Recently, Denoising Diffusion models Ho et al. (2020)
have been shown capable of generating high-dimensional images by architectural improvements and
reparametrization of the predictions. Diffusion models are relatively fast to train, but slow to sample
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Table 2: Comparison of a coupling and autoregressive generative flows with uniform (Uria et al.,
2013) and variational (Ho et al., 2019) dequantization and our proposed Argmax flows.

Dequantization Flow type text8 (bpc) enwik8 (bits per raw byte)

Uniform dequantization
Autoregressive

1.90 2.14
Variational dequantization 1.43 1.44
Argmax Flow (ours) 1.38 1.42
Uniform dequantization

Coupling
2.01 2.33

Variational dequantization 2.08 2.28
Argmax Flow (ours) 1.82 1.93

from as they require iterations over the many timesteps in the chain. Song et al. (2020); Nichol
and Dhariwal (2021) showed that in practice samples can be generated using significantly fewer
steps. Nichol and Dhariwal (2021) demonstrated that importance-weighting the objective components
greatly improves log-likelihood performance. In Song et al. (2020) a continuous-time extension of
denoising diffusion models was proposed. After initial release of this paper we discovered that Song
et al. (2020) concurrently also describe a framework for discrete diffusion, but without empirical
evaluation.

6 Experiments

In our experiments we compare the performance of our methods on language modelling tasks and
learning image segmentation maps unconditionally.

6.1 Language data

In this section we compare our methods on two language datasets, text8 and enwik8. text8
contains 27 categories (‘a’ through ‘z’ and ‘ ’) and for enwik8 the bytes are directly modelled which
results in 256 categories.

Model description Two versions of generative argmax flows are tested: using an autoregressive
(AR) flow and a coupling-based flow for p(v). In these experiments the probabilistic inverse is based
on the thresholding approach. Specifically, a conditional diagonal Gaussian q(u|x) is trained and
thresholded which gives the distribution q(v|x). The argmax flow is defined on binary Cartesian
products. This means that for K = 27, a 5-dimensional binary space is used and for K = 256
an 8-dimensional binary space. The argmax flow is compared to the current standard of training
generative flows directly on discrete data: dequantization. We compare to both uniform and variational
dequantization, where noise on a (0, 1) interval is added to the onehot representation of the categorical
data. The autoregressive density model is based on the model proposed in (Lippe and Gavves, 2020).
The coupling density model consists of 8 flow layers where each layer consists of a 1⇥ 1 convolution
and mixture of logistics transformations Ho et al. (2019). In the multinomial text diffusion model, the
µ network is modeled by a 12-layer Transformer. For more extensive details about the experiment
setup see Appendix B.

Table 3: Comparison of different methods on text8 and enwik8. Results are reported in negative
log-likelihood with units bits per character (bpc) for text8 and bits per raw byte (bpb) for enwik8.

Model type Model text8 (bpc) enwik8 (bpb)

ARM 64 Layer Transformer (Al-Rfou et al., 2019) 1.13 1.06
TransformerXL (Dai et al., 2019) 1.08 0.99

VAE
AF/AF? (AR) (Ziegler and Rush, 2019) 1.62 1.72
IAF / SCF? (Ziegler and Rush, 2019) 1.88 2.03
CategoricalNF (AR) (Lippe and Gavves, 2020) 1.45 -

Generative Flow Argmax Flow, AR (ours) 1.39 1.42
Argmax Coupling Flow (ours) 1.82 1.93

Diffusion Multinomial Text Diffusion (ours) 1.72 1.75

? Results obtained by running code from the official repository for the text8 and enwik8 datasets.
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Figure 3: Samples from models, text8.

(a) Samples from the Argmax Flow.

(b) Samples from the Multinomial Diffusion model.

(c) Cityscapes data.

Figure 4: Samples from models, cityscapes.

Comparison with Generative Flows Firstly we compare the performance of generative flows
directly trained on language data (Table 2). These experiments are using the same underlying
normalizing flow: either a coupling-based flow or an autoregressive flow. Note that Argmax Flows
consistently outperform both uniform and variational dequantization. This indicates that it is easier
for a generative flow to learn the lifted continuous distribution using an argmax flow. An advantage of
Argmax flows that may explain this difference is that they lift the variables into the entire Euclidean
space, whereas traditional dequantization only introduce probability density on (0, 1) intervals,
leaving gaps with no probability density. The performance improvements of Argmax flows are even
more pronounced when comparing coupling-based approaches. Also note that coupling flows have
worse performance than autoregressive flows, with a difference that is generally smaller for images.
This indicates that designing more expressive coupling layers for text is an interesting future research
direction.

Comparison with other generative models The performance compared to models in literature is
presented in Table 3 alongside the performance of our Argmax Flows and Multinomial Diffusion. The
latent variable approaches containing autoregressive components are marked using (AR). Although
autoregressive flows still have the same disadvantages as ARMs, they provide perspective on where
performance deficiencies are coming from. We find that our autoregressive Argmax Flows achieve
better performance than the VAE approaches, they outperform AF/AF (Ziegler and Rush, 2019) and
CategoricalNF (Lippe and Gavves, 2020).

When comparing non-autoregressive models, Argmax Flows also outperforms the method that lifts
the categorical space to a continuous space: IAF / SCF (Ziegler and Rush, 2019). Interestingly, the
multinomial text diffusion is a non-autoregressive model that performs even better than the argmax
coupling flow, but performs worse than the autoregressive version. For this model it is possible that
different diffusion trajectories for q would result in even better performance, because in the current
form the denoising model has to be very robust to input noise. These experiments also highlight that
there is still a distinct performance gap between standard ARMs and (autoregressive) continuous
density model on text, possibly related to the dequantization gap (Nielsen and Winther, 2020).
Samples from different models trained on text8 are depicted in Figure 3. Because of difficulties
in reproducing results from Discrete Flows, a comparison and analysis of discrete flows are left out
of this section. Instead they are extensively discussed in Appendix C. For additional experiments
regarding Cartesian products and sampling time see Appendix D.
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(a) Ground truth sequence from text8.
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(b) Corrupted sentence.

mexico city the aztec stadium estadio azteca home of club america is on
e of the world s largest stadiums with capacity to seat approximately o
ne one zero zero zero zero fans mexico hosted the football world cup in
 one nine seven zero and one nine eight six
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ne one zero zero zero zero fans mexico hosted the football world cup in
 one nine seven zero and one nine eight six

(c) Suggested, prediction by the model.

Figure 5: Spell checking with Multinomial Text
Diffusion.

Unsupervised spell-checking An interesting
by-product of the text diffusion model is that it
can be used to spell-check text using a single
forward pass. To demonstrate this, a sentence
taken from the test data is corrupted by chang-
ing a few characters. This corrupted sequence is
given as x1 to the generative denoising model,
which is close to the data at step 0. Then the de-
noising model predicts p(x0|x1) and the most-
likely x0 can be suggested. Note that this model
only works for character-level corruption, not
insertions. An example is depicted in Figure 5.
Since the model chooses the most-likely match-
ing word, larger corruptions will at some point
lead to word changes.

6.2 Segmentation maps

For image-type data, we introduce a categorical image dataset: the cityscapes dataset is repurposed
for unconditional image segmentation learning. In contrast with the standard setting, the distribution
over the segmentation targets needs to be learned without conditioning on the photograph. To reduce
computational cost, we rescale the segmentation maps from cityscapes to 32 ⇥ 64 images using
nearest neighbour interpolation. We utilize the global categories as prediction targets which results in
an 8-class problem.

Table 4: Performance of different dequantization
methods on squares and cityscapes dataset, in bits
per pixel, lower is better.

Cityscapes ELBO IWBO

Round / Unif. (Uria et al., 2013) 1.010 0.930
Round / Var. (Ho et al., 2019) 0.334 0.315

Argmax / Softplus thres. (ours) 0.303 0.290
Argmax / Gumbel dist. (ours) 0.365 0.341
Argmax / Gumbel thres. (ours) 0.307 0.287
Multinomial Diffusion (ours) 0.305

Model description The Argmax Flows are de-
fined directly on the K = 8 categorical space.
The density model p(v) is defined using affine
coupling layers parametrized by DenseNets
(Huang et al., 2017). For the probabilistic in-
verse we learn a conditional flow q(u|x) which
is also based on the affine coupling structure.
Depending on the method, either softplus or
Gumbel thresholding is applied to obtain v. Re-
call that for our first Gumbel approach it is equiv-
alent to set q(u|x) to the unit uniform distri-
bution, whereas q(u|x) is learned for Gumbel
thresholding. We compare to existing dequantization strategies in literature: uniform (Uria et al.,
2013) and variational dequantization (Ho et al., 2019) which are applied on the onehot representation.
All models utilize the same underlying flow architectures and thus the number of parameters is
roughly the same. The exception are uniform dequantization and the Gumbel distribution, since no
additional variational flow distribution is needed. For more extensive details see Appendix B.

Comparison The results of this experiment are shown in Table 4 in terms of ELBO and if available
the IWBO (importance weighted bound) (Burda et al., 2016) with 1000 samples measured in bits
per pixel. Consistent with the language experiments, the traditional dequantization approaches
(uniform / variational) are outperformed by Argmax Flows. Interestingly, although argmax flows
with softplus thresholding achieves the best ELBO, the argmax flow with Gumbel thresholding
approach achieves a better IWBO. The Multinomial Diffusion model performs somewhat worse
with 0.37 bpp on test whereas it scored 0.33 bpp on train. Interestingly, this the only model where
overfitting was an issue and data augmentation was required, which may explain this portion of
the performance difference. For all other models training performance was comparable to test and
validation performance. Samples from the different models trained on cityscapes are depicted in
Figure 4. Another interesting point is that coupling flows had difficulty producing coherent text
samples (Figure 3) but do not suffer from this problem on the cityscapes data which is more image-
like. As coupling layers where initially designed for images (Dinh et al., 2015), they may require
adjustments to increase their expressiveness on text.
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7 Social Impact and Conclusion

Social Impact The methods described in this paper can be used to learn categorical distributions.
For that reason, they can potentially be used to generate high-dimensional categorical data, such
as text or image segmentation maps, faster than iterative approaches. Possibly negative influences
are the generation of fake media in the form of text, or very unhelpful automated chat bots for
customer service. Our work could positively influence new methods for text generation, or improved
segmentation for self-driving cars. In addition, our work may also be used for outlier detection to flag
fake content. Also, we believe the method in its current form is still distant from direct applications
as the ones mentioned above.

Conclusion In this paper we propose two extensions for Normalizing Flows and Diffusion models
to learn categorical data: Argmax Flows and Multinomial Diffusion. Our experiments show that
our methods outperform comparable models in terms of negative log-likelihood. In addition, our
experiments highlight distinct performance gaps in the field: Between standard ARMs, continuous
autoregressive models and non-autoregressive continuous models. This indicates that future work
could focus on two sources of decreased performance: 1) when discrete variables are lifted to a
continuous space and further 2) when removing autoregressive components.

Funding Disclosure
There are no additional sources of funding to disclose, beyond the affiliations of the authors.
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A Numerically stable Multinomial Diffusion in log space

In this section we explain how Multinomial Diffusion models can be implemented in a numerically
safe manner in log-space. Note that in addition to this appendix with pseudo-code, the actual source
code will also be released. First we define a few helper functions:

def log_add_exp(a, b):
maximum = max(a, b)
return maximum + log(exp(a - maximum) + exp(b - maximum ))

def log_sum_exp(x):
maximum = max(x, dim=1, keepdim=True)
return maximum + log(exp(x - maximum ).sum(dim =1))

def index_to_log_onehot(x, num_classes ):
# Assume that onehot axis is inserted at dimension 1
x_onehot = one_hot(x, num_classes)

# Compute in log -space , extreme low values are later
# filtered out by log sum exp calls.
log_x = log(x_onehot.clamp(min=1e-4�))
return log_x

def log_onehot_to_index(log_x):
return log_x.argmax (1)

def log_1_min_a(a):
return log(1 - a.exp() + 1e-4�)

Then we can initialize the variables we are planning to utilize for the multinomial diffusion model.
This is done with float64 variables to limit the precision loss in the log_1_min_a computation. Since
these are precomputed and later converted to float32, there is no meaningful increase in computation
time.

alphas = init_alphas ()
log_alpha = np.log(alphas)
log_cumprod_alpha = np.cumsum(log_alpha)

log_1_min_alpha = log_1_min_a(log_alpha)
log_1_min_cumprod_alpha = log_1_min_a(log_cumprod_alpha)

Then we can define the functions that we utilize to compute the log probabilities of the categorical
distributions of the forward process. The functions below compute the probability vectors for
q(xt|xt�1), q(xt|x0) and q(xt�1|xt, x0).

def q_pred_one_timestep(log_x_t , t):
# Computing alpha_t * E[xt] + (1 - alpha_t) 1 / K
log_probs = log_add_exp(

log_x_t + log_alpha[t],
log_1_min_alpha[t] - log(num_classes)

)
return log_probs

def q_pred(log_x� , t):
log_probs = log_add_exp(

log_x� + log_cumprod_alpha[t],
log_1_min_cumprod_alpha[t] - log(num_classes)

)
return log_probs

def q_posterior(log_x� , log_x_t , t):
# Kronecker delta peak for q(x� | x1, x�).
if t == �:

log_probs_xtmin = log_x�
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else:
log_probs_xtmin = q_pred(log_x� , t - 1)

# Note log_x_t is used not x_tmin , subtle and not straightforward
# why this is true. Corresponds to Algorithm 1.
unnormed_logprobs = log_probs_xtmin + q_pred_one_timestep(log_x_t , t)

log_probs_posterior = unnormed_logprobs - log_sum_exp(unnormed_logprobs)
return log_probs_posterior

Some magic is happening in q_pred_one_timestep. Recall that at some point we need to compute
C(xt|(1 � �t)xt�1 + �t/K) for different values of xt, which when treated as a function outputs
(1 � �t) + �t/K if xt = xt�1 and �t/K otherwise. This function is symmetric, meaning that
C(xt|(1 � �t)xt�1 + �t/K) = C(xt�1|(1 � �t)xt + �t/K). This is why we can switch the
conditioning and immediately return the different probability vectors for xt. This also corresponds to
Equation 13.

Then using the q_posterior function as parametrization we predict the probability vector for
p(xt�1|xt) using a neural network.

def p_pred(log_x_t , t):
x_t = log_onehot_to_index(log_x_t)
log_x_recon = logsoftmax(neuralnet(x_t , t))
log_model_pred = q_posterior(log_x_recon , log_x_t , t)
return log_model_pred

And then finally we can compute the loss term Lt using the KL divergence for categorical distribu-
tions:

def categorical_kl(log_prob_a , log_prob_b ):
kl = (log_prob_a.exp() * (log_prob_a - log_prob_b )). sum(dim =1)
return kl

def compute_Lt(log_x� , log_x_t , t):
log_true_prob = q_posterior(log_x� , log_x_t , t)
log_model_prob = p_pred(log_x_t , t)
kl = categorical_kl(log_true_prob , log_model_prob)
loss = sum_except_batch(kl)
return loss

Coincidentally this code even works for L0 because x0 is onehot and then:

� log C(x0|x̂0)�
X

k

x0,k log x̂0,k =
X

k

x0,k[log x0,k| {z }
0 or log 0

� log x̂0,k] = KL(C(x0)||C(x̂0)),

where in the last term x0 and x̂0 are probability vectors and 0 log 0 is defined to be 0.
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B Experimental details

This section gives details on experimental setup, architectures and optimization hyperparameters. In
addition, the code to reproduce experiments will be released publicly.

Diffusion settings For diffusion we use the cosine schedule for {↵t} from Nichol and Dhariwal
(2021) with the difference that what was previously

p
↵̄t is now ↵̄t, so that their factor

p
↵̄t for the

Gaussian mean is equal to our factor ↵̄t for categorical parameters. Specifically, our ↵̄t are defined
using:

↵̄t =
f(t)

f(0)
f(t) = cos

✓
t/T + s

1 + s
· ⇡

2

◆
, s = 0.008,

where T is the total number of diffusion steps. Nichol and Dhariwal (2021) show that instead of
sampling t uniformly, variance is reduced when t is importance-sampled with q(t) /

p
E[L2

t ], which
is estimated using training statistics, and we use their approach. The objective can be summarized as:

log P (x0) � Et⇠q(t),xt⇠q(xt|x0)


� 1

q(t)
KL

�
q(xt�1|xt, x0)|p(xt�1|xt)

�
. (17)

Gumbel properties In Table 5 a useful overview of Gumbel properties are given. These equations
can be used to sample and compute the likelihood of the (truncated) Gumbel distributions. For a
more extensive treatment see (Maddison et al., 2014; Kool et al., 2019).

Table 5: Summary of Gumbel properties.
Description log p Sample

Gumbel(g|�) �� g � exp(�� g)
g = � log(� log(u)) + �
u ⇠ U(0, 1)

maxi Gumbel(gi|�)
log Gumbel(gmax|�max)
�max = log

P
i exp�i

gmax ⇠ Gumbel(�max)
�max = log

P
i exp�i

TruncGumbel(g|�, T )
��g�exp(��g)+exp(��T )
if g < T else �1

g = ��log(exp(��T )�log u)
u ⇠ U(0, 1)

B.1 Language Modelling

For the language modelling experiments we utilize the standard text8 dataset with sequence
length 256 and enwik8 dataset with sequence length 320. The train/val/test splits are
90000000/5000000/5000000 for both text8 and enwik8, as is standard in literature. The Multino-
mial Text Diffusion models are trained for 300 epochs, whereas the Argmax Flows are trained for 40
epochs, with the exception of the Argmax Coupling Flow on enwik8 which only needs to be trained
for 20 epochs. Further details are presented in Tables 6 and 7. In addition, the code to reproduce
results will be publicly available. There are no known ethics issues with these datasets at the time of
writing.

Table 6: Optimization details for text models.
Model batch size lr lr decay optimizer dropout

Multinomial Text Diffusion (text8) 32 0.0001 0.99 Adam 0
Multinomial Text Diffusion (enwik8) 32 0.0001 0.99 Adam 0
Argmax AR Flow (text8) 64 0.001 0.995 Adam 0.25
Argmax AR Flow (enwik8) 64 0.001 0.995 Adam 0.25
Argmax Coupling Flow (text8) 16 0.001 0.995 Adamax 0.05
Argmax Coupling Flow (enwik8) 32 0.001 0.995 Adamax 0.1
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Table 7: Architecture description for text models.
Model Architecture description

Multinomial Text Diffusion (text8) 12-layer transformer 8 global, 8 local heads / 1000 diffusion steps
Multinomial Text Diffusion (enwik8) 12-layer transformer 8 global, 8 local heads / 4000 diffusion steps
Argmax AR Flow (text8) 2-layer LSTM, 2048 hidden units
Argmax AR Flow (enwik8) 2-layer LSTM, 2048 hidden units
Argmax Coupling Flow (text8) 2-layer bi-directional LSTM, 512 hidden units
Argmax Coupling Flow (enwik8) 2-layer bi-directional LSTM, 768 hidden units

B.2 Cityscapes

Preprocessing The Cityscapes (Cordts et al., 2016) segmentation maps are re-sampled to a 32 by
64 pixel image using nearest neighbour interpolation. The original segmentation maps are down-
loaded from https://www.cityscapes-dataset.com/downloads/ where all files are contained
in gtFine_trainvaltest.zip. Note that we train on a 8-class problem since we only consider
what is called the category_id field in torchvision. We re-purpose the validation set as test set,
containing 500 maps. The original train set containing 2975 maps is split into 2500 maps for
training and 475 maps for validation. The original test set is not utilized. To aid reproducibil-
ity we will publish source code that includes the preprocessing and the dataloaders. There are
no known ethics issues with the segmentation maps at the time of writing. License is located at
https://www.cityscapes-dataset.com/license/.

Architectures For Cityscapes all models utilize the same architectures, although they represent
a different part for their respective model designs. The density model p(v) consist of 4 levels with
10 subflows each, separated by squeeze layers, where each subflow consists of a 1 ⇥ 1 convolution
and an affine coupling layer. The coupling layers are parametrized by DenseNets (Huang et al.,
2017). The same model is used for the latent distribution in the VAE (usually referred to as p(z) in
literature). The probabilistic inverse q(v|x) is modelled by a single level flow that has 8 subflows,
again consisting of affine coupling layers and 1 ⇥ 1 convolutions. To condition on x it is processed
by a DenseNet which outputs a representation for the coupling layers that is concatenated to the
original input. The same model is utilized to parametrize the VAE encoder (commonly referred to
as q(z|x)). The VAE additionally has a model for the decoder p(x|z) which is parametrized by a
DenseNet which outputs the parameters for a categorical distribution. The models are optimized
using the same settings, and no hyperparameter search was performed. Specifically, the models are
optimized with minibatch size 64 for 2000 epochs with the Adamax optimizer with learning rate
0.001 and a linear learning rate warmup of 10 epochs and a decay factor of 0.995.

B.3 Range of considered hyperparameters

For Multinomial Text Diffusion we experimented with the depth of transformers
{1, 2, 4, 8, 12, 16, 20} and the hidden size {128, 256, 512, 1024}. We found that models with depth
12 and 512 could be trained in a reasonable amount of time while giving good performance. For the
cityscapes experiments no hyperparameter search was performed.

B.4 Details on latent normalizing flows for text8

We utilize the official code repository from Ziegler and Rush (2019) in here2. The original code
utilizes 10 ELBO samples, which is relatively expensive. For that reason we instead opt for 1 ELBO
sample and find it gives similar results. The batch size is increased from 16 to 32. Additionally we
reduce the KL scheduling from 4 initial 10�5 epochs to only 2 initial 10�5 epoch and we anneal
linearly over the next 4 epochs instead of over the next 10 epochs. In total the models are optimized
for 30 epochs. We verify that the resulting models still achieve similar performance on the Penn Tree
Bank experiment compared to the original paper in terms of ELBO values: Our hyperparameter setup
for AF/AF achieves slightly better performance with 1.46 versus 1.47 bpc and for IAF/SCF achieves
slightly worse 1.78 versus 1.76 bpc.

2https://github.com/harvardnlp/TextFlow
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B.5 Computing infrastructure

Experiments where run on NVIDIA-GTX 1080Ti GPUs, CUDA 10.1 with Python version 3.7.6 in
Pytorch 1.5.1 or 1.7.1.

C Reproducing Discrete Flows

In this section we detail our efforts to reproduce the results from discrete flows (Tran et al.,
2019). Specifically, we are interested in the discrete flows models that map to factorized dis-
tributions, for instance the discrete bipartite (coupling) flow. We avoid situations where an au-
toregressive base distribution is used, it may be difficult to identify how much the flow is actu-
ally learning versus the ARM as base. For this paper an official implementation was released
at https://github.com/google/edward2/blob/master/edward2/tensorflow/layers/ in
the files discrete_flows.py and utils.py. However, this codebase contains only the high-
level modules and code for the toy example, it does not contain the specific code related to the
language experiments. These high-level modules and the toy problem were ported to PyTorch
here: https://github.com/TrentBrick/PyTorchDiscreteFlows. Using this codebase, we
were able to compare on the quantized eight Gaussians toy dataset, as depicted in Figure 6. In this
experiment we clearly see that argmax flows outperform discrete flows both numerically (6.32 versus
7.0 nats) and visually by comparing the samples or probability mass function.

(a) Samples from Discrete Flow using a sin-
gle layer, taken from (Tran et al., 2019).

(b) Samples from the quantized 8 Gaussians
data distribution.

(c) Samples from the Discrete Flows PyTorch
re-implementation, achieving 7.0 nats.

(d) Probability mass of our Argmax Flow
using a single layer, achieving 6.32 nats.

Figure 6: Reproduction of the quantized eight Gaussians experiment. Plots show either the probability
mass function or weighted number of samples (which will tend towards the pmf).
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Subsequent efforts by others to reproduce the language experiments failed (see https://github.
com/TrentBrick/PyTorchDiscreteFlows/issues/1). In another work, Lippe and Gavves
(2020) also noticed the difficulty of getting discrete flows to succesfully optimize, as detailed
in the set shuffling/summation experiment corresponding to Table 5 in the paper.

For this paper we also tried to reproduce the language experiments. After verifying the correctness
of the one_hot_argmax, one_hot_minus and one_hot_add functions in https://github.com/
TrentBrick/PyTorchDiscreteFlows, we implemented an autoregressive discrete flow layer with
an expressive network, in an effort to limit the accumulated gradient bias. Recall that an autoregressive
layer is more expressive than a coupling layer as it has more dependencies between dimensions.
As can be seen in Table 8 our re-implementation also performed considerably worse, matching the
experience of the others described above.

Table 8: Discrete Flows on text8. Note that AR is more expressive than coupling.
Model text8 (bpc)

Discrete Flows from paper (coupling, factorized base, without scale) 1.29
Discrete Flows from paper (coupling, factorized base, with scale) 1.23
Discrete Flows reimplementation (AR, factorized base, without scale) 4.13

Argmax Flow, AR (ours) 1.38
Argmax Coupling Flow (ours) 1.80

Final remarks We have had extensive contact with the authors of (Tran et al., 2019) to resolve
this issue over the course of several months. Unfortunately it is not possible for them to share the
code for the language flows due to internal dependencies. Also, we have not been able to find any
implementation of discrete flows online that achieves the reported performance on text. The authors
generously offered to look at our reimplementation, which we have shared with them. At the time of
writing we have not yet heard anything back on the code. For the reasons described in this appendix,
we currently assume that the language experiments in discrete flows are not reproducible.
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D Additional experiments

A comparison of the performance for Cartesian products with different bases is shown in Table 9.
Note that this experiment was performed using a somewhat smaller architecture then in the main
text. As can be seen, the performance difference between different Cartesian products is relatively
small. The performance does decreases slightly over larger base numbers, indicating that it is better
to choose a small base that results in fewer overall dimensions.

Table 9: Cartesian Products with different base numbers trained using a slightly smaller version of
the Argmax AR Flow on text8.

Model text8 (bpc)

dm = 1, M = 27 1.45
dm = 2, M = 6 1.44
dm = 3, M = 3 1.44
dm = 5, M = 2 1.44

A comparison of sampling time speeds are shown in Table 10. A couple of orders in magnitude
difference can be seen comparing autoregressive versus non-autoregressive models. This highlights
the importance of researching generative models that can be built from non-autoregressive components.
The main source of difference between our coupling approach and IAF/SCF is that we utilize mixture
of discretized logistics (Ho et al., 2019) as coupling transformation, which requires a iterative process
to invert over 1 dimension. The multinomial diffusion takes in-between the time of autoregressive
and coupling models. Also reducing steps reduces the required sampling time, as is expected.

Table 10: Comparison of different methods in terms of sample time. Sample time is measured by
generating a single text sample of length 256 averaged over 10 runs, unless specified otherwise.

Model type Model Sample time (s)

ARM 64 Layer Transformer (Al-Rfou et al., 2019) 35.5†

VAE
AF/AF? (AR) (Ziegler and Rush, 2019) 156 ±1.8
IAF / SCF? (Ziegler and Rush, 2019) 0.04 ±0.004

Generative Flow
Argmax Flow, AR (ours) 115 ±0.03
Argmax Coupling Flow (ours) 0.40 ±0.03

Discrete Flow (Tran et al., 2019) 0.16†

Diffusion Multinomial Text Diffusion (ours) 26.6 ±2.2‡

Multinomial Text Diffusion, 100 steps (ours) 2.4 ±0.16

† Computed on a 288-length sequence instead of 256-length, taken from (Tran et al., 2019).
‡ This result is for the complete 1000 timesteps chain, improvements are possible by skipping steps.

Due to the computational cost of running normalizing flows, it is not possible for us to run every
model many times. However, generally single-run results suffice, as the performance variance of these
models is relatively small. In Table 11 the standard deviation and average performance for a selection
of models is shown, taken over 3 runs. Observe that these standard deviations are small compared to
the reported differences between the models. Notice that standard deviations for coupling models are
larger, but the performance difference between those types of models is also larger.

Table 11: Average and standard deviations of several models.
Dequantization Flow type Dataset average stdev

Argmax Flow (ours) AR text8 1.38 0.001
Argmax Flow (ours) AR enwik8 1.42 0.008
Argmax Flow (ours) Coupling text8 1.82 0.017
Argmax Flow (ours) Coupling enwik8 1.93 0.012

Finally, we also compare argmax flows to a situation where its density model exactly matches the
density model in (Lippe and Gavves, 2020) on text8. In this experiment Argmax Flows (1.43 bpc)
outperform CategoricalNF (1.45 bpc) in an equal setting.
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E Samples from the text models

Samples from our proposed models are presented in Table 12 and a Multinomial Text Diffusion train
is shown in Figure 7, these results were not cherry-picked.

Table 12: Samples from models trained on text8.
Model Nr Text
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iff
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Figure 7: Intermediate steps of the generation chain of the Multinomial Text Diffusion model trained
on text8.
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