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Review 

AAOSC: Adaptive agent-oriented system control
Seyed Soheil Mansouri1,2, Eric Reuthe2,  
Mohammad Reza Boskabadi1 and Christopher J Savoie2

The challenges in orchestrating complex industrial 
processes — whether in biomanufacturing, supply chains, or 
sustainable fuel production — stem from their inherently 
nonlinear dynamics, the opacity of real-time measurements in 
harsh environments, and the escalating demands for resilience 
amid global disruptions and decarbonization mandates. 
Traditional centralized control architectures, reliant on exhaustive 
sensor arrays and rigid optimization routines, falter under these 
uncertainties, leading to suboptimal yields, safety vulnerabilities, 
and inefficient resource use. As articulated in recent perspectives 
on agentic Artificial Intelligence (AI) in process systems 
engineering, these limitations underscore the urgent need for 
paradigms that harness distributed, adaptive decision-making to 
bridge sensing gaps, infer hidden patterns, and enact proactive 
decisions. In this perspective, we have revitalized the 
foundational Adaptive Agent-Oriented Software Architecture, the 
very blueprint that powered early distributed AI innovations like 
Apple’s Siri — and evolved it into the Adaptive Agent-Oriented 
System Control (AAOSC) framework a decentralized control layer 
built around specialized autonomous agents coordinated 
through digital twins and real-time communication protocols. 
Rather than proposing new algorithmic components, AAOSC 
provides a unifying architectural approach for integrating hybrid 
physics-informed models, learning-based inference, and 
distributed control in cyber-physical process systems. The four 
case studies presented herein — spanning supply chain security, 
closed-loop biomanufacturing control, quantum-enhanced 
anomaly detection, and prospective optimization of digital twin 
for biomass-derived sustainable aviation and maritime 
fuels — collectively demonstrate AAOSC’s prowess: reducing 
deviation durations, averting shutdowns in severe fault 
scenarios, and boosting efficiency through virtual sensing and 
decentralized reasoning, all while aligning with regulatory 
imperatives for safety and sustainability. Looking ahead, AAOSC 
charts a pathway toward cyber-physical ecosystems designed 
to support future regulatory-aligned deployment in safety-critical 
industries that not only minimize human fatigue-related risks — a 
leading cause of incidents in manufacturing — but also 
democratize advanced control for decentralized operations 
worldwide. Future implementations must prioritize hybrid edge- 
cloud deployments for low-latency actuation, robust 
cryptographic protocols for agent authentication in multi- 
stakeholder networks, and qualification and governance 
frameworks that would be required for compliance with U.S. 
Food and Drug Administration/European Medicines Agency 
(FDA/EMA) standards in regulated industries for biopharma and 
food production. Extensions could incorporate multi-logic 
decision ensembles within agents, quantum-accelerated 
reasoning for ultra-fast inference, and seamless integration with 

emerging generative models for predictive scenario generation. 
By thus extending agentic principles from consumer interfaces to 
mission-critical sustainability challenges, AAOSC promises to 
catalyze a new era of resilient, equitable industrial intelligence, 
where computational agents tirelessly safeguard and optimize 
the physical world.
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Introduction
The rapid evolution of complex systems and manu
facturing demands control paradigms that transcend 
traditional centralized architectures, embracing decen
tralized, adaptive systems capable of navigating non
linear dynamics, real-time uncertainties, and 
multifaceted stakeholder interactions [1,2]. In an era 
where supply chains span global networks, production 
processes exhibit strong coupling and nonlinear inter
actions, and sustainability imperatives impose stringent 
constraints, rigid centralized control strategies increas
ingly struggle to maintain performance and robustness. 
Agent-oriented systems: modular, autonomous or semi- 
autonomous entities that collaborate through localized 
decision-making, learning, and adaptation, fostering 
system-level intelligence that emerges from distributed 
coordination, and enabling reconfigurable, holonic-like 
production systems [3–6]. A self-adaptive control system 
capable of autonomously adapting itself will help to re
duce the maintenance cost and improve the software 
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dependability [7,8]. To design and deploy this frame
work, the control structure should consider optimal de
cisions with respect to the economic function [9•,10] and 
sustainability assessment [11].

This perspective revisits and extends the foundational 
principles of adaptive agent-oriented architectures, ori
ginally articulated in a seminal patent and corresponding 
paper on distributed agent networks for message routing 
and interpretation, to illuminate their transformative po
tential in the context of contemporary manufacturing 
challenges [12]. Rather than introducing new control al
gorithms, we focus on how these agentic principles can be 
operationalized as a unifying architectural layer for 
modern cyber-physical process systems. At its core, the 
Adaptive Agent-Oriented System Control (AAOSC) 
draws from a pioneering computer-implemented method 
(Adaptive Agent-Oriented Software Architecture 
(AAOSA)), implemented as a cyber-physical control layer 
on top of digital twins, for processing requests and sensor 
data within a network of interconnected agents [12,13••]. 
In this architecture, an initiator agent propagates queries 
recursively down the chain to identify responsible do
mains, resolving ambiguities through predefined algo
rithms or minimal user feedback, while localizing learning 
to refine interpretation policies. Agents, equipped with 
communication, rewards, and specialized processing 
units, employ performatives like ‘IS-THIS-YOURS?’ and 
‘COMMIT’ to establish dynamic paths, enabling fault- 
tolerant, scalable coordination without central oversight. 
Here, we reinterpret these mechanisms for real-time 
process monitoring, digital-twin-based simulation, and 
distributed control decision-making. This design not only 
supports natural, expressive human-machine interfaces 
but also embodies key tenets of agentic autonomy — re
activity to inputs, proactivity via policy updates, and social 
collaboration — yielding coordinated system responses 
that adapt to evolving contexts. Such principles, though 
conceived over two decades ago, prefigure modern 
agentic Artificial Intelligence (AI) ensembles, where 
agents orchestrate sensor data, infer nonlinear patterns, 
and execute controls in real time [14•].

Building on this foundation, recent advances in gen
erative AI, quantum-enhanced modeling, and integrated 
feedback loops have revitalized agent-oriented control 
for industrial complexity [15,16]. Recent experience 
with large language models (LLMs) further underscores 
the necessity of structured agentic orchestration for in
dustrial systems. While LLMs excel at interpreting user 
intent and generating contextual responses, they lack 
the inherent consistency, reproducibility, and workflow 
discipline required for complex engineering design and 
real-time process regulation. In contrast to human en
gineers who operate from established baselines and va
lidated procedures based on physical laws, purely 
generative systems may produce variable outputs across 

identical queries unless constrained within formalized 
workflows. Effective deployment, therefore, requires 
either tight human-in-the-loop interaction or embedding 
LLM reasoning within structured agent architectures 
that enforce fixed process logic and deterministic de
scription based on physics, chemistry, and biology while 
allowing adaptive branching. Importantly, most current 
AI frameworks emphasize design assistance and busi
ness workflow automation, whereas comparatively few 
address continuous system regulation, supervisory con
trol, and autonomous operational stability — capabilities 
that AAOSC is explicitly designed to support.

Our prior work has charted this trajectory, from dynamic 
simulations of continuous biologics production — in
tegrating upstream-downstream processes with noise- 
aware sensors and actuators for benchmarking control 
strategies [11,17,18] — to broader explorations of agentic 
AI’s potential role in augmenting process simulation and 
digital twinning. The AAOSC framework introduced here 
directly extends the previously published Sense-Infer- 
Control (SIC) concept [19••] into a full publish–
subscribe, registry-based multi-agent system (MAS) 
(Figure 1), preserving human-in-the-loop oversight while 
distributing perception, reasoning, and actuation across 
Sensor, Simulator, and Executive AI Agents. AAOSC thus 
provides an architectural scaffold for integrating digital 
twins, learning-based inference, and decentralized control 
rather than a replacement of existing model predictive or 
optimization approaches. In manufacturing, where non
linearities challenge classical control methods [20–22], 
SIC enables granular interventions, as evidenced by 
quantum-classical hybrids that can enhance generative 
adversarial networks for pattern recognition [15]. These 
innovations echo the adaptive agent framework’s adaptive 
ethos, localizing learning to mitigate contradictions (e.g. 
conflicting sensor signals) and propagating rewards to 
evolve system-wide resilience.

This perspective applies adaptive agent-oriented control 
to four case studies spanning supply chain security, 
closed-loop manufacturing control, anomaly detection, 
and digital-twin-enabled sustainable fuel production, il
lustrating the breadth of the AAOSC architectural para
digm across cyber-physical systems. Supply chain 
security demonstrates distributed anomaly flagging and 
traceability across heterogeneous data sources. Agentic 
bioprocess control illustrates closed-loop fault diagnosis 
and intervention within continuous manufacturing en
vironments. Anomaly detection showcases ensemble 
learning agents for early deviation identification in data- 
limited regimes. Sustainable aviation fuel production 
highlights how agent–digital twin integration can enable 
virtual sensing and adaptive optimization in highly 
nonlinear thermochemical systems. By weaving these 
threads in multiple industrial use cases, we argue that 
adaptive agent-oriented control offers a coherent 
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architectural framework for decentralized intelligence in 
complex process systems, complementing existing con
trol and optimization methodologies. The ensuing sec
tions dissect each case study, bridging theoretical 
underpinnings with empirical blueprints to guide prac
titioners toward multi-agent future implementations.

Adaptive agent-oriented system control 
framework
The AAOSC framework, as depicted in Figure 1, re
presents a modular architecture designed for distributed, 
intelligent control systems. This design integrates net
working infrastructure, communication protocols, simu
lation capabilities, edge computing, server-based 
orchestration, machine learning models, and autono
mous AI agents to enable adaptive, real-time physics- 
informed decision-making in complex environments, 
such as industrial automation, manufacturing, or cyber- 
physical systems. The framework emphasizes agent-or
iented paradigms, where specialized hybrid models col
laborate to monitor, simulate, reason, and execute 
control actions dynamically. There are different case 
studies of AI agents for monitoring [23], modeling 
[24–26], and predictive control [27], which can all be 
fitted as an agent to the framework for better perfor
mance of a system.

For clarity, several technical terms used throughout this 
section are briefly defined. Edge computing refers to 
processing data locally near sensors or unit operations 
rather than relying solely on centralized cloud resources, 
enabling low-latency monitoring and control. MQTT 
(Message Queuing Telemetry Transport) is a light
weight publish–subscribe communication protocol 
commonly used in industrial IoT systems for efficient 

data exchange between distributed devices. SCADA 
(Supervisory Control and Data Acquisition) refers to 
established industrial control systems used for mon
itoring and supervisory control of physical processes. 
Message Coordination and Processing (MCP) servers in 
AAOSC function as coordination nodes responsible for 
agent registration, message routing oversight, and re
dundancy management. Symbolic machine learning 
(SML) denotes hybrid modeling approaches that com
bine mechanistic process knowledge with data-driven 
learning. Small language models (SLMs) are compact 
transformer-based models embedded within executive 
agents to assist with contextual reasoning. The Agent-to- 
Agent (A2A) protocol defines the structured message 
format through which agents advertise capabilities, ex
change state information, and coordinate actions. These 
components are integrated within an industrial IoT en
vironment but operate at supervisory control timescales 
consistent with conventional process control practice.

This architecture is structured around interconnected 
layers: foundational networking and communication 
elements, core operational systems (e.g. SCADA and 
physical model simulations), backend servers for man
agement, representational models for data processing, 
and a hierarchy of AI agents for localized and executive 
intelligence. This design promotes resilience through 
redundancy, for example, multiple Message 
Coordination and Processing server (MCP) Servers and 
adaptability via AI-driven components, allowing the 
system to evolve in response to changing conditions.

The AAOSC framework, as described above, and the 
AAOSA (U.S. Patent 6144,989), both embody agent-or
iented paradigms for distributed, intelligent processing. 

Figure 1  
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AAOSA, originally developed for message routing and 
interpretation in interconnected agent networks, formed 
the basis for technologies that contributed to natural 
language interfaces, including those that influenced 
Apple’s Siri voice assistant [28]. However, they diverge 
significantly in scope, mechanisms, and implementation, 
reflecting their distinct origins and applications. AAOSA, 
patented in 2000, serves as a foundational software ar
chitecture for message routing and interpretation in 
agent networks, with examples in consumer systems like 
home entertainment and natural language interfaces. 
AAOSC extends beyond AAOSA’s software-centric 
routing by embedding agents within a robust physical 
infrastructure for control systems, prioritizing simulation, 
machine learning, and standardized protocols for real- 
world deployment, with a mind toward resilience, 
human-in-the-loop control capabilities, and safety. 
While AAOSA excels in lightweight, recursive inter
pretation suitable for early distributed computing, 
AAOSC addresses broader operational needs, such as 
redundancy and predictive adaptation, making it more 
aligned with contemporary cyber-physical systems. 
Thereby, AAOSC adopts AAOSA’s agent-centric design, 
where autonomous agents form dynamic networks to 
process inputs, resolve ambiguities, and execute actions. 
However, it orients these toward system control in in
dustrial and other mission-critical physical systems ra
ther than pure interpretation, incorporating feedback 
loops for monitoring and actuation in physical or simu
lated domains. Table 1 provides a comparison of AAOSC 
with AAOSA.

In AAOSC, hierarchical collaboration refers to task-or
iented coordination rather than rigid command struc
tures. At a base level, Sensor and Simulator agents 
operate locally on specific unit operations or process 
subsystems, while Executive agents integrate system- 
wide objectives such as productivity, safety, and sus
tainability. The hierarchy may be defined initially based 
on process topology (e.g. upstream–downstream re
lationships or unit-operation boundaries), but can also 
adapt dynamically as agents advertise capabilities and 
performance feedback identifies effective coordination 
patterns. Thus, hierarchy emerges from process struc
ture and operational needs rather than requiring fixed, 
manually engineered control trees.

From an implementation perspective, AAOSC is de
signed to operate at supervisory control timescales ty
pical of industrial process systems, where sensor updates 
and control actions occur over seconds to minutes. Agent 
communication supports reliable exchange of process 
variables, confidence measures, and control commands, 
while basic data validation ensures physically reasonable 
values before decision-making. In the event of com
munication disruption or abnormal conditions, the 
system defaults to safe baseline control policies, 

ensuring stable operation rather than abrupt shutdown. 
These design principles are consistent with established 
industrial control and digital twin deployment practices.

While AAOSC shares conceptual elements with existing 
digital twin platforms, distributed model predictive 
control (MPC), and multi-agent reinforcement learning 
(RL) frameworks, it differs in architectural intent and 
integration scope. Conventional digital twin stacks ty
pically operate as centralized simulation or monitoring 
layers that inform supervisory decision-making but do 
not natively orchestrate decentralized autonomous 
agents. Distributed MPC decomposes optimization 
across subsystems yet remains fundamentally tied to 
coordinated mathematical solvers rather than hetero
geneous reasoning agents. Multi-agent RL systems 
emphasize policy learning through reward structures but 
often require extensive training data and lack explicit 
integration with mechanistic process models and real- 
time digital twins. In contrast, AAOSC functions as an 
orchestration layer that unifies mechanistic digital twins, 
hybrid learning models, and task-specialized agents 
within a dynamic coordination framework, enabling real- 
time supervisory regulation without replacing estab
lished control algorithms.

Simplified mathematical formulation of the 
adaptive agent-oriented system control 
framework
This section provides a conceptual abstraction of how 
the AAOSC framework decomposes distributed deci
sion-making, rather than a formal proof of algorithmic 
guarantees. The intent is to illustrate how routing, co
ordination, and optimization responsibilities are dis
tributed across agents in alignment with the architectural 
design. The AAOSC framework provides a structured 
approach to real-time optimization in manufacturing 
through a MAS. It models the system as a network of 
specialized agents — such as those for sensing data, si
mulating scenarios, and executing decisions — that 
collaborate to solve complex problems like scheduling 
and resource allocation. This decentralized method 
breaks down global challenges into manageable local 
tasks, optimization techniques for decisions, and prob
abilistic models for adaptation. This architecture thus 
allows for efficient, scalable solutions that operate in real 
time, addressing limitations of centralized systems, such 
as delays and vulnerability to failures.

Representing the agent network
AAOSC views the system as a directed graph 

=G V E( , ), where V is the set of agents (e.g. sensor 
— Physical or soft — or executive types) and E re
presents communication links between them. Each link 
has a cost wij to account for factors like latency. When a 
request arrives (e.g. to adjust production), an initiating 
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agent queries others recursively to find the best path. 
Each agent evaluates the request using a policy j , 
which estimates the probability that the request belongs 
to its domain. The optimal path P* is selected by 
minimizing total cost plus uncertainty:

= +P w* arg min uncertainty term.ij

In practice, the recursive querying mechanism reflects 
the AAOSA-inspired responsibility discovery embedded 
within AAOSC and resembles a constrained graph tra
versal in which each agent evaluates a request once per 
propagation cycle. Under a bounded neighborhood size 

typical of modular process systems, routing effort scales 
with the number of participating agents involved in co
ordination for a given task, rather than requiring global 
enumeration of the network. This formulation is in
tended to illustrate decentralized coordination behavior 
of the architecture rather than provide formal complexity 
guarantees.

Formulating the optimization problem
The core challenge is to minimize a global cost, such as 
production expenses or delays, under constraints like 
machine or unit operation capacity. For a scheduling 

Table 1 

Comparison between AAOSC and AAOSA. 

Dimension AAOSC (this work) AAOSA (U.S. Patent 6144,989)

Primary focus System control and orchestration in distributed 
environments (e.g. industrial IoT, automation), 
emphasizing real-time monitoring, digital twin 
incorporation, and adaptive decision-making.

Software architecture for message interpretation and 
routing in agent networks, focused on domain-specific 
processing (e.g. user requests in home entertainment 
systems or consumer applications).

Core mechanism Hierarchical collaboration among specialized AI agents 
(e.g. Sensor, Simulator, Executive) via networked 
communication loops, with integrated predictive 
modeling and reasoning for control actions.

Recursive querying (‘IS-THIS-YOURS?’) down 
hierarchical agent chains to discover handling paths, 
followed by message transmission to leaf agents; 
includes contradiction resolution and policy learning.

Agent structure Specialized, role-based agents (e.g. Sensor AI Agent for 
edge processing, Executive AI Agent for coordination) 
operating in a feedback loop with models. Agents are 
autonomous but integrated with external systems like 
SCADA. Capabilities and agents are added dynamically 
in a plug-in architecture.

Generic agents organized in ‘communities’ with 
upchain/downchain relationships; each maintaining 
interpretation policies and advertises/unadvertises 
capabilities dynamically.

Networking and 
communication

Relies on IP/Multicast networks, MQTT Broker for 
publish-subscribe messaging, and servers (MCP, 
Registry) for orchestration and discovery; supports 
scalable, event-driven data flow.

Peer-to-peer querying among agents without explicit 
brokers; uses performative messages (e.g. ‘IT-IS-MINE,’ 
‘NOT-MINE’) for routing; no mention of standardized 
protocols like MQTT.

Adaptivity and learning Achieved through machine learning (ML) and 
SML models for hybrid physics-informed inference, 
coupled with SLM-based reasoning agents for contextual 
decision support; adaptation occurs via predictive 
analytics and model updates within control loops.

Policy-based learning via rewards, user feedback 
(minimal interaction), and temporary request storage; 
resolves contradictions algorithmically or through 
localized learning near or inside leaf agents.

Key components – Models: SML, data-driven ML, and mechanistic digital- 
twin models. 
– Reasoning: SLMs embedded within Executive and 
supervisory agents.

- Interpretation Unit: White Box (learning, policies, 
address book) and Black Box (opaque processes). - 
Storage: Temporary Request, Rewards. - Flows: Agent 
startup (registration/advertising), message processing 
(query/response). - I/O: Non-agent interfaces 
(e.g. speech-to-text, actuators for TV control).

Scalability and resilience High availability via redundant MCP servers and registry 
for dynamic registration; multicast for efficient 
broadcasting in large-scale systems.

Scalable through recursive discovery and community 
management (create/delete based on agent presence); 
fault-tolerant via upchain contradiction propagation.

Example application Industrial or simulated environments (e.g. sensor data to 
executive decisions via digital twins).

Consumer devices (e.g. voice/mouse inputs to TV 
actuators, as in Figure 4).

Temporal context Modern architecture incorporating AI/ML advancements 
like small language models and digital twins, MQTT, 
MCP, and IoT advancements, and SCADA integration.

Developed in 1998 (filed), patented 2000; foundational 
but lacks integration of later technologies like MQTT or 
deep learning.

Digital twin integration Explicit integration of mechanistic and hybrid digital-twin 
models for simulation, virtual sensing, and supervisory 
decision support within control loops. Digital twins serve 
as predictive engines coordinated by agents.

No digital twin integration; architecture focused on 
message routing and interpretation without physical 
process modeling or simulation components.

Multi-physics and multi- 
scale simulation

Supports integration of multi-physics and multi-scale 
process models (e.g. reaction kinetics, transport 
phenomena, system-level process flows) through 
simulator agents and digital twin environments.

No support for physical modeling, multi-physics 
simulation, or scale-bridging process representation.

Adaptive Agent-Oriented System Control Mansouri et al. 5
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example with jobs Jand machines M . The problem is 
expressed as:

= +C c x d ymin ,j j m m

Subject to resource limits (e.g. a x bjm j m) and timing 
rules, where xj and ym are binary decisions (schedule or not).

AAOSC decentralizes this: Each agent solves its local 
version, Cmin i, and coordinates using multipliers µ that 
adjust for shared constraints. Updates follow a simple rule:

µ µ= ++ max(0, constraint violation).t t1

In practical implementations, multiplier updates are 
executed at timescales compatible with supervisory 
control layers (seconds to minutes), consistent with dis
tributed optimization schemes used in industrial cyber- 
physical systems. The formulation is illustrative rather 
than a formal convergence proof.

Handling dynamics with sequential decisions
To manage uncertainties like sudden demand changes, 
AAOSC uses a Markov decision process with states 
st (current conditions, including simulations), actions 
at (e.g. reallocate resources), and rewards R (negative 
cost plus stability bonus). The goal is to find the value 
V s* ( ) of the best policy:

= +V s R s a V s* ( ) max [ ( , ) * ( )] .
a

Agents can approximate this with neural networks or 
reinforcement learning, updated via experience, and use 
digital twins for fast simulations. Conflicts are resolved 
by prioritizing critical issues and converging to stable 
solutions in logarithmic steps.

Why adaptive agent-oriented system control 
is better able to solve real-time optimization 
problems
Centralized methods scale exponentially and falter 
under change; AAOSC’s decomposition dramatically re
duces per-agent complexity, with aims to approximate 
globally coordinated solutions through distributed local 
optimization. Simulations validate decisions offline, and 
adaptive learning refines policies locally, achieving faster 
responses than traditional approaches. For instance, in a 
small scheduling case, a distributed AAOSC im
plementation matches exact solutions in just a few 
iterations.

This framework thus balances theoretical rigor with 
practical speed, offering a robust tool for dynamic man
ufacturing environments.

Example 1: Pharmaceutical supply chain 
security
The rapid growth of counterfeit pharmaceutical websites 
poses a significant threat to public health and brand in
tegrity [29]. Websites selling fake Good Laboratory Prac
tice-1 medications — such as Ozempic, Wegovy, Saxenda, 
and Rybelsus have proliferated across the internet, tar
geting consumers seeking weight loss and diabetes treat
ments. These counterfeit operations range from 
sophisticated scam sites that mimic legitimate pharmacies 
to crude single-page operations that accept only crypto
currency. The challenge lies in distinguishing genuine 
pharmaceutical retailers and informational resources from 
dangerous counterfeits at scale, particularly when bad actors 
continuously adapt their tactics to evade detection [30–32].

The developed system is a multi-agent AI platform that 
identifies, analyzes, and prioritizes counterfeit pharma
ceutical websites through a signal-based detection ap
proach. The architecture employs five specialized agents, 
as shown in Figure 2 — Executive, Data Collection, 
Analysis, Data Management, and Notification — co
ordinated through an A2A protocol. The detection meth
odology combines automated verification modules with AI- 
powered content analysis. Five verification modules run 
first: Google Safe Browsing checks for known threats, Se
cure Sockets Layer certificate validation assesses site se
curity posture, contact validation distinguishes legitimate 
landlines from untraceable VoIP numbers, for risk- 
screening purposes rather than regulatory adjudication, and 
payment gateway detection flags sites accepting only 
cryptocurrency or wire transfers.

Following automated verification, an LLM AI agent 
analyzes page content against 64 distinct signals, 27 le
gitimacy indicators, and 37 threat indicators. The scoring 
engine uses an inverted logic where sites begin at a base 
score of 50 (may or may not be a threat), and legitimacy 
signals reduce the score while threat signals increase it. 
Critical threats like ‘no prescription required’ or FDA 
warning letters add significant points, while verified 
pharmacy credentials and prescription requirements re
duce the threat score substantially. Sites are categorized 
into three priority levels: HIGH (70–100) for likely 
counterfeits requiring immediate investigation, 
MEDIUM (40–69) for suspicious sites needing review, 
and LOW (0–39) for likely legitimate operations. The 
system maintains whitelists for known legitimate do
mains — including major pharmacy chains, pharmaceu
tical manufacturers, and regulatory bodies, which 
automatically receive minimal threat scores. This hybrid 
approach enables accurate detection at scale while 
minimizing false positives against legitimate healthcare 
providers and informational resources.

Although this case study operates in a digital domain, its 
architectural relevance to chemical engineering process 
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systems lies in distributed supply-chain assurance and 
risk propagation management. Pharmaceutical manu
facturing increasingly depends on globally distributed 
raw material sourcing, contract manufacturing, and di
gital commerce platforms, where counterfeit detection 
and traceability directly influence process integrity, 
regulatory compliance, and product quality assurance. 
The same agent-oriented principles demonstrated 

here — distributed signal aggregation, anomaly scoring, 
decentralized coordination, and supervisory prioritiza
tion — are directly transferable to physical supply-chain 
monitoring in biomanufacturing and sustainable fuel 
production. In this sense, Example 1 illustrates the 
scalability of AAOSC beyond plant-floor control into the 
broader cyber-physical ecosystem that surrounds modern 
chemical process industries.

Figure 2  
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Example 2: agentic AI control of bioprocess
The second case study demonstrates simulation-based 
closed-loop agentic control on the KTB-1 integrated digital 
twin of end-to-end continuous lovastatin manufacturing 
(Figure 3). The KTB-1 model couples an upstream fed- 
batch-turned-continuous fermentation of Aspergillus terreus 
(fed with lactose as primary carbon/induction source and 
nitrogen) with a downstream train comprising centrifuga
tion, extraction, nanofiltration, and preparative high-per
formance liquid chromatography [17]. The hybrid 
mechanistic model comprises 38 state variables (20 of 
which are routinely measured or soft-sensed/inferred) and 
is sampled hourly, capturing key nonlinear kinetics, 
transport delays, and representative sensor and actuator 
noise characteristics observed in continuous biopro
cesses. To mimic real-world disturbances, we system
atically injected three fault classes into closed-loop runs 

under the baseline AAOSC/MPC layer: (i) operational 
faults (set-point drifts or actuator sticking in flow rates, 
recycle ratios, and volume control), (ii) process faults (step 
changes of 1–5% in lactose feed concentration, sudden 
biomass death-rate spikes, or pH excursions), and (iii) 
measurement faults (persistent bias, drift, or complete loss 
of key sensors). For each fault scenario, 500 Monte Carlo 
simulation runs were performed, generating a compre
hensive synthetic dataset of nominal and faulty trajectories 
used to train the agentic overlay.

The agentic layer (green boxes in Figure 3) is im
plemented as a lightweight, MQTT-based MAS running 
in parallel with the conventional control stack. Specia
lized detection agents — each encapsulating gradient- 
boosted decision trees or one-class autoencoders — sub
scribe to real-time process topics broadcast from the 

Figure 3  

Current Opinion in Chemical Engineering

Agentic control architecture layered on the KTB-1 digital twin of continuous lovastatin manufacturing. The core process (center) is controlled by 
conventional AAOSC/MPC (gray). A lightweight MQTT-based MAS (green) performs real-time fault diagnosis and autonomously overrides flow rates, 
recycle ratios, and noise handling to achieve resilient, self-healing operation.  
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digital twin (lactose concentration, biomass, pH, dis
solved oxygen, flow rates, etc.). Within a single sampling 
interval (≤1 hour), they publish structured belief mes
sages (“Normal”, “Operational_Fault”, “Process_Fault”, 
“Measurement_Fault”, or fine-grained sub-diagnoses), 
which are aggregated by a supervisory agent via 
weighted majority voting to trigger coordinated correc
tive actions. Rather than emphasizing quantitative per
formance metrics, this example illustrates how 
distributed anomaly inference can be integrated within 
AAOSC to enable rapid fault recognition and decen
tralized supervisory intervention in continuous biopro
cesses.

Upon consensus, dedicated corrective agents instantly 
override the underlying AAOSC/MPC layer by pub
lishing new set-points or manipulated-variable targets to 
specific control agents, for example, 

• Control Agent – Flow (adjusts fresh lactose/nitrogen 
feed rates and harvest flow),

• Control Agent – Recycle Rate (dynamically mod
ulates permeate and recycle splits in the downstream 
train), and

• Control Agent – Noise Adjustment (retunes MPC 
covariance matrices or activates redundant soft 
sensors).

In closed-loop simulations, this agentic intervention 
significantly reduced fault-induced deviation duration 
compared with MPC-only operation, enabling faster re
turn to nominal trajectories following disturbances. 
While these results are obtained within a high-fidelity 
digital twin environment, they highlight the potential of 
decentralized agent coordination for real-time fault di
agnosis and corrective control in complex bioprocesses.

We note that the present study relies on synthetic fault 
scenarios generated by the digital twin and does not yet 
capture all sources of plant-model mismatch, long-term 
sensor drift, or unmodeled disturbances encountered in 
industrial facilities. Future work will therefore focus on 
experimental validation and robustness analysis under 
real process data streams.

By distributing perception, reasoning, and actuation 
across loosely coupled MQTT-connected agents, the 
architecture directly reflects the decentralized co
ordination principles of adaptive agent-oriented systems 
while remaining computationally lightweight and com
patible with edge deployment. This case study thus 
provides a proof-of-concept demonstration of how digital 
twins can be transformed into autonomous, self-cor
recting process supervision platforms, rather than evi
dence of immediate industrial readiness.

Example 3: quantum-enhanced generative 
adversarial networks ensembles for early 
anomaly detection
In the intricate landscape of continuous biomanufacturing, 
where nonlinear dynamics and sparse data confound tradi
tional fault detection, anomaly detection emerges as a cri
tical safeguard for process stability and regulatory 
compliance [15]. Drawing from our foundational work on 
the KTB-1 simulation model for lovastatin production [17], 
We introduce a simulation-based unsupervised anomaly 
detection framework leveraging ensemble generative ad
versarial networks (GANs) to delineate normal operations 
from subtle deviations, such as abrupt feedstock variability. 
This approach addresses the domain’s data scarcity by 
training solely on nominal data — comprising 1000 Monte 
Carlo runs of upstream fermentation and downstream pur
ification — to construct synthetic representations of normal 
system behavior against which deviations can be detected.

Central to this is the SIC paradigm, where sensing 
modules ingest hourly-sampled features (including lac
tose concentration, biomass density, and key operational 
variables), and inference agents flag anomalies through a 
union-rule ensemble of discriminators that trigger when 
any model identifies atypical behavior. Here, the ‘latent 
spacev refers to a low-dimensional (here, 16-dimen
sional) abstract representation from which the GAN 
generator samples synthetic process states. By sampling 
diverse points in this compressed space, the generator 
can produce a wide variety of realistic ‘normal’ trajec
tories, helping the discriminator learn robust decision 
boundaries that separate typical bioprocess variability 
from true anomalies — thus mitigating overfitting and 
mode collapse (a common GAN failure where the model 
collapses to a narrow set of outputs).

Enhancing this classical GAN backbone, we incorporate 
exploratory hybrid quantum–classical priors to enrich la
tent space sampling and mitigate mode collapse, a 
common limitation in generative modeling. Generators 
draw from 16-dimensional latent vectors generated either 
from Gaussian distributions or from quantum-circuit- 
based distributions produced by time-bin photonic in
terferometers simulating 8 photons across 16 channels, 
implemented in simulation or executed on the ORCA 
PT-2 processor. These quantum-generated priors in
troduce structured non-uniform variability that broadens 
the generator’s representation of nominal process dy
namics. Training stability is ensured using Wasserstein 
GANs with gradient penalties. This work also aligns with 
emerging hybrid AI modeling strategies in chemical en
gineering, which combine mechanistic knowledge with 
data-driven learning to overcome black-box limitations 
and data scarcity in high-risk processes [33]. Such hybrids 
offer greater interpretability and reliability than pure 

Adaptive Agent-Oriented System Control Mansouri et al. 9

www.sciencedirect.com Current Opinion in Chemical Engineering 2026, 52:101253



deep-learning approaches, while highlighting emerging 
risks such as hallucinations in large or small language 
models — a critical consideration for safety-critical ap
plications like biomanufacturing, where erroneous in
ferences could have severe consequences.

Benchmarking against step-change anomalies (e.g. a 1.5% 
lactose drop at hour 10), ensembles of 30–60 discriminators 
were evaluated using anomaly score ranking rather than 
conventional binary classification accuracy. In this un
supervised one-class setup, discriminator outputs are 
higher for normal data and lower for anomalies (inverted 
scoring relative to typical anomaly-likelihood conventions). 
The reported area-under-curve (AUC) values of 0.41–0.43, 
therefore, reflect meaningful ranking ability in the low 
false-positive regime, where the goal is early detection with 
minimal or zero false alarms rather than balanced classifi
cation. Simulated quantum priors yielded AUC values of 
0.429 ± 0.009, while hardware-generated priors achieved 
0.412 ± 0.019, demonstrating modest but consistent im
provements over Gaussian baselines (AUC 0.350 ± 0.019). 
Critically, the quantum-enhanced ensembles achieve 
> 50% true positive rate at zero false positives (FPR = 0), 
enabling reliable early deviation flagging without triggering 
false alarms in the digital twin environment.

These results illustrate the exploratory potential of en
riched latent sampling for early anomaly detection rather 
than conclusive performance superiority, and are in
tended to demonstrate the compatibility of quantum- 
enhanced inference with decentralized agentic control 
architectures. In the AAOSC framework, distributed dis
criminator agents can broadcast anomaly likelihoods in 
real time, enabling supervisory and corrective agents to 
initiate localized control responses without centralized 
bottlenecks. We emphasize that this study relies on di
gital-twin-generated process data and simplified dis
turbance scenarios, and does not yet encompass full plant- 
model mismatch, sensor degradation, or long-term drift. 
Future work will focus on benchmarking against classical 
fault detection techniques, the incorporation of real pro
cess datasets, and closed-loop experimental validation.

Ultimately, this anomaly detection case illustrates how 
learning-based inference agents can be integrated within 
AAOSC to support early deviation awareness and adap
tive response. Rather than asserting industrial readiness, 
the example serves as a proof-of-concept for embedding 
advanced generative inference within agent-oriented 
digital-twin control ecosystems, complementing estab
lished monitoring and control strategies.

Example 4: sustainable fuel from biomass 
conversion
▪ Thermochemical conversion of residual biomass re

presents one of the most promising routes for large- 
scale production of drop-in sustainable aviation and 

marine fuels [34,35]. Second-generation lig
nocellulosic residues (agricultural and food-processing 
wastes, forestry by-products, and dedicated energy 
crops) are abundant, non-competitive with food, and 
can be transformed via pyrolysis, gasification, or hy
drothermal processes into bio-oil, syngas, and biochar 
[36]. These intermediates can subsequently be up
graded into kerosene-range hydrocarbons that meet 
ASTM D7566 specifications for aviation turbine fuel. 
However, biomass is inherently heterogeneous in 
moisture, ash, particle size, and elemental composi
tion; thermochemical reactors operate at 400–900 °C 
with extremely short residence times and complex 
phase interactions, rendering direct online measure
ment of key product concentrations (liquid yield, H/C 
ratio, syngas quality, or tar formation) technically in
feasible or prohibitively expensive [37,38]. Classical 
control strategies, therefore, struggle to respond ra
pidly to feedstock variability or process drift, resulting 
in off-spec products and reduced carbon efficiency. 
This context motivates the use of digital twins and 
agent-oriented supervisory architectures for virtual 
sensing and adaptive optimization.

▪ The Digital Twin Configurator (DTC) provides a 
validated process modeling environment for a biomass 
conversion integrating single-stage intermediate pyr
olysis and in-line reforming of representative residual 
feedstocks. The DTC predicts mass yields, higher 
heating values (HHV), and detailed product char
acteristics as functions of feedstock composition, re
actor temperature, residence time, and catalyst state, 
based on calibration against experimental campaigns.

▪ In this perspective, we propose integrating such a va
lidated digital twin with the AAOSC framework as a 
prospective closed-loop supervisory control archi
tecture, using the same agent-based communication 
structure introduced in previous case studies. Sensor AI 
Agents ingest real-time feedstock and reactor mea
surements and infer unmeasurable process states (such 
as vapor-phase composition and reformer conversion) 
via hybrid ML surrogate models trained on the DTC. 
Simulator AI Agents execute parallel ‘what-if’ digital 
twin scenarios to forecast product distributions under 
disturbances. An Executive AI Agent aggregates these 
predictions and issues corrective actions through dy
namically registered control agents (e.g. Feed-Rate 
Agent, Temperature-Profile Agent, Catalyst- 
Regeneration Agent, and Emissions-Constraint Agent).

▪ As illustrated in Figure 4, experimental measurements 
from the integrated pyrolysis–reformer process are first 
used to calibrate and validate the digital twin through 
comparison of physical outputs (ER) with digital twin 
simulation results (SR). The validated digital twin 
then serves as a predictive engine for virtual sensing 
and scenario analysis across heterogeneous feedstocks.

▪ At present, this example is intended as a conceptual 
and architectural demonstration rather than a 
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validated closed-loop control implementation. While 
prospective simulations suggest that agentic co
ordination could reduce variability and improve 
carbon efficiency across heterogeneous feedstocks, 
quantitative performance benchmarking and experi
mental closed-loop studies remain future work. Rather 
than asserting industrial readiness, this case illustrates 
how agent-oriented architectures can extend validated 
digital twins toward autonomous supervisory control 
for sustainable fuel systems.

Conclusions and perspectives
In this paper, we have proposed an AAOSC architecture 
to orchestrate complex industrial and cyber-physical 
processes. The architecture builds on foundational 
principles of the AAOSA, originally developed for dis
tributed interpretation and coordination in early MAS, 
and reinterprets them within modern digital-twin-en
abled process control environments.

Rather than presenting a fully deployed industrial con
trol platform, this work introduces AAOSC as an archi
tectural framework and demonstrates its feasibility 
through simulation-based proof-of-concept case studies. 
The four use cases illustrate how agent-based orches
tration can integrate digital twins, anomaly inference, 
and decentralized decision-making across heterogeneous 
process systems. These examples serve to validate ar
chitectural coherence and functional potential within 
high-fidelity simulated environments rather than to es
tablish operational industrial performance.

The results highlight the promise of agent-oriented co
ordination for enhancing monitoring, adaptability, and 
resilience in complex process systems, with implications 
for improved efficiency, sustainability, and process 
safety. By distributing perception and supervisory rea
soning across autonomous agents, AAOSC offers a 
pathway toward reducing operator burden while en
abling rapid response to process disturbances.

Figure 4  

Current Opinion in Chemical Engineering

The DTC for sustainable aviation and marine biofuel production. Residual biomass feedstocks (biowaste sieving oversize, rice husk, and agave 
bagasse) are converted in a decentralized vertical thermochemical reactor via integrated intermediate pyrolysis and reforming. The DTC accurately 
predicts product distribution (bio-oil, biochar, syngas, water), HHV, and compositional characteristics from variable feedstock and process 
parameters, providing an ideal platform for future deployment of the AAOSC framework to enable real-time, agent-driven optimization and virtual 
sensing of otherwise unmeasurable product concentrations.  
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Future work will focus on experimental validation and 
real-world deployment of AAOSC-based supervisory 
control layers, including hybrid cloud-edge im
plementations, secure agent communication, and sys
tematic performance benchmarking in industrial 
environments. Dedicated studies will also be required to 
address regulatory validation, auditability, and lifecycle 
management of AI-assisted control systems in regulated 
manufacturing sectors. Additional architectural en
hancements, such as multi-logic decision ensembles 
within agents, will be explored as the framework ma
tures. Formal regulatory validation, audit trail im
plementation, model lifecycle governance, and data 
integrity controls required under frameworks such as 
FDA 21 CFR Part 11 or EMA GxP guidelines are be
yond the scope of this architectural perspective and will 
require dedicated compliance-focused studies.
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Data will be made available on request.
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