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Abstract
The performance of active sound field control solutions is directly dependent on the accuracy of the measured
acoustic transfer functions between the control loudspeakers and control areas. Outdoors, these transfer functions are affected by atmospheric conditions and their variation over time. In this work, we investigate methods
for estimating transfer functions changes due to changing atmospheric conditions with the goal of adapting outdoor sound field control systems to such changes. We train and test the estimation strategies against results of a
large set of outdoor transfer function measurements in different atmospheric conditions.
Keywords: Outdoor sound propagation, Sound Field Control, Machine learning

1

INTRODUCTION

Active control of the sound that outdoor concerts radiate into their surroundings might be useful to reduce
the annoyance that such events create. However, the propagation of sound in earth’s atmosphere is complex,
because it is influenced by changes in wind, temperature and other conditions [1]. Studies on the influence
of atmospheric variations on loudspeaker and microphone characteristics [2] and on measured outdoor impulse
responses [3] reported that the whole transmission path from signal generation to its recording is sensitive
to atmospheric conditions. Such changes have a crucial effect on non-adaptive sound field control systems
[4, 5, 6]. But also active control systems based on adaptive filtering rely on some kind of estimate of the
secondary transmission path. For example, one of the most popular adaptive filtering algorithms, the filteredreference least-mean-square filter [7], needs a secondary path estimate with a maximum phase error of 90◦ for
convergence [8, p. 144]. If the secondary path changes too much, the secondary path model of the FxLMS
filter needs to be updated.
Thus, sound reproduction systems that intend to synthesize a specific sound field accurately, be it for the purpose
of accurate reproduction of sound or its control, might need to take changes in transmission paths due to
atmospheric changes into account.
In a previous work, Caviedes-Nozal et al. experimentally studied changes in outdoor transmission paths between
two loudspeakers and four microphones with distances of 150 m to 300 m apart under varying temperature
and wind conditions [9]. These atmospheric variations influenced both magnitude and phase of the measured
transfer functions. It was observed that the induced weather dependent change of phase could be reasonably
well modelled by an appropriate delay applied to a single reference impulse response. While this optimal
delay was approximately linearly dependent on temperature and wind variations, it is questionable if a linear
regression estimation predicts the delay accurately enough for use in a secondary path model of a FxLMS
filter. To continue that work, we investigate in the present paper if machine-learning based regression models
can make better estimations of this compensation delay or even the complete transfer functions. Such methods
might be fast and accurate predictors when trained on a meaningful data set compared to estimations based on
physical models [10].
The paper is structured as follows. In section 2 the data set of measured transfer functions is described and
the used machine learning regression methods are explained. Section 3 shows how accurately transfer function
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changes can be predicted from weather data. These results are discussed in section 4.

2

METHOD

Estimation changes in transfer functions from weather data can be seen as a regression problem. The main
goal in regression analysis is to find an accurate estimation model f with model parameters β that estimates
the dependent variables Y from the known variables X, i.e. f (X, β ) ≈ Y . In the present paper, two regression
problems are studied which intend to estimate the changes with weather in transfer functions (or equivalently in
impulse responses) relative to a reference transfer function Hre f ( f ). In the first problem, the complex transferfunction coefficients (Y ) are estimated using a Feed Forward Neural Network ( f ) from the weather conditions
(X), where the network parameters (β ) are computed by Deep Learning and back-propagation. In the second
problem, the effective delay (Y ) by the weather conditions (X) is estimated using an automated machine-learning
framework that finds both useful regression functions f and their parameters β .
In the following, the data set and the two machine-learning approaches are shortly summarized.
2.1 Data set
In the previous study [9], outdoor transfer-functions were measured between two loudspeakers and eight microphones together with wind speed, wind direction and temperature at different heights over a period of 6 days.
The present study focuses on one of the loudspeaker-microphone pairs (L2, M7), which were separated by a
distance of approximately 160 m. The used loudspeaker was a subwoofer with a frequency range of around
40-140 Hz.
The measurement series consisted of 77 measurement sets, with each set comprising 10 recordings of 10 second
exponential sweeps, totalling 770 impulse response measurements. The sets were separated by a 30 minutes
break during the day or a whole night between the last and first measurement of a day. Thus, the weather
conditions can be very different between sets while they are rather similar during the 10 sweeps of one set.
The first transfer function measurement of the series is chosen as the reference Hre f ( f ).
For the first regression problem, the independent variables are the wind speed v, wind direction α and temperature T at 5 different heights and the frequency vector f
X = (v8m , v31m , v44m , v57m , v70m , α8m , α31m , α44m , α57m , α70m , T8m , T31m , T44m , T57m , T70m , f).
The complex transfer functions changes are reconstructed using a Feed Forward Neural Network, the dependent
variables Y are the changes in phase and magnitude of the frequency responses H( f ) due to varying weather X
relative to the reference frequency transfer function Hre f ( f )




H
H
,∠
.
Y = 10 log10
Hre f
Hre f

(1)

For the second regression problem, the independent variables are
X = (v8m , v31m , v44m , v57m , v70m , α8m , α31m , α44m , α57m , α70m , T8m , T31m , T44m , T57m , T70m ).
The dependent variable,
Z

Y = arg max (h ? hre f )(∆t) = arg max
∆t

h(t)hre f (t − ∆t)dt,

(2)

∆t

is the time delay that maximizes the cross-correlation between the impulse responses h(t) measured during
weather condition X and the first measured impulse response hre f (t).
The measurement series data is divided into 51 sets for model training and 26 sets for testing for both problems.
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(a) Feed forward neural network diagram.

Figure 1. Feed forward neural network representation and activation functions.
2.2 Feed Forward Neural Networks
A feed forward neural network (FFNN), also known as multilayer perceptrons, is an artificial neural network
that approximates a function Y = f ∗ (X) through the connection of several simple functions [11]
f ∗ (X) ' f (X, β ) = f (L) (...( f (n) (... f (1) (X, β1 ), βn ), βL ),

(3)

where L is the number of hidden layers in the network. Figure 1a shows a classical representation of a FFNN.
The input layer is the vector of known variables X. This vector is connected to the first hidden layer, which
is subsequently connected to the following hidden layers until the output layer (i.e. it is forward-propagated).
The overall length of the chain gives the depth of the network. Each layer consists of smaller units called
perceptrons (represented by circles in Figure 1a) which output is ruled by an activation function g. For example,
the output of the first perceptron in the first hidden layer in the figure is
!
N

p=g

∑ wi xi + b

,

(4)

i=1

where wi are the weights for each of the elements of the previous layer and b is an overall bias. The w’s and
b’s for each perceptron in the network that best approximate the desired dependent variables f (x) are found
via back-propagation, which is the essential algorithm to train a deep neural network. In back-propagation, the
training data Y is compared to the output of the network at the output layer based on a defined cost function
(mean squared error in the present study). The different contributions of each perceptron to the total error are
estimated by calculating the partial derivatives of the error with respect to the different weights and biases using
the chain rule and backpropagating of the error over the layers. For more details on the derivation, refer to [11].
There are multiple types of activation functions that are standard choices in this type of networks. In this work
we use two different activation functions: the hyperbolic tangent in the first hidden layer and the sigmoid in
the second hidden layer, as they were proven to be useful in similar problems [10] (see Fig. 1b).
To avoid overfitting, the model is trained using 10-fold cross validation over the data and dropout of 20% in
both hidden layers, which consists on the random deactivation of 20% of the perceptrons during training [12].
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Figure 2. (a) Designed FFNN to reconstruct the normalized transfer functions Y = HHre f . (b) Resulting error in
the test set. A phase error below 90◦ suggests that the estimator might be suitable for adapting the secondary
path model of an FxLMS algorithm.
2.3 Automated machine learning with auto-sklearn
Selecting the right regression method f and its hyperparameters can be a tedious process as no single algorithm is known to work best on all data sets. For the second regression problem where the effective delay of
the impulse response due to weather changes is estimated from weather data, the automatic machine learning
framework auto-sklearn [13] is used. It builds a regression estimator from an ensemble of regression algorithms
of the well known scikit-learn Python library [14] and optimizes their hyperparameters automatically based on
the training data.

3

RESULTS

In this section, the error between the predicted and measured transfer functions changes is shown for both
regression problems. The phase change estimation errors are discussed in terms of its suitability for updating
the secondary path model of an FxLMS algorithm. A delay error below 1.8 ms or phase error of 90◦ suggests
that the FxLMS algorithm converges. Below 0.9 ms or 45◦ convergence might be fast.
3.1 Transfer-function estimation using Feed Forward Neural Networks
The changes in magnitude and phase of the measured transfer functions with respect to the reference (Eq. (1))
were estimated with a simple FFNN consisting of two hidden layers of 640 and 2560 perceptrons correspondingly (see Fig. 2a).
Figure 2b shows the error between the measured and the predicted changes in the transfer functions both in
phase and magnitude. The amplitude error is between [-2, 2] dB for most of the frequency range. The phase
error is below 90◦ up to 110 Hz.
3.2 Delay estimation
The auto-sklearn estimator was trained with default settings on the training set and predict the compensation
delays on the test set. For comparison a linear regression estimator was used to find the same compensation
delays. Figure 3 a) displays the delay prediction error of both estimators together with the the delay error
without compensation (y pred = 0). Compared to the reference impulse response, the atmospheric variations lead
to effective delays in the transmission path of up to 7 ms when no compensation is applied. This might be
critical for an FxLMS adaptive filter, because for convergence, a pure delay error in the secondary path model
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Figure 3. Left: Difference of delay estimations to optimal delay. Right: Corresponding phase errors. A delay
error below 1.8 ms or 90◦ suggests that the estimator might be suitable for adapting the secondary path model
of an FxLMS algorithm. Below 0.9 ms or 45◦ the convergence might be fast.
must be less than 1.8 ms for a minimum phase error of 90◦ at 140 Hz. The auto-sklearn estimation error is
less then 0.9 ms in most of the responses in the test set, which translates to a phase error below 45◦ , if the
variations would only induce a pure delay. Such a phase error has only a small effect on the convergence of a
FxLMS algorithm [8].
As described in [9], the atmospheric variations are only approximately modelled as a delay of the impulse
responses. The actual phase difference of the impulse responses in the test set and the delay compensated
reference impulse response is shown on the right hand side of figure 3 (optimal delay). The phase error using
the optimal delay is small, which shows that modelling the influence of atmospheric variations as a pure delay
is a reasonable choice. Estimating the delay with the auto-sklearn estimator leads to phase errors that are below
90◦ in the frequency range of the subwoofer (30-140 Hz) and thus in the region of convergence.

4

DISCUSSION

Results show that machine learning regression techniques are useful tools to model the relation between the
transfer functions and weather conditions. It seems more difficult to predict changes at higher frequencies for
all the suggested solutions.
The results suggest that a single channel outdoor active noise control system based on FxLMS might adopt its
secondary path model by estimating a compensation delay from the current weather conditions.

REFERENCES
[1] Vladimir E. Ostashev and D. Keith Wilson. Acoustics in Moving Inhomogeneous Media. CRC Press, Boca
Raton, 2nd edition, 2016.
[2] Peter John Chapman. Ambient atmospheric conditions and their influence on acoustic measurements. In
Audio Engineering Society Convention 136. Audio Engineering Society, 2014.
[3] Sylvain Cheinet, Matthias Cosnefroy, Florian Königstein, Winfried Rickert, Marcus Christoph, Sandra L
Collier, Adrien Dagallier, Loïc Ehrhardt, Vladimir E Ostashev, Alexandre Stefanovic, et al. An experimen-

1182

tal study of the atmospheric-driven variability of impulse sounds. The Journal of the Acoustical Society of
America, 144(2):822–840, 2018.
[4] Martin Olsen and Martin Bo Møller. Sound zones: on the effect of ambient temperature variations in
feed-forward systems. In Audio Engineering Society Convention 142. Audio Engineering Society, 2017.
[5] Franz M. Heuchel, Deigo Caviedes Nozal, Finn T. Agerkvist, and Jonas Brunskog. Sound field control for
reduction of noise from outdoor concerts. In 145nd Audio Engineering Society Convention, 2018.
[6] Ann Nakashima and Murray Hodgson. Effect of realistic grounds and atmospheric conditions on singlechannel active control of outdoor sound propagation. The Journal of the Acoustical Society of America,
117:1080–1087, 2005.
[7] D Morgan. An analysis of multiple correlation cancellation loops with a filter in the auxiliary path. IEEE
Transactions on Acoustics, Speech, and Signal Processing, 28(4):454–467, 1980.
[8] S. J. Elliott. Signal Processing for Active Control. Academic Press, London, 2001.
[9] Diego Caviedes-Nozal, Franz M. Heuchel, Finn Agerkvist, and Jonas Brunskog. The effect of atmospheric
conditions on sound propagation and its impact on the outdoor sound field control. In Internoise, Madrid,
2019.
[10] Carl R Hart, Nathan J Reznicek, D Keith Wilson, Chris L Pettit, and Edward T Nykaza. Comparisons
between physics-based, engineering, and statistical learning models for outdoor sound propagation. The
Journal of the Acoustical Society of America, 139(5):2640–2655, 2016.
[11] Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep Learning. MIT Press, 2016. http://www.
deeplearningbook.org.
[12] Nitish Srivastava, Geoffrey Hinton, Alex Krizhevsky, Ilya Sutskever, and Ruslan Salakhutdinov. Dropout:
a simple way to prevent neural networks from overfitting. The Journal of Machine Learning Research,
15(1):1929–1958, 2014.
[13] Matthias Feurer, Aaron Klein, Katharina Eggensperger, Jost Springenberg, Manuel Blum, and Frank Hutter. Efficient and Robust Automated Machine Learning. In C. Cortes, N. D. Lawrence, D. D. Lee,
M. Sugiyama, and R. Garnett, editors, Advances in Neural Information Processing Systems 28, pages 2962–
2970. 2015.
[14] F. Pedregosa, G. Varoquaux, A. Gramfort, V. Michel, B. Thirion, O. Grisel, M. Blondel, P. Prettenhofer,
R. Weiss, V. Dubourg, J. Vanderplas, A. Passos, D. Cournapeau, M. Brucher, M. Perrot, and E. Duchesnay.
Scikit-learn: Machine learning in Python. Journal of Machine Learning Research, 12:2825–2830, 2011.

1183

