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Abstract
This thesis deals with creating software tools that can help hospital emergency
room staff with making decisions that benefit the department as a whole. An
emergency room is a complex organization with dynamic flexible processes and
many autonomous actors involved. With a holistic simulation model one can
predict potential bottlenecks across the department in various what-if scenarios.
The complexity of the organization though makes it is difficult to both create and
maintain a centralized model. Agent-based simulation is a simulation method
that is based on having distributed agents with simple behavior models but
when combined exhibit advanced behavior. Agent-based simulation has been
used successfully to help improving local aspects of emergency room resource
usage, in particular dimensioning of rooms, but it is still difficult to apply agentbased simulation for the whole department. To get a holistic model it could be
beneficial to support both the distributed aspects of emergency rooms with
decisions being made by many actors, and the centralized aspects of the overall
procedures that the actors follow.
In this thesis I investigate achieving this by extending work in Artificial Intelligence on social agents. I investigate their use for simulation and apply it to
the emergency room domain. I show how the emergency room procedures and
roles can be represented using agent organizations, and how the different values
and habits of staff members can be represented with social practices. I conduct
a survey of use of formal frameworks and meta-models for programming multiagent systems in agent-based simulation, and implement a formal organizational
meta-model for multi-agent systems in an agent-based simulation platform. I develop a simple model of an emergency room in the simulation platform by hand
but also investigate how event logs collected from a real hospital can be used to
generate organizational constraints for use in agent-based simulation. Finally I
present perspectives on using agent organizations and multi-agent systems for
testing distributed software and designing context-aware systems.
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Abstract (Danish)
Denne afhandling omhandler udvikling af softwareværktøjer, der kan hjælpe
akutmodtagelsens personale med at træffe beslutninger, der er til gavn for
afdelingen som helhed. En akutmodtagelse er en kompleks organisation med
dynamiske fleksible processer og mange selvstændige aktører involveret. Med
en holistisk simuleringsmodel kan man forudsige potentielle flaskehalse på tværs
af afdelingen i forskellige hvad-nu-hvis scenarier. Organisationens kompleksitet
gør det dog vanskeligt at både skabe og vedligeholde en centraliseret model.
Agentbaseret simulering er en simuleringsmetode, der er baseret på at have distribuerede agenter med simple adfærdsmodeller, som tilsammen giver avanceret
opførsel. Agentbaseret simulering er blevet brugt med succes til at forbedre
anvendelsen af dele af akutmodtagelsens ressourcer, særligt dimensionering af
værelser, men det er stadig vanskeligt at anvende agentbaseret simulering for
hele afdelingen. En holistisk model bør understøtte både de distribuerede aspekter af akutmodtagelsen med beslutninger truffet af mange aktører og de
centraliserede aspekter med de overordnede procedurer, som aktørerne følger.
I denne afhandling søger jeg at opnå dette ved at udvide arbejde inden for kunstig intelligens om sociale agenter. Jeg undersøger brug af agenter til simulering
og anvendelse inden for akutmodtagelsen. Jeg viser, hvordan procedurerne og
rollerne på skadestuen kan repræsenteres ved hjælp af agentorganisationer, og
hvordan personalets forskellige værdier og vaner kan repræsenteres med social
practices. Jeg undersøger anvendelser af formelle rammer og metamodeller inden for programmering af multiagentsystemer til agentbaseret simulering og
implementerer en formel organisatorisk metamodel for multiagentsystemer i en
agentbaseret simuleringsplatform. Jeg udvikler en simpel model af en akutmodtagelse i en simuleringsplatform i hånden, men undersøger også, hvordan en
hændelseslog, der er indsamlet fra et rigtigt hospital, kan bruges til at generere
en organisatorisk model til brug i agentbaseret simulering. Til sidst præsenterer
jeg perspektiver på brug af agentorganisationer og multiagentsystemer til test
af distribueret software og modellering af kontekstbevidste systemer.
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Introduction
Complex systems are characterized by having many interacting parts where each
part exhibits simple behavior or follows a small set of rules, resulting in more
advanced behavior at a system level. Due to high amounts of concurrency and
local decision making that take place at all time, complex systems are difficult
to analyze and understand. Process models, which are commonly applied in
operational analysis, are suited for analyzing what happens at a high level but
not for how low level interactions influence performance at a high level. For this
purpose agent-based models are more suited and using agent-based simulation
has become increasingly popular for analyzing social systems. In an agent-based
simulation, the individuals who inhabit a system are represented by agents who
perceive their environment, perform actions and interact with other agents. By
running a simulation of agents we can then observe and measure the performance
of the agents in various what-if scenarios. While many agent-based simulations
are coded from scratch there are generalized software platforms such as Netlogo
that offer tools reducing the amount of effort needed to develop the simulation. Related to agent-based simulation are multi-agent systems where agents
are used for engineering distributed Artificial Intelligence. Where agent-based
simulation recreates complex real world scenarios using artificial agents, multiagent systems create complex software systems using artificial agents. Formal
logic provide a theoretical foundation for multi-agent systems and software engineering methods have been specialized towards engineering multi-agent systems
and agent oriented programming.
While agent-based simulation and multi-agent systems are both based on agents
and have many things in common, the two communities are relatively separated
with little overlap in the tools they use, also reflecting the difference in the goals
they attempt to achieve:
• Agent-Based Simulation: emergent behavior, complex agent interactions.
• Multi-Agent Systems: intelligent behavior, cooperation.
7

This project aims at bringing the two communities closer together and leverage
advances from both agent-based simulation and multi-agent systems. It applies
tools and methods from both fields in order to address issues with planning and
coordination of agents in a real world complex system.

Project Motivation and Goals
The project is motivated by challenges that Danish emergency rooms are facing
with facilitating collaboration between staff from different medical areas and
services. The emergency room serve as entry point to a hospital and is unique
compared to the other departments in the sense that patients arrive on short or
no notice beforehand. As depicted by Hansen-Nord et al. [3], department staff
is traditionally planned around the medical areas in the department rather than
the symptoms of the patients. As a result, patients who need doctors from multiple areas might have to wait much more than patients who only need doctors
from one area. To address this and other related issues, the plan for development
of hospitals for 2020 (in Danish: Hospitalsplan 2020) includes the establishment
of the Joint Emergency Room (in Danish: Fælles Akutmodtagelse) in which the
goal is to have staff planned around the need of the patients. To achieve this
goal the JER must facilitate flexible planning and coordination of staff from
different areas and early response to potential bottlenecks. This projects contributes to achieving this goal through agent-based simulation and multi-agent
systems.
Agents are suited for representing entities that act autonomously and in collaboration with other agents. The theory is that since the work in the JER is
carried out by a human organization, agents are suited for the JER domain.

Project goals and research questions
Summing up, these are the overall goals of the project:
• Apply agent-based models for emergency rooms and verify their validity.
• Create agent-based simulations that use such models.
• Validate using real data.
8

From an academic perspective the project is evaluated according to thesis that
organizational meta-models and frameworks are suitable for social simulation.
The following criteria are considered for the evaluation:
• Should be able to assign and identify the roles of agents in the organization.
• Roles should be defined as separate entities from the agents so that agents
can be added without adding new roles.
• Norms should be adjustable according to historical data.
• Agents should be able to act against norms.
From an industrial perspective the project is evaluated according to the thesis
that agent-based simulation can help with short term planning. The following
criteria are considered for the evaluation:
• The model should be adjustable to suit an actual department and the
scenarios that can happen there.
• The simulation should be able to predict consequences of decisions that
the agents make in the simulation.
• Hospital staff should be involved in the validation of the above criteria.
In relation to the goals, the project contributes to answering the following research questions:
• Can agent-based models support emergency room work environments?
• Can we use such models for simulation and prediction?

Theoretical Background
So far I have used the terms agents, multi-agent systems and agent-based simulation freely without accurately defining them. For better understanding of the
later chapters and providing some general background for the research field, I
would like to clarify these terms.
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What is an agent?
When we talk about “agents” we usually think of entities such as the government
agents from movies, or insurance agents who call us when we least want it.
Although these examples might carry somewhat negative meanings, they also
have a more neutral thing in common: they act on behalf of their organization.
While there is no undisputed definition of an agent that is used generally in
Artificial Intelligence, an agent is often an entity that serves a similar purpose,
it acts on behalf of something. To clarify what an agent is, I would like to
summarize concisely the comprehensible explanation that Woolridge & Jennings
have given [20]. The idea of a personal agent that acts on behalf of its user
appeared in Artificial Intelligence somewhere around the mid to late 1980s. A
personal agent would keep track of information that is relevant to its user, and
autonomously assist its user. Since then the idea has been developed through
the 1990s with theoretical foundations and practical methods for engineering
software agents. Woolridge & Jennings distinguish between two general usages
of the term agent, a weak and relatively uncontentious notion, and a strong
contentious notion.

Weak notion
The weak notion of an agent denotes any sort of entity that exhibits the following
properties:
Pro-activeness Having goals that it proactively works toward achieving.
Reactivity Perceiving and reacting to changes in its environment.
Social ability Collaborating with other agents.
Autonomy Operates without direct intervention of humans or other controlling entities.
This notion is weak in the sense that it is very broad and fits much software and
can be applied to many other entities such as humans. It serves as a model for
agent-based software engineering and extends the concepts of object-oriented
software engineering.
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Strong notion
The strong notion of an agent details further how an agent works - taking
inspiration from human cognition and appearance. Besides exhibiting the properties of a weak agent, a strong agent has mental capabilities such as the use of
knowledge, beliefs and planning for decision making. It may also have emotion
components and, perhaps, have a human appearance.
While such a heavy emphasis on human-like features may seem unnecessary
for an Artificial Intelligence, implementations of the strong notion show that
these features allow for highly flexible behavior and provide a foundation for explainable Artificial Intelligence [20]. In pursuing implementations of the strong
notion we also find logic to provide a suitable theoretic foundation for agents.

Agent architectures
I would also like to give an overview of architectures for implementing agents
and the general strengths and weaknesses of these. I refer to Chapter 1 in [19]
for further details including the history behind the architectures. Agents can be
implemented in many different ways but typically they implement the perceivethink-act loop:
1. Perceive the environment using sensors.
2. Think about what action to take.
3. Act using actuators.
There is a number of general architectures for implementing this loop, each with
different strengths and weaknesses. The logic architecture takes inspiration from
logic programming and is one of the first agent architectures. An agent using
this architecture has a collection of logic rules that define how the world works
and it can then compute an optimal solution to a given problem. The downside
to it is that computing an optimal solution can be time consuming and in
some cases not feasible at all. As a response, the reactive architecture uses a
large library of if-then-else rules to yield agents that react quickly to perceived
changes. The idea is that intelligent behavior emerges if the amount of rules is
large enough. The downside to it is that a large number of rules are difficult
to design and maintain. The Belief-Desire-Intention (BDI) architecture offers a
middle ground between the two approaches in that it supports designing agent
behavior but also supports frequent perception and reconsidering of goals. An
11

agent using this architecture has a mental state with its beliefs about the world,
its desires that it would like to achieve and the intention it is currently trying
to achieve. The mental state is frequently revised according to perceptions and
it computes actions towards achieving its intention, leaving desires for future
pursuit. Finally there is the layered architecture which further details how an
agent handles perceptions to achieve pro-activeness, reactivity and social ability.
The architecture consists of layers with each its own concern, and perceptions are
handled by layers either in a one-pass horizontal manner or a two-pass vertical
manner.
It should be noted that these architectures are abstract and that in concrete
cases the agents usually have aspects of each architecture. For example, many
BDI based agents have a form of social layer for handling messages from other
agents. In this thesis I make use of variants of the BDI architecture and the
reactive architecture as they are most common in modern literature and tools.

What is a multi-agent system?
Next I give an overview of multi-agent systems and engineering multi-agent systems. As mentioned earlier, agents have always been assumed to have social
abilities and exist alongside other agents. Multi-agent systems further provide
detailed generalized standards and software tools for handling things like environmental interaction, agent-to-agent communication, and social norms. In
addition there are methodologies, programming languages and platforms for engineering multi-agent systems. As these have matured over the years we have
also seen multi-agent systems being applied to solve more challenges, which in
turn has helped further improving theoretical foundations for multi-agent systems, see Chapter 2, 13 and 15 in [19].

Socially aware agents
One of the major concerns in multi-agent systems is how to make agents cooperate with each other and carry out a common strategy. While agent architectures
are suitable for implementing the perceive-think-act loop at a low level, they
do not provide much structure for implementing cooperation between agents.
Hence cooperation algorithms often rely on highly domain-dependent information. These algorithms can work well for a given domain but are not general and
cannot easily be reused for other domains. To address this issue there has been
work toward designing frameworks and meta-models for socially aware agents,
introducing organizational and social concepts to multi-agent systems.
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In this thesis I work primarily with agent organizations but also touch upon
social practices. An agent organization gives a multi-agent system an organizational top-down structure, where one can define hierarchies of roles, role
permissions and obligations, and norms of the organization. Being organizational these definitions are in principle deontic in the sense that agents ought
to satisfy the organizational constraints but are not strictly required to. Social
practices in comparison is a bottom-up approach to model a system of socially
aware agents. It focuses on activities that agents participate in and the social
elements that enable the activities to take place. It also puts emphasis on agents
having social habits and learning strategies.

Multi-agent system engineering
Many advances in multi-agent systems are derivatives of results from engineering multi-agent systems. For example, the Multi-Agent Programming Contest presents an annual challenge involving coordinating a team of virtual units
against other teams to earn most points, with a new or revised scenario every
year. By changing the scenario it encourages use of generalized code rather than
highly specialized code that must be remade from scratch every year.
One of the major contributions to engineering multi-agent systems is the Jason
platform created by Bordini et al. [1] for implementing multi-agent systems
based on AgentSpeak and Java. The tools offered by the platform include a
BDI architecture with out of the box implementations of perception and belief
updates, agent communication based on speech acts, visualization of multi-agent
systems, and the wide selection of libraries of Java. In later chapters I analyze
this and other platforms in the context of the agent-based simulation.

What is agent-based simulation?
Agent-based simulation is related to multi-agent systems and there is an overlap
in methods and principles but it has very different origins and purposes [12]. The
origins of agent-based simulation are in operational analysis and complexity theory with the purpose of analyzing complex real systems with many interacting
actors with limited perception and acting capabilities, typically to gain insight
in their self-organization. As discussed by Siebers et al. [16], agent-based simulations often emerge from discrete event-based simulations as researchers look for
ways to simplify increasingly complex process models. In particular agent-based
simulation has been found suitable for gaining insight into self-organization and
prediction in scenarios involving humans.
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Overview of Chapters
The remaining parts of the dissertation consist of the following chapters, which
are a selection of the papers I have authored or coauthored during the project.

An Approach for Hospital Planning with Multi-Agent Organizations.
Accepted at International Joint Conference on Rough Sets (IJCRS) 2017 and
published in Lecture Notes in Computer Science by Springer [11]. This chapter
outlines an approach for using agent-based simulation with an organizational
meta model, giving an example of an organizational meta model for JER.

Querying Social Practices in Hospital Context. Accepted at International Conference on Agents and Artificial Intelligence (ICAART) 2018 and
published in Proceedings of the 10th International Conference on Agents and
Artificial Intelligence by SCITEPRESS [10]. This chapter outlines an approach
for applying a social practice model for JER with a vision of enabling querying
for social aspects of JER.

Modelling the Social Practices of an Emergency Room to Ensure
Staff and Patient Wellbeing. Accepted at Benelux Conference on Artificial
Intelligence (BNAIC) 2018 [14]. This chapter shows how a social practice model
can be formalized and queried in OWL. Applied to JER it enables querying into
social aspects of JER.

Going Beyond BDI for Agent-Based Simulation. Originally accepted at
Asian Conference on Intelligent Information and Database Systems (ACIIDS)
2018 and later extended and published in Journal of Information and Telecommunication by Taylor & Francis [8]. This chapter analyzes use of the BDI model
for agent-based simulation and discuss limitations that could be addressed by
using formal frameworks for environments and social behavior.

Adding Organizational Reasoning to Agent-Based Simulations in
GAMA. Originally accepted at International Workshop on Engineering MultiAgent Systems (EMAS) 2018 and later extended and published in Lecture Notes
in Computer Science by Springer [7]. This chapter shows and analyzes an implementation of the AORTA framework for enabling agents to perform organizational reasoning in GAMA with a small example for JER.
14

A Data Driven Agent Elicitation Pipeline for Prediction Models.
Originally accepted at International Workshop on Process-Oriented Data Science for Healthcare (PODS4H) 2019 and to be published in post-proceedings
by Springer [9]. This chapter presents a vision for using process mining to elicit
agent organization constraints from real world data, with the purpose for use in
agent-based simulation.

Testing Modular Software Systems Using Agent Organizations. Submitted to International Journal of Agent-Oriented Software Engineering [5].
This chapter shows and analyzes an implementation of a multi-agent system
that uses agent organizations for testing distributed modular software systems.
Agent organizations provide a mean for identifying errors that occur due to
inconsistencies between how modules interpret and exchange data.

Three Categories of Context-Aware Systems. Originally accepted at International Symposium on Business Modeling and Software Design (BMSD)
2018 and published in Lecture Notes in Business Information Processing by
Springer [15]. This chapter proposes an application of agents and agent organizations to designing context-aware systems.

Publications
In addition to the papers included in this dissertation, I have been author or
coauthor on a number of papers on formal logic and engineering multi-agent
systems in a broader sense. I contributed to work on using the Isabelle proof assistant to gain better understanding of formal logic, which provides a theoretical
foundation for multi-agent systems. I have also been co-supervising students for
the annual Multi-Agent Programming Contest, which proposes a challenge with
agents that must work together as a team against adversary teams for points
in a complex setting. Finally I have contributed to the discussions at the Engineering Multi-Agent Systems Workshop and the subsequently published paper
about the discussion.
• Substitutionless First-Order Logic: A Formal Soundness Proof, presented
at the Isabelle Workshop 2018 [2].
• Programming and Verifying a Declarative First-Order Prover in Isabelle/
HOL, published in AI Communications, IOS Press [4].
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• Certified Soundness of Simplest Known Formulation of First-Order Logic,
presented at the ESSLLI 2017 Student Poster Session [6].
• Engineering a Multi-Agent System in Jason and CArtAgO, published in
Annals of Mathematics and Artificial Intelligence, Springer [18].
• Multi-Agent Programming Contest 2018 - The Jason-DTU Team, accepted
for publication in LNCS/LNAI, Springer [17].
• Engineering Multi-Agent Systems: State of Affairs and the Road Ahead,
published in ACM SIGSOFT Software Engineering Notes [13].

Discussion and Perspectives
The ultimate goal of the project is to provide software tools that can help the
JER making decisions that maintain a good flow of patients and a good use of
the available human resources. The JER is an organization with much human
interaction and the workflow is a result of a combination of rules established at
an organizational level and the local decisions made by the staff members. As
has been pointed out in the literature, it is important to recognize these aspects
when implementing decision support software for the JER. For that reason I
have conducted studies where I apply agent organizations and social practices
for the JER. These are used in Artificial Intelligence and multi-agent systems
to create socially rich agents and I have investigated the extent to which these
can be applied for implementing simulation and decision support software.
Agent organizations support combining agent-based modelling, from the point
of view of the individuals, with organizational concepts such as roles, obligations and regulations. I showed how the emergency room patient process can be
encoded using agent organization constraints. The constraints describe which
roles are involved in which parts, which roles that depend on others to obtain
their objectives, and what additional obligations the agents should adhere to
when enacting roles. Social practices on the other hand are focused on the social activities in an agent-based setting. Agents learn activities by repetition
and from each other, and over time develop strategies for carrying out activities
according to the available affordances. In my studies I showed how the difference in knowledge and experience between senior and junior doctors about the
workflow in the emergency room can be encoded as a social practice.
While both agent organizations and social practices show promise for handling
different aspects of the JER scenario, this project has shown that using agent organizations may have a more immediate payoff in the near future. Agent organizations have already been implemented in major agent-programming platforms
16

and with the advances made in this and other projects, agent organizations
should also become more broadly available in agent-based simulation platforms.
It should be noted that there is still a lack for a universally common framework
and meta-model for implementing agent-organizations. This may continue to
be the case as each platform has its own community and intended use. Still as
cases grow more complicated and the risk of bugs and errors increases, I believe
there is a need for stronger formal foundations for agent organizations for both
agent-based simulation and multi-agent systems.
In this thesis I have collected data from a real hospital emergency room with the
purpose of validating the predictions of agent-based simulation in the domain. It
required data about what type of patients the department received, what events
took place in the treatment of these patients, when the events took place and
what resources were involved. The collected data could then be compared with
the replays. Over the course of the project I learned more about the domain
and found that creating an accurate simulation for the entire department would
not only be extremely difficult to do by hand but also that the result would not
suit other departments well. As an alternative, I investigated combining process
mining with agent organizations in order to elicit simulation agents from data.
The advantage would be reducing the subjectivity involved in creating the agents
and making it more feasible to extend the work to other departments. Although
there is still much work to be done to achieve this goal, the agent elicitation
pipeline and the early results that came from these investigations are promising.
Agents and organizations are suitable for dealing with the relationships between
roles, actors and organizational objectives, and process mining already provide
some tools that supports eliciting knowledge for which we can create constraints
for an agent organization. Combining that with the work on implementing agent
organizations for agent-based simulation could be very useful in the future.
Finally, I have looked at the use of agent organizations in contexts outside of
agent-based simulation. In the studies I have conducted for this thesis, agent
organizations provide a framework for including process oriented behavior in
an agent-based model. In engineering multi-agent systems, agent organizations
can enable the programmer to combine the flexibility of agent programming
with the overview and control of procedural programming. I showed how this
could be used for testing distributed modular software systems by having agents
that run tests according to a system model encoded as an organization. The
organization provides the agents knowledge about how the system should work,
but their autonomy allows them to test the system in whatever way it affords
them. The organization supports detecting inconsistencies between the intended
model and reality. Being based on logic programming, Visual Prolog is suitable
for implementing multi-agent systems. Agent organizations are also suitable for
encoding social concepts such as roles and obligations, and in this project I have
looked at agent organizations as a model for designing context-aware systems.
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Conclusion
Before answering the research questions I would like to explain in what way the
project goals have been achieved. I have shown that the AORTA framework
can indeed be applied to emergency rooms and in doing so we can get an agentbased model where we can assign agents with roles. The roles are associated with
objectives and are separate entities from the agents and in the implementation
in GAMA I showed how an agent can assume a role for a simulation, thus
adopting the objectives and norms of the role as part of its goals and behavior.
In the project I made two different kinds of simulations of an emergency room,
one using the BDI model without AORTA, and one with an implementation of
AORTA. Although I only implemented a small part of an emergency room, using
only BDI required a lot of code to be designed by hand. While the simulation
using AORTA still requires a lot of code, it could potentially be generated
from a meta-model of organizational constraints. In this way we would only
need to design by hand the code for general actions such as movement between
areas, and have the organization specific processes generated from organizational
constraints. In the later chapters I show early results for how the organizational
constraints can be generated using event logs and process mining. In order to
validate the results I have collected data from Herlev Hospital that describes
the events that have taken place, when they took place and what resources were
used. In doing so I involved the hospital staff to gain understanding of the
domain. The initial goal with these data was to use them for cross validation
i.e. use one part of the data to create a simulation model and the other part to
validate the simulation model. Due to time constraints though, I only managed
to take steps towards the creating a simulation model from data. However the
results gained from this shows promise. By creating organizational constraints
from data the subjective influence is reduced and makes it more viable to apply
the method to other hospital emergency rooms.
All together the answers to the research questions of the project are as follows.
• Can agent-based models support emergency room work environments?
With the organizational constraints of AORTA we can gain an understanding of roles in an emergency room. The separation of roles and agents allow
for much variation and supports the flexibility of the emergency room work
environment where agents frequently enact different roles.
• Can we use such models for simulation and prediction? As my studies have
shown, agent-based simulation is a thriving field where advances are being
made both in new tools and applications. In this project I have shown
that there is potential for using organizational meta-models for simulation
and generating organizational meta-models. Although there is still much
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work to be done before such models can be used for actual simulation and
prediction, I believe the results seen in this project are worth extending
upon. In particular the use of process mining together with agent-based
models can yield simulations and prediction models that can give insights
into how resources can better be used, and can be applied to many different
domains.
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Abstract
The background for this paper is a development that the Danish hospitals are undertaking which requires the establishment of a common emergency department. It is uncertain exactly what and how many resources
the department needs and so resources are assigned dynamically as seen
necessary by the staff. Such dynamic adjustments pose a challenge in predicting what consequences these adjustments may lead to. We propose an
approach to deal with this challenge that applies simulation with intelligent agents and logics for organizational reasoning. We present some of
the expected obstacles with this approach and potential ways to overcome
them.

Keywords multi-agent organizations, logic, simulation, soft computing, process
mining

1

Introduction

One of the fundamental ideas behind multi-agent systems is that agents act
autonomously but in practice the agents are often encoded with rules for coordination that limit their ability to do so. A recent approach to address this issue
is by agent organizations [5]. The agents in an organization are aware of the
norms of the organization but may choose to go against rigorous rules decided
by the organization.
Our work is motivated by a recent development in how the Danish hospitals
manage acute patients. We consider agent based simulation as a tool for forecasting delayed treatments and expected waiting times. We argue that agent
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organizations are appropriate for simulating human behavior because of the normative aspect: humans generally act according to the norms of the hospital and
may act against rigorous rules that have been decided at a top level.
Inspired by the approach for agent simulation of an emergency department by
Taboada et al. [10], we propose an approach in which we distinguish between
three types of agents in the hospital organization: those are the active, the
passive, and the external agents. For modeling the relationship between the
agents we use AORTA, a logical framework for agent organizations developed
by Jensen, Dignum and Villadsen [6]. We argue that a formalization of the
framework in the proof assistant Isabelle/HOL [15,16] can be useful in verifying
properties of the framework and potential new extensions that we make during
the project.
Finally we propose ideas on using KPIs to measure the ‘distance’ between the
expected global behavior, as expressed in the organization model, and the actual
global state as expressed by staff activity logs. The motivation is to automatically extend the organizational model in the simulation from the data that the
hospital produces. In this way, the simulation should adjust itself to changes in
the behavior of the people at a given hospital and reduce some of the complexity
in the initial hand-crafted model.

2

Background

Traditionally, an emergency department takes care of acute patients and acts
as an entrance to further treatment in hospital. The acute treatment is taken
care of by acute doctors and the further treatment is taken care of by specialists.
The Danish hospitals are undergoing a reform in which they establish a common
emergency department (FAM, Danish: Fælles AkutModtagelse) where all acute
patients can receive treatment from both specialists and acute doctors [1]. The
vision is to put the patient in focus and plan the staff for the treatment of
the patient. A straightforward way to achieve this vision would be to hire
more staff for the FAM but it is not a feasible solution due to the cost and
the constrained budget. As a consequence, the FAM draws on staff from the
specialized departments that carry out operations, patient status check-ups and
other scheduled activities. It also means that the scheduled activities may be
delayed because the specialists are called to the FAM for an acute patient or
that an acute patient may have to wait for a long time because a specialist is
not available. The scenario is illustrated in Figure 1.
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Figure 1: A case in the FAM scenario. Two doctors from department 1 were
called for FAM to assist with two acute patients. As a result, the treatments
that they were scheduled for were delayed.

2.1

Agent-Based Simulation

In our work, we will attempt to simulate the consequences of the actions of the
agents in the FAM and forecast likely delayed treatments and expected waiting
times for the acute patients. Simulation has been found useful for planning
physical resources and staff for the FAM as it produces more accurate results
than traditional analytic approaches which tend to oversimplify the processes
that go on in the department [1, 2]. Following the arguments presented at the
UK Operational Research Societys Simulation Workshop 2010 [4] and in the
work of Zhengchun Liu et al. [3], we believe that agent-based simulation is a
promising alternative for simulating a complex system with conflicting goals like
the FAM scenario.

2.2

Modeling Human Behavior

In general, hospital regulations describe best practice in an open manner and
it is then up to the individual staff members to determine the exact work processes that also fit within the individual hospital. Thus the regulations are
not sufficient for making a process model for an emergency department and
a process model that is accurate across different hospitals easily grows highly
complicated to maintain manually. With the advent of powerful computers that
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allow analysis on big data, there has been an increasing focus on systems that
learn from human behavior, and soft computing systems that are inspired by
human behavior. Process mining is an approach for discovering process models,
checking conformance of models and extending models for such systems based
on event logs generated by an actual organization. In the context of healthcare, process mining has been studied with the purpose of providing insight into
the complex system of a hospital that deals with a lot of human behavior and
human values. Typically the hospital model is based on a top-down analysis
of the processes that result from the interaction between the individuals in the
hospital [11–13]. In our approach, we combine a top-down model that describes
the organization with a bottom-up model that describes the interaction between
individuals. Considering the high amount of uncertainty in the FAM environment that depends on eventualities and causalities, we expect our approach to
provide better insight into the processes of the environment than with a pure
top-down approach.

3

The Hospital as a Multi-Agent Organization

A multi-agent system is specified at two levels: the agent level and the system
level. At agent level, an agent architecture defines the behavior of the agent. At
system level, a framework defines the world that the agents are acting within.
The framework includes the environment and interaction protocols. Ideally, the
agent architectures and the system framework should be loosely coupled such
that new agents can enter the system with only local changes to the system,
and so that the agents can act independently no matter what architecture they
use.
A key challenge in multi-agent systems is to make the agents able to act in a
coordinated fashion without limiting their ability to act autonomously. A recent
approach to achieve this is by applying frameworks that model the interaction
and dependencies between the agents as an organization. In a multi-agent organization, the agent is aware of its role in the organization and the norms for
‘common good practice’ in the organization. Agents can enter and exit the organization freely, and there is an explicit model of the expected behavior that
the agents can choose to go against if deemed necessary [5]. At agent level, the
agents distinguish between personal and organizational goals. At system level,
there is a framework for defining expected behavior of the agents.
Given the complex flow of information and the independent actors in FAM,
we believe that multi-agent organizations can provide insight into the relation
between micro-behavior of the agents and the macro-behavior of the system in an

25

agent-based simulation. In this section we propose our approach for modeling
the hospital setting as a multi-agent organization. We define three types of
agents, and introduce the framework that we later use to model the hospital
organization.

3.1

Agent Model

As detailed below, we follow the analysis of Taboada et al. [10] that introduces
two distinct types of agents for an emergency department. We have active agents
that represent individuals and passive agents that represent services and other
reactive systems. We also introduce a third distinct type of agent for the FAM
scenario, the external agent, that represent an entire specialized department.
Active agents Active agents represent individuals that act on their own initiative toward achieving specific goals. A knee specialist that can diagnose
the pains that a patient feels is an example of an active agent. For the
active agents, we use a Belief-Desire-Intention (BDI) model that allows us
inspect the beliefs that the agent has about its current state, the goals that
it would like to achieve and the goal that it is currently working towards
achieving. In each step of the simulation, the agent takes an input vector
of percepts and messages from other agents, update its beliefs, desires and
current goal, and then outputs an action toward achieving its current goal.

Passive agents Passive agents represent passive entities that only react to the
other agents and they do not work toward achieving a goal on their own.
An IT-system that the nurses must register data with is an example of a
passive agent. For the passive agents we use a rule-based model, in which
the agent has a rule base that maps messages to actions. In each step
of the simulation, the agent takes an input vector of messages from other
agents, selects a corresponding rule for each message and then outputs the
vector of actions for all messages.
External agents External agents represent an entity that acts towards achieving vague goals. A specialized department that requests assistant nurses
for a scheduled treatment is an example of an external agent. The agent
is external from the point of view of the FAM. For the external agents
we use a BDI model where the goals and actions are generated from a
statistical model that corresponds to the average behavior of the agent.
The actions that it outputs are in the form of requests for resources. In
each step of the simulation, the agent takes an input vector of messages
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from other agents, updates its beliefs and goals, generates new goals from
the statistical model and then outputs the vector of requests.

3.2

AORTA

We investigate the logical framework AORTA for modeling organization-aware
agents as presented in [7, 8]. In the framework, the agents are assumed to be
BDI-agents that each receives an additional module that allows it to include organizational beliefs and goals in its reasoning. The module defines three phases
of organizational reasoning that are used in addition to the reasoning that the
agent already uses: the obligation check, the option generation, and the action
execution.
Step 1: obligation check The agent updates the status of its obligation state:
it checks if an obligation has been satisfied (objective completed) or violated (deadline reached before objective completed). The agent also checks
for new obligations.
Step 2: option generation The agent generates options for what it can do
regarding the organization. It considers these aspects in the option generation: role enactment, role deactment, obligations (obligation state),
delegation (based on role dependency relations), information (exchange).

Step 3: action execution The agent selects a single action to execute based
on rules of the form
option : context → action
By separating the organizational reasoning from the reasoning about the personal goals and beliefs, the agents are able to take into account how they are
expected to behave, given the role they enact, while also able to reason about
personal goals independently. In this fashion, the model of the organization
is distributed among the agents so it is possible that the agents have different
models of the organization.
The three steps of organizational reasoning in AORTA are based on an organizational metamodel defined by the predicates in Table 1. In a later section, we
construct a metamodel that describes a simplified version of the situation in the
FAM.
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Predicate
role(Role, Objs)
obj(Obj , SubObjs)
dep(Role 1 , Role 2 , Obj )
rea(Ag, Role)
cond(Role, Obj , Deadline, Cond )

obl(Ag, Role, Obj , Deadline)
viol(Ag, Role, Obj )

Informal meaning
Role is the name of a role and Objs is a
set of main objectives of that role.
Obj is an objective that has SubObjs as a
set of sub-objectives.
Role 1 depends on Role 2 in order to complete Obj .
Agent Ag enacts Role.
When the condition Cond holds, Role is
obliged to complete Obj before the objective Deadline.
Agent Ag is obliged to enact Role to complete Obj before Deadline.
Agent Ag enacting Role has violated the
obligation to complete Obj .

Table 1: Predicates of the AORTA metamodel and their informal meaning.

3.3

Formalization of AORTA in Isabelle/HOL

AORTA can be viewed as a large logical framework. A formalization of the most
relevant parts of AORTA in a proof assistant like Isabelle/HOL [15,16] will allow
us to verify the logical framework and will also be useful for showing properties
of the logical framework. As we work with applying the logical framework for
organizational reasoning, we may also find that we want to extend the framework
with features that are needed or useful for the FAM scenario. For that purpose,
the formalization will allow us to extend the framework in a verified manner.
Verification of agents using AORTA has been investigated in [9].

4

Modeling a FAM in AORTA

In this section we present our approach to applying the AORTA framework to
the FAM scenario. To get started, we make a metamodel of a FAM based on
basic assumptions about what processes go on in and around the department
with inspiration from the work by Taboada et al. [10] about a conventional
emergency department. We will revise this model based on data from interviews
and observations from an actual FAM; for this purpose we have a collaboration
agreement with the hospitals in the capital area of Denmark.
Based on the descriptions of a FAM in [2] and the scenario described in [10] we
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assume that the FAM scenario consists of the following stages:
1. Admission Arrival of the patient in the department; check in at reception.
2. Triage A nurse carries out the triage process on the patient.
3. Diagnosis and Treatment A doctor performs a diagnosis and initial treatment on the patient.
4. Round-up The patient receives a plan for further treatment and leaves the
department.
Additionally, we assume the following norms in the FAM scenario:
a. Patients arrive in the admission area, either by their own means or by
ambulance.
b. Patients must wait in the admission area until they have been attended
to by the reception.
c. After the admission, patients must wait in a designated room until called
by a triage nurse.
d. The nurse who carries out the triage must fill out a triage form for the
patient.
e. After the triage, patients must wait in a designated room until called by
a doctor.
f. Patients are involved in making their plan for further treatment.
g. The doctors in the specialized departments take care of scheduled treatments.
h. The initial treatment of patients may require assistance from doctors from
specialized departments.
We translate the informal description of the scenario (1-4) and (a-h) into a
formal AORTA metamodel as follows. The complete AORTA metamodel is
shown in Table 2. This metamodel is the basis for the AORTA module that
allows each agent in the simulation to perform organizational reasoning.
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4.1

Roles

The roles in the metamodel are defined by the role-predicate. We use roles to
formalize what kinds of actors are involved in the scenario and what their main
objectives are. Stages 1-4 mention these roles and their objectives: a patient
that receives treatment, a receptionist that admits patients, a nurse that carries
out triage, and an acute doctor that carries out acute treatment and gives the
patient a plan for further treatment. For example we formalize the patient role
as such:
role(patient, {acute treatment(Patient), treatment plan(Patient, Plan)})
Additionally, the norm (g) mentions a specialized department that carries out
scheduled treatments and specialized doctors that work in the department. As
mentioned in (h), the doctors are also sometimes needed in the acute department, but we choose to not model it as their main objective.
role(specialized doctor , {scheduled treatment(Department, Patient)})

role(specialized department, {scheduled treatment(Department, Patient)})

4.2

Objectives

The objectives in the metamodel are defined by the obj-predicate. We use
objectives to formalize what objectives the roles have and what sub-objectives
must be solved with each objective. Stages 1-4 mention 4 objectives that are
completed in sequence: (1) admission, (2) triage, (3) acute treatment, and (4)
treatment plan. We define the sequence in AORTA as objectives that depend
on the completion of the previous objective: (4) depends on (3), (3) depends on
(2), (2) depends on (1), and (1) does not depend on any sub-objective so that
an acute patient can be admitted at any time. For example we formalize the
last step in the sequence as such:
obj(treatment plan(Patient), {acute treatment(Patient)})
Additionally, the norm (g) mentions that there are also scheduled treatments
that should be taken care of but the details about what those treatments involve
have been omitted from the description. We model a scheduled treatment as an
objective without sub-objectives:
obj(scheduled treatment(Department, Patient), {})
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4.3

Dependencies

The dependencies in the metamodel are defined by the dep-predicate. We use
dependencies to formalize which roles depend on other roles to complete their
objectives. Stage 1 mentions that the patient depends on the receptionist in
order to be admitted. Stage 2 mentions that the patient depends on the nurse in
order to receive triage. Stages 3-4 mention that the patient depends on the acute
doctor in order to receive acute treatment and a treatment plan. Finally norm (g)
mentions that the specialized department depends on specialized doctors in order
to carry out scheduled treatments. For example we formalize the dependency
between the patient and the receptionist as such:
dep(patient, receptionist, admission(Patient))

4.4

Conditions

The conditions in the metamodel are defined by the cond-predicate. We use
conditions to formalize the norms about how the roles are expected to complete
their main objectives. Norms (a) and (b) mention that patients should wait in
the admission area until they are admitted when they have arrived by themselves
or by ambulance. We formalize this norm as such:
cond(patient, wait in(Admission area), admission(Patient),
arrivedBy(Patient, Self ) ∨ arrivedBy(Patient, Ambulance))
Norm (c) mentions that patients should wait in a room before triage when they
have been admitted :
cond(patient, wait in(Room), triage(Patient), admission(Patient))
Norm (d) mentions that nurses should fill in the triage form before they finish
the triage when a patient has been admitted :
cond(nurse, fill form(Patient, Nurse), triage(Patient), admission(Patient))
Norm (e) mentions that patients should wait in a room until they receive acute
treatment when they have gone through triage:
cond(patient, wait in(Room), acute treatment(Patient), triage(Patient))
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Norm (f) mentions that acute doctors should involve the patient when they
make the treatment plan during the acute treatment:
cond(acute doctor , involve patient(Patient, Plan),
treatment plan(Patient, Plan), acute treatment(Patient))
Finally norm (h) mentions that acute doctors should involve specialized doctors
for specialized treatment in the acute treatment if a specialist is necessary:
cond(acute doctor , specialized treatment(Patient, specialized doctor ),
acute treatment(Patient), specialistNecessary(Patient, specialized doctor ))
On top of using the AORTA metamodel we also will investigate KPIs for measuring the distance between the expected global behavior, as expressed by the
organization in the model, and the actual global state as expressed by event
logs. The goal of this investigation will be to repair the metamodel based on
the event logs with the process mining tool Prom. In order to get the event logs
for the evaluation, we need to analyze the current systems that they use to register activity and assess that the additional necessary activity can be registered
in a feasible manner.

5

Related Work

Making autonomous agents has been a major focus in the academic Multi-Agent
Programming Contest that has taken place each year since 2005. Each year the
contest organizers adjust the contest to further promote solutions that take
advantage of distributed decision making and autonomous agents. The winning
team from 2016 used the multi-agent programming framework JaCaMo which
combines the multi-agent programming frameworks of Jason and Cartago with
the multi-agent organization framework of Moise made by Hübner et al. [14].
JaCaMo is based on the A&A approach which distinguishes between two types of
entities: agents and artifacts. An agent is a goal-oriented pro-active entity where
as an artifact is a non-autonomous function-oriented entity. The motivation for
this approach is inspired by human organizations that are populated by humans
who assume roles and are responsible to obligations and permissions of those
roles in the organization, and artifacts that have a designated purpose in the
organization. Typical examples of such artifacts are whiteboards and telephones
that the agents can use to coordinate with, and access cards that enables agents
with certain permissions and obligations. In comparison, AORTA does not
distinguish artifacts from agents at a fundamental level. They are considered
primarily reactive agents and, like in JaCaMo, are designated with certain roles.
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role(patient, {acute treatment(Patient), treatment plan(Patient, Plan)})
role(receptionist, {admission(Patient)})
role(nurse, {triage(Patient)})
role(acute doctor , {acute treatment(Patient), treatment plan(Patient)}) 3,
role(specialized doctor , {scheduled treatment(Department, Patient)})
role(specialized department, {scheduled treatment(Department, Patient)})

obj(treatment plan(Patient), {acute treatment(Patient)})
obj(acute treatment(Patient), {triage(Patient)})
obj(triage(Patient), {admission(Patient)})
obj(admission(Patient), {})
obj(scheduled treatment(Department, Patient), {})
dep(patient, receptionist, admission(Patient))
dep(patient, nurse, triage(Patient))
dep(patient, acute doctor , acute treatment(Patient))
dep(patient, acute doctor , treatment plan(Patient))
dep(specialized department, specialized doctor ,
scheduled treatment(Department, Patient))

1
2
4
g
g
4
3
2
1
g
1
2
3
4
g

cond(patient, wait in(Admission area), admission(Patient),
arrivedBy(Patient, Self ) ∨ arrivedBy(Patient, Ambulance))
a, b
cond(patient, wait in(Room), triage(Patient), admission(Patient))
c
cond(nurse, fill form(Patient, Nurse), triage(Patient), admission(Patient)) d
cond(patient, wait in(Room), acute treatment(Patient), triage(Patient))
e
cond(acute doctor , involve patient(Patient, Plan),
treatment plan(Patient, Plan), acute treatment(Patient))
f
cond(acute doctor , specialized treatment(Patient, specialized doctor ),
acute treatment(Patient), specialistNecessary(Patient, specialized doctor )) h

Table 2: Predicates of the AORTA metamodel for the FAM scenario. The
“role” predicate defines the roles and the objective of each role. The “obj”
predicate defines sub-objectives of each objective. Notice that the first four
“obj” predicates form a sequence of objectives. The “dep” predicate defines
which other roles a role depends on in order to complete an objective. The
“cond” predicate defines conditional objectives that should be fulfilled before a
role completes an objective. For example, the first predicate says that a patient
should wait in the admission area until admission no matter if they arrive by
themselves or by ambulance. The end of each line shows the part of the informal
description the predicate corresponds to (1-4 or a-h).
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In 2009 Mans et al. [11] showed initial work on the feasibility of applying the
prominent process mining tool Prom in the hospital environment with a focus
on discovering a process model. In 2013 Kirchner et al. [12] noted the problem of sparse event logs that are common in the hospital environment which
increases the importance of clearly defined clinical pathways in the hospital in
order to apply process mining successfully. In the works of [11] and [12], the
models produced and treated with Prom were based on highly procedural modeling languages which are difficult to fit across multiple hospitals with different
execution paths. In 2015 Rovani et al. [13] proposed an approach that applied
the declarative process modeling language Declare which is based on linear temporal logic. In this language, the model only specifies constraints within finite
traces on the processes rather than concrete execution paths, which enables a
Declare model to allow multiple execution paths. They applied a cross validation methodology for automatically creating a repaired model from a manually
created model and an event log.

6

Conclusion and Future Work

We have introduced and modeled the new kind of emergency department, FAM,
that is being implemented at Danish hospitals, as a multi-agent organization in
the agent organization framework AORTA. Our goal with this approach is to
use the model for simulating the activity that goes on in the department and
calculate consequences based on the predicted behavior of the agents in the
simulation. We have shown a model of the FAM in the framework. The model
is based on previous work on agent simulation for emergency departments and
the official descriptions of the FAM and its purposes.
In future work we will use proof assistants to verify properties of the AORTA
framework and implement the AORTA model in an agent simulation framework.
That way we may get a model that can adjust itself automatically to the soft
aspects of human behavior that influence the activity in an actual department.
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Abstract
Understanding the social contexts in which actions and interactions
take place is of utmost importance for planning one’s goals and activities.
People use social practices as means to make sense of their environment,
assessing how that context relates to past, common experiences, culture
and capabilities. Social practices can therefore simplify deliberation and
planning in complex contexts. In the context of patient-centered planning,
hospitals seek means to ensure that patients and their families are at the
center of decisions and planning of the healthcare processes. This requires
on one hand that patients are aware of the practices being in place at the
hospital and on the other hand that hospitals have the means to evaluate
and adapt current practices to the needs of the patients. In this paper
we apply a framework for formalizing social practices of an organization
to an emergency department that carries out patient-centered planning.
We indicate how such a formalization can be used to answer operational
queries about the expected outcome of operational actions.

Keywords Social Practices, Hospital Staff Planning, Multi-Agent Goals, Decision Support.

1

Introduction

The importance of developing shared meaning and understandings is one of
the main aspects of maintaining an organization. Hospital organizations are
no different and tend to develop their own ways of doing things which need to
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be shared with novices. Moreover, as vision and strategy change, new practices need to be implemented to ensure that medical staff and users are able to
function properly in the new model of operation.
In recent years, ensuring patient satisfaction in hospitals is becoming increasingly important, requiring hospitals to develop means to continuously assess
and adapt their processes and practices. Patient-centered planning is a way of
thinking and doing things that sees the patients in health and social services
as equal partners in planning, developing and monitoring care to make sure the
treatment meets their needs. The patients and their families are put at the center of decisions and seen as experts in their own condition, working alongside
professionals to get the best outcome. Traditional planning technologies are
typically designed to produce complete plans that handle all situations given
a well defined set of goals. This approach is not suitable for patient-centered
planning, which involve human agents, as it leads to a combinatorial explosion
if the actions of the human agents are not predictable or limited. Social practices provide a mean to deal with the complexity by considering the social and
physical constructs that shape and constrain the interaction.
A hospital can be seen as the embodiment of ongoing social practices of many
different forms (including, for example, nursing, diagnosing, operating, office
working, drug dispensing). It is also materially bound up in those practices
(and their successful performance), and in how these are changing over time. For
example, as patient-centered planning (including how it is organized, managed
and monitored) becomes the practice in hospital management, existing processes
and roles may become less functional and need to adapt in order to stay fit for
that purpose [20].
This work contributes with frameworks to help with understanding of how
patient-centered planning relates to the changing practices of hospital work
and understandings of what constitutes a well-working hospital. In particular we consider the emergency department and how the social practices that
govern it have consequences across the hospital. In the present paper we propose our approach for applying a framework for formalizing social practices of
the emergency department and how such a formalization can be used for answering operational queries about the expected outcome of operational actions.
The emergency department is also the focus of [8] which proposes an approach
for modeling it as a multi-agent organization.
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2

Social Practices

Social interactions are the focus of Social Sciences and have also long been
discussed in Multi-Agent Systems (MAS) where there are many formalizations
and theories that describe specific aspects of interactions [4, 7, 19].
Social practices are accepted ways of doing things, contextual and materially
mediated, that are shared between actors and routinized over time [11]. They
can be seen as patterns that are filled in by a multitude of single and often unique
actions. Through (joint) performance, the patterns provided by the practice are
filled out and reproduced. Each time a social practice is used, elements of
the practice, including know-how, meanings and purposes, are reconfigured and
adapted [13]. Actors learn from the use of social practices, and the more one
uses a social practice with satisfactory results, the more that actor will tend
to use that practice. Social practices are shared which means that individuals
playing a role in a social practice will know what to do and will expect certain
behavior and reactions of the other participants. Success enforces the social
practice.
Related research on work practices and cognitive architectures are the closest to
our proposal. Work practice research recognizes the inherent difference between
the work flows as described and prescribed by the organization and employee
behavior. The work practice model Brahms enables to define the behavior of
entities by means of activities and workframes, amongst others [14] but lacks
learning capabilities to adjust priorities, and means to distinguish between context and action preconditions. Cognitive architectures [17] use drives as basis
to dynamically derive goals during agent interactions. As such, it can capture
the motivational complexity of the human mind [9], but it takes an agent perspective rather than a societal one, such as the one we propose. Our approach
with social practices also shows some resemblance to agent organizations (see
e.g. [3]) as they both provide structure to the interactions between the agents.
However, the structure provided by social practices arises from the bottom up
from components that define expected behavior in a given context rather than
being an imposed (top-down) organizational structure.
In [5] an initial formal representation of social practices is presented that allows
for its incorporation in agent deliberation architectures. It is based on modal
logic and extends work on agent organizations and landmarks. In particular, it
extends work on the Logic for Agent Organizations (LAO) [4] which formalizes
notions of capability, stit [10], attempt and responsibility. For the purpose of
this paper, we suffice with the informal definitions of the symbols in table 1 and
the components of a social practice as follows:
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• Context
– Roles describe the competencies and expectations about a certain
type of actors [18]. Thus a lecturer is expected to deliver the presentation.
– Actors are all people and autonomous systems involved, that have
capability to reason and (inter)act. This indicates the other agents
that are expected to fulfill a part in the practice.
– Resources are objects that are used by the actions in the practice
such as — in case of a lecture — seats, projector, screen, etc. So,
they are assumed to be available both for standard actions and for
the planning within the practice.
– Affordances are the properties of a resource, a place or a context
that indicate the action possibilities that are readily perceivable by
an actor. E.g. any flat surface at approximately knee-length can
afford the action ‘sit’. Affordances permit social actions and depend
on the match between context conditions and actor characteristics [6].
– Places indicate where all objects and actors are usually located relatively to each other, in space or time.
• Meaning
– Purpose determines the social interpretation of actions and of certain
physical situations.
– Promotes indicate the values that are promoted (or demoted, by
promoting the opposite) by the social practice.
– Counts-as are rules of the type “X counts as Y in C” linking brute
facts (X) and institutional facts (Y) in the context (C) [12]. E.g., in
a voting place, filling out a ballot counts as a vote.
• Expectations
– Plan patterns describe usual patterns of actions [1] defined by the
landmarks that are expected to occur.
– Norms describe the rules of (expected) behavior within the practice, using the ADICO grammar proposed by Ostrom [2]. ADICO
statements are formed using five components: Attribute (or Acting
entity), Deontic, aIm (or Intention), Condition, and Or else (or
sanction). Norms are statements that include the acting entity, deontic, intention, and condition (ADIC) and possibly also a sanction
(ADICO).
– Strategies indicate the possible activities that are expected within the
practice. Not all activities need to be performed! They are meant as
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potential courses of action. Strategies are specified as AIC statements
in ADICO.
– Start condition, or trigger, indicating how the social practice starts.
– Duration, or End condition, indicating how the social practice ends.
• Activities
– Possible actions describe the expected actions by actors in the social
practice.
– Requirements indicate the type of capabilities or competences that
actors are expected to have in order to enact roles and perform activities within the social practice.
It is also important to note that social practices can be described at different
levels of abstraction. Abstract practices are generic and do not give much details
on the specifics of a context. Concrete social practices apply to more specific
domains, roles or actors and typically provide more details about the possible
plans. E.g. an abstract social practice ‘greeting’ just indicates when a greeting
gesture is expected, but given a more specific context or actors it also describes
how it should be performed; for example, by ‘bowing’ if context is Japan, or
‘hugging’ if actors are good friends.
Finally, social practices relate to each other and to the current situation. Depending on the features of a situation individuals will choose (a set of) social
practices to explore. Moreover, social practices can be composed or contain
other social practices. E.g. a handshake can be the start of a meeting. So it
forms part of the meeting social practice. On the other hand the handshake
is one type of greeting. So, handshake is a specialization of greeting and a
part of a meeting. In fact, most classification relations that apply to processes
(specialization, part-of, is-a, ...) can also be applied to social practices.

3

Patient-Centered Planning

Advance care planning is a process “whereby a patient, in consultation with
health care providers, family members and important others, makes decisions
about his or her future health care, should he or she become incapable of participating in medical treatment decisions” [15]. The process of advance care
planning informs and empowers patients to have a say about their current and
future treatment.
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Patient-centered planning is a process in which the hospital plans are made with
needs of the patient in center. A social practice approach to modeling patientcentered planning can accommodate societal requirements of patient-centered
planning, including:
• respecting patients values and putting patients at the center of planning.
• taking into account patients preferences and expressed needs.
• coordinating and integrating care planning.
• working together to ensure good communication, information and education.
Social practices have both a social and a functional purpose, which determines
how they are used by the different actors. To regard patient care as a social
practice puts an appropriate emphasis on the reasons why people take part in it
and how they choose to interpret the various expectations. Young doctors value
the hospital regulations and formal workflows because they assume it serves
efficiency and patient care. Experienced doctors care for patients but often
less for formalisms. Phoning a specialist directly is seen by senior doctors as
a good social practice, because they know that the reaction of the specialist
is direct and will result in a quick treatment of the patient. Delays caused
for other patients are not considered, because the overall hospital perspective
is less important for experienced doctors. Identifying and understanding these
differences in perceiving hospital policy is important for hospital managers and
can be used to redefine processes and policies. In this project, we will develop
simulation models that enable hospital managers to analyze the consequences
of different social practices from the perspective of patients and medical staff.
In the remainder of this section, we first introduce a simple scenario and then
illustrate the use of social practices modeling to represent the situation described
in the scenario.

3.1

Scenario: Specialist Consults

In this paper, we consider the case of scheduling specialist consults for emergency ward patients. These patients arrive at the hospital unscheduled and the
attending doctor may decide that a specialist opinion is needed. However, these
specialists follow a regular consult plan and emergency patients will need to
be placed in between the regular patients. Several strategies can be used for
this, depending on the severity of the case, the knowledge the emergency doctor
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has about hospital procedures and informal strategies or workarounds, and the
overall culture of the hospital location.
In particular, we will consider the following scenario: A man arrives at the
emergency ward with very bad headache. The patient is not critically ill but
the doctor fears that his condition can deteriorate and needs a second opinion
from a specialist. Depending on the seniority and expertise of the attending
doctor, two different plans will be followed:
• A junior doctor, not aware of the hospital’s informal processes and networks, will file a request for a specialist consult through the formal channels and wait for the specialist to make the time to attend to this patient.
• A senior doctor, knowing how things work, will directly call a specialist who will directly attend to this request, delaying her consult with a
scheduled regular patient.
These two different practices lead to different results. In the first case, the acute
patient will need to wait, which depending on his condition may have serious
health consequences. On the latter case, the scheduled patients will need to wait
longer than their appointed times, leading to irritation and possibly complaints
to the hospital administration.
As both of the situations above illustrate, the decisions that the emergency
ward doctors make depend a lot on their experience with “how things work”
in the hospital. The junior doctor looks for an available specialist whereas the
experienced doctor finds a specialist who is scheduled for a checkup that they
agree can wait. The experienced doctor can do this as they know that there
is usually a specialist who has an appointment with a patient who is otherwise
doing fine. The experienced doctor is aware of how the patient depends on the
specialist; the junior doctor is not. There is no clear cut “best” outcome as
there are both satisfied and dissatisfied patients in both cases but it is clear
that the interaction between the acute doctors and the specialists influence the
outcomes.
Overseeing the entire operation, the hospital management people are tasked with
ensuring that there is a balance between taking care of the scheduled patients
and the acute patients. They are capable of executing operational actions that
have either an immediate effect during operation or long term actions with
effects in future operations.
Depending on the local culture and social expectations, delays to regular consults may require the hospital to reschedule all patients to another day or offer
43

abstract SP
emergency
patient consult
context

context
society

doctor
a

junior

senior
find specialist

wait specialist

concrete SP

concrete SP

wait

b

c

reschedule

compensate

concrete SP concrete SP

concrete SP

Figure 1: Contextual variations on social practices.
end

get 2ndOp
start

arrive

checkup
plan 2ndOp

wait @home

Figure 2: Plan pattern.
some kind of compensation, rather than expect those regular patients to wait
patiently to their consult. Depending on the frequency and number of emergency ward patients, long term adaptation of existing protocols may be required
which demands well informed management, as discussed in the next section.

3.2

Scenario as Social Practice

As described in Section 2, social practices can be described at several levels
of abstraction, resulting in a graph structure that represents differentiation in
terms of context specialization, inclusion and salience. In the case of the Specialist Consults scenario, practices vary for senior and junior doctors and also for
the societal expectations on how to deal with delays. Figure 1 gives an overview
of these relations between social practices.
We provide a basic formal representation of the scenario as an abstract social
practice as follows.
• Context
– Roles are identified from the actors that are mentioned in the scenario: the junior doctor, the senior doctor, the regular patient, and
the acute patient. We consider each actor as a role. We also consider
both the acute patient and the regular patient as a patient role:
jd, sd, d, rp, ap, p : ap, rp ∈ p ∧ jd, sd ∈ d
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– Actors are defined by the play-predicate. We use it to state that four
people have the roles above:
play(j, jd), play(s, sd), play(r, rp), play(a, ap)
– Resources include the room in which the doctor diagnoses the patient,
the scheduling system, and other objects that we leave vague on
purpose for this abstract social practice:
o1 , ..., om
– Places are the three main areas of the scenario: the hospital as a
whole, an MRI room (where the specialists carry out their diagnosis),
and the emergency ward:
hospital, MRI-room, ER
• Meaning
– Purpose is defined by purpose-predicate. We use it to state that the
purpose of the consult action for acute patient a is to get a diagnosis,
and for a junior doctor j is to learn and gain experience:
purpose(a, consult, sp) = diagnosis(a)
purpose(j, consult, sp) = learn(j)
– Promoted Values are defined by the promote-predicate. We use it
to state that for the junior doctor, tending patients promotes learning. We also state that for the patient, getting a treatment promotes
awareness about their condition and staying long in the ER demotes
timeliness:
promote(sp, tendP atient(j), Learning)
∀p : promote(sp, diagnosis(p), Awareness)

∀p : promote(sp, longStay(p), ¬T imeliness)

• Expectations
– Plan Patterns are the sequences of abstract actions that models the
general procedure as described in the scenario. We use αi for the abstract actions in the sequences. The sequence models the two different
approaches for the abstract social practice to take place depending on
which of the two doctors take care of the acute patient, as described
in the scenario:
α1 (arrive); α2 (checkup); (α5 (get2Op)+
(α3 (plan2op); α4 (wait); α5 (get2Op)))
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– Norms are stated as deontic logic predicates. We state that junior
doctors are obliged to treat acute patients first, and that junior doctors are forbidden from giving a diagnosis:
O(jd, plays(a, ap), prioritize(jd, a))
F (jd, plays(a, ap), diagnose(jd, a))
– Strategies are defined by the strategy-predicate. We use strategies to
state that the patient waits, that a senior doctor calls for help from
a specialist by phone, and that a junior doctor waits for help from a
specialist:
strategy(>, DO(p, wait), sp)
strategy(diagnose(d, p),
DO(senior(d), phone), sp)
strategy(diagnose(d, p),
DO(junior(d), wait), sp)
– Start Condition & Duration/End are respectively that the acute patient arrives and that the acute patient has a treatment plan. As we
only consider this particular abstract social practice we do not state
them explicitly.
• Activities
– Possible Actions includes waiting, calling on phone, and stating a
diagnosis, among others:
wait(), phone(), diagnose(X, p), ...
– Requirements are stated with formulas using the cap-predicate. We
use it to state that the doctors have medical expertise, and that
patients wait:
∀ai , play(ai , d) : cap(ai , medicalexpertise)
∀ai , play(ai , p) : cap(ai , wait)

In Table 2 we provide a summary of the above. We provide a more detailed description of the play-, purpose-, promote-, strategy-, and cap-predicates. We are
working on the full specification of the patient-centered scenario as a validation
of this formal representation language.
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4

Operational Queries

Operational actions are generally considered risky in the sense that they can
have far reaching effects and that it can be difficult to estimate the consequences.
Immediate actions compromise the schedule greatly and can turn up much more
expensive than first thought. Long term actions that change the protocols may
lead to immediate dissatisfaction among staff but can be beneficial in the long
run. As an example in the Specialist Consults scenario, the management may
choose to have the specialists prioritize acute patients over regular patients so
that the junior doctors will have an easier time finding an available specialist.
Such a change can cause dissatisfaction in the specialized wards and it is unclear
if it would actually be beneficial in the long run. For that reason they need
insight into the expected outcome of the current situation, and insight into
how an operational action can change the expected outcome. We consider an
approach for giving such insight by the way of operational queries that can
answer questions such as:
• How many acute patients do we expect in the near future?
• How long will the average waiting time be for acute patients?
• What are the expected behavior of the senior doctors?
• What are the expected behavior of the junior doctors?
These queries are hard to answer analytically, but by simulating the situation
with artificial agents that act according to our formalization of the social practices, we can provide sufficiently accurate answers about the expected outcome.
For the simulation we consider having the agents include their knowledge about
social practices when they decide on an action. The operational query is then
answered by simulating the actions of the agents within the immediate future,
returning a list of pairs of outcomes together with their expectancy. In this
way, operational queries and simulation can provide insight into how decisions
and changes to hospital work practices influence expected developments and
potential bottlenecks.

5

Conclusion and Future Work

The social practice approach shows promise as a way to augment agents with
social reasoning. The hospital context provides a good scenario for validating
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this approach. The social practice approach supports decision making. In the
scenario we considered, the operational queries can trigger long term operational
actions that change the protocols. If social context is known then protocols can
be designed to be in line with social expectations.
In the future we would like to investigate to which extent operational queries
can trigger short term operational actions with an immediate effect. Our next
step towards an evaluation is to implement the formal representation in an
agent simulation framework that shows how changes to the social practice model
influence agent decisions. Furthermore, we intend to investigate the work in
the recent PhD thesis by Christian Michel Sørup on a generic performance
measurement model for an emergency department [16]. We consider that work
highly relevant as it investigates performance measurement and decision support
in the emergency department scenario and was done in close collaboration with
the emergency department at one of the hospitals in the Danish capital region.
We hope that our approach using social practices can add to that work.
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Table 1: Symbols of the social practice formal representation where O(γ) and
F(γ) have standard dynamic deontic logic semantics.
Symbol
Meaning
Activities
Basic actions {α1 , ..., αn }
A finite number n of basic actions in
the social practice. Entails notion
of a complex action γ.
Actors {a1 , ..., am }
A finite number m of actors in the
social practice.
Context {c1 , ..., cn }
A finite number n of special context
constants. A subset of these are social practice identifiers SP .
Capabilities Capability(a)
A function that returns the set of
actions that actor a is capable of
performing.
Cap(a, α)
True iff actor a is capable of performing action a i.e. Cap(a, α) ≡
α ∈ Capability(a).
DO(a, α)
Actor a performs action α
next.
Additionally assumes
that DO(a, α) → Cap(a, α)
Beliefs and purpose(a, α, c) = φ ≡ It is common belief among the
AssumpCBAc (Salient(a, α, c) agents in context c that if actor a
tions
∧DO(a, α) →
performs action α in context c then
Goal(a, φ)
φ is a goal of a and a believes it can
∧Ba ([α(a)]φ)
achieve it by performing α.
Meanings

play(a, r)
promote(sp, α(a), v)

Expectations O(r, φ, γ)
F (r, φ, γ)
strategy(φ,
DO(B, γ), sp)
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Indicates that actor a enacts role r.
Indicates that in the social practice
sp, the action α(a) performed by
actor a promote value v. For a more
formal characterization of the promotes relation see [Weide, 2011].
O(r, φ, γ) ≡ ∀a : play(a, r)∧
Ba (φ) → O(γ(a)).
O(r, φ, γ) ≡ ∀a : play(a, r)∧
Ba (φ) → F (γ(a)).
Indicates that if all actors (involved
in the social practice sp) believe
that B believes the condition φ then
they all believe that all actors in B
will perform their part of γ next.

Social Practice
Context
Roles

Actors
Resources
Places
Meaning
Purpose

Table 2: A social practice application.
Hospital SP (informal)
Hospital SP (formal)
junior doc, senior doc,
regular patient, acute
patient, patient
j, s, r, a
rooms, IT system...
hospital, MRI-room, ER
diagnosis of patient
teach junior doctor

Promoted Values

Expectations
Plan Patterns

Norms

Strategies

Start Condition
Duration/End
Activities
Possible Actions
Requirements

tending patients promotes learning
getting a diagnosis promotes awareness
a long stay demotes
timeliness

jd, sd, d, rp, ap, p : ap, rp ∈ p∧
jd, sd ∈ d
play(j, jd),play(s, sd),
play(r, rp),play(a, ap)
o1 , ..., om
hospital, MRI-room, ER
purpose(a, consult, sp) =
diagnosis(a)
purpose(j, consult, sp) =
learn(j)
promote(sp, tendP atient(j),
Learning)
∀p : promote(sp,
diagnosis(p), Awareness)
∀p : promote(sp,
longStay(p), ¬T imeliness)

the plan pattern graph
in Figure 2.

α1 (arrive); α2 (checkup);
(α5 (get2Op) + (α3 (plan2op);
α4 (wait); α5 (get2Op)))

acute patients must be
prioritized
junior doctors cannot
give diagnosis
patients wait
senior doctors find available specialist
junior doctors wait for
available specialist
acute patient arrives
patient has plan

O(jd, plays(a, ap),
prioritize(jd, a))
F (jd, plays(a, ap),
diagnose(jd, a))
strategy(>, DO(p, wait), sp)
strategy(diagnose(d, p),
DO(senior(d), phone), sp)
strategy(diagnose(d, p),
DO(junior(d), wait), sp)

wait, phone, diagnosis,
...
doctor: medical expertise
patient: wait

wait(), phone(),
diagnose(X, p), ...
∀ai , play(ai , d) :
cap(ai , medicalexpertise)
∀ai , play(ai , p): cap(ai , wait)
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Abstract
Understanding the impact of activities is important for emergency
rooms (ER) to ensure patient wellbeing and staff satisfaction. An ER is
a complex social multi-agent system where staff members should understand the needs of patients, what their colleagues expect of them and how
the treatment usually goes about. Decision support tools can contribute
to this understanding as they can better manage complex systems and
give insight into possible problems using formal methods. Social practices
aim to capture this social dimension by focussing on the shared routines
in a system, such as diagnosing or treating the patient. This paper uses
the Web Ontology Language (OWL) to formalize social practices and then
applies it to the ER domain. This results in an ontology that can be used
as a basis for decision support tools based on formal reasoning, which we
demonstrate by verifying a number of properties for our use case. These
results also serve as an example for formalizing the social dimension of
multi-agent systems in other domains.

Keywords Architectures for social reasoning, Ontologies for agents, Cognitive
models, Agent-based analysis of human interactions

1

Introduction

A better understanding of the impact of activities in an emergency room (ER)
on patients and staff would improve the wellbeing for both of them [12]. A decision support tool that has knowledge about ongoing activities could assist ER
management in directing interventions by identifying what activities take place,
what causes them to take place and who are typically involved in the activities.
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An ER is a complex social multi-agent system, where staff members should understand the needs of patients, what their colleagues expect of them and how
the treatment normally goes about [20]. Focussing on this social dimension in
these decision support tools could increase their realism [13] and therefore their
potential in giving helpful insights into the domain.
So far ER models have mainly focussed on the patient flow, but not the interaction of the staff. An ER is modelled from a control flow perspective based on
explicit regulations and clinical guidelines [16]. This is useful to identify possible
process bottlenecks, but offers little insight into their social causes. A possible
cause for the lack of sociality in decision support tools for ER might be that
there is no formal model that expresses this social dimension.
To use a formal reasoner to identify social bottlenecks three steps are involved
(1) fairly representing the social dimension of an ER in a model (2) formalizing
the model and using a formal reasoner to check if the model satisfies certain
properties (3) translating these results back to interventions in the real world
ER. This paper focusses on the second step by defining a precise, unambiguous
and consistent semantics to support decision support tools. In particular, we aim
to give a basis for formal reasoners that can infer helpful new social knowledge
about an ER. Building upon [15, 19, 7], we use social practices to capture the
social dimension of a system. The social practices in a system are the routinised
actions that are (to some extent) similar for all agents such as, diagnosing or
treating the patient. We use the Web Ontology Language (OWL) [21, 4, 10, 9],
based on Description Logic, and the Protégé tool to formalize a social practice
meta-model and apply it to the ER domain. This results in a formal ontology
that includes a social practice meta-model and a domain specific ER model that
can be used for decision support tools. We demonstrate, with data based on
a visit to Herlev Hospital in Denmark, that we can express and verify whether
a number of social properties that one could desire of an ER holds true in our
model. This serves as a proof of concept to show that our formalization can be
used to infer helpful new knowledge about a system. These results serve not
only as a first step to better decision support tools for ER, but also serves as
an example for formalizing the social dimension of other multi-agent systems.
Section 2 presents some background knowledge on social practices. Section 3
introduces the social dimension of the ER domain, its empirical grounding, and
lists a number of exemplary social properties one could desire of an ER. Section
4 formalizes the social practice meta-model and our ER use case. Section 5
formalizes the earlier stated social properties and uses a formal reasoner to
verify them (i.e., infer new knowledge about the system.) We end the paper
by showing how our formalization is unique in this ability to capture social
properties by comparing it to other agent meta-models.
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2

Background

The concept of social practices stems from sociology, and aims to depict people’s
‘doings and sayings’ [18, p. 86], such as dining, commuting and greeting. [19]
recently revived the concept for its ability to highlight that our actions can be
captured in routines that are similar for many people. For example, doctors
and nurses follow similar routines in treating a patient. [7] proposed to use
social practices to capture the social dimension of agent decision-making. They
connected the concept to more standard agent concepts, such as actions, plans
and norms. This section introduces a meta-model for a social practice agent
that is expressed in the Unified Modelling Language (UML). The remainder
of this paper focuses on the formalization of this UML-diagram in OWL. This
formalization provides an unambiguous basis for decision support tools in social
systems such as the ER. Future work will focus on how the UML-diagram is
grounded in the social practice literature and the justification of the model
choices.

Figure 1: The social practice meta-model captured in the Unified Modelling Language, including classes (yellow boxes), associations (lines), association classes
(transparent boxes), navigability (arrow-ends) and multiplicity (numbers).
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Figure 1 shows the social practice meta-model in a UML-diagram [17]. The
main classes for a social practice model are activities (e.g., diagnosing, assign
team), agents (e.g., nurses, doctors), competences (e.g., perform triage, managing team), context elements (e.g., phone, bed, triage room, other nurses) and
values. Values here refer to human values, that is, ‘what one finds important
in life’ [14], such as health or education. The social practice is an interconnection of (1) activities and (2) related associations as depicted by the grey box in
Figure 1. For example, the social practice of acute treatment consists of several
activities, such as assigning teams or performing triage. Figure 2 shows all the
activities that the social practice of acute treatment comprises. Section 3 will
further explain what these mean, for now it is important to understand the
structure of this activity tree. Shallow nodes are more abstract activities (e.g.,
assign to team) and deeper nodes are more concrete ones (e.g., inform patient).
The type of an activity (respectively, AbstractAction and Action) is captured
in the type attribute in the UML. The social practice connects these different activities with the Implementation association. If activity A implements
activity B this means that A is a way of or a part of doing B.
Implementation is the first of several activity-associations specified in Table 1.
Most associations are fairly self-explanatory, however the Trigger and Strategy
association are a bit more complex. Following [23], triggers are the basis for
habitual behaviour. If an agent is near a context element that has a trigger
association with an activity, then it will do that activity automatically (without
for example considering its values). Following [5], strategies are the basis for
expectation about the actions of others. If an agent believes that (the personal
part of) activity A is a strategy for activity B, then it believes that other
agents usually implement activity B by doing activity A. Fundamental to social
practices are that many of these activity associations are similar (or: shared)
for most agents. Section 4.2 will explain how we capture this similarity in the
model.
Table 1: The associations attached to an activity and their specification.
Association
Implementation
Affordance
RequiredCompetence
Belief
RelatedValue
Trigger
Strategy

Specification
which activities are a way of or a part of doing the activity
which context elements are needed to do the activity
which competences are needed to do the activity
which activities an agent has beliefs about
which values are promoted or demoted by the activity
which context elements habitually start the activity
which activities usually implement the activity

The agent furthermore has two associations, which plays a role in choosing
the activities it will do: HasCompetence and HasValue. The HasCompetence
association links possible skills to the agent who masters those. The HasValue
association captures if an agent finds that value important.
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3

ER Use Case

3.1

ER Description

An ER acts as the entry point for most hospitals and a wide variety of patients
arrive there on short notice. The purpose of an ER is to provide immediate
treatment for the patient and identify the further course of action. The general
process of patient treatment can be seen as consisting of the following phases:
1. Contact ER: The secretary registers the patient who contacts the ER
department.
2. Triage: A nurse performs triage on the patient in order to identify how
urgent or life critical the patient is.
3. Tests: Doctors and nurses perform tests on the patients.
4. Diagnosis: Doctors give a (partial) diagnosis and perform treatment.
5. Plan: Doctors, together with the patient, establish a plan for further
course of action.
Staff members thus comprise doctors, nurses, but also persons who are in charge
of administrative tasks and of being in contact with patients. In some cases, an
ER also serves as a learning facility for healthcare staff in training. It is common
to have trainees participate in the treatment to get work experience as part of
their education. Some trainees may have enough experience to carry out tasks
by themselves, while others must be accompanied by more experienced staff.
The staff thus needs to cooperate and coordinate their actions, while being flexible enough to handle a wide range of patients. This means that staff members
should understand the needs of other staff members and have an idea of what
guides their actions. A staff member should be aware of the culture of the
organization by understanding what is important and how things normally go
about. He or she needs to know what is expected of him and what not. All of
this facilitates the teamwork that is needed for a properly running an ER. As
should be evident from the above description, social interaction is an important
part of an ER, which makes it an interesting domain to apply social practices.
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3.2

Empirical Grounding

The ER description is partially based on observations from a half-day tour at the
ER department at Herlev Hospital in Denmark. The tour was led by head nurses
from the department and consisted of a visit to the main reception, the trauma
reception, and the areas of the three specialist teams of the ER department.
During the tour the head nurses explained the rooms in the department, the
organization, general work procedures, and how a typical work day went like.
After the tour we observed some of the staff members in the specialist teams for
a few hours, asking a few questions whenever possible. During the visit several
staff members relayed some personal views on their work, including what they
considered important in doing it. Note that to our knowledge there are no
empirical studies of the social practices in an ER (e.g., [3, 1, 22] only provide
high-level analytical statements), therefore our work is based on observations
from this half-day tour. To go beyond the proof of concept presented in this
paper a more extensive empirical study is needed.

3.2.1

Summary of relevant observations

The general attitude in the ER department is geared towards being flexible and
accommodating the needs of the patients. The established patient treatment
procedures and task distributions are suitable for the treatment of most patients. However, the staff is open towards making adjustments if they believe
the adjustments can help. The following list comprises some examples of social
intelligence we observed:
• Sending samples to analysis is supposed to be done by nurses, but because
many patients required attention, the head nurse helped with sending
samples to analysis to give the nurses more time to attending patients.
• The secretary is supposed to receive patient transports but the head nurse
helped out with this as well sometimes, leaving a note that the secretary
would later then register in the system.
• In the middle of the staff room there was a box with current tasks. Nurse
students carried out some of the tasks under supervision of nurses who
assigned the tasks to the students. When the number of tasks had grown
large, the head nurse called one of the other head nurses to ask if they
could help with some of the tasks.
• The secretary assisted with attending patients to the extent possible.
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3.3

Desirable Social Properties

To evaluate if we can indeed express and reason about the social dimension of
the ER, we state a number of concrete social properties one could desire, which
reflects some of the observations we made during the tour:
1. The staff understand the needs of the patients.
2. A head nurse can cover some of the necessary tasks of the secretary.
3. The staff can help each other out, because they know the equipment the
others need.
4. Nurses should follow directions from the head nurse.
5. The length of stay of patients is not longer than needed.
To give an idea of the scope to which our proof-of-concept can be generalized
we aimed at a diverse set that relates to both patient and staff, both ambiguous
and unambiguous and general and domain-specific statements. To make claims
about how well our model could capture any social property lies outside the
scope of this paper. Section 5 shows that we can express the first three complex
social statements with our formalization and verify their truth using a formal
reasoner.

3.4

Social Building Blocks

The core of the ER model will be the activity tree that consists of instantiations of the Activity class and the Implementation relation between them
(see Figure 2). The activity tree roughly shows the phases of acute treatment
represented as social practice activities. The root of the tree represents the
top action, the leafs represent the actions and the nodes in between represent
abstract actions. It breaks the Acute Treatment activity down into more concrete activities to match the phases of patient treatment in ER. Note that the
activity tree includes administrative activities such as assigning a patient to a
specialized team within ER. We have included administrative activities to show
how social practices can provide insight into these activities as well as activities
that involve the patient.
The ontology is based on this activity tree, but also provides more details of
social practices in line with the UML of Figure 1. Table 2 provides an overview
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Figure 2: The activity tree that (roughly) represents the different phases
of ER patient treatment.
The arrows with a diamond end represent
partOf-implementations and the arrows with an arrow end represent allOfimplementations.
of agents, values and competences in the ER case. We only consider a small
number of values and competences from the use case in order to make it clear
how they are represented and reasoned with.
Table 2: Overview of agents, the values they adhere to and their competences.
Agent

Patient

Secretary

Head
nurse

Nurse

Exp.
Trainee

New
Trainee

Doctor

Values

Health

Prof.

Prof.

Educ.

Educ.

Prof.

Competences

Feedback

IT

Prof.,
Educ.
IT,
team

Triage,
social

Triage,
social

Social

Medical

4

Formalization

4.1

Meta Model

This subsection explains how the social practice meta-model described in Section
2 is formally captured in the Protégé tool. This comprises (1) translating UML
concepts into equivalent assertions in the OWL syntax, (2) solving ambiguity
and (3) making additional assertions that could not be captured in the UML
syntax. The full formalization expressed in OWL can be found on GitHub.1
1 The

full formalization can be found on https://github.com/PCSan/SOPRA.

60

4.1.1

Class Hierarchy

The UML classes can be translated one to one to OWL classes. However, we
also need to specify the relation between classes. We can specify that an individual can not be a member of two different classes with the disjoint class axiom.
Note that the Agent class and the ContextElement class are not disjoint. The
UML shows this with the generalization arrow that goes from Agent to ContextElement. Following [2] such an association can be captured in OWL with the
subclass axiom. In addition, we choose to capture the different activity types
(i.e., Action, AbstractAction and TopAction) and different context elements
(i.e., Agent, Resource, Place) as separate classes instead of attributes. This
choice fits well with the notion of classes and avoids introducing an auxiliary
typing scheme just for activities. This thus introduces three new disjoint classes
(Action, AbstractAction and TopAction), which are all subclasses of the Activity class. This class correspondence can be captured in the ‘disjoint union
of’ axiom.

4.1.2

Class Associations

Each association is translated to an object property in OWL (except for the
earlier discussed ‘generalization’). Object properties are defined by which two
classes they connect (called respectively domain and range). We want to highlight a few interesting modelling choices. First, given the open world assumption of OWL2 , we do not need to explicitly assert statements in OWL about the
possibility of any number of associations (like is done in UML with the ‘0...*’
symbol). However, the ‘1’ multiplicity, that restricts the amount of classes does
need to be asserted. We simply capture this in an object property cardinality
restriction. These restrictions are not expressed as isolated statements, but instead as a restriction on a class. For example, we restrict the SharedPart class
by saying it is a subclass of all entities that implement exactly one activity.
Second, some of the associations in the UML have attributes. Given that OWL
supports the notion of a subproperty, we capture these attributes in the ’disjoint
union of’ axiom (analogue to the type attribute of the Activity class).
2 The OWL reasoner assumes that as long as we do not explicitly state something not to
be the case, it is possible.
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4.1.3

Complex Rules

Using SWRL3 we can assert a number of propositions that correspond to the
semantics of social practices, but could not be expressed in UML. Not only are
these SWRL rules crucial to making inferences about social properties, they also
depict new insights we gained due to formalizing the UML in the OWL language.
First, it allows us to assert several propositions regarding the relation of Action,
AbstractAction and TopAction. Top actions are defined as activities that implement nothing, whereas actions are defined as activities that are implemented
by nothing. Lastly, abstract actions can be found in the middle of an activity
tree, implementing some other activities and being implemented by some other
activities. Second, we can sometimes infer that if an object property relates to
one activity (e.g., affordance, relatedValue, requiredCompetence), then it
should also relate to another activity. For example, if TriageExperience is a
requiredCompetence for Triage, then it should clearly also be a requiredCompetence for the AssignStaff activity, as this is a part of Triage. In other
words, given that AssignStaff implements Triage it inherits some of its object properties. Not only the competences of a parent activity are inherited,
but also its related values and affordances. For example, if the context element
ER-room affords AcuteTreatment it also affords Triage. Third, as mentioned
a strategy captures which activities usually implement an activity. To be more
exact, a strategy connects the activity A and activity B, if an agent believes
that activity A is usually done as an implementation of B. Thus for a strategy
to exist between A and B, A at least has to be an implementation of B.

4.2

Model

Having a formal meta-model for social practices, we use it to formalize a model
for the ER use case. The model asserts facts that are roughly based on our
half-day tour at Herlev Hospital in Denmark. In a later section, we use formal
reasoning to verify properties that follow from these assumptions. Note that
to go beyond the proof of concept presented in this paper a more extensive
empirical study is needed.

4.2.1

Shared and Personal Activities

Social practices capture the social world in terms of shared activity associations.
This means agents can have the same beliefs about activities as other agents. In
3 SWRL

is a language for extending an OWL ontology with Horn-like rules [10].
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our model, for example, all agents believe that the activity Triage requires the
Triage competence. However, there are also personal views on activities. For
example, a patient might believe Triage only relates to the value of Health,
while a trainee thinks it also relates to the value of Education. This is reflected
in the model by having multiple instantiations of an activity: some shared and
some personal. For example, there is one instantiation called SharedTriage,
which all agents believe. Shared associations such as that the Triage activity
requires the Triage competence are associated to this instantiation. There is
also an instantiation called TraineeTriage, which is only believed by trainees.
The personal view that the value of Education is associated with Triage is
attached to this instantiation. The fact that agents can assume some beliefs are
similar for other agents is what makes it that we can infer social knowledge (as
we will show in Section 5) and is what makes our ontology a unique tool (as we
will discuss in Section 6).

4.2.2

Activity Tree

The parts of the meta-model that constitute the activity tree are the classes
Activity, TopAction, AbstractAction, Action, and SharedPart, and the object properties implementationPartOf and implementationAllOf. We translate each box in the activity tree into the corresponding activity so that the
root is an individual of TopAction, the leaves are individuals of Action, and all
other boxes are individuals of AbstractAction. Initially we create one shared
activity for each box, and later we create personal activities for the agents.

4.2.3

Agents and Strategies

The agents represent persons in an ER such as a nurse or a patient. For each
agent we define a named individual of the Agent class. We assert that these
agents know about an activity using the belief object property. In addition,
we use the strategy object property to assert which activities agents believe as
common ways of doing things.

4.2.4

Competences, Values and Context Elements

For each activity, we assert agent competences that are required for that activity,
and which agents own those competences. For example, we assert that it is commonly believed that triage requires triaging competences by asserting Triage as
a required competence of SharedTriage. We then assert that a nurse has the
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triage competence by using the HasCompetence object property. We also assert
values that the agents adhere to and associate with the different activities. For
example, we assert that it is commonly believed that triage promotes health,
by asserting Health as a promoted value of Triage. Finally, we assert context
elements that affords activities taking place, and which can trigger habits of
some of the agents. For example, we assert that the ER facility affords contacting ER by asserting that ER is an affordance of SharedContact ER and that
taking contact in the ER is a habit of the patient by asserting it a trigger of
PatientContact ER.

5

Formalization & Evaluation of Properties

This section first formalizes the properties introduced in Section 3.3. The formalization follows three steps (1) expressing the statement in the more precise
social practice terminology, (2) rephrasing it into a query and (3) rewriting it
in the formal SPARQL syntax. We need to rephrase the properties into queries
as Protégé can not evaluate the truth of a proposition, but rather gives back
the lists of individuals that satisfy the query. In addition, this sections aims to
verify the truth of the propositions, by evaluating what the query returns. We
aim to demonstrate that our formalization allows us to reason about knowledge
we did not assert. We leave claims about actual specific ER departments for
future work.

Property 1 We make the property more precise by specifying what it means
to ‘need’ and what it means to ‘understand’. We specify the ‘needs’ of a patient
as those context elements and competences that are required for (or afford)
those activities the patient finds important. Important activities are those that
promote values the patient adheres to. We translate ‘understanding’ something
to having beliefs about something. In this case, the staff thus needs to have
beliefs about certain competences and context elements that are important to
the patient. Note that if in our formalism an agent have beliefs about an activity,
this implies it believes the related competences and affordances. We can thus
specify this property as ‘All the activities that a patient believes promote values
that are adhered to by the (same) patient, the staff have beliefs about’. We
can query which agents have beliefs about the values that are important to the
patient and check to what extent the staff members are part of this list.
SELECT ? agent ? value ? activity
WHERE {
? agent a : belief ? activity .
a : Patient a : HasValue ? value .
? activity a : promotedValue ? value }
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The formal reasoner returns a list of important activities and agents that have
beliefs about these activities. In our proof of concept, we find that for every
activity important to the patient, there is at least one staff member that has
beliefs about this activity. However, not all the staff members have beliefs
about the needs of the patient. For example, contacting the ER department is
important for the patient, because it promotes the patient’s health. One of the
needs of the patient is thus the context element ‘phone’ that affords contacting
the ER department. However, the formal reasoner shows that in our use case
only the overall head nurse is aware of this.

Property 2 We make the property more precise by specifying what ‘can cover’
,‘necessary tasks’ and ‘tasks of the secretary’ mean. We specify the ‘tasks of the
secretary’ as those tasks the secretary can be triggered to do (i.e., that she does
habitually). ‘Necessary tasks’ are those tasks that the head nurse believes are
strategies, that is, those tasks she believes others usually do and are expected.
Being able to cover those tasks then means that the head nurse has competences
that are required to do those tasks. One can thus interpret this property as ‘A
head nurse has the required competences to do the activities that are strategies
for her and that can be triggered for the secretary.’ We can query which agents
have the required competences for such activities.
SELECT ? agent ? share dActivit y ? competence
WHERE {
a : Secretary a : belief ? p e r s o n a l A c t ivity .
? p erson alA c t i v i t y a : trigger ? contextElement .
a : Secretary a : belief ? sh aredActi vity .
? sharedActi vity a : r e q u i r e d C o m p e t e n ce ? competence .
a : Secretary a : hasCompetence ? competence .
? agent a : belief ? sha redActi vity .
? agent a : hasCompetence ? competence .}

The formal reasoner returns the overall head nurse, but not the team head nurse.
The property is thus false in the sense that not all the head nurses can cover for
the secretary. The secretary usually contacts the ER, but although the team
head nurse believes this is necessary she does not have the competence to do it
herself.

Property 3 We make the property more precise by specifying ‘needing equipment’ and ‘can help each other other out’. Here ‘need’ means that one requires
certain resources to do the actions they usually do. One way to ‘help each other
out’ can be to usually do actions that do not use the same resource, so that it
is free to use for the other. One can thus interpret this property as ‘The staff
usually does actions that are afforded by different resources than the actions

65

they believe others usually do.’ To specify this into a query, we query if someone actually does use a resource that is needed by others. If the query returns
nothing, we know our original property is satisfied.
SELECT ? staffmember ? p e r s o n a l A c t i v i t y I D o ? s h a r e d A c t i v i t y O t h e r s D o
? resource
WHERE {
? staffmember a : belief ? p e r s o n a l A c t i v i t y I D o .
? staffmember a : belief ? s h a r e d V i e w O n A c t i v i t y I D o
? staffmember a : belief ? p e r s o n a l A c t i v i t y O t h e r s D o
? staffmember a : belief ? s h a r e d A c t i v i t y O t h e r s D o
? p e r s o n a l A c t i v i t y O t h e r s D o a : strategy ? parentActivity .
? s h a r e d A c t i v i t y O t h e r s D o a : affordance ? resource .
? p e r s on a l A c t i v i t y I D o a : trigger ? something .
? s har edA c t i v i t y I D o a : affordance ? resource .
FILTER (? staffmember != a : Patient )
FILTER (? myActivity != ? oth ersActiv ity ) }

The first part of the query sets up two activities on which an agent has a
personal and shared view. The second part specifies that one of those activities
is a strategy (i.e., something others usually do) and the other one a trigger (i.e.,
something the staff member usually does). It then queries if a resource is used
for both of these activities. The third part specifies that staff members are not
patients and that the activities should be different. When the activities are the
same the agents are namely cooperating using the same resource to do the same
activity. The query indeed returns nothing, showing that our staff members
help each other out using their knowledge of what equipment the others need.

Property 4 and 5 These properties can not be expressed in our formalism.
Property 4 has a deontic flavour, that is, what one should do. Our formalism
express strategies, that is, what one usually does. It does not capture that
there is a consequence of not adhering to the norm. In future work, we could
research if the gained expressibility by a deontic extension of our formalism
is worth the extra complexity. Property 5 mentions the length of stay, which
is a common key performance indicator in operational research literature on
optimizing patient flows in hospital departments. To express anything about
how long the length of stay is we would need to formalize the dynamic parts
of social practices. However our formalization is limited to reasoning about the
static structure and so we are not able to express this property in the current
terminology.
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6

Related Work

Our work is related to other ontologies (or high-level descriptions) of agents that
aim to capture sociality for social analysis. This section aims to explain that
our social practice formalization is unique in its richness of expressing the social
world. It expresses the social world in a unique way, namely in terms of shared
action-associations: associations with competences, values, context elements or
other actions. Consumat is a meta-model for consumer agents [11]. The social
is captured in that an agent can see the behaviour of other agents and choose
to adopt it. In other words, agents share which actions they can see, but not
associations they might make with those actions. Consumat mainly focusses on
what comprises the agent instead of what comprises an action. The fact that
our formalization expresses the shared associations of an action is what allows us
to express the social properties described in Section 3.3. OperA is a framework
for agent organizations [6]. The social is captured in shared ‘contracts’. Contracts consists of agents, roles, clauses and objectives. Agents can thus reason
about the social world in these terms of these top-down prescriptions: the objectives and responsibilities of agents, instead of the bottom-up associations one
makes with actions. OperA can better express deontic statements about what
other should do, but cannot express the shared action hierarchy, affordances or
required competence that is needed to express the aforementioned properties
about the equipment others need or what others value. MAIA is a meta-model
to capture agent institutions [8]. It builds on the assumption that, “while understanding and explaining individual behaviour is extremely complex, social
rules or institutions are more elicitable”. It places the social in these shared
rules and institutions. Our social practice ontology also considers some of these
rules (strategies), but relate them to one practice instead of to one model. That
is, each practice has a different set of relevant strategies. MAIA’s focus on institutions allows it to express deontic statements, but it can also not express
the shared associations humans make with actions that allow one to express the
properties about equipments others might need or what others value.

7

Conclusion and Future Work

This paper aimed to formalize the social dimension of an ER to be able to automatic identify social bottlenecks. Section 3 presented this social dimension and
Section 4 showed that we could capture it in a precise, unambiguous ontology
based on social practices. We used the Protégé tool and a formal reasoner to
ensure the coherency of the ontology. This check means that the meta-model is
satisfiable (there is a possible instance), the model is consistent (e.g., one does
not claim two individuals are different and the same) and that the model is
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an instance of the meta-model. The OWL ontology with the meta-model and
model is available online. It provides a basis for decision support tools for ER.
For example, the tool could be used to identify activities where the staff does
not show understanding of certain needs of the patient. Management could then
educate the staff about this deficit and improve the wellbeing of both staff and
patient. Our work can also be used as an example for formalizing the social
dimension of other multi-agent systems. The formalization enables us to use
a formal reasoner to keep track of a complex domain; something hard to do
analytically. In addition, it allowed us to gain precise insights about the formal
relation between different concepts (as discussed in Section 4).
This paper focussed on giving a proof of concept of how to use a formal reasoner
to verify a number of properties one could desire of an ER. Future work, could
do a more extensive empirical study to support concrete claims about Herlev
Hospital in Denmark or other hospitals. Although, the ontology is limited in
expressing normative and dynamic statements, we showed that the ontology is
unique in its ability to verify complex social statements about helping colleagues,
the needs of patients and understanding what is important. An important aspect of real social systems is that actors can deviate from established practices.
Such deviations are represented in social practices, which can initially represent
established practices and then evolve over time as agents enact them. The social practice model that we have shown in this paper is static though and rather
represent a snapshot of a social practice. In future work, we aim to extend the
model to support evolution and expressing properties that have a time component. This paper demonstrates that the current ontology can already be used
to ensure staff and patient wellbeing by identifying possible social problems.
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Going Beyond BDI for Agent-Based Simulation
John Bruntse Larsen
DTU Compute, Technical University of Denmark, 2800 Kongens Lyngby, Denmark

Abstract
Research in multi-agent systems has resulted in agent programming
languages and logics that are used as a foundation for engineering multiagent systems. Research includes reusable agent programming platforms
for engineering agent systems with environments, agent behavior, communication protocols and social behavior, and work on verification. Agentbased simulation is an approach for simulation that also uses the notion of
agents. Although agent programming languages and logics are much less
used in agent-based simulation, there are successful examples with agents
designed according to the BDI paradigm, and work that combines agentbased simulation platforms with agent programming platforms. This paper analyzes and evaluates benefits of using agent programming languages
and logics for agent-based simulation. In particular, the paper considers
the use of agent programming languages and logics in a case study of
simulating emergency care units.

Keywords multi-agent systems, logic, simulation

1

Introduction

Agent-Oriented Programming (AOP) is a programming paradigm where programs are composed of agents. Similar to objects in Object-Oriented Programming (OOP), agents maintain a mental state and react to input by performing
actions and changing their mental state. Some agents are also assumed to be
intelligent agents, meaning that they pursue goals and exhibit social behavior
by communicating with other agents. Agent programming languages are programming languages that are designed for development of multi-agent systems
with AOP. Examples of platforms that use agent programming languages include Agent-0 [33], 3APL [14], 2APL [10], Jason [6], JACK [39, 7] and GOAL
[13]. The notions of belief, desire and intention (BDI) are key components in
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these languages, as they respectively denote what the agent believes, what the
agent would like to achieve, and what the agent is currently working towards
achieving. Formalizations of a BDI model in modal logics provide syntax and
semantics for the model. Thus logic provides a theoretic framework for specification and verification of agent programs. In particular, work in the AOP
community has resulted in frameworks and meta-models for Multi-Agent Oriented Programming (MAOP).
The BDI paradigm has also been used in agent-based simulation (ABS). The
purpose of ABS compared to multi-agent systems is to gain insight into how
global properties emerge from a system of local interacting processes. Examples
of ABS platforms include Mason [24], Repast [26] and GAMA [3]. ABS platforms generally do not use above mentioned agent programming languages but
some of them provides a framework for making models with the BDI paradigm
[21]. A BDI model allows agents to exhibit more complex behavior than purely
reactive models but without the computational overhead of cognitive architectures. It is generally also easier for domain experts to specify their knowledge in
terms of a BDI model compared to an equations-based model, and a BDI model
supports explainable behavior. [1] present an extensive analysis and evaluation
of approaches to integrating BDI models in ABS. They highlight the previously
mentioned benefits of BDI models as a way to implement descriptive agents
which use richer and more complex models than reactive agents.
This paper is an extension of [22] presented at ACIIDS 2018, which presents
an analysis and evaluation of using recent advances in agent programming languages and logics, in particular frameworks for implementing social behavior, in
ABS. Our objective is to highlight inherent limitations of using BDI for social
simulation that can be adressed by using the AORTA framework for organizational reasoning. Compared to the original paper, we have extended the case
study with an implementation of a BDI-based ABS for a case study with emergency care. In order to achieve our objective, we include code for the implementation. We evaluate the implementation and discuss how it could be improved
with some of the frameworks and meta-models we discuss in this paper. The
paper first presents a summary of AOP, ABS platforms and work on integrating
BDI models in simulation platforms based on [1]. It then describes research in
frameworks and meta-models for implementing virtual environments and social
behavior in agent programming languages. It then presents the case study mentioned earlier and finally discusses further use of MAOP in ABS. The criteria
used in the evaluation are in terms of:
1. How the framework supports descriptive agents.
2. How reusable the framework or meta-model is.
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3. How useful the framework or meta-model is for analysis.
We have chosen these criteria in order to evaluate from different perspectives
that we consider important in ABS: a modeling perspective, a software engineering perspective and a simulation perspective. The evaluation is based on
previous work on using the agent organization framework AORTA [18] to create
a simulation model for an emergency care unit [23].

2

AOP, Logic and Agent-Based Simulation

AOP was originally proposed by Shoham [33] as a specialization of OOP. Shoham
motivated AOP with cases in which multiple entities interacted with each other
in order to manufacture cars and reserve plane tickets. In AOP, each entity (now
called an agent) maintains a mental state of beliefs, capabilities and decisions
that have dedicated terms with a formal syntax. Communication with other
agents occurs through speech-act inspired messages. Some of the approaches to
programming languages designed for AOP include:
• AgentSpeak(L) [30] in which an agent has a database of plans or rules for
choosing actions that match its current mental state. The agent programming platform Jason [6] implements AgentSpeak(L).
• Languages based on logic programming such as 3APL [14], 2APL [10], and
GOAL [13].
• Jack [39, 7] which extends Java with agent programming keywords.
• A combination of XML and Java. This approach is used in the agent
programming platform Jadex [29].
These programming languages use BDI as a common paradigm for a mental
model but as it can be seen, they have very different approaches to implementing it. The BDI paradigm comes from philosophy and the mental model can
be given formal syntax and semantics with epistemic logics. Other logics such
as first-order logic and temporal logics can be used to specify world models of
concepts and dynamics. Given a specification it is then possible to use logic
reasoning to verify properties of the specification. Thus logic provides a theoretical framework for specifying and verifying properties of agent programs.
In the programming languages AgentSpeak(L), 3APL, 2APL and GOAL, the
agents also use logic to do reasoning in their decision making.
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ABS is an approach to simulation that takes the perspective of the individuals
that inhabit the simulated system. ABS is useful in cases where it is easier to
describe a system in terms of interacting agents rather than as a global process
[34]. A critical part of ABS is a scheduling mechanism which ensures that all
agents are synchronized in a finite sequence of time steps. ABS platforms provide
frameworks for ABS and typically features tools for visualizing the simulation,
data extraction tools and analysis tools. Commonly used ABS platforms include:
• Mason [24] which is a Java based discrete-event simulation platform that
has been extended with ABS.
• Repast [26] which is a suite of tools in multiple programming languages
for implementing ABS.
• GAMA [3] which features an XML based language GAML for implementing agents. GAMA also features tools for using GIS data in the simulation.
The ABS platforms typically have tools for implementing reactive agents but little support for implementing proactive behavior. This works well for many cases
but as argued by Adam and Gaudou, there are also cases, often those involving human agents, where more descriptive agent models are useful for gaining
insight into the decision making. The BDI paradigm provides a framework for
implementing descriptive agents that are still fairly efficient. There have been
three general approaches to implementing BDI in ABS:
• Extending agent programming platforms with ABS features. [5] does this
with Jason.
• Extending ABS platforms with BDI modeling features. [8] does this with
Mason .
• Combining ABS platforms with agent programming platforms. [27] does
this with Repast and JACK, and [35] designs a framework for integrating
any two platforms with each other.
The benefit of the last approach is that it leverages features from both platforms
but with a cost of computational power in keeping agents synchronized between
the platforms. Besides mental models for the individual agents, there is also
work on implementing meta-models for the environment and social behavior
such as the MASQ meta-model by [12]. Meta-models for environments and
social behavior are covered further in the following section.
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3

From AOP to MAOP

Much of the early research in agent programming languages has been focused
on the internal agent architectures with different approaches to programming
languages based on the BDI paradigm and speech-act communication. Both the
environment that the agents inhabit and the social skills of the agents have been
designed and programmed for specific domains. Recent research has gone into
making more reusable frameworks and meta-models for creating environments
and agent societies [37, 38]. Notable examples include:
• CArtAgO (Common Artifact Infrastructure for Agent Open environment)
[31] which is a Java-based framework for developing and running virtual
environments based on the Agents & Artifacts meta-model. In this metamodel, the agents use artifacts to communicate with other rather than only
by speech-acts. The artifacts provide an interface for the communication
that allows for also non-BDI agents to communicate with BDI agents. The
framework has been integrated with Jason, 2APL and JADEX [28, 32].
• EIS (Environment Interface Standard) [4] which is a Java-based framework
for connecting agent programming platforms with environments. It is
not a meta-model for environments but it acts as an interface for agent
programming platforms to environment platforms such as CArtAgO-based
platforms.
• OperA [11] which is a meta-model for agent organizations. In agent organizations, the agents are assigned roles that puts a structure on how the
agents can use their abilities to communicate and carry out actions. The
Eclipse plugin Operetta [2] is a tool for design, verification and simulation
of OperA models.
• Moise+ [16] which is also a meta-model for implementing agent organizations. Moise+ is integrated with CArtAgO and Jason in the JaCaMo
platform [15].
• AORTA [18, 20] which is a meta-model that enables individual agents to
reason about organizations described in OperA. It is designed for adding
organizational reasoning capabilities to BDI agents and has been integrated with Jason [19].
Table 1 summarizes the main characteristics and advantages of these frameworks
and meta-models. A common feature of the examples is that they support more
open heterogeneous systems of agents: agents can enter and exit the system
freely even though they use different internal mechanisms for decision making.
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Table 1: Summary of main characteristics and advantages of MAOP frameworks
and meta-models.
Framework / Main characteristic
Main advantage
meta-model
CArtAgO
Virtual environments Integrated with Jason
EIS
AOP platform / envi- Integrated with Jason
ronment interface
OperA
Agent organizations
Implemented in Operetta
Moise+
Agent organizations
Integrated with Jason
AORTA
Agent organizations
Formally extends BDI reasoning
The frameworks and meta-models put an emphasis on Multi-Agent Oriented
Programming (MAOP) with system level frameworks rather than traditional
AOP with agent-level mental models and speech-act communication. Use of
MAOP is not common in ABS literature. A possible reason for this might be that
openness is less important in simulation where the purpose is to gain insight in a
given system. A potential benefit of MAOP though is that it can offer reusable
tools for implementing environments and social behavior. Using MAOP with a
foundation in logic would also allow for specification and validation of simulation
models similar to the work presented by [17] on verification of organization-aware
agents in AORTA.

4

Case Study: Emergency Care Units

To illustrate the need for going beyond BDI models in agent-based simulation,
we describe, analyze and evaluate a simulation of emergency care units we have
implemented by using the BDI framework of the ABS platform GAMA. Emergency care units are responsible of providing care to acute patients. Hospitals
often have an entire department dedicated to emergency care and the number of
incoming patients has been increasing in recent years. Simulation could assist
management staff in the decision making by computing expected outcomes of
the decisions.

4.1

Scope of the implementation

For our simulation we follow the description of emergency care from [25] as a
base for the implemented model of an emergency care unit. The model is based
on observations from a real hospital but is still very simple compared to reality.

77

We limit the model to cover only the parts ending with the triage but as we shall
see, these parts already necessitate a careful agent design and implementation
with the BDI paradigm. We implement the following process:
1. A patient arrives at the emergency care unit with some symptoms.
2. The patient waits in a designated waiting area until retrieved by a nurse.
3. The nurse performs triage on the patient.
4. The patient leaves the care unit.
The treatment would continue after step 3 but these parts are outside the scope
of our model. Depending on what kind of symptoms the patient has, the triage
is carried out by one of three teams: damage team, medical team or surgical
team. The choice of team is made by an overall head nurse, and the choice of
nurse is made by a team head nurse.

4.2

GAMA BDI framework

GAMA is an agent-based simulation platform that is originally designed for
implementing reflexive simulation agents using the GAML language [36, 9]. The
simple-bdi module extends agents with BDI-based behavior and is designed with
efficiency and ease-of-use for simulation creators in mind. As such it is in the
category of ABS platforms that have been extended with BDI modeling features.
We chose to use GAMA, as the BDI framework is developed actively and allows
us to easily create a visual representation of the emergency care simulation. The
main features of the platform and the simple-bdi module we used were:
• Graphs - GAMA features import of geodata that describe a network of
polygons connected by lines, which are then transformed into a graph
structure that agents can move along. We use a graph to model the
environment.
• Perception - An agent has a set of Perception statements that defines
which parts of the environment the agent perceives and under what conditions. We implement most the belief updates as Perception statements.
• Rules - An agent has a set of Rule statements that is used for revising
beliefs, desires and intentions of the agent. We use rules to revise the
desires of an agent when it gains a new belief.
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• Agent properties - An agent can have properties with values, similar to
that of an object. We use properties to model things we assume known
such as what team a nurse belongs to.
The next sections describe the implementation in more detail. We write ... to
denote passages of code omitted to save space.

4.3

Implementing the environment

The agents are situated in a virtual environment that represents the different
parts of the emergency care unit. We create a simple graph-based model where
the environment consists of areas connected by hallways. The benefit of using a
graph-based model is that the areas and hallways can be represented by nodes
and edges in a straight-forward manner. Figure 1 shows the emergency care
environment. It consists of eight areas:
• An entrance/exit area for patients
• A waiting area for patients assigned to the damage team.
• A waiting area for patients assigned to the medical team or the surgical
team.
• A triage area for patients assigned to the damage team.
• A triage area for patients assigned to the medical team or the surgical
team.
• An office for each of the three teams.
We encode the environment as three shapefiles: areas, hallways and a boundary
file.
global {
file shape _ f i l e _ a r e a s <- file (" Areas . shp ");
file sh a pe _ f i l e _ r o u t e s <- file (" Routes . shp ");
file sh a pe _ f i l e _ b o u n d s <- file (" Bounds . shp ");
geometry shape <- envelope ( s h a p e _ f ile _bo und s );
graph the_graph ;
...
init {
create area from : s h a p e _f i l e _ a r e as with :
[ name :: string ( read (" name "))];
create route from : s h a p e _ f i l e _ r o u tes ;
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Figure 1: The emergency care unit simulation environment consists of eight
areas. The entrance/exit (yellow), damage team (red), medical team (blue),
surgical team (green), and waiting areas and triage rooms (black).
the_graph <- as_edge_graph ( route );
...
}
...
}
}
species area {
...
}
species route
...
}

4.4

{

Implementing basic agent code

We continue with the implementation of the agents. In this section we focus
on the code that implements basic abilities of the agents. We define the following helper functions to handle steps of the treatment process. The functions
finishPlan and focusSubintention are used to respectively execution of a
plan and start working on subgoals. The believes function is used to check if
an has a given fact in its belief base.
action finishPlan {
do remove_belief ( g e t _ c u r r e n t _ i n t e n t i o n ());
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do r emov e _ i n t e n t i o n ( g e t _ c u r r e n t _ i n t e n t i o n () , true );
}
action fo c us S u b i n t e n t i o n ( string predName , map args ) {
predicate pred <- new_predicate ( predName , args );
do a dd_s u b i n t e n t i o n ( g e t _ c u r r e n t _ i n t e n t i o n () , pred , true );
do c u r r e n t _ i n t e n t i o n _ o n _ h o l d ();
}
bool believes ( string pred , map args ) {
list < predicate > preds <- g e t _ b e l i e f s _ w i t h _ n a m e ( pred );
return preds first_with ( each . values = args ) != nil ;
}

The following rules and plans enable an agent to follow other agents and go
to a named area. The rule makes it so that when an agent is asked to follow
someone or go somewhere, adding a predicate to its belief base, the agent turns
the belief into a desire and eventually an intention. When going to an area, the
agent follows the graph of edges but when following another agent, it moves in
a straight line ignoring the graph. It assumes that the agent it follows is moving
on the graph.
rule belief : new_predicate (" follow ")
new_desire :( g e t _ b e l i e f _ w i t h _ n a m e (" follow "));
rule belief : new_predicate (" gotoArea ")
new_desire :( g e t _ b e l i e f _ w i t h _ n a m e (" gotoArea "));
plan gotoArea intention : new_predicate (" gotoArea "){
string targetName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" name_value "];
area target <- area first_with ( each . name = targetName );
if ( self . location = target . location ) {
do finishPlan ();
}
else {
do goto target : target on : the_graph ;
}
}
plan follow intention : new_predicate (" follow ") {
string targetName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" nur se Na me_value "];
nurse target <- nurse first_with ( each . name = targetName );
do goto target : target ;
}

Nurses need to be able to locate specific patients and we assume that a nurse
has free vision of everyone in the same area as the nurse. We implement this by
having each nurse perceive the area they are currently in and maintain a list of
patients which are inside that area.
list < patient > p e r c e i v a b l e _ p a t i e n t s
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update : patient inside currentArea ;
perceive target : area in : 1 {
myself . currentArea <- self ;
}

4.5

Implementing the Treatment Process

Next we focus on the implementation of the treatment process as described
earlier. The treatment process is implemented through the plans that the agents
have. These are more problem specific, and would thus have to be redesigned
and implemented to new cases.
We create the agents at a global level, stating how many and where they are
created.
global {
...
init {
...
area medical_ office <area first_with ( each . name
area damage_office <area first_with ( each . name
area sur gi ca l _o ff ic e <area first_with ( each . name
area exit <- area first_with

= " medica l_office ");
= " damage_office ");
= " surgical_office ");
( each . name = " exit ");

create species : nurse number :2
with :( team :" medical " ,
location : a ny _l o ca ti on _ in ( medi cal_office ));
create species : nurse number :2
with :( team :" surgical " ,
location : a ny _l o ca ti on _ in ( su rg ical_office ));
create species : nurse number :2
with :( team :" damage " ,
location : a ny _l o ca ti on _ in ( damage_office ));
create species : o v e r a l l H e a d N u r s e number :1
with :( location : an y _l oc at i on _i n ( exit ));
create species : teamHeadNurse number :1
with :( team :" medical " ,
location : a ny _l o ca ti on _ in ( medi cal_office ));
create species : teamHeadNurse number :1
with :( team :" surgical " ,
location : a ny _l o ca ti on _ in ( su rg ical_office ));
create species : teamHeadNurse number :1
with :( team :" damage " ,
location : a ny _l o ca ti on _ in ( damage_office ));
}
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...
}

Patients are created by random chance in each simulation step
reflex c re a t e D a m a g e P a t i e n t when : flip ( d a m a g e _ p at i e n t _ p r o p ){
area exit <- area first_with ( each . name = " exit ");
create species : patient number :1
with :( disease :" crushed hand " , location : any_location_in ( exit ));
}

Step (1) of the process is the arrival and registration of the patient. When
the overall head nurse perceives a newly arrived patient they must assign the
patient to one of three teams depending on the symptoms of the patient. In
this case study we assume that the symptoms of the patient are already known,
meaning that they know which team to assign the patient to. Assigning the
patient to a team consists of two tasks: instruct the patient to go to the waiting
area of the team and instruct the team head nurse about the arrival of the new
patient. Assuming that they can message the team head nurse remotely, we
can implement this step as a plan for the overall head nurse using the following
code.
plan assignPatient intention : new_predicate (" arrivedPatient "){
string disease <g e t _ c u r r e n t _ i n t e n t i o n (). values [" disease_value "];
string patientName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" name_value "];
patient ta rget_pat ient <patient first_with ( each . name = patientName );
string medical_wa <- " medical_wa ";
string damage_wa <- " damage_wa ";
if ( target_p atient != nil ) {
string wa ;
teamHeadNurse thn ;
if ( disease = " poisoning ") {
thn <teamHeadNurse first_with ( each . team = " medical ");
wa <- " medical_wa ";
} else if ( disease = " stomach ") {
thn <teamHeadNurse first_with ( each . team = " surgical ");
wa <- " medical_wa ";
} else {
thn <teamHeadNurse first_with ( each . team = " damage ");
wa <- " damage_wa ";
}
ask thn {
do add_belief ( new_predicate (" newPatient " ,
[" p a t i e n t N a m e _ v a l u e ":: patientName ]) with_priority 1);
}
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ask target_ patient {
do add_belief ( new_predicate (" gotoArea " ,
[" name_value ":: wa ]) with_priority 1);
}
focus en ro l le dP at i en t var : patientName priority :1;
}
do finishPlan ();
}

Step (2) of the treatment process is having a nurse attend the waiting patient.
When the overall head nurse tells the team head nurse about the new patient,
the team head nurse assigns an available nurse to the patient. We implement
the assignment of a nurse as a plan for the team head nurse.
plan ass ign T r i a g e N u r s e intention : new_predicate (" newPatient "){
string patientName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" pat ien tNa me_v al u e "];
patient targetPatient <patient first_with ( each . name = patientName );
nurse freeNurse <nurse first_with ( each . g e t _ c u r r e n t _ i n t e n t i o n () = nil and
each . team = team );
if ( freeNurse != nil ){
predicate triage <- new_predicate (" triage " ,
[" p a t i e n t N a m e _ v a l u e ":: patientName ]) with_priority 1;
ask freeNurse {
do add_belief ( triage );
}
do finishPlan ();
}
}

Having found a free nurse, the nurse then continues the treatment process by
doing triage.
Step (3) of the treatment is the triage process which involves: locating the
patient, bringing the patient to a triage room and then performing the triage
there. We implement the process using subgoals, which gives flexibility to the
execution of the triage process. A subgoal for getting the nurse to the same
location as the patient and, once that is the case, a subgoal of doing the triage
in a triage room. The plan ensures that the nurse only uses the room of their
own team for the treatment.
plan doTriage intention : new_predicate (" triage "){
string patientName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" pat ien tNa me_v al u e "];
patient targetPatient <patient first_with ( each . name = patientName );
if ( believes (" triaged " , [" name_value ":: patientName ])) {
do finishPlan ();
}
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else if ( targetPatient . location = self . location )
{
string trRoom ;
if ( team = " damage ") {
trRoom <- " damage_trRoom ";
} else {
trRoom <- " medi cal_trRo om ";
}
do f o c u s S u b i n t e n t i o n (" bringToTR " ,
[" roomNa me_value ":: trRoom ,
" p a t i e n t N a m e _ v a l u e ":: patientName ]);
} else {
patient foundPatient <p e r c e i v a b l e _ p a t i e n t s first_with
( each . name = patientName );
if ( foundPatient = nil ) {
string wa ;
if ( team = " damage ") {
wa <- " damage_wa ";
} else {
wa <- " medical_wa ";
}
do f o c u s S u b i n t e n t i o n (" gotoArea " ,[" name_value ":: wa ]);
} else {
do goto target : foundPatient ;
}
}
}

Having located and made contact with the patient, the plan for bringing the
patient to a triage room and doing the triage is as follows. The nurse asks the
patient to follow them and they then go to the triage room. Having triaged the
patient in the triage room, the nurse asks the patient to leave and adds a belief
about the patient being triaged so that the doTriage plan can finish.
plan brin gPa t i e n t T o T R intention : new_predicate (" bringToTR ") {
string roomName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" roomName_value "];
area trRoom <- area first_with ( each . name = roomName );
string patientName <g e t _ c u r r e n t _ i n t e n t i o n (). values [" pat ien tNa me_v al u e "];
patient p <- patient first_with ( each . name = patientName );
if ( self distance_to trRoom <= 1) {
predicate leave <- new_predicate (" leave ");
ask p {
do add_belief ( leave );
}
do add_belief ( new_predicate (" triaged " ,
[" name_value ":: patientName ]));
do finishPlan ();
}
else
{
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string nurseName <- name ;
ask p {
predicate follow <new_predicate (" follow " ,
[" n ur se N am e_ va l ue ":: nurseName ]) with_priority 1;
do add_belief ( follow );
}
do f o c u s S u b i n t e n t i o n (" gotoArea " ,[" name_value ":: roomName ]);
}
}

Step (4) of the treatment process is the patient leaving the care unit. The nurse
asks the patient to leave (by adding the belief leave to its belief base), and the
patient then applies a rule that both removes the desire to follow the nurse and
adds a desire to leave. The patient leaves the unit by going to the exit and then
removing itself from the simulation (by calling die()).
rule belief : new_predicate (" leave ")
remove_desire :( g e t _ b e l i e f _ w i t h _ n a m e (" follow "))
new_desire : new_predicate (" leave ");
plan leave intention : new_predicate (" leave ") {
area exit <- area first_with ( each . name = " exit ");
if ( self distance_to exit <= 1) {
do die ();
} else {
do f o c u s S u b i n t e n t i o n (" gotoArea " ,[" name_value "::" exit "]);
}
}

4.6

Evaluation

Although the simulation only covers a small part of the actual treatment process
in an emergency care unit, we can evaluate it in terms of the criteria proposed
in the introduction discuss the general limitations of the BDI-based approach.

4.6.1

Support for descriptive agents

Using the BDI paradigm we made agents in the emergency care with rich and
complex models. Agents are modeled in terms of beliefs, desires and intentions,
which they use when selecting what plans to execute and how to execute them.
The agents communicate with each other and perceive each other, updating
their mental state according to their inference rules. Although the implemented
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mental models were rather simple, they could be extended with more rules and
hence make more complex agents.
From a process perspective though, it is quite difficult to understand and extend
the simulation to cover more of the treatment process in an emergency care unit.
Implementing the process using goals and plans requires careful design and it is
easy to introduce errors which can halt the entire simulation.

4.6.2

Support for reusability

Different parts of the implemented code can be reused to varying degrees. The
basic agent code for implementing agent movement abilities presented in section
4.4 can be reused for other simulations. The code pattern for perceiving other
agents in a local area can be reused but needs to be reimplemented for other
simulations. The code that implements the treatment process however can not
be reused as it is very specific to the implemented process. The goals and plans
of the agents are designed to implement the process in this case study and can
not easily be modified to simulate another process.

4.6.3

Support for analysis

We can at any time in the simulation inspect the mental state of the agents
and see what beliefs, desires and intentions they have, and what their currently
selected plan is. In this way the BDI model allows us to analyze the system
from an agent perspective: how agents revise their mental state and decide on
plans. However we can not easily analyze the system from a system perspective
and answer questions such as: what stages the implemented process consists of,
or what roles and responsibilities the agents have.

4.6.4

Generality

The limitations we have highlighted in the evaluation above follow from the
complexity of the use case. The combination of interaction between individuals
and an overall work process they carry out is difficult to capture in a model.
The strength of BDI is that it provides a simple paradigm for descriptive agents,
reusable basic behavior models and analysis of agent reasoning. It is less useful
for defining and simulating an event process.
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4.7

Perspective on using AORTA

As the use case shows, using only the BDI paradigm has some limitations in
terms of both support for descriptive agents, reusability and analysis. The
reason is that BDI is a primarily a paradigm for designing agent reasoning
and not processes or agent organizations. We could overcome this limitation
by using an organizational meta-model such as AORTA. In previous work we
presented an AORTA meta-model of the acute patient treatment process [23]. In
the AORTA meta-model, we encode organizational knowledge in terms of roles,
objectives and sub-objectives, role dependencies and conditions. Each agent
then maintains two knowledge bases: one with personal knowledge and one
with organizational knowledge. The organizational knowledge base describes
the stages that the patient goes through, which staff members are involved in
each stage and a selection of conventions that the agents are expected to follow.
When deliberating which action to perform, an agent can then reason about
if an action complies or violates any obligations of the agent. Updating the
knowledge base is done accordingly to general rules of the meta-model when
the agents perform actions. The agents can also perform organizational actions,
such as enacting roles, which will update their knowledge base accordingly.
In addition, the explicit representation of organizational knowledge supports
specification and verification of the organizational agent model. To summarize
using AORTA in ABS could give:
1. Descriptive agents that have a mechanism to include organizational reasoning in their decision making. We can encode system processes as an
organization and then agents can then use general rules to decide actions.
An organizational model would support complex social and explainable
behavior, and we can extend the model without having to add much more
code.
2. A reusable meta-model that can be integrated in any agent programming
platform that supports the BDI-paradigm.
3. Formal syntax and semantics that can be used for specification and verification of the organizational agent model. Logic reasoning can provide
insight into social relations which are otherwise hard to identify or reason
about.
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5

Discussion

The BDI paradigm on its own only provides generalized methods for implementing internal agent reasoning. It does not provide generalized methods for
implementing important aspects of multi-agent systems such as organizations
and environments. The previous section analyzed potential benefits that the
AORTA meta-models can provide for ABS in the emergency care unit scenario.
In this section we recap that analysis and discuss potential benefits of applying
the other frameworks and meta-models listed in Table 1 for ABS.
CArtAgO provides a framework for implementing agent environments in Java,
which is commonly used in ABS platforms, using the Agents & Artifacts metamodel. In domains where people interact through physical objects such as
whiteboards or telephones, CArtAgO would provide a generalized framework
for encoding these objects. In the case study with emergency care units, the
physical location and availability of information communication technologies
can have a major influence on the workflow. CArtAgO has been implemented
in Jason and has been used to an increasing extent in MAS. As it is Java based,
it could potentially also be implemented for dedicated ABS platforms that support BDI models. The Agents & Artifacts meta-model also provides theoretical
foundation for specification and verification of agent environments.
EIS provides a Java framework for integrating agent programming platforms
with environments. This is useful for implementing systems where the internal
agent reasoning logic and the environment logic are separated from each other.
The separation allows for more openness, as agents can then be integrated in
the environment no matter how their internal reasoning works like. As mentioned earlier, openness is less of a concern in ABS than MAS so, although the
framework is reusable, we do not see an immediate benefit of using EIS in ABS.
OperA provides a meta-model for designing and analyzing agent organizations.
As the evaluation in the previous sections shows, there are clear benefits of applying organization meta-models to domains with human organizations. Making
a model of the organization in OperA would provide a basis for implementing
ABS with AORTA agents that perform organizational reasoning. Moise+ provides an alternative meta-model for agent organizations. Its integration with
CArtAgO and Jason in JaCaMo could provide a framework for implementing
ABS with both environment and organization models.
The AORTA meta-model, which was evaluated in the previous section, provides a basis for implementing organizationally aware agents in ABS platforms.
Doing so would give ABS that supports descriptive agents that replicate organizational behavior in terms of roles and norms. In domains with human
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organizations, such as in the hospital case, simulation with organizationally
aware agents should provide more accurate outcomes than with only the BDI
paradigm. There are already implementations of AORTA in Jason, which to
some degree supports ABS, and since AORTA has well defined semantics and
operational rules, it can be implemented in dedicated ABS platforms that support BDI models. The formal syntax and semantics in logic also supports specification and verification of the organizational agent model.
In ABS of social systems, there is also a growing interest in frameworks and
meta-models for social values. A social value represents a concept that an
agent cares about and it will generally perform actions that promotes its social
values. Simulation with social value models have gained interest as a way to
implement social behavior that agents do exhibit without explicitly reasoning
about them. Although there is work on meta-models for social values, there still
remains much to be done in terms of formalization and implementation in ABS
platforms. Finally, it is worth noting that current MAOP platforms, including
the one based on AORTA [19], introduce an overhead that may not be practical
for ABS in practice. Practical ABS typically involves a large number of agents
so while introducing frameworks and meta-models can be useful for modeling
the agents, the overhead of doing so must be kept low.

6

Conclusion and Future Work

There is active research into providing better frameworks for implementing BDI
models in ABS. They generally use one of the methods:
• Implementing simulation features in agent programming platforms [5].
• Implementing BDI models in ABS platforms [8].
• Combining ABS platforms with agent programming platforms [27, 35].
The third method has the advantage that it can make use of advances in tools
for both ABS and AOP platforms. As argued by [1], the cost of high computational power might also become negligible as computers get more powerful.
Research in agent programming languages and logics has given frameworks and
meta-models for implementing environments and social behavior. These are designed to be reusable and their logical foundation can be used for specification
and verification of ABS models. We have given an analysis and evaluation of
using agent programming languages and logics in a case study based on emergency care. We have presented a simulation of emergency care made with BDI
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agents in GAMA and highlighted limitations in terms of support for descriptive
agents, reusability and analysis. The case study motivates going beyond BDI
for ABS and we have given perspective on how the AORTA meta-model allows
agents to include organizational reasoning in their decision making, is reusable,
and has a formal syntax and semantics that can be used for specification and
verification. We also discussed potential benefits of using some of the other
MAOP frameworks shown in Table 1 for ABS.
To the author’s knowledge, there are still few reusable frameworks and metamodels for implementing social behavior in ABS. Future work include implementing AORTA for ABS in an extended emergency care unit scenario.
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Adding Organizational Reasoning to Agent-Based
Simulations in GAMA
John Bruntse Larsen
DTU Compute, Technical University of Denmark, 2800 Kongens Lyngby, Denmark

Abstract
The GAMA platform supports simulation with a bottom-up design
from an agent perspective using a BDI framework. This chapter proposes
a design for implementing the AORTA framework for organizational reasoning in the GAMA platform to support combining a bottom-up BDI
model with a top-down organizational model. In doing so also we contribute towards maturing organizational reasoning for engineering multiagent systems. The contribution is twofold: an operational semantics of
the BDI framework in the GAMA platform, and an extension of it with
operational semantics of AORTA.

1

Introduction

Social systems are systems that involve human interaction and decision making. Examples of social systems include private organizations, city regions and
countries. Gaining insight into such systems is necessary for identifying workflows, bottlenecks and other important properties, but it is difficult because
of the non-linearity of the systems. Agent-based simulation is an approach to
gaining insight based on analysis of multiple runs of virtual simulation with
agents that represent the real world actors in a social system. The advantage of
the approach is that the designer of the simulation can focus on modeling the
agents and have the system emerge as a result of their interaction, rather than
having to model the system as an overall process. Agent-based simulation platforms, such as GAMA, provide general purpose tools to create environments and
agents for any domain. In particular the BDI programming paradigm, which is
also supported in GAMA, is a simple tool for modeling human reasoning in the
agents. As argued in [11] however, the advances made in AI with frameworks
and meta-models for agent environments and social systems could be further
leveraged in agent-based simulation. In particular, the AORTA framework for
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adding organizational reasoning to agents can be useful for studying environments where humans enact roles and solve objectives of an organization. It
enables BDI agents, modeled from a bottom-up perspective, to include organizational knowledge, modeled from a top-down perspective, in their reasoning
and decision making. GAMA has useful features for setting up a simulation environment with geodata and supports BDI but does not support organizational
reasoning. Contributing to the development of support for organizational reasoning in agent-based simulation could thus benefit simulation of social systems.
Doing so would also contribute towards maturing the concepts of organizational
reasoning for engineering multi-agent systems. We contribute to the development in two parts: we provide an operational semantics of the GAMA BDI
agents and extend it with concepts and rules based on the operational semantics of the AORTA framework. We show the design can be implemented with an
example scenario and evaluate the extension by discussing the strengths and limitations of the implementation. We also discuss our contribution to engineering
multi-agent systems.

2

Background

First we present some background on the GAMA platform and AORTA. GAMA
is an agent-based simulation platform that is designed for simulation of spatial
agents. It has rich features for visualizing simulations and is developed to be
used by non-computer scientists. It uses a proprietary language call GAML
which is originally designed for programming reflexive agents but supports multiple paradigms [1,18]. The style of GAML is a mixture of imperative statements
and declarative statements, making it suitable for a wide range of models. In
this chapter we focus on the parts of GAMA that are based on BDI, which is
a paradigm for implementing human-like reasoning in agents. For more details
on BDI as a paradigm for programming agents we refer to Shoham [16] and
Woolridge & Jennings [21].

2.1

BDI agents in GAMA

A simulation in GAMA is composed of two parts, a part that defines how agents
behave and look like, and a part that defines how the simulation is shown and
what experiments to execute. An agent is not coded individually but rather
instantiated as a member of a larger class of agents referred to in GAMA as
a species and defined with the keyword species. The species defines what
properties an agent of the species have, and what actions an agent of the species
can do. The typical way of coding a species is by defining reflex statements,
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which are functions that, provided their guard condition is fulfilled, are executed
in every step of the simulation. Having a reference to some other agent, an agent
can perform an ask operation to make the referenced actions change its state.
A species can be annotated to use the simple-bdi module, which then extends
agents of that species with BDI-based behavior. The module is developed with
efficiency and easy-of-use for simulation creators in mind. Core concepts of BDI
agents in GAMA:
• Simulation environment - The agents are spatially situated in a simulation
environment that controls time and synchronizes agent execution.
• Belief base - A set of predicates that define the agent’s internal knowledge
about the world or its own state.
• Desires - A set of predicates that define the things that the agent wants.
• Intentions - A set of predicates that define the things that the agent is
actively trying to achieve.
• Perception statements - Statements that the agent uses to observe changes
in the world and update its knowledge base accordingly.
• Rule statements - Statements that the agent uses to infer new knowledge.
• Plan statements - Statements that the agent uses to perform actions toward achieving specific intentions.
• Agent properties - An agent has properties similar to that of an object
in OOP. An agent can update and check both its own properties and
properties of other agents.
In each step of the simulation, every agent (i) perceives the environment and
updates beliefs, (ii) continues its current plan if it is not finished, or (iii) selects
a new plan and possibly new intention and executes that plan. Figure 1 shows a
simplified diagram of the agent behavior, which is our outset for the operational
semantics we present in Section 3. We refer to [18] for the full diagram.

2.2

AORTA

AORTA extends BDI agents with organizational reasoning capabilities according to the OperA meta-model [3], which gives a way of including a top-down
model in a multi-agent system. The advantage of using AORTA is that it provides a complete operational semantics that only depends on the agents using
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Figure 1: Flowchart of agent behavior in GAMA.
BDI. The agents maintain organizational beliefs and options in knowledge bases
separately from their internal beliefs and intentions. The organization defines
what roles agents can enact, what objectives that agents enacting those roles
should achieve, what sub-objectives should be achieved before achieving an objective, what dependencies there are between roles, and if there are additional
objectives that should be achieved be others under certain conditions. We highlight the parts of the operational semantics of AORTA that we extend GAMA
agents with and refer to [10] for the full definitions.

2.2.1

Agent Configuration

The mental state of an agent is based on four knowledge bases MSAORT A =
hΣa , Γa , Σo , Γo i where Σa and Γa are its beliefs and intentions, Σo is its organizational state and Γo are its organizational options. The mental state thus
ensures that an agent separates organizational and personal knowledge, and it
is possible for agents to have different beliefs about an organization.
An agent configuration is defined as A = hα, MSAORT A , AR, F, C, µi where α
is the name of the agent, MSAORT A is its mental state, AR are its reasoning
rules, F is a set of transition functions, C are the capabilities of the agent, and
µ = hµin , µout i is its mailbox. Intuitively the agent configuration defines the
state of the agent.

2.2.2

Transition System

The semantics of AORTA is defined in terms of a transition system that transforms the agent configuration in a sequence of phases. In the obligation check
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phase, the agent adds activated obligations or obligation violations to Σo , and
retracts satisfied obligations from Σo . The phase is defined as the execution of
the following rules, also giving rise to the name obligation execution.
M S |= org(cond(R, p, σ, c)) ∧ bel(c) ∧ ¬bel(p)
Σo → Σo ∪ {obl(α, R, p, δ)}
obl(α, R, p, δ) ∈ Σo M S |= bel(p)
Obl-Satisfied :
Σo → Σo \ {obl(α, R, p, δ)}
obl(α, R, p, δ) ∈ Σo M S |= ¬bel(p) ∧ bel(δ)
Obl-Violated :
Σo → Σo ∪ {viol(α, R, p)}
Obl ::=Obl-Activated∗ ; Obl-Violated∗ ; Obl-Satisfied∗

Obl-Activated :

rea(α, R) ∈ Σo

In the option generation phase, the agent generates organizational options and
adds them to Γo . It can enact or deact a role, perform an objective, delegate
objectives to other agents it depends on or inform others that depend on it about
an objective. The execution of rules for this phase is named option execution.
role(R, Os) ∈ Σo rea(α, R) ∈
/ Σo cap(α) ∩ Os 6= ∅
Γo → Γo ∪ {role(R)}
role(R, Os) ∈ Σo rea(α, R) ∈ Σo Os ⊆ Σa
Deact :
Γo → Γo ∪ {¬role(R)}
obl(α, R, p, δ) ∈ Σo obj(p, SubObj) ∈ Σo
Objective :
Γo → Γo ∪ {obj(p)}
{dep(R1 , R2 , o), rea(α, R1 )} ⊆ Σo obj(o) ∈ Γo
Delegate :
Γo → Γo ∪ {send(R2 , achieve, o)}
{dep(R1 , R2 , o), rea(α, R2 )} ⊆ Σo M S |= o
Inform :
Γo → Γo ∪ {send(R1 , tell, o)}
∗
Opt ::=Enact ; Deact∗ ; Objective∗ ; Delegate∗ ; Inform∗
Enact :

In the action execution phase, the agent considers its options, decides on a
matching action reasoning rule to execute, and then executes the associated action. The outcome of the action is determined by the action transition function
A , which updates Σo and Γo . We refer to [10] for the definition of A .
o ∈ Γo M S |= ctx A (a, M S) = M S 0
M S → M S0
(o : ctx → send(rcp, msg)) ∈ RA o ∈ Γo M S |= ctx
Act-Send :
µout → µout ∪ {msg(rcp, msg)}
Act ::=(Act-Exec|Act-Send|No-Op)
Act-Exec :

(o : ctx → a) ∈ RA
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External changes are handled in the Ext rule, and incoming messages are handled in the Check rule.
Ext :

MSAORT A → MS0AORT A
msg(sender, msg) ∈ µin M (sender, msg, MSAORT A ) = MS0AORT A
Check :
µin → µin \ {msg(sender, msg)} MSAORT A → MS0AORT A
Bringing it all together, the organizational cycle execution is defined as follows.
Org ::= Check∗ ; Ext; Obl; Opt; Act

3

Operational Semantics for AORTA Agents in GAMA

In order to extend GAMA BDI with AORTA we first design the extension as
an operational semantics. As there is no existing formal semantics for GAMA
BDI, we make one and then show how we extend that with AORTA semantics.
The extended operational semantics comprises a design for implementing the
extension.

3.1

GAMA BDI operational semantics

The operational semantics are based on the concepts for GAMA BDI agents
that we highlighted and the diagram in Figure 1.
We define an agent as Agent = hP, MSGAM A , Q, R, Πi where P is a set of properties, MSGAM A = hB, D, Ii (with B, D and I being sets of predicates), Q is
a set of Perception statements, R is a set of Rule statements and Π is a set
of Plan statements of the form t : c → S, where t is a trigger intention, c is a
condition that must be true for the plan to be applicable, and S is a sequence
of action statements. In any of the statements in Q, R and Π an agent can read
meta-data from the simulation environment such as the step counter or time
between steps. For the purpose of extending with AORTA semantics however,
we simplify the simulation environment Env to be the set of all agents in the
simulation Env : Agent set.
Given the above definition of an agent and the environment, we can define the
BDI reasoning in GAMA in terms of functions on its mental state, applying
statements relevant to that step. Perception and Rule application include the
simulation environment and agent properties as an agent can perceive not only
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other agents in the environment but also its own properties.
Perception ::= Q, Env, MSGAM A , P → MS0GAM A

Rule application ::= R, Env, MSGAM A , P → MS0GAM A
0
Intention selection ::= MSGAM A , Icur → Icur

Plan selection ::= Π, Icur , MSGAM A → Πsel

Having selected a plan to execute, the agent executes it which yields a new
environment (and hence updated agents).
Plan execution ::= Πsel , Env → Env 0
Given the above definitions, the activity semantics of a GAMA agent can be
defined as the following sequence. If the selected plan is instantaneous, the
agent may execute multiple plans for multiple intentions within one step.
Act ::= Perception; Rule application;
(Intention selection; Plan selection; Plan execution)∗

3.2

Extending with AORTA semantics

Having defined an operational semantics of GAMA BDI agents, we proceed
by defining the AORTA agent semantics in terms of the GAMA BDI semantics. Doing so comprises a design for how the semantics can be implemented in
GAMA.
First we define the mental state and the agent configuration. We use a naming
scheme to separate organizational beliefs and goals from regular beliefs and
intentions.
(Σa ) :

b∈B

(Σo ) :

b∈B

prefix(pred(b)) 6= O
b ∈ Σa
prefix(pred(b)) = O
b ∈ Σo

(Γa ) :

i∈I

(Γo ) :

i∈I

prefix(pred(i)) 6= O
i ∈ Γa
prefix(pred(i)) = O
i ∈ Γa

Next we define the name of an agent as simply the name property of the agents.
α = name
The action reasoning rules AR are used in the Act phase to select an option,
among those found in the Opt phase, and execute the action associated with
that option. For example if the action is enact(ρ), the agent adds rea(α, ρ)
to Σo , and adds send(>, tell, rea(α, ρ)) to Γo . We define the reasoning rules
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in GAMA as a subset of instantaneous Plan statements that add intentions
to Γa matching the action reasoning rules. We also use instantaneous Plan
statements to define the set of transition functions of AORTA.
AR ⊆ Π

F ⊆Π

The capabilities of an agent are defined as the triggers of the plans in its plan
library Π. Note that this is only a subset of the beliefs that the agent can make
true, as carrying out a plan typically has side effects, but for simplicity we do
not include beliefs from side effects in Π.
t:c→S∈Π
(C) :
t∈C
As with the mental state, the mailbox is defined using a naming scheme that
separates mailbox beliefs from regular beliefs.
(µin ) :

b∈B

(µout ) :

b∈B

prefix(pred(b)) = muIn
b ∈ µin
prefix(pred(b)) = muOut
b ∈ µout

Next we extend with the AORTA transition system.

Obligation execution We integrate obligation execution in the rule application step in GAMA, using the above definition of Σo and α. For simplicity, we
only make Rule statements with grounded predicates, meaning that we need a
statement for each grounded premises for both (Obl-Activated), (Obl-Satisfied)
and (Obl-violated).

Option execution We also integrate option execution in the rule application
step, with Rule statements that add new predicates to Γo .

Action execution We integrate action execution in the looping part of the
activity semantics as instantaneous Plan statements. By making them instantaneous, the agent can perform an organizational action, such as enacting a role,
updating its mental state and possibly sending a message to other agents, and
still carry out an action as usual.

Ext and Check Same as in AORTA, with the mental state as defined above.
As a result we have defined AORTA semantics in terms of GAMA BDI operational semantics, which comprises a design for implementing AORTA in GAMA.
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4

Implementation

Having an operational semantics for GAMA BDI agents extended with AORTA,
we make an implementation based on the operational semantics. In doing the
implementation we make details concrete that are left out of the more abstract
operational semantics, and the purpose of doing the implementation is to both
discuss these details and the operational semantics. As GAMA is a platform in
development with ongoing changes, the implementation we show here may be
improved upon by using features that are introduced in later versions.
In the following, the listed code is part of GAMA BDI agent species named
aortaAgent. We describe the parts of the code that is general and domain
independent, and show an example of concrete version in a given domain in the
next section.

4.1

Agent Configuration

We define four functions to test if a predicate is in Σa , Σo , Γa or Γo . The
functions use the naming scheme we defined in the previous section, and can
be called with or without a list of arguments. The helper functions isPrefix,
believes and intends are not part of the standard library but functions we
define to make the code more comprehensible.
b o o l s i g m a a ( s t r i n g pred , map a r g s <− n i l ) {
i f ( i s P r e f i x ( pred , ”O ” ) ) {
return f a l s e ;
}
r e t u r n b e l i e v e s ( pred , a r g s ) ;
}
b o o l s i g m a o ( s t r i n g pred , map a r g s <− n i l ) {
i f ( ! i s P r e f i x ( pred , ”O ” ) ) {
return f a l s e ;
}
r e t u r n b e l i e v e s ( pred , a r g s ) ;
}
b o o l gamma a ( s t r i n g pred , map a r g s <− n i l ) {
i f ( i s P r e f i x ( pred , ”O ” ) ) {
return f a l s e ;
}
r e t u r n i n t e n d s ( pred , a r g s ) ;
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}
b o o l gamma o ( s t r i n g pred , map a r g s <− n i l ) {
i f ( ! i s P r e f i x ( pred , ”O ” ) ) {
return f a l s e ;
}
r e t u r n i n t e n d s ( pred , a r g s ) ;
}

4.2

AORTA Predicates

Next we define functions that produce the predicates that are used in the
AORTA reasoning rules. Since these predicates, apart from the mailbox messages, reside only in Σo and Γo they all have O in their prefix. Note that the
functions role pred and obj pred can produce either a predicate with one argument, which in the AORTA semantics corresponds to an option, or a predicate
with two arguments, which correspond to an organizational meta-model definition. While we could make different predicate names to distinguish between the
1- and 2-argument versions, we stick with the original formulation from AORTA.
The mailbox messages are similarly produced by the two functions muIn pred
and muOut pred.
p r e d i c a t e r o l e p r e d ( s t r i n g r , l i s t <p r e d i c a t e > o b j s ) {
i f ( objs = n i l ) {
return new predicate (” O role ” ,
[” r ” : : r ] ) ;
}
return new predicate (” O role ” ,
[” r” : : r , ” objs ” : : objs ] ) ;
}
p r e d i c a t e o b j p r e d ( p r e d i c a t e obj , l i s t <p r e d i c a t e > o b j s ) {
i f ( objs = n i l ) {
r e t u r n n e w p r e d i c a t e ( ” O obj ” ,
[” obj ” : : obj ] ) ;
}
r e t u r n n e w p r e d i c a t e ( ” O obj ” ,
[ ” o b j ” : : obj , ” o b j s ” : : o b j s ] ) ;
}
p r e d i c a t e d e p p r e d ( s t r i n g r1 , s t r i n g r2 , p r e d i c a t e o b j ) {
r e t u r n n e w p r e d i c a t e ( ” O dep ” ,
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[ ” r 1 ” : : r1 , ” r 2 ” : : r2 , ” o b j ” : : o b j ] ) ;
}
p r e d i c a t e c o n d p r e d ( s t r i n g r , p r e d i c a t e obj ,
p r e d i c a t e dl , p r e d i c a t e t r i g ) {
r e t u r n n e w p r e d i c a t e ( ” O cond ” ,
[ ” r ” : : r , ” o b j ” : : obj , ” d l ” : : dl , ” t r i g ” : : t r i g ] ) ;
}
p r e d i c a t e r e a p r e d ( s t r i n g r , s t r i n g ag ) {
r e t u r n n e w p r e d i c a t e ( ” O rea ” ,
[ ” r ” : : r , ” ag ” : : ag ] ) ;
}
p r e d i c a t e o b l p r e d ( s t r i n g ag , s t r i n g r , p r e d i c a t e p ,
p r e d i c a t e d e l t a ){
r e t u r n n e w p r e d i c a t e ( ” O obl ” ,
[ ” ag ” : : ag , ” r ” : : r , ”p” : : p , ” d e l t a ” : : d e l t a ] ) ;
}
p r e d i c a t e v i o l p r e d ( s t r i n g ag , s t r i n g r , p r e d i c a t e p ) {
return new predicate (” O viol ” ,
[ ” ag ” : : ag , ” r ” : : r , ”p” : : p ] ) ;
}
p r e d i c a t e send pred ( s t r i n g r , s t r i n g i l f , p r e d i c a t e phi ){
r e t u r n n e w p r e d i c a t e ( ” O send ” ,
[ ” r ” : : r , ” i l f ” : : i l f , ” phi ” : : phi ] ) ;
}
p r e d i c a t e muIn pred ( s t r i n g rcp , p r e d i c a t e msg ) {
r e t u r n n e w p r e d i c a t e ( ” muIn msg ” ,
[ ” r c p ” : : rcp , ”msg ” : : msg ] ) ;
}
p r e d i c a t e muOut pred ( s t r i n g rcp , p r e d i c a t e msg ) {
r e t u r n n e w p r e d i c a t e ( ” muOut msg ” ,
[ ” r c p ” : : rcp , ”msg ” : : msg ] ) ;
}
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4.3

AORTA Rules

Having functions for checking the knowledge bases of the agent configuration and
functions that produce the AORTA predicates, we are now ready to implement
the rules that enable organizational reasoning in the agents using the AORTA
semantics. As specified in the extended operational semantics we defined in
the previous section, we implement obligation execution, option execution using
Rule statements and action execution using Plan statements.
For any of the Rule statements in obligation execution and option execution,
its definition consists of three parts, building on the semantics of a GAMA rule:
1. A trigger predicate.
2. A side-condition for the activation of the rule.
3. A predicate to be added or removed.
The rules in the operational semantics of AORTA have a similar structure, so
we make use of that in implementing them as Rule statements. As GAMA
does not implement unification the statements use ground predicates and instead of entailment we define helper functions to look up ground predicates in
the knowledge bases. For example for the obligation execution we define the
following helper functions, which we use in the Rule statements.
b o o l o b l a c t i v a t e d ( s t r i n g ag , s t r i n g r , p r e d i c a t e p ) {
r e t u r n s i g m a o ( ” O rea ” , [ ” r ” : : r , ” ag ” : : ag ] ) and
! s i g m a o ( p . name , p . v a l u e s ) ;
}
b o o l o b l v i o l ( s t r i n g ag , s t r i n g r , p r e d i c a t e p ,
predicate delta ) {
r e t u r n i s O b l i g e d ( ag , r , p , d e l t a ) and
! s i g m a o ( p . name , p . v a l u e s ) ;
}
b o o l i s O b l i g e d ( s t r i n g ag , s t r i n g r , p r e d i c a t e p ,
predicate delta ) {
r e t u r n s i g m a o ( ” O obl ” , [ ” ag ” : : ag , ” r ” : : r , ”p ” : : p ,
” delta ” : : delta ] ) ;
}
The implementation of the AORTA rules as Rule statements is not straightforward so we describe each of them in turn. We start with the rules of obligation
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execution.
The obligation-activated rule in the AORTA semantics consists of three parts:
two conditions and a consequence. The first condition is that the agent is enacting a certain role, and the second condition is that there is a conditional
obligation for this role for which the precondition has been fulfilled and the objective has not been achieved. Expressed as a Rule statement, the precondition
is the trigger of the statement, the objective to achieve and the enactment of
the role are side-conditions, and the consequence of adding an obligation the
predicate to be added. Expressed as a Rule statement it looks like below where
c, p and delta are ground predicates and r is a constant string.
// o b l i g a t i o n −s a t i s f i e d
r u l e b e l i e f : c when : o b l a c t i v a t e d ( name , r , p )
n e w b e l i e f : o b l p r e d ( name , r , p , d e l t a ) ;
We implement the obligation-violated and obligation-satisfied rules following a
similar pattern. For obligation-violation, the achievement of the deadline objective is the trigger of the statement, the presence of the obligation and the unachieved objective are conditions and the consequence of adding a violation the
predicate to be added. For obligation-satisfied, the achievement of the objective
is the trigger, the presence of the obligation the condition and the consequence
of removing the obligation the predicate to be removed. Expressed as Rule
statements they look like below where p and delta are ground predicates and
r is a constant string.
// o b l i g a t i o n −v i o l a t e d
r u l e b e l i e f : d e l t a when : o b l v i o l ( name , r , p , d e l t a )
n e w b e l i e f : v i o l p r e d ( name , r , p ) ;
// o b l i g a t i o n −s a t i s f i e d
r u l e b e l i e f : p when : i s O b l i g e d ( name , r , p , d e l t a )
r e m o v e b e l i e f : o b l p r e d ( name , r , p , d e l t a ) ;
Next we consider the rules of option execution. The enact rule has four parts:
three conditions and a consequence. The first condition is that the organizational knowledge base contains a definition of the role, the second condition is
that the agent is not enacting the role and the third condition is that the capabilities of the agent intersect with the objectives of the role. Expressed as a
Rule statement, the first condition is the trigger, the two other conditions the
side-condition, and the consequence the desire to be added. The deact rule similarly has three conditions and a consequence but here we instead use the third
condition as the trigger, and the first and second conditions as side-conditions.
Here objs is a list of predicates and r is a constant string.
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// e n a c t o p t i o n s
r u l e b e l i e f : r o l e p r e d ( r , o b j s ) when : canEnact ( name , r , o b j s )
new desire : role pred ( r , n i l ) ;
// d e a c t o p t i o n s
r u l e b e l i e f s : o b j s when : canDeact ( name , r , o b j s )
new desire : role pred ( r , n i l ) ;
The obligation rule has two conditions and a consequence. The first condition
is that the agent is obliged to achieve an objective before a deadline, and the
second condition is that the agent knows what subobjectives the objective might
have. The consequence is that the agent adds the objective to Γo . Expressed
as a Rule statement, the first condition is the trigger, the second condition the
side-condition and the consequence the desire to be added. Here subObj is a
list of predicates, delta and p are predicates and r is a constant string.
// o b j e c t i v e o p t i o n s
r u l e b e l i e f : o b l p r e d ( name , r , p , d e l t a )
when : hasObj ( p , subObj ) n e w d e s i r e : o b j p r e d ( p , n i l ) ;
The delegate and inform rules both have two conditions and a consequence.
For the delegate rule the first condition is that the agent enacts a role that
depends on another role for achieving an objective, and the second condition is
that objective is in Γo . Reversely for the inform rule, the first condition is that
the agent enacts a role that another role depends on for achieving an objective,
and the second condition is that the objective has been achieved. Expressed
as Rule statements, the second condition is the trigger, the first condition the
side-condition and the conclusion the desire to be added. Here r1 and r2 are
constant strings and o is a predicate.
// d e l e g a t e o p t i o n s
r u l e d e s i r e : o b j p r e d ( o , n i l ) when : s h o u l d D e l ( name , r1 , r2 , o )
n e w d e s i r e : s e n d p r e d ( r2 , ” a c h i e v e ” , o ) ;
// i n f o r m o p t i o n s
r u l e b e l i e f : o when : s h o u l d I n f o r m ( name , r1 , r2 , o )
n e w d e s i r e : s e n d p r e d ( r1 , ” t e l l ” , o ) ;

4.4

Transition Functions

It remains to define the action execution and check rules. As specified in the
previous section, we implement these using Plan statements. Before we do that
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though we implement the action transition function and a message transition
function, which will be used in the Plan statements.
The action transition function alters the mental state accordingly to the action
performed, and adds a desire to inform other agents about the action. It is
defined for each of the four possible actions in AORTA: enact, deact, commit
and drop. We define it as four different GAMA functions that each perform the
updates as specified in the AORTA semantics.
a c t i o n e n a c t ( s t r i n g alpha , s t r i n g r , s t r i n g i n f o r m R o l e ) {
do a d d b e l i e f ( r e a p r e d ( r , a l p h a ) ) ;
do a d d d e s i r e ( s e n d p r e d ( informRole , ” t e l l ” ,
rea pred ( r , alpha ) ) ) ;
}
a c t i o n d e a c t ( s t r i n g alpha , s t r i n g r , s t r i n g i n f o r m R o l e ) {
do r e m o v e b e l i e f ( r e a p r e d ( r , a l p h a ) ) ;
do a d d d e s i r e ( s e n d p r e d ( informRole , ” t e l l ” ,
rea pred ( r , alpha ) ) ) ;
}
a c t i o n commit ( p r e d i c a t e phi , s t r i n g i n f o r m R o l e ) {
do a d d d e s i r e ( p h i ) ;
do a d d d e s i r e ( s e n d p r e d ( informRole , ” t e l l ” ,
o b j p r e d ( phi , n i l ) ) ) ;
}
a c t i o n drop ( p r e d i c a t e phi , s t r i n g i n f o r m R o l e ) {
do r e m o v e d e s i r e ( p h i ) ;
do a d d d e s i r e ( s e n d p r e d ( informRole , ” t e l l ” ,
o b j p r e d ( phi , n i l ) ) ) ;
}
The message transition function alters the mental state accordingly to messages
in the inbox. Unlike the action transition function, the message transition function does not have a fixed definition but can be specified accordingly to how the
simulation creator wants agents to handle messages.

4.5

Check and Action Execution

The check rule defines how to process inbox messages, applying the message
transition function and then removing the message. We implement this using
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a combination of a Rule and a Plan statement. The first statement is for
detecting new messages in the inbox in need of processing, which then adds a
desire to process the inbox messages.
r u l e b e l i e f : n e w p r e d i c a t e ( ” muIn msg ” )
r e m o v e b e l i e f : n e w p r e d i c a t e ( ” muIn empty ” )
n e w d e s i r e : n e w p r e d i c a t e ( ” muIn empty ” ) ;
The second statement is for processing the messages in the inbox. It is a Plan
statement that is triggered by the aforementioned Rule. The plan body applies
the message transition function to each message. The plan is instantaneous
since it only involves changing the mental state of the agent.
p l a n check i n t e n t i o n : n e w p r e d i c a t e ( ” muIn empty ” )
instantaneous : true {
l i s t <p r e d i c a t e > msgs <−
g e t b e l i e f s w i t h n a m e ( ” muIn msg ” ) ;
l o o p msg o v e r : msgs {
do M( msg . v a l u e s [ ” r c p ” ] , msg . v a l u e s [ ” msg ” ] ) ;
do r e m o v e b e l i e f ( msg ) ;
}
do a d d b e l i e f ( n e w p r e d i c a t e ( ” muIn empty ” ) ) ;
}
The action execution rule takes an applicable action reasoning rule and applies
it using the action transition function. We implement this using Plan statements that are triggered by organizational options and have a plan body that
applies the action transition function. The statement thus encodes the action
execution rule for a given action reasoning rule. Below shows template code for
such a statement, where AR1 is the name of the action reasoning rule, o is the
trigger predicate, ctx is an optional condition for the statement to be applicable,
and a is call to the action transition function. Like message processing, action
execution only changes the mental state so the plan is instantaneous. The agent
can then subsequently apply a non-instantaneous plan according to the updated
Σo .
p l a n AR1 i n t e n t i o n : o when : c t x
instantaneous : true {
do a ;
do a d d b e l i e f ( o ) ;
}
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5

Evaluation

We demonstrate the operational semantics and evaluate the implementation by
creating an example simulation with a concrete scenario. For the example we
use an organization meta-model based on the one in [13] (see Table 1), which
defines a simplified organizational meta-model for patient treatment in a hospital
emergency room. Patient treatment in hospital emergency rooms is a highly
dynamic process where the staff continuously try to predict what the outcome
of decisions are in order to ensure the safety for the patients. Simulation can
provide a forecast of what the outcome of the staff’s decisions is going to be
given an expected mix of incoming patients. Organizational agent models are
ideal for the scenario since the doctors and nurses have roles and objectives that
they are expected to do, but they can choose to break these if they think the
situation requires it. The simulation model we describe here only covers a small
part of the scenario but we discuss the work necessary to extend the model to
more of the scenario.
The simulation consists of two agents, a patient p and a nurse n who initially
have the following mental states:
• Σo (for both agents): as specified in Table 1, plus the following predicates: “O rea(patient, p)” and “O rea(nurse, n)”. The condition in
Σo states that the nurse should perform triage before a patient is treated.
• Σa (for both agents): contains “patient(p)”.
• Γo , Γa (for both agents): empty.
We implement the agents as members of an agent species that contains all of the
statements we described in the previous section, with scenario specific versions
of constants and action execution rules. We explain what constants and rules
we need, and show what happens in the simulation.
In the agent species we define the following constants. We have constant strings
for the name of the patient, the name of the nurse, the patient role and the
nurse role. We use these to define grounded predicates that denote facts about
the patient. When we define the meta-model, we also need predicates for the
predicates with variables. Since GAMA does not allow us to define predicates
with open variables, we define these as constants that, at a model level, represent
meta-model variables.
s t r i n g p a t i e n t n a m e <− ”p ” ;
s t r i n g nurse name <− ”n ” ;
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Table 1: Initially Σo for all agents contains these predicates.
role(patient, {treatment(Patient)})
role(nurse, {triage(Patient)})
obj(triage(Patient), {})
dep(patient, nurse, triage(Patient))
cond(nurse, triage(Patient), treatment(Patient), patient(Patient))

s t r i n g p a t i e n t r o l e <− ” p a t i e n t ” ;
s t r i n g n u r s e r o l e <− ” n u r s e ” ;
p r e d i c a t e p a t i e n t p <− n e w p r e d i c a t e ( ” p a t i e n t ” ,
[ ” var1 ” : : p a t i e n t n a m e ] ) ;
p r e d i c a t e t r i a g e p <− n e w p r e d i c a t e ( ” t r i a g e ” ,
[ ” var1 ” : : p a t i e n t n a m e ] ) ;
p r e d i c a t e t r e a t m e n t p <− n e w p r e d i c a t e ( ” t r e a t m e n t ” ,
[ ” var1 ” : : p a t i e n t n a m e ] ) ;
p r e d i c a t e p a t i e n t <− n e w p r e d i c a t e ( ” p a t i e n t ” ,
[ ” var1 ” : : ” P a t i e n t ” ] ) ;
p r e d i c a t e t r i a g e <− n e w p r e d i c a t e ( ” t r i a g e ” ,
[ ” var1 ” : : ” P a t i e n t ” ] ) ;
p r e d i c a t e t r e a t m e n t <− n e w p r e d i c a t e ( ” t r e a t m e n t ” ,
[ ” var1 ” : : ” P a t i e n t ” ] ) ;
We include the functions in Section 4.1 and 4.2 as they are shown. With these in
place we can define an organizational meta-model. We initialize Σo as specified
above using the following code.
{
a d d b e l i e f ( r o l e p r e d ( p a t i e n t r o l e , [ treatment ] ) ) ;
a d d b e l i e f ( r o l e p r e d ( n u r s e r o l e , [ treatment ] ) ) ;
add belief ( obj pred ( triage , [ ] ) ) ;
a d d b e l i e f ( dep pred ( p a t i e n t r o l e ,
nurse role , triage ) ) ;
do a d d b e l i e f ( c o n d p r e d ( n u r s e r o l e , t r i a g e ,
treatment , p a t i e n t ) ) ;

init
do
do
do
do

do a d d b e l i e f ( r e a p r e d ( p a t i e n t r o l e , p a t i e n t n a m e ) ) ;
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do a d d b e l i e f ( r e a p r e d ( n u r s e r o l e , nurse name ) ) ;
}
We also include Rule and Plan statements as described in Section 4.3. For
these statements we use the constants defined above. For example we make a
Rule statement for the obligation-satisfied rule matching the cond-predicate in
the meta-model.
rule b e l i e f : patient p
when : o b l a c t i v a t e d ( name , n u r s e r o l e , t r i a g e p )
n e w b e l i e f : o b l p r e d ( name , n u r s e r o l e , t r i a g e p ,
treatment p ) ;
For action reasoning rules we include a Plan statement saying that if an agent
has the option to perform triage, then the agent should commit to it.
p l a n commitTo i n t e n t i o n : o b j p r e d ( t r i a g e p , n i l )
instantaneous : true {
do commit ( t r i a g e p , p a t i e n t r o l e ) ;
do a d d b e l i e f ( o b j p r e d ( t r i a g e p , n i l ) ) ;
}
Finally we create two agents for the simulation named n and p, who are of the
aortaAgent species.
global {
init{
c r e a t e s p e c i e s : aortaAgent number : 1 with : ( name : ” n ” ) ;
c r e a t e s p e c i e s : aortaAgent number : 1 with : ( name : ” p ” ) ;
}
}
In the following we describe what happens in the first loop of the simulation,
focusing on the changes to the mental state in agent n.

Perception

None of the agents perform any Perception statements.

Rule application Both obligation execution and option execution takes place
in this step. The Rule statements concerning obligation execution adds the
predicate “O obl(n, nurse, triage(p), treatment(p))” to Σo . The Rule
statements concerning option execution then adds “O obj(triage(p))” to Γo .
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Intention selection Having “O obj(triage(p))” in Γo , and thus in I, it is
selected as the current intention.

Plan selection and execution Having a Plan statement with the trigger
intention “O obj(triage(p))”, agent n then commits to triage(p), adding it
to Γa . As the plans for the action reasoning rules and the action transition
function are instantaneous, agent n can then select a plan with “triage(p)” as
trigger intention and begin execution of that plan.

6

Discussion

In this section we first discuss the advantages and limitations of the implementation with respect to social simulation in GAMA, and then we discuss the
contribution of our work to engineering multi-agent systems.

6.1

AORTA in GAMA

The example shows how a nurse agent can use a clearly defined organizational
meta-model made from a top-down perspective to decide its course of action
in patient treatment. To get similar behavior using only the existing BDI
framework in GAMA, it would be necessary to design agents with a bottom-up
method, which would make the organization less clear. By adjusting the action
reasoning rules, we can also adjust how a nurse agent handles organizational
obligations separately from how it handles its own intentions.
However the implementation have some limitations. The biggest limitation is
not being able to use variables in Rule and Plan statements. In the example
we have shown, we only created one of each of the obligation execution and
action execution rules, but in a simulation with more roles and objectives, we
would have to define the rules for each rule and objective. A possible solution
to this limitation is to extend GAMA with unification so that open variables
in a predicate are instantiated with values according to the beliefs, desires and
intentions of the agent. Another significant limitation of the implementation is
that the AORTA extension takes up a big part of the agent species code. The
functions and operational semantics should be defined separately so that the
agent species only defines action execution rules. Finally the implementation
also shows that negated predicates are not handled properly. The Deact rule
for example states that ¬role(R) should be added to Γo but this is not reflected
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in the implementation. GAMA supports a primitive way of handling negated
predicates which has not been accounted for in the design.

6.2

Engineering Multi-Agent Systems

While GAMA is dedicated to agent-based simulation and uses a proprietary
agent programming language, we can also discuss our work in relation to use
of AORTA and organizational reasoning for engineering multi-agent systems.
While multi-agent programming platforms such as Jason to an increasing extent
support generalized organization frameworks, there is a need in the community
to find some consensus about which frameworks to use [15]. With AORTA we
can extend existing BDI-based multi-agent systems with organizational reasoning. As we discussed above though, there are more important points to consider:
Open variables The obligation and action execution rules involves checking if
the beliefs in the knowledge bases satisfy certain side-conditions. However
doing so is not trivial when the agent programming platform does not offer
entailment with open variables that can bound by unification. For such
platforms it is necessary to introduce elaborate code that circumvents this
lack, possibly by implementing many versions of each rule for different
combinations of rules and objectives.
Reuse of code One of the strengths of AORTA is that it provides an operational semantics that can be implemented as an extension of a BDI-based
agent framework. We have shown a collection of helper functions in order
to make the implementation of the operational semantics comprehensible.
However if we want multiple kinds of agents we would have to copy the
code for each kind of agent. When engineering a multi-agent system, it is
often convenient to create multiple kinds of agents with different specific
sub-functions and action execution rules. In this case it would be better
to have the operational semantics code in a module that all agents can
access.

7

Related Work

We compare this work with other models and frameworks for social simulation.
Network-oriented modeling has been applied for social system simulation to
study the effects of various social parameters for the agent behavior on the
outcome of the system [4, 19, 20]. The advantage of the network model is that
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one can tune the input parameters in the model to model different kind of
behaviors in the agent and see the result. For example in an evacuation scenario,
a parameter that controls how likely an agent is to mimic their peers can be
increased to see if this behavior changes how quickly the agents evacuate a
building. In comparison, AORTA is based on the BDI paradigm and logic. The
behavior of our agents is determined by logical reasoning rather than tuning of
parameters. To create a mimicking behavior the agents must be able to reason
that it lets them solve their goals. MOISE+ is an organization meta-model
which has been implemented in the Jason agent programming platform [6, 7].
In contrast we use AORTA, which has also been implemented in Jason [9],
and GAMA, which is an agent-based simulation platform. The advantage of
using GAMA is that it is a simulation platform intended to also be used by
people who are not computer scientists. The topic of AORTA vs MOISE is
interesting as there is still a lack of consensus on a simple set of concepts for
social aspects [15]. There are also other methods to include normative reasoning
in agents which do not incorporate an organization meta-model [2, 5, 8]. Social
practice theory in particular provides a model for social simulation which takes
the view of activities that agents know of rather than the agents themselves. An
activity is known by agents and some agents act out an activity as a habit given
that they have the competences for it and the affordances for the activity are
present. Through mimicking behavior, agents learn new activities and successful
habits. In earlier work we have applied social practice theory to the emergency
health care scenario but it was not used for simulation [12]. With version 1.8,
GAMA also features a framework for normative reasoning which shows the
growing interest in frameworks for social simulation. Finally there are also
social simulation systems that are not based on agents. Business process models
have been used to make flow-prediction in systems where it is clear what model
the system follows. As it was discussed at the Operational Research Society’s
Simulation Workshop 2010 [17] and in the work of Zhengchun Liu et al. [14]
however such models tend to grow unwieldy, especially in complex systems with
humans decision making where goals can conflict. For this reason agent-based
approaches seem promising as a way to break down complex systems in smaller
comprehensible parts.

8

Conclusion

We have given an operational semantics for BDI agents in the GAMA platform for agent-based simulation, and extended them with concepts and rules
that add organizational reasoning according to the AORTA framework. The
extended semantics comprises a design for implementing AORTA in the GAMA
platform. We have also shown how the design can be implemented with a
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small example. It shows that we can add organizational reasoning to BDI-based
simulation agents, thus providing generalized support for social simulation of
organizations. We have also identified points we found important to consider
when using AORTA and thus contributed to implementing organizational reasoning for multi-agent systems. If a multi-agent system is based on BDI, we
can extend it with the operational semantics of AORTA to add organizational
reasoning to the agents. We can do so even if the programming language does
not offer unification with open variables although it then requires us to introduce elaborate code to circumvent the lack of it. In addition, the operational
semantics should be implemented in a way so that multiple kinds of agents can
use it without having to each have their own copy of the code. Future work
includes more details in the semantics and improving upon the limitations of
the implementation in order to use it for more complex social simulations.
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Abstract
Agent-based simulation is a method for simulating complex systems
by breaking them down into autonomous interacting agents. However,
to create an agent-based simulation for a real-world environment it is
necessary to carefully design the agents. In this paper we demonstrate the
elicitation of simulation agents from real-world event logs using process
mining methods. Collection and processing of event data from a hospital
emergency room setting enabled real-world event logs to be synthesized
from observational and digital data and used to identify and delineate
simulation agents.

Keywords Agent-Based Simulation, Process Mining, Emergency Rooms.

1

Introduction

Emergency medicine is characterized by time and life critical episodes: the range
of cases from sprained ankles to trauma patients with life threatening injuries
and illnesses create a complex and dynamic working environment. This entry
point to the hospital is characterized by unique and substantial challenges for
resource planning and scheduling. Changes in workload can happen very quickly
and bottlenecks can emerge in a matter of minutes. Our work is motivated
by the aspiration of clinicians and administrators to be able to more precisely
predict what the situation will look like minutes or hours from now and, ideally,
understand the impact of moving staff or changing clinical priorities.
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The setting for the research reported in this paper is a Joint Emergency Room
(JER) in Denmark (Fælles Akutmodtagelse). In addition to major trauma and
minor injuries, the JER is the entry point for patients admitted by their General
Practitioner and brought by ambulance: this further increases the diversity of
the symptoms and injuries presented. Nursing skills in the JER are transferable,
allowing them to be readily deployed to alleviate a bottleneck. Doctors and
other staff are less easily redeployed, primarily tending to patients within their
specialty. Some staff are always on duty, others on call.
Short term planning in the JER is therefore highly complex. Prior attempts to
predict patient flow using simulation [4, 1] highlight the difficulty of customizing
models for a given department. The JER presents a limiting case, since the
flow of patients here involves unpredictable and complex interactions between
clinical specialties. We use agent-based simulation [16, 10] as a means to reveal
and articulate these complex interactions.
Our goal is to provide explanatory insight into JER roles - doctors, nurses,
administrators etc. – as they follow triage and other clinical protocols to assign
patients to tracks and schedule procedures. By focusing on the clinical agents
themselves, we ground our data collection and model development directly into
the JER context. This approach minimizes the risk that the data and model are
abstracted from the clinical environment, increasing the tractability of model
genesis and the credibility of the simulation offered by the model. Clinical event
data were gathered in the JER using a custom-designed research instrument.
These were combined with data extracted from the Hospital Information System
(HIS) (following Mans et. al. [11]) to develop a multi-phase protocol for realworld, time-specific clinical event data acquisition and logging.
Sec. 2 relates our research approach to prior work; in Sec. 3 we outline our
method for eliciting simulation agents; in Sec. 4 we set out our data collection
methods; in Sec. 5 we present our pipeline of methods and tools used to process
the various data types into event logs; in Sec. 6 we demonstrate use of the
pipeline in an emergency medicine setting and assess the validity and cohesion
of the event log and the elicited agents. The concluding Sec. 7 summarizes our
contributions, and explores limitations and future work.

2

Related Work

In this work, we combine agent-based simulation with process mining to elicit
a set of agents that supports simulation. This approach is similar to that of Ito
et. al. [6] who used process mining to analyze data generated by a multi-agent
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business simulator. Their extension of an existing multi-agent business simulator
to generate data, conversion into event logs and analysis using process mining
methods differs from our approach. We gather domain-specific observational
event data (from the JER) which is processed into a format that allows it to
be synthesized with digital data to create enriched, hybrid event logs. These
hybrid logs are used to identify roles and generate simulation agents.
The idea of agent-based simulation is to compose complex systems from agents
with a set of constraints for how to behave. Similarly, recent work in process
mining has focused on mining process models that are based on temporal logic
constraints [2]. The goal explored in this work is to mine constraints in order
to elicit agents to be used in future agent-based simulations.
Agent-based simulation has been used for prediction and workflow analysis in
emergency departments, showing that agent-based models can simulate bottlenecks and relationships that comprise the workflow [15, 9]. However, these
studies offer simulations that though holistic are high-level.
We do not design an agent-based simulation but rather investigate generating
one from data. In order to do this we take advantage of generalized formal
frameworks from the multi-agent systems community. Development of formal
meta-models and frameworks for implementing agent organizations make it feasible to implement systems of agents where agents have roles and collaborative
objectives but are capable of acting autonomously. These frameworks are general purpose and thus usable in a range of domains. However, although these
frameworks provide a reusable structure for implementing the agents for any
domain, significant effort is required to identify the characteristics of a specific
domain. Our goal is to use process mining to elicit the agents from historical
data in order to reduce the effort needed to create an agent-based simulation
and to ameliorate the risks of analytic bias. Our work is further motivated by
prominent results of data driven approaches to simulation and decision support
in healthcare in the literature [4, 17]. Work in process mining often involve
domain experts in the production of models, see for example [12]. We believe
reducing the potential of domain expert bias in the produces model is more
suitable in order to obtain our goal though.

3

Mining Agents Vision

Agent-based simulation is effective for analyzing complex systems composed of
many actors where the behavior of each actor can be described and implemented
as an agent using a small set of rules or protocols [10]. However, for social-
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technical systems with human actors that might work autonomously and/or in
collaboration, this is not a trivial task. The identification and implementation
of agents in the complex socio-technical melieu of the JER is complicated by
the interplay of their autonomy - arising from their medical specialisms - and
their collaboration in multi-disciplinary activities such as diagnosis. Our overall approach is to use process mining to identify roles, task delegations and
capabilities from clinical event data and then translate these into agent organization constraints [3] in a formal framework. The BPMN diagram in Figure 1
shows our agent elicitation pipeline of activities and data artifacts. The figure
is adapted from the L* life-cycle in the process mining manifesto [14, 13]. The
steps in our pipeline are:
1. Identify the data needed;
2. Gather data from a real-world case study;
3. Convert the data to event logs using Disco;
4. Create a Petri net for the event log using ProM;
5. Convert the Petri net to a process model using BPMN;
6. Create a candidate role set using a swimlane module;
7. Create a handover of work graph;
8. Create a similar-task graph;
9. Translate the candidate role set into role definitions, handover of work
into task delegations and similar-task graph into role capabilities.
Clustering activities using the swimlane module identifies candidate roles. The
handover of work graph shows the order of resources performing activities. Finally the similar-task graph identifies resources that perform many of the same
activities. In the remaining sections we focus on the first two steps but also
show how steps 1-8 build cumulatively and discuss their contributions to step
9.

4

Data Collection Method

In this section we present our method for identifying and collecting the data
needed to construct the event logs for the agent elicitation pipeline. In order to
identify the data, we need to understand the setting from which we gather data
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Figure 1: Agent elicitation pipeline from a real world emergency medicine setting
to an agent-based simulation. In order to elicit simulation agents, we use process
mining methods and agent-based models for organizations to create a simulation
model based on event data. In order to apply process mining, we need an event
log that lists a number of instances of the process we want to simulate, and
the events with time stamps that took place in each instance. The pipeline
also needs to know what staff members are involved in each event and what
their position is. Collecting the necessary data requires an understanding of the
domain and the scope of available data.
and to what extent data is available. For that reason it is critical to involve a
clinical expert. We rely on the general guidelines for collecting data for process
mining, adapting them for the agent elicitation pipeline.
Long term, we aim to use agent-based simulation for continuously predicting
what potential bottlenecks that can occur and help nurses and doctors with
preventing the bottlenecks from actually occurring. For this stage of our work
we need to identify the contributors to processes enacted in the JER to scope or
bound the simulation. Next, we establish which event types we want information
about, in particular time stamps and involved agents. Summing up we:
1. Identify which agents to include in the simulation.
2. Identify which activities to include in the simulation.
3. Identify which sorts of events to collection information about.
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Next we identify to what extent data is available and how we can collect it.
The JER uses a Hospital Information System (HIS) to log data about patient
episodes. With guidance from clinical experts, the HIS offers the potential to
provide most of the data we need. Alternatively, if data is not available for
extraction, we can manually collect data on location. For this we need help
from the clinical experts to assess the extent to which we can collect data on
location. Collaboratively designing a paper research instrument helped scope
and define our data parameters, showing the activities that we are interested in
with fields for entering information about staff members and locations, gaining
consensus as we worked with the clinical expert.
Having identified the data we need, we decide on how to collect it. Given that we
can not extract the data we need from the HIS, we use the form we designed.
We discuss with the clinical expert how to fill out the form so that the data
collection does not disrupt the workflow of the organization. We also need to
establish how much data is necessary to collect. Generally we want as much data
as possible but we also need it in a good quality, and if registrations are not done
automatically we require help from clinical experts to correct for errors. Doing
the data collection over a longer period of time with some time in between each
collection allows us to make corrections and improvements, which may not be
apparent at first. The overall aim of this aspect of our research design is to
achieve a cohesive and comprehensive log for each specific episode, rather than
trying to achieve a census of all (undiscriminated) events in the JER. This adds
both meaning and validity to the empirical data collection at the case level.

5

Event Log Construction

Having collected the data we need, we convert it into event logs and process
models that we can use for creating agent organization constraints. In this
section we describe how we processed the data.
To clarify what an event log is, it is a file containing a list of enumerated process
instances, i.e. cases, where each case contains a series of events with start and
end times, plus additional information for each case. An event log is the input
for process mining tools such as ProM, and so processing the data to suit the
tools we are going to use is critical in order to get meaningful results. In our
pipeline we show that the event log is used for 1) generating roles by using
a swimlane analysis module, 2) generating task delegations between roles by
creating a handover of work graph, and 3) generating capabilities by creating a
similar-task graph.
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A major point to address in the processing is that existing process mining methods assume that only one resource is involved in each event [13]. In JER however
multiple staff members are often involved simultaneously in an event, for example when doctors discuss the course of action for a trauma patient after they
have been stabilized. Rather than extending process mining methods to support
multiple resources for one event, our solution at this stage of the evolution of
our work is to assign names to such groupings. This has the disadvantage that
we may lose information about exactly which agents are involved in an event.
For the purpose of creating agent organization constraints, we use a naming
scheme that combines the positions of the staff members involved.

6

Evaluation

The primary contribution of this phase of our work is the hybrid event log
created using the methods outlined above. In this section we evaluate to what
extent this type of event log can be used to construct simulation agents for
making predictions about patient flow. We do this in two parts. First we discuss
the process of applying the method: collecting data and creating an event log,
and the content of the log itself. Next we show and discuss preliminary results of
applying the three process mining methods for generating roles, task delegations
and capabilities.

6.1

Application in a Real-world Setting

Our first step is to identify what parts of the JER that we aim to simulate
eventually. In doing so we determine who the agents are and what activities to
include in the simulation. The national plan for Danish healthcare services [5]
identifies the JER as the common entry point for all acute patients at a hospital.
Acute patients are received and treated in JER until they are cleared to either
go home or are moved to another department in the hospital. Our scope for
agents and activities is limited to those involved from when a patient enters
the JER until they leave. We want to collect information about clinical events,
which include medical events involving a patient, such as taking samples, and
administrative events such as a nurse conveying information to a doctor. We
want to include administrative events since they can tell us how tasks are handed
over between roles. Next we identify the extent to which data is available and
how we can collect it. Here we use the work of Mans et. al. [11] as a starting
point, as they describe what kind of data is available in most modern HIS
and what kind of data is typically required for different forms of analysis in
process mining. We identified the data we needed and met with the hospital
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management in order to clarify to what extent the data was available in their
systems. To that end we designed a paper form that showed what activities,
kind of events and information we were interested in. The event form contained
fields for the following:
1. Arrival time.
2. Triage time, location and outcome.
3. Additional clinical events.
4. What resources were involved in events, both human and material.
5. What decisions were made and who made them.
6. Information about the finish from JER i.e. when the treatment finished
in JER and what the outcome was.
We also wanted data about the staff members who were involved. We designed
a separate form to collect this information, so we could simply refer to their ID
in the event forms and thus simplify the collection process. The form contained
a anonymized date field and the following fields for a staff member:
1. Their ID.
2. Their shift.
3. The department were assigned to in their shift.
4. Their position.
5. Their clinical specialties.
With help from the hospital management we found that some, but not all, of
the data we needed were present in the HIS. We determined that the system
contained the following information of interest to us:
1. Arrival events.
2. Triage events.
3. Treatments, measurements and sampling events.
4. CT, XRAY, blood sample etc. reservations.
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5. Times for results from samples and scans.
6. Bed assignments.
7. Movement events within the JER.
8. Request events for additional specialists.
9. What employees were involved in each event.
10. Assignments and reassignments of nurses and doctors.
11. JER departure events.
While the system contained registrations about which nurses and doctors were
assigned to patients over time, the potential communication events that could
have lead to these registrations were not. We would not be able to tell if or
when nurses and doctors communicated in some way beforehand. Such events
are of interest in determining the handover of work. In addition, due to data
policies, we could not extract data dumps from the HIS. Thus we agreed on
having a researcher collect data on location with assistance from a nurse. The
researcher could ensure the uniformity of the collected data and the nurse could
assist with interpreting the data and identify potentially incorrect or misleading
data.
We scheduled data collection in the JER over 9 workdays in order to fully
capture the work distribution: patients in the JER are assigned (via triage) to
one of three ’tracks’, so we planned 3 days in each track: for each of the three
tracks, our agenda was as follows
• Day 1: Record data from patients one by one until they leave, following
the staff members to register communication events between employees
but without interfering with the clinical work.
• Day 2: Copying data from the HIS by hand.
• Day 3: A customized method for collecting data about known parts that
have not been covered well during day 1 and day 2.
The reason for using this method is that we could not know beforehand what
patients would arrive so having two days with a fixed plan and a third day with
an open plan gave us some flexibility.
While collecting the data we observed factors that could be relevant when trying
to identify bottlenecks in the JER. We observed 4 different factors: 1) The JER
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is sometimes used for training nurse students as part of their education, and
depending on their level of education more or less time needs to be allocated
for the training, 2) some patients have complex treatment paths which require
multiple specialties, which involves a doctor handing over the patient to another
specialty, 3) preparation and cleanup of beds is done manually and, depending
on the circumstances, requires a nurse or cleanup specialist, 4) trauma patients
require a team of nurses and doctors from the moment they enter the JER.
Having collected the data using paper forms, the next step is to create an event
log. As we noted in the description of our method, most events involve multiple
staff members. Since the process mining methods assume that one event involve
only one resource, we combined the names of the positions of the involved staff
members. For example a team of nurses become the resource NURSES.
With that approach we made a spreadsheet manually with the following columns
and filled it with information in the paper forms:
process id One number for each paper which corresponds to one case.
event Description of the event.
start Start time.
end End time.
team Team name.
place Room ID.
extra Additional information such as what form of communication was used
in communication events, what the color code of a triage was, or what
treatment was given.
day The day the data was collected. This is a reference to the staff member
paper forms, which we used to create the team names.
In doing so we also adjusted some of the labels from what was stated in the
paper forms since we changed our labelling scheme over the period we collected
the data. This ensures that the quality of the data in the spreadsheet is the
same for all days. For start and end times, we only use the time of day, not the
date.
The spreadsheet contains 66 complete cases and 838 events. Having the spreadsheet it was straightforward to convert it to an event log using Disco and ProM,
annotating the columns with meta-data. The result is an event log with realworld data about staff activity. The log describes in detail the events that
130

happen for a broad variety of episodes in the JER. The event log also does
not contain any personal information but contains detailed information for each
event about what roles have been involved in the individual events, which is the
organizational information we need to generate agent organization constraints
for the JER.

6.2

Creating Agent Organization Constraints

Our vision is to use event logs for creating agent organization constraints that
can be used for agent-based simulation. In this paper we have focused on creating a real-world event log for this purpose. Although the amount of collected
data is low, we would like to discuss preliminary work on the remaining parts of
the pipeline showing the potential for eliciting agent organization constraints.

6.2.1

Task Delegation

We can generate a handover of work graph as shown in Figure 2 directly from
the event log using ProM. The graph shows how the teams take turns being
used as a resource for an event in a case. Given that nurses are involved in
all cases, it is no surprise that there many edges connect to the NURSES node
and the centrality of the nurses suggests that addressing nurse shortage would
ameliorate bottlenecks. The labelling makes it possible to identify the individual
roles involved, for example a nurse is included in both NURSES and NURSEDOC.
The tasks are not shown very clearly in the graph though. Our idea for creating
delegation constraints is to translate the graph into logical constraints, which
requires identifying the tasks for which the handovers occur.

6.2.2

Capabilities

We can generate a similar-task graph as shown in Figure 3 directly from the
event log using ProM. The graph shows which teams work on the same tasks
to a high degree. We note that many of the nodes are connected to each other,
which is not surprising since we have a small number of event descriptions that
are fairly generic for the domain, for example info and treatment. Creating
competence constraints enables us to delineate sets of roles and map the sets to
the tasks they can carry out, which requires identifying the tasks that make the
roles similar.
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Figure 2: Handover of work graph. Nodes represent teams and there is an edge
between teams if they involved in two sequential events.
6.2.3

Roles

We can generate a role-specific business process model (BPM) as shown in
Figure 4 by generating a Petri net, BPM and a role set from the event log
in ProM. The BPM shows the flow of control in the mined process, and is
annotated with swimlanes which splits the BPM into role sets. In our case we
only identified one role set, which contains the parts concerning ordering of CT
scans. Our idea for creating role definitions is to use the generated role sets
as a base. Thus our model originates from unadulterated event data, and our
pipeline is agnostic to the de jure organizational structures. Our role definitions
emerge from the set of objectives that agents enacting that role should achieve.

6.2.4

Simulating an Agent Organization

In order to get the best performance, agent-based simulation is often coded from
scratch in a general purpose programming language. There are however also
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Figure 3: Similar-task graph. Nodes represent teams and there is an edge
between teams if they involved in the same events.
agent-based simulation platforms that offer generalized frameworks for coding
agents in a high level language which removes the need to handle synchronization
issues at a low level. Our vision is to implement the organizational constraints
we identify using process mining in such generalized frameworks. To achieve
this vision we consider extending work on implementing organizational frameworks in agent-based simulation platforms like GAMA [7] or multi-agent system
platforms like Jason [8].

Figure 4: Role specific process model
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7

Conclusion and Future Work

We have presented our vision for eliciting simulation agents from real-world
event logs by using process mining methods. Figure 1 illustrates our vision as a
pipeline of activities and emergent products. In this paper we have focused on
the creation of a hybrid event log and how it can be used as the basis to develop
agent-based prediction models which are agnostic to organizational structures.
We created a log that gives a snapshot of reality which is not statistically significant but still offers meaningful insight into reality. We gathered and analyzed
data using the protocols summarized in Figure 1 to offer a proof-of-concept for
our approach. These preliminary data also offered meaningful insights into the
location of handovers that have the potential to ameliorate bottlenecks in the
clinical setting.
For each event in the event log we have assigned a team resource that identifies
what roles are involved in an event. To do this we preprocess the data, combining the positions of staff members into a team name so that we can recover
the individual roles later when creating agent organization constraints. Alternatively, if the process mining tools supported multiple resources for one event, we
could omit this part of the preprocessing and potentially also simplify the translation into agent organization constraints. Future work includes investigating
such options.
Time constraints limited the scope of our observations, analysis and modeling.
Future work will extend the scale of our models, offering further validation of
the methods set out in this paper as the pipeline is more fully loaded. This
will enable further exploration of translation of process mining output to agent
organization constraints, the preliminary steps for which have been set out in
this paper. We also plan to implement these constraints in agent-based simulation, building further on the philosophy of structural agnosticism by using
generalized agent organization frameworks, and thus generate an agent-based
prediction model from data.
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Testing Modular Software Systems Using Agent
Organizations
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Abstract
Enterprise software systems are often modular; that is composed of
multiple specialized modules that exchange data with each other. Developing a modular system requires care as altering the way a module
handles data may break other modules, and if it happens the causes for
errors are hard to identify. In this paper we address this issue by creating
a design for a testing environment of modular software systems based on
agent organizations. Agents monitor the modules and check that the data
exchanges are consistent with data models and protocols established by
an organization. We present an example scenario for how the design can
be applied for a staff planning system using Visual Prolog which has roots
in Prolog.

Keywords Prolog, Agent Organizations, Software Engineering.

1

Introduction

A traditional enterprise software system is a monolithic program that covers
many different parts of the organization that uses it. Using the program properly
requires a lot of knowledge and typically the user is a person who has a lot
of experience with the program or has received training in using it. There are
many issues with this model, and modern enterprise software is instead typically
composed of many smaller modules that are each aimed at specific kinds of
users. These modules are simpler and can thus be used by more people in the
organization. For example an employer uses a desktop application to manage
employees and the employees use a mobile app to view their work schedule. On
the development side, it also helps developers split large tasks into smaller ones
and have people who specialize in working with one module.
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One of the major challenges with developing a modular software system however is ensuring that the overall system works functionally. This is the goal of
functional testing of which there are many methods. For example, unit testing
is testing that a module, given some input, produces the expected output. If
a module depends on other modules, such as databases or servers, these are
replaced by stubs to ensure that only the module code is tested. It is also desirable however to test that the system works as a whole when using the actual
modules and databases. Such tests are performed in a testing environment that
resembles a deployed system and are slower than unit tests. Locating errors in
these tests is intrinsically more difficult since an error can be located in one or
more modules of the system. In this paper we propose an approach to testing
that uses the real modules but also supports tracing of errors to the individual
modules that were the cause for the errors. Our approach is to use agents that
have knowledge of the interfaces and protocols of the system in the form of an
organization where each module is represented by a role in the organization. By
enacting a role the agent is then responsible for controlling the execution of the
module for that role in a test and checking that the module conforms to the
interface and protocols of the system. The agent can thus report if its module
does not conform, thus pointing out to developers where in the system errors
occur.
The proposed advantage of using agent organizations is that it allows us to
specify the system and make tests in a declarative way so that the agents can
perform multiple tests from one specification. We investigate the feasibility of
this approach with a scenario based on a staff planning system where different
modules are used by different members of the staff. We implement a testing
environment in Visual Prolog, which is a Prolog based programming language
developed by PDC A/S for their enterprise software. We use an agent programming library called ViPAF for the implementation.
In the remaining sections we (1) give background on Visual Prolog and the agent
programming library, (2) design the testing environment, (3) describe the staff
planning software scenario (4) apply the design to the scenario and implement
it in Visual Prolog, and (5) discuss the implementation and the relevance of
our work to agent-oriented software engineering in general. Finally we discuss
related work and conclude on future prospects of our work.

2

Background

Our motivation for using Visual Prolog is twofold. First, Visual Prolog is the
primary programming language that PDC A/S uses for their software, meaning
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that its software libraries are ready for industrial use. Second, it offers an agent
programming library that naturally extends the concepts of Visual Prolog. To
further detail this motivation we provide some background on Visual Prolog and
the agent programming library.

2.1

Visual Prolog

Visual Prolog is a variant of Prolog that combines logic programming with
multiple other paradigms such as object-oriented and functional programming.
Visual Prolog programs are written in a primarily declarative style with the goal
of solving problems at conceptual high levels. Having a strong polymorphic
type system, Visual Prolog makes it simple to serialize data so that it can
be transferred between different contexts. This supports creating distributed
systems spread over different devices.
In Visual Prolog we can define type domains for logic terms, predicates and
predicate clauses. These are useful for ensuring type correctness and unlike
most Prolog languages, clauses are associated with classes rather than simply
being in collections, providing the benefits of object-oriented programming.
Since Visual Prolog is based on logic programming it is ideal for implementing
knowledge and rule based systems. For example Visual Prolog has been used for
implementing expert systems [14]. While Visual Prolog has not been widely used
for implementing multi-agent systems, Prolog-like knowledge and rule based
systems has been implemented in popular agent programming platforms such
as Jason [6], which is based on Java. Hence we argue that Visual Prolog is
suitable for agent programming since it offers advanced development tools for
designing, implementing and debugging logic based software.

2.2

Visual Prolog Agent Framework (ViPAF)

Visual Prolog provides a mean of programming agents according to the BeliefDesire-Intention paradigm by using the Visual Prolog Agent Framework (ViPAF)
library created by A. Hess [9]. The library introduces interfaces for defining
agent behavior, organizational and environment models, and classes that implement an agent reasoning cycle. Creating a multi-agent system with the library
requires the following:
• Defining an agent environment. The environment defines how agents are
added and removed from the environment, how the environment is initi140

ated and what happens when an agent performs an action. As it initializes
the environment, and thus the agents, it can also be used to define a shared
model of what beliefs an agent can have, what actions an agent can perform, and what goals an agent can have.
• Defining an agent organization. The organization defines what roles an
agent can enact, what objectives an agent receives when enacting a role,
the effects of deacting a role, and what additional objectives an agent
receives when completing a role-objective. It can also restrict the actions
that an agent is allowed to perform.
• Defining an agent behavior model. The behavior model defines rules for
reacting to percepts, rules for reacting to messages from other agents,
plans for achieving goals, and rules for deciding the current intention.
The library features two optional basic environment and organization implementations that are simple but easy to extend with domain specific definitions.
The following steps can be used for creating an implementation using the basic
environment and organization implementations.
1. Create a new system in the existing project. ViPAF does not currently
offer an automated setup of a multi-agent system project, so it is simpler
to create a new folder in an existing project.
2. Create the agent environment class and interface. The agent environment
class and interface can be created independently from the organization
and agent behavior classes. There are two primary components:
(1) domain statements of the form which define the Prolog terms that
make up beliefs, goals and actions in the multi-agent systems.
belief = term1;term2;...;termN.
goal = term1;term2;...;termN.
action = term1;term2;...;termN.
and (2) clause statements of the form which define the outcome of action
terms.
performed(agent,entity,action) :- pred1,pred2,...,predN.
3. Create the agent oranization class. The organization class is defined in
terms of the beliefs, goals and actions in the environment class. For our
purpose we focus on three of the components in this class:
(1) role clauses which define the goals that an agent should adopt when
they enact a role and which roles they are related to.
role(role,initialGoals,roleRelations).
(2) objectiveAchieved clauses which define goals that an agent enacting
role should adopt once they complete some goal.
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objectiveAchieved(agent,role,goal) = goals.
and (3) canPerform clauses which define under which conditions an agent
should be able to perform an action.
canPerform(enactingAgents,agent,action) :pred1,pred2,...,predN.
4. Create the agent class. In addition to being defined in terms of the beliefs,
goals and actions in the environment class, the agent can also have a
field with a relation to an organization. We focus on the following five
components of the agent:
(1) perceived clauses which define perception handling.
perceived(belief) :- pred1,pred2,...,predN.
(2) decide clauses which define goal decision.
decide() = goal :- pred1,pred2,...,predN.
(3) hasFailed clauses which define goal failure handling.
hasFailed(goal,currentPlan) :- pred1,pred2,...,predN.
(4) isAchieved clauses which define goal achievement handling.
isAchieved(goal) :- pred1,pred2,...,predN.
and (5) plan clauses which define a plan library.
plan(goal) = actions :- pred1,pred2,...,predN.

3

Agents and Organization for Robust Modular Software

In this section we clairify the modular software system that our design assumes
and present our design for testing it using agents and organizations. The goal
of the design is to make it clear what the agents represent, what agent model
we use, what the organization represents, and what model we use for the organization. In a later section we apply the design for an example with a staff
planning software system.

3.1

The Setup

The system is composed of two kinds of components: databases and software
modules.
The databases are used for maintaining the system state. The system state
contains static data that is added upon deployment of the system using scripts.
The data is static in the sense that once the system has been deployed, it is not
modified. The system state also includes dynamic data that is modified after
the system has been deployed.
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Figure 1: The setup and the designed testing environment. Solid lines indicate
data exchanges. Dashed lines indicate perception and consultation.

(a) Modular system.

(b) Testing environment.

The software modules are used for modifying a subset of the dynamic data in
the system state. A module can add, remove or change data. Each module also
has a module state, such as what the module is currently displaying to the user.
The module state reflects the system state but is not part of the system state.
A module can be a user application, which the user interacts with directly, or it
can be a service, which a user interacts with indirectly through another module.
Modules exchange data with each other. The exchange is performed in one of
two ways. A module can send a data package to another module, which the other
module then responds to with another data package. Alternatively a module
can modify the system state, which another module then reacts to. In both
cases the exchange changes the module states and can result in modifications of
the system state.

3.2

The Design

We design a testing environment for the modular software setup, where we use
an agent organization for formalizing the protocols of the system. Figure 1
shows the design with the setup and the testing environment.
The agents monitor the modules of the system and are responsible for ensuring that the modules conform to the common model. Each agent is assigned
to a module and we assume the agent to be knowledge based so that it builds
knowledge about the module by perceiving all data exchanges that the module
is involved in. The agent checks that the data exchanges do not violate orga143

nizational constraints that represent the common model for the system. The
constraints define a data model for the system state, and the allowed sequences
of data exchanges. The predicates in Table 1 show what an agent can perceive.
The agent keeps track of data exchanges and check they do not violate the
Table 1: Predicates of perception. The format of data depends on the applied
scenario.
Meaning
The module received data
from module m.
ModuleSent(data, m)
The module sent data to
module m.
ModuleCausedChange(Change)|Change ∈ The module caused a change
{Add(data), Remove(data), Modify(data)} in the system state, which
was either adding, removing
or changing data.
ModuleRead(data)
The module read data in the
system state.
Predicate
ModuleReceived(data, m)

common model.
An objective represents a system state that the agent should achieve, however
rather than doing actions on its own to achieve the system state, the agent
perceives the events for its module. The plans for solving objectives are given
side conditions that involve checking that the state as perceived by the agent
satisfies a model defined by organizational constraints. Thus solving an objective
requires the system state to match the organization model. Alternatively if the
state does not satisfy the model, the agent has a plan for reporting the violation
and the details surrounding it: what objective was supposed to be achieved
and what the perceived state was. The report can then be inspected after the
test. When the agent perceives that the module completes the current objective,
it then queries the organization for the next objective, thus checking that the
module conforms to the data exchange procedures.

4

Example Scenario: Staff Planning

Having presented our design, we apply it to an example scenario with modular
software for staff planning. We present the modules in this scenario, and our
implementation of the testing environment in Visual Prolog.
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Figure 2: Staff planning scenario.

Organizations can use staff planning software to create staff working schedules which satisfy the needs of the organization. The plan is created centrally,
taking into accord planned shifts, tasks, work regulations etc., and potentially
wishes submitted by employees. Newer generations of staff planning software
are implemented as distributed specialized modules that are deployed and run
as individual programs that communicate with each other. For example an employee may trade a shift with another employee using a mobile app, the trade is
then first automatically approved by an automated service running on a server
and later finally approved by a planner from the organization using a desktop
application. We consider a scenario with such a distributed staff planning system with specialized modules. Figure 2 shows the staff planning system and
Table 2 provides an overview of the modules in it.
Table 2: Modules in the staff planning scenario.
Module
Mobile app
Mobile app server
Desktop application

Tasks
View shifts, trade shifts
Retrieve shifts, register shift trades
Manage employees, approve shift trades

For this paper we consider the following sequences of data exchanges between
modules:
Viewing work schedule The employee mobile app sends a data package to
the mobile app server with info about the employee and the period to view.
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The mobile app server queries the database for data, gets a response, and
then sends a response data package to the mobile app.
Trading shifts between employees Assuming the employee has found a shift
and a colleague with a shift to request a trade with, the mobile app sends
a data package to the mobile app server with this info. The server then
registers the trade request in the database, and sends a response to the
mobile app that the trade request has been made. Using their the mobile
app, the colleague sends an accept of the trade request to the mobile app
server, which registers the trade acceptance and registers a request for
planner approval. Using the desktop planning module, the planner then
registers the trade approval in the database, which can then be seen by
the employees in their mobile app.
The first sequence consists of only data package exchanges, whereas the second sequence consists of both data package exchanges and modifications of the
system state.
The common data model that we assume for these data exchanges is shown in
Table 3. An employee is identified by a number n, employee(n), a shift is defined
as a triple with employee, start and end time, shift(employee(n), start, end), a
trade is a tuple with the two shifts to be traded, and a constant that shows the
status of the trade (either unchecked, approved, unapproved), trade(shift, shift,
status) where status ∈ {unchecked, approved, unapproved}.
Table 3: Common data model
Data element
employee(n)
shift(employee(n), start, end)
trade(shift, shift, status)

4.1

Meaning
An employee with ID n.
A shift starting at start and ending at end.
A trade of shifts with a given status.

Implementation

Given the aforementioned setup, we apply the design for implementing the
agents in Visual Prolog. In this section we describe how we apply the design and make the testing agent system in Visual Prolog as shown in Figure 3.
We implement an agent environment class, an agent organization class and a
module agent class.

146

Figure 3: Visual Prolog Testing Agent System.

4.1.1

Agent Environment

The environment class acts as an interface between the agents and the modules,
allowing the agents to monitor the data exchanges that the modules perform,
and it executes the actions of the agents. We do so by defining what beliefs and
goals the agents can have, what actions they can perform, and the outcome of
actions. The beliefs define the data exchanges agents can perceive. For the staff
scenario we define beliefs that match the common data model.
employee = emp ( integer ).
shiftInfo = shift ( integer Start , integer End ).
tradeStatus = unchecked ; approved ; unapproved .
data = employee ; shift ( shiftInfo ); tradeStatus ( tradeStatus ).
change = add ( data ); remove ( data ); modify ( data ).
s taffPlanBel ie f =
moduleReceiv ed ( data , string From );
moduleSent ( data , string To );
m od u le Ca u se d C h a n g e ( change );
moduleRead ( data );
moduleOK ;
moduleError ;
ready .

At any time an agent has one of two goals: either checking that their assigned
module completes a task, or reporting an error that has occurred. For the first
kind of goal we also define a type for the tasks of each module in the scenario.
mobi leMod ule T a sk =
showShifts ( integer Start , integer End );
registerTrade ( employee , shiftInfo , employee , shiftInfo );
acceptTrade ( employee , shiftInfo , employee , shiftInfo ).
pl ann erMo du l e T a s k =
approveTrade ( employee , shiftInfo , employee , shiftInfo ).
moduleTask =
mobileTask ( m o b i l e M od u l e T a s k );
plannerTask ( p l a n n e r M o d u l e T a s k ).
staffPlanGoal = m od ul eC o mp le te d ( moduleTask ); rep ort M od ule Erro r .
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The agents can perform either an OK action, which has no effect, or they can
perform a report action to report an error.
s taffPlanAct io n = moduleOK ; report ( string Error ).

4.1.2

Agent Organization

Next we set up the organization class where we define the objectives of the
modules and the protocols for exchanging data. With the role predicate we
define the initial objectives of each module and what other roles they communicate with. For the staff scenario, we leave out initial objectives for roles, as
each agent will have an initial objective for the test. Below statement says that
there is a mobile app module, which communicates with the mobile app server
module.
clauses
role ( mobileApp ,[] ,[ mo bi l eA pp Se r ve r ]).
role ( mobileAppServer ,[] ,[ mobileApp ]).
role ( plannerClient ,[] ,[]).

With the objectiveAchieved predicate we define what goals that a role should
achieve after completing a goal. For the staff scenario we use it to define the
sequence of data exchanges for trading shifts, which involves multiple modules
taking turns exchanging data. For example below statement says that when a
shift trade has been registered in the mobile app, it should be followed by an
acceptance of the trade.
clauses
o b je c tiv e Ac h i e v e d (_ , mobileApp ,
modul eC omp le te d ( mobileTask (
registerTrade ( Emp1 , Shift1 , Emp2 , Shift2 )))) =
[ moduleCom pl e te d ( mobileTask (
acceptTrade ( Emp1 , Shift1 , Emp2 , Shift2 )))] : - !.
o b je c tiv e Ac h i e v e d (_ , mobileApp ,
modul eC omp le te d ( mobileTask (
acceptTrade ( Emp1 , Shift1 , Emp2 , Shift2 )))) =
[ moduleCom pl e te d ( plannerTask ( approveTrade ( Emp1 , Shift1 ,
Emp2 , Shift2 )))] : -!.
o b je c tiv e Ac h i e v e d (_ ,_ , _ ) = [].

With the canPerform predicate we make it so the OK action is only true if the
system state complies with the common data model. If it is not true, an agent
cannot perform the OK action and thus has to change plan and perform report
actions. For the purpose of this paper, canPerform simply checks that there is
no registered shift with an end-time before the start-time.
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clauses
canPerform (_ ,_ , moduleOK ) : systemState : hasShift (_ , ShiftInfo ) ,
ShiftInfo = shift ( Start , End ) ,
End < Start , ! , fail .

4.1.3

Agent Behavior

Next we define the testing agents. An agent perceives the data exchanges that
its assigned module performs, and so we define how it handles these percepts and
recognizes errors. The agent records the data exchanges for reporting purposes
in case an error occurs.
clauses
perceived ( moduleR eceived ( Data , Module )) : insert ( moduleR eceived ( Data , Module )).
perceived ( moduleSent ( Data , Module )) : insert ( moduleSent ( Data , Module )).
perceived ( m o d u l e C a u s e d C h a n g e ( Change )) : insert ( m od u l e C a u s e d C h a n g e ( Change )).
perceived ( moduleRead ( Data )) : insert ( moduleRead ( Data )).
perceived ( P ) : syncout :: writef (" Agent \% perceived \%" , name , P ).

The agent continuously attempts to perform OK actions, as long as it believes
the module to work. After executing an OK action, it checks if the objective has
been achieved. Using the expected sequences defined by the organization, the
agent tests that the module performs the expected data exchanges. An action
can fail if the canPerform predicate does not succeed, which means that the
current system state does not conform with the data model as defined by the
organization. In this case the agent no longer believes the module works and
creates a report, listing the data exchanges that the module has performed.
clauses
decide () = m o du le Co m pl et e d ( Task ) : believes ( moduleOK ) , intention (I , _ ) ,
I = moduleC om p le te d ( Task ).
decide () = r e p o r t M o d u l e E r r o r : believes ( moduleError ).
clauses
hasFailed (_ , _ ) : - delete ( moduleOK ) , insert ( moduleError ).
clauses
isAchieved ( m o du le Co m pl et ed ( mobileTask ( showShifts (_ , _ )))) : believes ( B ) ,
B = moduleRec eived ( shift ( _ ) , m o b i l e A p p S e r v e r M o d u l e ).
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clauses
plan ( module C om pl e te d ( mobileTask ( showShifts (_ , _ )))) =
[ perform ( moduleOK )].
plan ( r epo rt M o d u l e E r r o r ) = [ perform ( report ( Error ))] : Error = dumpBeliefs ().

4.1.4

Initialization

Finally we set up the execution of the testing environment, instantiating the
environment class, the organization class and an agent class for each module in
the scenario. As the environment acts as the interface between modules and
agents, we attach the agents to the modules through the environment.

5

Discussion

We have shown an implementation in Visual Prolog that applies the design
for making a testing environment for a modular software system using agents
and organizations. Although the code compiles and can run there are some
shortcomings that must be addressed for it to be operational. We discuss these
shortcomings but also advantages of our approach, including the relevance for
agent-oriented software engineering in general.
The declarative style of the Visual Prolog language is suited for programming
agents. ViPAF extends the existing concepts of goals and predicates to agent intentions, beliefs and desires. As we showed in the staff planning scenario, we can
implement the design and scenario using concepts that closely resemble those
of the descriptions. Using an organization we can maintain a common system
model in a single class which the agents can then consult to check that their
assigned module behaves according to the common model. Our goal with this
design is to enable debugging for errors that happen due to inconsistencies between how a module behaves and how it is expected to behave from a system perspective. We implemented this design by using the role, objectiveAchieved
and canPerform predicates, which define what goals a module is supposed to
achieve, what sequences of data exchanges are allowed, and what actions a module should be able to perform. An interesting potential extension could be to
make the agents use their organizational knowledge about the system to come
up with test cases, further exploiting the declarative style of agent-oriented programming. Debugging and understanding how agent behavior can cause errors
at a system level is a difficult challenge in engineering agent-oriented software,
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and our approach using organizations could potentially be extended and applied
for this purpose.
At the time of writing, the modules in the implemented scenario are not separate
applications that are integrated with the multi-agent system. In order to achieve
our goal the agents should be able to integrate with a system of heterogeneous
modules. Although it is important to address this issue, we do not see it as a
major obstacle. A possible solution could be to make the multi-agent system a
network layer in between the modules and the databases.
In the implementation, we set up a test of viewing shifts. Setting up a test
requires a deep understanding of ViPAF, as it is necessary to write code in both
the agent, environment, organization and execution classes. If more parts of the
implementation can be generalized, it would reduce the amount of code that
needs to be written for a single test.
The reports that an agent can generate are based on the data exchanges it
perceives. Currently the reports only describe what data exchanges that the
agent perceived but not the details that we envisioned in the design.
Although the implementation uses concepts that resemble those envisioned in
the design, the way we check that the system state satisfies the common data
model differs between the design and the implementation. In the design, the
agent checks that its perceived state satisfies a model defined by the organization. In Visual Prolog the organization checks that the system state satisfies
the model. To make the implementation match the design further, we could
use more established models for organizations. The current one we use offers
implementations of basic concepts inspired by OperA [8], and these could be extended and improved upon. Alternatively the MOISE+ model [11, 10], which is
the basis for the JaCaMo-platform, could be considered. By using a framework
with a formal meta-model for the organization, we could use the meta-model in
the design.

6

Related Work

Testing that a system conforms to a specified protocol is the goal of conformance
testing, which is a non-functional testing method. We have positioned our
testing method in the context of functional testing but our work is indeed also
related to conformance testing. For example [4, 15] derive testing suites for
software systems based on Finite State Machines (FSMs) and formally specified
protocols. They test the compliance of implementations of the protocol. The
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reason for using FSMs is that software systems are often reactive, making FSMs
a reasonable choice for the model. We use an agent based model which allows us
to define the protocol in a declarative way, not defining the individual allowed
transitions but rather types of allowed transitions and aim at testing computer
software rather than abstract machines. In addition our work relates to runtime
verification for which there are also agent based approaches for verification of
multi-agent systems [3, 1]. These use agents as testing tools for multi-agent
systems, where we aim to use agents as testing tools for distributed systems in
general. The idea of using BDI agents for testing distributed systems has also
been explored previously [12, 2] and so our focus on using agent organizations
can be seen as an extension of such work.
In this paper we used agent programming to make a testing environment for
testing a modular software system. Testing is useful for checking that a subset
of cases work as intended but it does not necessarily cover all cases. Bordini et.
al. [5] presented an algorithm for formally verifying agent programs based on
program slicing, which Winikoff et. al. [16] later improved upon. Formal verification provides mathematically sound proofs of correctness properties which
is stronger than showing that certain cases are correct. An advantage of testing cases is that they are performed with the same code as the actual system,
whereas formal verification is typically performed with a separate mathematical model. Further work on formally verified programming may address this
eventually but at present time the work on verified agent programming is rather
limited.
The Visual Prolog agent programming library that we use features a simple
model for implementing agent organizations. Larger agent programming platforms such as JaCaMo offers more mature technologies, based on advanced
formal meta-models, for implementing agent organizations. These are useful
for developing very advanced agent systems, for example Ciortea et. al. used
JaCaMo to develop a system of manufacturing agents where roles and responsibilities are adjusted dynamically to fit the situation [7]. The advantage of
using the Visual Prolog agent programming library is that it extends existing
concepts of Visual Prolog, and enables use of existing Visual Prolog debugging
tools, thus addressing some of the challenges that were brought up at the EMAS
2018 workshop to develop agent-oriented programming languages [13].

7

Conclusion

Our goal with using agents for testing modular systems is to facilitate use of
system designs, which define how the modules are intended to behave at a sys-
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tem level, in the tests. Each module in the system are assigned an agent that
perceives the data exchanges its module is involved in. Using agent organizations we can specify in a centralized way the intended behavior in form of
organizational concepts. Agents can then monitor the modules and detect inconsistencies between the model and the actual system. Summing up we have
achieved the following:
• We have presented a design for testing modular software systems. The design is declarative and is based on multi-agent systems and organizations.
• We have shown how we apply the design for an example scenario with a
staff planning system, implementing the scenario using Visual Prolog and
ViPAF.
• We have discussed the design based on the implementation.
In our discussion we have highlighted the advantage that the implementation in
Visual Prolog uses concepts that are similar to those in the design and scenario.
We discussed the possibility of an extension where agents could use their organizational knowledge to come up with new test cases. We argue that the approach
of using organizations could also be extended for debugging in agent-oriented
software engineering. We have discussed shortcomings of the implementation as
well. The modules in the scenario are not separate applications that are integrated with the testing environment. We do not consider this a major obstacle
though and discussed a possible solution for this issue. More work could also
be done to decrease the required knowledge of ViPAF in order to set up a new
test. The generated error reports should be extended to include the details we
have envisioned in our design. We can also make improvements to the design,
for example by using an established formal meta-model for the organization.
Future work includes addressing the above issues and experimenting further
with actual modular software systems.
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Abstract. With regard to context-aware systems: some optimize system-internal processes, based on the context state at hand; others maximize the
user-perceived effectiveness of delivered services, by providing different
service variants depending on the situation of the user; still others are about
offering value-sensitivity when the society demands so. Even though those
three perspectives cover a broad range of currently relevant applications
there are no widely accepted and commonly used corresponding concepts
and terms. This is an obstacle to broadly understand, effectively integrate,
and adequately assess such systems. We address this problem, by considering a (component-based) methodological derivation of technical (software)
specifications based on underlying enterprise models. That is because context states are about the enterprise environment of a (software) system while
the delivery of context-aware services is about technical (software) functionalities; hence, we need a perspective on both. We consider the SDBC (Software Derived from Business Components) approach that brings together enterprise modeling and software specification. On that basis: (a) We deliver
a base context-awareness conceptualization; (b) We partially align it to agent
technology because adapting behaviors to environments assumes some kind
of pro-activity that is only fully covered by agent systems, in our view. We
partially illustrate our proposed conceptualization and particularly - the
agent technology implications, by means of a case example featuring land
border security.
Keywords: Modeling; System design; Context-awareness; SDBC;
AORTA
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1

Introduction

Whenever a group of entities collectively realize a goal, we consider them to belong to a system [17]. An adaptable system has the ability to adjust to new
conditions [8]. We argue that an essential feature of adaptable systems is context-awareness [22] – this is adjusting the system behavior depending on the
situation at hand (context state). Our observation is that context-aware systems are all about adjusting “something” to the context state; however, what is
adjusted differs: (i) Some context-aware systems optimize system-internal processes based on the context state at hand [3,12], for example: regulating the electro-consumption of home appliances for the sake of keeping the overall building
consumption within some boundaries. (ii) Other context-aware systems maximize
the user-perceived effectiveness of delivered services, by providing different service variants depending on the situation of the user [1], for example: treating a
distantly monitored patient in one way when his/her condition is normal and in
another way in case of emergency. (iii) Still other context-aware systems are about
offering value-sensitivity when the society demands so [7], for example: in the case
of supporting judiciary processes, different levels of transparency are to be provided to different categories of stakeholders. Not claiming exhaustiveness, we argue that those three context-awareness perspectives cover a broad range of currently relevant applications, while corresponding system categorizations are observed to be missing in literature, especially as it concerns real-life (business) processes. Hence, we propose and elaborate (in the following section) the above categorization.
Further, there are no widely accepted and commonly used concepts and terms
with respect to (i), (ii), and (iii). This is considered to be an obstacle with regard to
broadly understanding, effectively integrating, and adequately assessing such systems. We address this problem, by taking a (component-based-) technical / software design perspective, assuming a desired methodological derivation of the
technical (software) specifications on the basis of underlying enterprise models. That is because context states are about the enterprise environment of a (software) system while the delivery of context-aware services is about
technical (software) functionalities; hence, we need a perspective on both. Stepping
on previous work, we consider the SDBC (Software Derived from Business
Components) approach that brings together enterprise modeling and software
specification [17,18,20]. On that basis:
• We deliver a base context-awareness conceptualization (inspired by the current
discussion and the analysis carried out in Section 2) that is claimed to hold for
all (i), (ii), and (iii).
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• We partially align that conceptualization to agent technology [11,27] because
adapting behaviors to environments is considered to assume some kind of proactivity that is only fully covered by agent systems, in our view.
We partially illustrate our proposed conceptualization and particularly - the
agent technology implications, by means of a case example featuring land border security.
The remaining of the current paper is organized as follows: Section 2 elaborates
and discusses the above-mentioned context-awareness perspectives (optimizing internal processes, maximizing the user-perceived effectiveness, being value-sensitive). In Section 3, we: (a) briefly outline the SDBC approach that gives the general
methodological guidelines we follow; (b) elicit (in line with SDBC) the base context-awareness system concepts, referring to the analysis in Section 2; (c) enrich
those concepts from the AORTA (agent-technology) perspective; (d) distill on that
basis a meta-model that is considered a key contribution of this paper and propose
guidelines refinements. Assuming the SDBC methodological guidelines and referring to a real-life case study that is featuring the usage of drones in support of land
border security, we partially illustrate in Section 4 the meta-model and the AORTA
framework influence, emphasizing the applicability with regard to all three categories of context-aware systems, as discussed above. We justify the adequacy of the
delivered contribution in Section 5, by analyzing related work. Finally, in Section
6 we conclude the paper.

2

System Behavior Perspectives

Referring to the notions considered in the Introduction, we will firstly elaborate on
the context-driven optimization of system-internal processes (Sub-section 2.1),
secondly – on the context-driven maximization of the user-perceived effectiveness
(Sub-section 2.2), and finally, on the context-driven value-sensitivity (Sub-section
2.3). It is often that the context-awareness is enabled by sensor technology [21]
allowing to “know” what is happening around; alternatively, there should be other
ways of “sensing” the environment [1]. As it concerns (i), (ii), and (iii) - see the
previous section - this counts for all of them. Further, considering the essence of
their underlying system behaviors, we use the following labels: SELFMANAGING CONTEXT-AWARE SYSTEM for (i); USER-DRIVEN
CONTEXT-AWARE SYSTEM for (ii), and VALUE-SENSITIVE CONTEXTAWARE SYSTEM for (iii). Finally, even though most often context-aware systems are “sensitive” to changes in the system environment, it is also possible that
the “sensitivity” is towards internal issues (things happening inside the system (not
in the environment) may trigger either internal optimizations, or changes in the
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services delivered to the user, or a reconsideration of the “covered” values). In this
paper, we are not restrictive with regard to the “sensitivity” (whether it concerns
the system or the environment).
2.1

Self-Managing Context-Aware Systems (SMCAS)

SMCAS’ context-awareness is directed towards internal (system) optimization purposes [16]. Such autonomic solutions [12] are proposed as a way to
reduce the cost of maintaining complex systems, and to increase the human ability
to manage these systems properly, by automating (part of) their working. In essence, self-managing system can be characterized by a feedback loop mechanism that allows them to optimize their working based on input from the environment. For the basic feedback loop, the system receives input from the environment (monitor) and can change its behavior which in turn has an effect on the environment (effector). In Autonomic Computing [10] this basic loop is extended
into four components, resulting in the MAPE Cycle, see Figure 1 (left). Next to the
“monitor” and “effector” phases, the system internally has an analyze phase that
processes environmental input and a plan phase that changes the internal and external working of the system.
Taking this one step further, an autonomic system can manage another system (the managed system) by placing it in the MAPE Cycle as shown in Figure
3 (right). Placed in such a configuration, the autonomic and managed systems together form a SELF-MANAGING SYSTEM or self-adaptive system [14].
system
analyze

SELF-MANAGING SYSTEM

plan

autonomic system
analyze

monitor

effector

monitor

environment

plan

effector

managed system

Fig. 1. Monitor-Analyze-Plan-Effect (MAPE) cycle (left); A managed system and an autonomic system that together form a self-managing system (right)

Internally self-managing systems optimize their behavior based on inputs to and
outputs from the managed system. Such state updates can range from simple ifthen rules (for example: if the temperature is below zero degrees, then pre-heat
the car) to more sophisticated approaches such as those based on machine learning techniques (e.g., neural networks or inference engines that determine the best
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action based on a large internal knowledge base). Thus, the main objective of
self-managing systems is to optimize their internal working based on inputs
from the environments.
2.2

User-Driven Context-Aware Systems (UDCAS)

The UDCAS’ context-awareness is directed towards the maximization of the
external (user) satisfaction [1]. Hence, such systems should be able to: (i)
identify the situation of the user (possibly through sensors); (ii) deliver a service to
the user, that is suited for the particular situation, as illustrated in Figure 2 (left).
As it is seen from the figure, a service is delivered to the user and the user is
considered within his or her context, such that the service is adapted on the basis
of the context state (or situation) the user finds himself / herself in. That state is to
be somehow sensed and often technical devices, such as sensors, are used for this
purpose. UDCAS actually deliver services to the user by means of ICT (Information and Communication Technology) applications [17] (applications, for
short). Hence, unlike “traditional” applications assuming that users would have
common requirements independent of their context, user-driven context-aware applications are capable of adapting their behavior to the situation
of the user (this is especially relevant to services delivered via mobile devices).
Hence, such applications are, to a greater or lesser extent, aware of the user
context situation (for example, user is at home, user is traveling) and provide the desirable services corresponding to the situation at
hand. This quality points also to another related characteristic, namely that user-

driven context-aware applications must be able to capture or be informed about
information on the context of users, preferably without effort and conscious acts from the user part [18]. Hence, a basic assumption underlying
the development of user-driven context-aware applications is that user needs
are not static, however partially dependent on the particular situation the user
finds himself / herself in, as already mentioned. For example, depending on his /
her current location, time, activity, social environment, environmental properties,
or physiological properties, the user may have different interests, preferences, or
needs with respect to the services that can be provided by applications.
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USER-DRIVEN SYSTEM
user situations (context states)

…

UDCAS

…
system behavior variants

Fig. 2. The UDCAS vision (inspired by [18,22]): a schematic representation (left); Context-states-driven system behavior variants (right)

User-driven context-aware applications are thus primarily motivated by their
potential to increase the user-perceived effectiveness, i.e. to

provide services that better suit the needs of the user, by taking account of the user
situation. We refer to the collection of parameters that determine the situation of a
user, and which are relevant for the application in pursue of user-perceived effectiveness, as user context, or context for short, in accordance to definitions found
in literature [5].
Finally, UDCAS are hence about delivering behavior variants to corresponding user situations (context states), as illustrated by Figure 2 (right). The
idea is that for each context state, the system has a behavior variant. Nevertheless,
this would not be always realistic because if the possible context states are too
many (for example: tens or hundreds), the effort for “preparing” (at design time)
behavior variants would be huge. For this reason, statistical data analysis and
probability studies are needed, as studied in [17], for establishing the context
states of high occurrence probability (for example, during a normal
working day, an employee would most probably be either at work or at home, or
traveling, and it is not very likely that the employee is somewhere else, especially
during day hours). Hence all other (possibly hundreds) low probability context
states would not need to be addressed at design time; instead, a “collecting” context
state (for example, labelled: OTHER) may be considered at design time, assuming
a more generic behavior algorithm, such that the behavior is “tuned” at real time
(possibly in a rule-based way). This would of course lead to lower quality-of-service which is nevertheless justified since it would be very rare that the OTHER
behavior variant is triggered. Thus, this is a matter of “trade-off” between qualityof-service and resources.
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2.3

Value-Sensitive Context-Aware Systems (VSCAS)

VSCAS’ context-awareness is directed towards a sensitivity to public
values [7]. Public values (values for short) like privacy and data protection,
security, accountability, integrity and provenance, and sustainable data storage,
often need to be incorporated in the functionalities of information systems. Hence,
the first question to be answered is: How do values relate to requirements (we mean
particularly non-functional requirements because values are essentially non-functional)? In answering this question, we refer to [19] who argue that values are desires of the general public (or public institutions / organizations that claim to represent the general public), that are about properties considered societally valuable,
such as respecting the privacy of citizens or prohibiting polluting activities. Even
though values are to be broadly accepted (that is why they are public), they may
concern individuals (for example: considering privacy). Hence, put broadly, values
concern the societal expectations with regard to the way services should be delivered and with regard to the above question: values are desires or goals, not requirements. Values are abstract and not directly related to an enterprise or software system, as opposed to requirements. Moreover, values are construct by and for society
and not by and for the enterprise domain in which a specific system will be used.
Those domains may overlap but are not the same. Values that are adopted as goals
by an enterprise would therefore impact the requirements on a system that the enterprise wants to introduce in order to realize its goals. For this reason, the impact
of values cannot be limited to non-functional requirements. It is therefore considered important to clearly distinguish values from requirements and acknowledge
the limitations of requirements engineering with regard to the development of
value-sensitive (software) systems.
Hence, the development of systems should take into account the objective, the
user needs, but also the operating and societal context. In this way values can be
used as a guidance for making choices when developing systems; looking at possible tensions among values is an issue as well. Thus, we have identified challenges
in several directions:
Firstly, values are normative by nature and different stakeholders might prefer
different values; also, values might differ among countries and cultures.
Secondly, even though different societies may agree on a value at high-level,
their cultural and other differences may “push” for different value “realizations”.
This may result in different operationalizations and implementations of the same
value.
Thirdly, values may be conflicting to each other (for example: fulfilling two
values at the same time may be impossible). Searching for criminals might lead to
violating the privacy of innocent people, for example.
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Thus, in considering VSCAS, it is important to be aware that different context states may assume the consideration of different values,
which in turn would mean different system functionality variants.
Nevertheless, this goes beyond a mapping just between values and non-functional
requirements and would assume a broader consideration of the software functionalities specification.
Overall: computing power becomes larger, wireless telecommunications are
advancing, and sensor technology is developing fast [17]; this allows for ubiquitous
network connectivity and numerous capabilities of smart devices, as a basis for
developments in several directions: (a) Systems that are traditionally
designed for one specific situation and task can be augmented
to become “smarter”, being able to operate in complex environments. (b) Systems are empowered to “sense” what is going on
inside them and also what is going on with the end user while
(s)he is utilizing corresponding services. This concerns the system-

internal processes, the way services are delivered to users, and the way values are
considered, as discussed in the current section. In the following section, we will
present our proposed way of modeling context-aware systems, taking into account
those three system behavior perspectives.

3

Proposed Modeling and Design

Furthering previous work, we consider SDBC (see Section 1) as the approach of
choice (generally) because of several reasons: its strengths in aligning enterprise
modeling and software specifications, its component-orientation and support for
re-use, and its previous use for specifying context-aware and privacy-sensitive systems [17,18,20]. We will thus briefly introduce SDBC in this section. We will then
present the main concepts we consider, making sure that they are consistent with
SDBC and relevant to the three categories of context-aware systems, as considered
in the previous section; we will also provide a conceptual enrichment from an
agent-technology perspective (see Section 1). We will then reflect this in a metamodel derived accordingly. And in the end, we will narrow the design scope (in
the above context) to only touch upon issues that concern the key features of the
considered three categories of context-aware systems.
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3.1

SDBC

SDBC is an approach (consistent with MDA [15]) that is focused on the derivation
of software specification models on the basis of corresponding (re-usable) enterprise models. SDBC is based on three key ideas: (i) The software system-to-be is
considered in its enterprise context, which means that the software specification
models are to stem from corresponding enterprise models; this means in turn that
a deep understanding is needed on real-life (enterprise-level) processes, corresponding roles, behavior patterns, and so on. (ii) By bringing together two disciplines (enterprise engineering and software engineering), SDBC pushes for applying social theories in addressing enterprise-engineering-related tasks and for applying computing paradigms in addressing software-engineering-related tasks, and
also for integrating the two, by means of sound methodological guidelines. (iii)
Acknowledging the value of re-use in current software development, SDBC pushes
for the identification of re-usable (generic) enterprise engineering building blocks
whose models could be reflected accordingly in corresponding software specification models. We refer to [17] for information on SDBC and we are reflecting the
SDBC outline in Figure 3.

Fig. 3. SDBC - outline (Source: [20], p. 48)

As the figure suggests, there are two SDBC modeling milestones, namely enterprise modeling (first milestone) and software specification (second
milestone). The first milestone has as input a case briefing (the initial (textual) information based on which the software development is to start) and the so called
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domain-imposed requirements (those are the domain regulations to which the software system-to-be should conform). Based on such an input, an analysis should
follow, aiming at structuring the information, identifying missing information, and
so on. This is to be followed by the identification (supported by corresponding social theories) of enterprise modeling entities and their inter-relations. Then, the
causalities concerning those inter-relations need to be modeled, such that we know
what is required in order for something else to happen [23]. On that basis, the dynamics (the entities’ behavior) is to be considered, featured by transactions [17].
This all leads to the creation of enterprise models that are elaborated in terms of
composition, structure, and dynamics (all this pointing also to corresponding data
aspects) – they could either “feed” further software specifications and/or be
“stored” for further use by enterprise engineers. Such enterprise models could possibly be reflected in corresponding business coMponents (models of business
components [17]). Next to that, re-visiting such models could possibly inspire enterprise re-design activities, as shown in Figure 3.
Furthermore, the second milestone uses as input the enterprise model (see
above) and the so called user-defined requirements (those requirements reflect the
demands of the (future) users of the software system-to-be towards its functioning).
That input “feeds” the derivation of a use case model featuring the software
system-to-be. Such a software specification starting point is not only consistent
with the Rational Unified Process - RUP [13] and the Unified Modeling
Language – UML [25] but is also considered to be broadly accepted beyond RUPUML [17]. The use cases are then elaborated, inspired by studies of Cockburn [4]
and Shishkov [17], such that software behavior models and classification can be
derived accordingly. The output is a software specification model adequately elaborated in terms of statics and dynamics. Applying de-composition, such a model
can be reflected in corresponding software components, as shown in the figure.
Such an output could be inspiration for proposing in the future software re-designs,
possibly addressing new requirements.
Further, in bringing together the first milestone of SDBC and the second one,
we need to be aware of possible granularity mismatches. The enterprise modeling
is featuring business processes and corresponding business coMponents but this is
not necessarily the level of granularity concerning the software components of the
system-to-be. With this in mind, an ICT application is considered as matching
the granularity level of a business component – an ICT application is an implemented software product realizing a particular functionality for the benefit of entities that are part of the composition of an enterprise system and/or a (corresponding) enterprise information system. Thus the label software specification
model, as presented in Figure 3, corresponds to a particular ICT application being
specified. Software components in turn are viewed as implemented pieces of
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software, which represent parts of an ICT application, and which collaborate
among each other driven by the goal of realizing the functionality of the application
(functionally, a software component is a part of an ICT application, which is selfcontained, customizable, and composable, possessing a clearly defined function
and interfaces to the other parts of the application, and which can also be deployed
independently). Hence: a software coMponent is a conceptual specification
model of a software component; the second SDBC milestone is about the identification of software coMponents and corresponding software components.
3.2

Conceptualization

In this sub-section, we will firstly consider the basic concepts aligned with SDBC
and the system behavior perspectives, as considered in the previous section.
BASIC CONCEPTS (GENERAL)
SYSTEM: A collection of elements possibly interacting with each other, driven by the
purpose of delivering a service to another entity or group of entities.
SUB-SYSTEM: A system part identified based on a functional decomposition with regard to the system (hence, a system can optimize itself, by optimizing corresponding subsystems).
ENVIRONMENT: Anything not belonging to a system belongs to the system environment
Part of the environment concerns those environmental entities that are assumed
to have some interaction with the system.
ENTITIES: Composition elements with regard to a system / environment
- Human vs Artificial entities;
- Passive (a passive entity is an entity that only performs actions when another
entity
interacts with it) vs Autonomous (an autonomous entity is an entity that performs
actions on its own initiative) entities;
- Sensing (capturing context data in support of the system’s service delivery) vs
Actuator (causing changes in the environment on behalf of the system) entities.
ROLE: The state of carrying out certain objectives
- The entity-role combination is labelled “actor-role”.
ACTOR: An autonomous entity that can enact a role.
USER: An actor that the system services.
ACTION: Something done by an entity
- A sequence of actions, occurring between two entities that are collaborating
in
support of the service delivery, is labelled “inter-action”.
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OBJECTIVE: The motive behind the service delivery.
REGULATIONS: Reflection of the existing norms that have impact on the service delivery, prescribing what is allowed in some situations, forbidden in others, and so on.
VALUES: Reflection of the public perception towards what is important regarding the
service delivered by the systems*
* We address values that are shared among environmental human entities.
BASIC CONCEPTS (FEATURING SYSTEM ADAPTATION DIMENSIONS)
SELF-MANAGING BEHAVIOR: Context-driven enforcement of syst.-internal optimizations.

USER-DRIVEN BEHAVIOR: Context-driven service adaptation based on the user situation.
VALUE-SENSITIVITY: Service adaptation inspired by values, delivered through the
operationalization of values.

Wishing to enrich those concepts from an agent-technology perspective (see the
Introduction) AORTA is partially considered as a meta-model for enabling
agents to perform organizational reasoning based on the OperA model
[6] for agent organizations [11]. Organizational reasoning enables an agent to
identify the objectives it is expected to solve, the other agents that it depends on
for solving those objective, and whether an action is permitted, obliged, allowed or
forbidden. In doing so the social expectations are made explicit through the
AORTA concepts, which is considered an advantage when creating and reiterating
the design of agents. Those concepts are shown below in the form of logical predicates:
CONCEPT

MEANING

role(Role, Objs)

Role is the name of a role and Objs is a set of main objectives of that role.

obj(Obj, SubObjs)

Obj is an objective that has SubObjs as a set of sub-objectives.

dep(Role_1, Role_2, Obj)

Role_1 depends on Role_2 in order to complete Obj.

rea(Ag, Role)

Agent Ag enacts Role.

cond(Role, Obj, Deadline,
Cond)
obl(Ag, Role, Obj, Deadline)

When the condition Cond holds, Role is obliged to complete Obj before the objective Deadline.
Agent Ag is obliged to enact Role to complete Obj before Deadline.
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viol(Ag, Role, Obj)

Agent Ag enacting Role has violated the obligation to
complete Obj.

A role defines a role in the organization, and the primary objectives associated
with that role. By enacting a role, an agent announces to other agents in the organization that it takes upon itself that role and thus that other agents can expect it
to work towards solving the objectives associated with that role. It is also possible
to make an explicit notion for how an objective can be decomposed into sub-objectives, and how a role may depend on other roles to solve an objective. Finally,
normative statements are supported that define conditions on how agents should
solve an objective in a certain context.
AORTA divides organizational reasoning into three phases: obligation
check (OC), option generation (OPG) and action execution (AE). In the OC-phase
the agent uses its beliefs to check if obligations are activated, satisfied or violated,
and updates its beliefs accordingly. Following that it generates possible organizational options in the OPG-phase, which it then considers in the AE-phase when
deliberating an action. Figure 4 visualizes such a reasoning “component”.
organizational component
organizational beliefs
OC

OPG

AE

Fig. 4. Reasoning component

Further, in specializing some of the basic concepts (see above) from an agenttechnology perspective (consistent with AORTA), we consider the following:
• Autonomy: agents operate without the direct intervention of humans or
others, and have some kind of control of their actions and internal state;
• Social “ability”: agents interact with other agents (and possible humans)
via some kind of agent communication language;
• Reactivity: agents perceive their environment (which may be the physical
world, a user via a graphical user interface, a collection of other agents,
the Internet, or perhaps all of those combined), and respond in a timely
fashion to changes that occur in it;
• Pro-activeness: agents do not simply act in response to their environment,
they are also capable of exhibiting goal-driven behavior, by taking the
initiative.
Hence, we define an agent as an entity that is capable of operating
autonomously, interacting with other agents, perceiving and
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reacting to changes in the environment, and taking actions
toward solving an objective.
Next to that, it is considered common to have agent systems where an agent

represents a larger group of agents; such an agent is often tasked with coordinating
the other agents in the group (such tasks can be captured with the notions of role
and objective, with agents enacting roles). Thus, by applying the agent concept,
we could conveniently capture the notions of autonomy, social ability, reactivity
and pro-activeness that we find useful with regard to the challenge of modeling
complex (context-aware) systems where it is not straightforward understanding
how every system part works in detail.
Finally, we present below the enrichment (from an agent-technology perspective) with regard to the basic concepts that were presented above:
SYSTEM: A system is represented through the notion of an agent that enacts a designated
system role. The role specifies the objectives (obj) of the system, reflecting its purpose.
These objectives can be decomposed into sub-objectives by obj-statements. We decompose the objective of the system into sub-objectives, matching the objectives of the subsystems. We show the dependencies (dep) between the system and its sub-systems by
dep-statements.
SUB-SYSTEM: We represent individual sub-systems by agents enacting roles, specifying the sub-objectives of the system that they address. We also make explicit the dependency between the system and its sub-systems by dep-statements.
ENVIRONMENT: We represent the parts of the environment that we assume interact
with the system by agents. An environmental agent may enact a role, meaning that
the system can expect it to carry out a certain objective, but this is not required.
ENTITIES: Inspired by the agent notion as considered in [Wolldr95], we represent entities in general by agents and roles
- human vs artificial entities – no distinction; an agent can represent a
human and implement a human behavior model but from a model perspective, human and artificial agents are indistinguishable;
- passive vs autonomous entities; agents that implement proactive behavior models are inherently capable of autonomous behavior, whereas agents
that implement reactive behavior models are suited for representing passive
entities;
- sensing vs actuator entities; we have roles dedicated to sensing and
actuator such that we represent these entities by agents enacting those roles.
ROLE and ACTOR-ROLE: We represent roles and their designated objectives by rolestatements, and the entity-role combination by rea-statements, stating that an agent enacts a role.
ACTOR: We represent an actor by its designated agent.
USER: The user is a specific agent that plays the role of user. For context-aware systems,
the system agent depends on the user to deliver its service and for gaining feedback. The
user role may have certain objectives but this is not required.
ACTION and INTERACTION: An agent is capable of performing actions, and in the
OPG-phase, it generates options based on its beliefs. It then deliberates the action to take
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in the AE-phase. We represent the concept interaction by dep-statements, meaning that
multiple agents are collaborating in solving an objective.
OBJECTIVE: We represent objectives primarily by role- and obj- statements.
REGULATIONS: We represent regulations by condition statements, stating situations
where obligations to carry out objectives get activated. In the OC-phase, the agent updates
itself for current active obligations and violated obligations with obl- and viol- statements.
VALUES: Values are reflected in the regulations expressed by cond-predicates.

3.3

Proposed Meta-Model

After having introduced our concepts (in synch with SDBC), we have derived a
meta-model accordingly, considered a key contribution of the current paper. The
meta-model is presented in Figure 5, using the notations of UML – Class Diagram
[25].
As it is seen in the figure, we consider a system and its environment. Both
are composed of numerous entities which in turn can be components (non proactive) or agents (pro-active and intelligent). One entity (an agent, for example)
can enact many different roles (and in this research, we limit ourselves to four
role categories, namely: user, sensor, actuator, and processor) that are restricted by corresponding rules and are subject of regulations. A regulation in turn
is composed of many rules and is affecting not only the roles but the system as a
whole.

Fig. 5. Proposed meta-model

Since we are taking particularly an agent perspective, we consider it important
matching roles to their corresponding executing agents because

it is not for sure that anybody would have the right capabilities of fulfilling a role.
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With regard to what an agent is capable of doing, AORTA takes a discrete approach to capabilities: the capabilities of an agent are defined as
the set of states that an agent can achieve. More concretely, an
agent is defined as the tuple (α, MS, AR, F, C, µ) where α is the name of the agent,
MS is its “mental” state, AR are its rules of reasoning, F is a set of transitioning
functions (Action × MS → MS), C are its capabilities and µ is a “mailbox” for
incoming messages from and outgoing messages to other agents.
When considering a role enactment, an agent checks whether its capabilities
overlap the objectives of that role (if not, an enactment would be impossible). One
can split a role into two roles where one defines what objectives are expected of an
agent enacting the "partial" role and what is expected of an agent enacting the "full"
role.
As mentioned in the Introduction, we propose at the end of this section refined
guidelines (inspired by SDBC and the meta-model).
3.4

Refined Design Guidelines

In following SDBC (see Figure 3) and implementing the meta-model (see Figure
5), we propose refined design guidelines, and we limit ourselves only to considering the strengths of agent technology with regard to the three categories of contextaware systems addressed in the current paper.
The three system behavior perspectives (SMCAS, UDCAS, and VSCAS – see
Section 2) considered in combination, referring to the meta-model, inspires a proposed design vision; according to it, a system uses an AORTA Engine considered for doing all three things simultaneously, as it is illustrated in Figure 6.
As the figure suggests, the user is situated in the environment and the system uses sensors to receive info from the environment, including the user, and
actuators to manage sub-systems, realizing internal optimizations. The
AORTA Engine allows the system to conform to rules and regulations (regulations are encoded, reflecting the values the system should consider). The AORTA
Engine checks the input from the Analysis Engine to identify obligated, forbidden or allowed actions, and what organizational influence those actions have (enacting a role involves notifying other entities). The output is provided as input to
the Planner that in turn decides the action to be taken
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Fig. 6. A system combining features of SMCAS, UDCAS, and VSCAS

4

The Border Security Case

Unmanned aircraft (for example, drones) are a way to facilitate the surveillance
along land borders, as according to a case example considered in [21].
Goal DT

System D

User PO

SELF-MANAGING PERSPECTIVE
• power consumption optimization
• cam adjustments (to weather conditions)

Behavior

USER-DRIVEN PERSPECTIVE
• monitoring adjustments
• data processing

VALUE-SENSITIVITY PERSPECTIVE
• facial distance observation
• noise minimization

Fig. 7. Exemplifying the SMCAS, UDCAS, and VSCAS perspectives

Drones are capable of carrying and running infrared (and regular) surveillance
cameras and based on their input, scarce capacity can be allocated. The goal is to
find illegal activities. Despite drones’ advantages, there can be some unintended
effects: Drones can make noise and scare ordinary people who are passing the borders in a legitimate way, often at check-points; custom officials and/or police officers might be scared and/or disgraced by drones. Next to that, (video) recording
activities might be violating the privacy of people. Hence, it should be avoided
that: (i) drones come too close to legitimate activities; (ii) data that is not needed
is recorded and shared. This asks for balancing between the internal objectives of
finding illegal activities and the societal demands that are two-fold: it is needed to
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avoid drones getting too close to people and it is also needed to ensure their privacy.
We hence make the following explicit: (A) We do address SYSTEM D – a
drone system, featuring a drone flying over a border and supporting border police
officers; (B) System D is delivering services to USER PO – the border police officers who are patrolling the border; (C) The goal in context is: GOAL DT, featuring the detection of illegal activities in general (trespassers, in particular). This is
reflected in Figure 7.
As also seen from the figure, we have identified six case-specific behavior
lines, two per each of the system behavior perspectives:
[POWER CONSUMPTION OPTIMIZATION] [SMCAS PERSPECTIVE]: When a
drone is flying, it is exchanging information with the ground station – the drone is sending
sensor data to the station that is in turn generating instructions. Hence, it is at the ground
station where the flight is controlled such that it is guaranteed that the drone mission is
completed. This requires that the power consumption is optimized, such that the drone
has enough power to complete the mission and get back.
[CAM ADJUSTMENTS] [SMCAS PERSPECTIVE]: When a drone is flying, it counts
on its cameras, such that it is capable of adjusting its flight accordingly. Hence, those
cameras need to be adjusted when weather conditions change.
[MONITORING ADJUSTMENTS] [UDCAS PERSPECTIVE]: When a drone is flying,
it is realizing its mission to support border police officers (the “user”) and for this, it
should adjust its monitoring to mainly cover those areas that are not close to where police
officers are.
[DATA PROCESSING] [USCAS PERSPECTIVE]: When a drone is flying, raw sensor
data is processed by the drone itself and/or by the ground station, such that higher-level
context information is derived and delivered to border police officers.
[FACIAL DISTANCE OBSERVATION] [VSCAS PERSPECTIVE]: When a drone is
flying, it is to act in a privacy-sensitive way, which means that without explicit instructions, the drone should not (video) capture people’s facial information or if this happens,
the photo/video material should be blurred accordingly.
[NOISE MINIMIZATION] [VSCAS PERSPECTIVE]: When a drone is flying, it should
avoid noise-polluting residential environments, which means that if this wouldn’t be mission-critical, the drone should avoid approaching residential areas.

Acting adequately with regard to all those perspectives is considered important
because it wouldn’t be acceptable neither “sacrificing” the drone, nor compromising the mission, nor disregarding values. Nevertheless, it is sometimes impossible
to satisfy all this. For example: If from a SMCAS perspective, the drone should
immediately turn back (with indications of insufficient power to go on) but from a
UDCAS perspective, the drone should go on to approach an area of interest, then
what is the solution? Resolving such TENSIONS is considered non-trivial because
we argue that “universal rules” cannot work in cases like this. Thus, it is a matter
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of sophisticated prioritization to come to the “right” solution. If, for example, a
border control mission is on and a noise pollution is observed, then if the mission
is just a routine surveillance, probably the noise-pollution should be avoided but if
the mission is targeting trespassers, then the neighborhood silence may be sacrificed and for sure the residents would understand and appreciate such actions. For
this reason, the AORTA drone mission modeling is to be complemented by a “prioritization scheme” which is not shown in the current section, for the sake of brevity.
What we are demonstrating is the OVERALL model (simplified to what Figure
7 suggests) where all three perspectives are “super-imposed” (such that tensions
could be straightforwardly identified) – this is presented in Table 1.
Table 1: Exemplifying the overall behavior, by applying AORTA.

role(drone, {reportTrespassing(Trespasser, Location, Time), optimizeVision(Camera), optimizePower})
role(officer,{apprehend(Trespasser)})
obj(reportTrespassing(Trespasser, Location, Time), {patrol(Location,Time),
record(Trespasser, Location, Time)})
dep(drone, officer, reportToOfficer)})
dep(drone, camera, optimizeVision)})
cond(camera, lightSensing, optimizeVision, clearWeather /\ daytime)
cond(camera, darknessSensing, optimizeVision, cloudyWeather)
cond(drone, keepDistance, record, recordingFace)
cond(drone, reduceNoise, patrol, ¬alarm)

5

Related Work

AORTA is based upon the OperA meta-model for agent organizations. MOISE+
[26] is another meta-model for agent organizations that is well known in AI (Artificial Intelligence)-communities, and which is implemented in the agent-programming platform JaCaMo [2]. With regard to agent-based AI systems: “Pepper” is a
robot working together with humans in a socially acceptable way. Pepper perceives its environment through visual sensors and can also receive input through a
touch screen. Pepper is able to make simple gestures, speak, and move around on
wheels. Pepper’s behavior is programmed using the agent-based language GOAL
[9] in which an agent is specified in terms of a mental state with personal info. In
contrast, we propose using AORTA in which an agent maintains personal information and organizational information separately. This relates to user-driven context-aware systems where for example Body-Area Networks are implemented to
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capture vital signs from the body of a patient from distance, such that this information is processed and communicated in an intelligent way [1] while self-managing systems were widely used in home appliances that adjust their operation with
regard to some goal that concerns a unit, such as neighborhood [24]. This all concerns values that are abstract and non-functional and that is how they are considered to date [7], not aligning them adequately with the processes that concern the
design of software. We believe that the current work is a step forward in approaching methodologically context-aware systems, in general and particularly – the three
categories of context-aware systems addressed in this paper.

6

Conclusions

Furthering previous research that touches upon the enterprise-modeling-driven
software specification, we have particularly addressed context-aware (software)
systems in the current paper. We have identified and studied three categories of
context-aware systems, featuring context-based system behavior adaptations that
concern the optimization of system-internal processes, the maximization of the
user-perceived effectiveness, and the consideration of relevant public values. Super-imposing those three system behavior perspectives and in synch with previous
work (the SDBC approach), we have identified concepts and we have enriched
them from an agent-technology perspective (in line with the AORTA framework),
reflecting this in a meta-model that is considered a major contribution of the paper.
Inspired by the meta-model, we have provided a partial refinement of the SDBC
design guidelines, taking an agent technology perspective and focusing on the three
above-mentioned system behavior perspectives, and we have partially illustrated
this by means of a case example featuring land border security. As future work we
plan to CONSOLIDATE our SDBC-AORTA-driven proposal into one dedicated
design approach that is specific to context-aware systems.
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Appendix: Changes to
Published Papers
To the extent possible I have tried to keep the papers as they have been published. I have made some minor changes though that should be noted. Each of
the included papers have been reformatted to have the same style and I have
omitted the author emails. See the overview of chapters and the reference list
in the introduction for the full references. Below are details on the changes in
the individual chapters.

Chapter 1: An Approach for Hospital Planning with Multi-Agent
Organizations This chapter was published as a paper in the proceedings for
IJCRS 2017. The only major change is that Table 1 has been resized.

Chapter 2: Querying Social Practices in Hospital Context This chapter was published as a paper in Proceedings of the 10th International Conference
on Agents and Artificial Intelligence. The major changes are as follows:
• Resized and realligned cells in Table 1.
• Resized and realligned cells in Table 2.
• Removed the A: and B: in the headers in Table 2.
• Changed ”scheduling“ to ”IT“ in Table 2.
• Removed ”...“ after ”ER“ in Table 2.
• Changed ’figure’ to ”Figure“ in Table 2.
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Chapter 3: Modelling the Social Practices of an Emergency Room
to Ensure Staff and Patient Wellbeing This chapter was published as a
paper in the proceedings for BNAIC 2018. The chapter has no major changes
from the paper.

Chapter 4: Going Beyond BDI for Agent-Based Simulation This
chapter was published as a chapter in Journal of Information and Telecommunication. The only major change to the chapter is that Table 1 has been
resized and realligned its columns.

Chapter 5: Adding Organizational Reasoning to Agent-Based Simulations in GAMA This chapter was published as a paper in the proceedings
for EMAS 2018. The chapter has no major changes from the paper.

Chapter 6: A Data Driven Agent Elicitation Pipeline for Prediction
Models This chapter was published as a paper in the proceedings for PODS4H
2019. The chapter has no major changes from the paper.

Chapter 7: Testing Modular Software Systems Using Agent Organizations This chapter is submitted to International Journal of Agent-Oriented
Software Engineering. The chapter has no major changes from the paper.

Chapter 8: Three Categories of Context-Aware Systems This chapter
was published as a paper in the proceedings for BMSD 2018. The chapter has
no major changes from the paper but kept more of the original style than the
other chapters due to it being made in Word originally.

179

Addendum: Corrections
Made in November 2019
The following corrections were made after the defence on 8 November 2019.

Introduction
Page 8:
• “despicted” → “depicted”.
• “For patients where...” - revised the sentence.
Page 10:
• “While there is not an” → “While there is no”.
• “artificial intelligence” - capitalised (and elsewhere).
• “on on behalf” → “on behalf”.
• “has given [20]” → “have given [20]”.
• “that acted on behalf“ → “that acts on behalf”.
• “Since then then“ → “Since then”.
• “concepts object-oriented” → “concepts of object-oriented”.
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Page 11:
• “mentality” → “cognition”.
• “such as use” → “such as the use”.
• “emotional models” → “emotion components”.
• “and perhaps have” → “and, perhaps, have”.
• Added citation for “... explainable artificial intelligence.”
• “feasible either” → “feasible at all”.
• “medium” → “middle ground”.
Page 12:
• “pro-activess” → “pro-activeness”.
• “these are architectures are” → “these architectures are”.
• “For example” → “For example,”.
• “agents has a form” → “agents have a form”.
• “Even from early on...” - revised the sentence.
• Added citation to end of paragraph “Next I give...”.
• “algorithms often relies” → “algorithms often rely”.
• “domain dependent” → “domain-dependent”.
• “making frameworks”. → “designing frameworks”.
Page 13:
• “For example” → “For example,”.
• “offered by platform” → “offered by the platform”.
• “principals” → “principles”.
• “event based” → “event-based”.
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Page 15: updated the reference to [9].
Page 16: clarified the sentence “In my studies...”.
Page 17:
• “patients that the department” → “patients the department”.
• “but the result” → “but also that the result”.
• “As an alternative” → “As an alternative,”.
• “Finally” → “Finally,”.
• “autonomy allow” → “autonomy allows”.
Page 19: corrected [4], [5] and [9].

Chapter 6: A Data Driven Agent Elicitation Pipeline for Prediction
Models
Included the following minor corrections made for the post-proceedings version:
• Page 128: “pseudonymized” → “anonymized”.
• Page 130: “55 complete cases and 597 events” - corrected the numbers.
• Page 134: “creation a hybrid” → “creation of a hybrid”.
In addition, [7] was corrected.
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