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ABSTRACT

The introduction of high-throughput sequencing of nucleotide sequences has sparked a revolution in biology. Reading nucleotide sequences was once an expensive and laborious process has since evolved
into a rapid and efficient process with applications beyond simply reading the primary nucleotide composition of a given genome. A wealth
of different techniques exist to encode information about cellular processes into nucleic acid sequences which can be read and recorded by
sequencing instruments. As the capacity of these instruments continue
to grow, so does our ability to efficiently and rapidly probe mechanisms
in microbial life forms.
Microbial cell factories are a promising solution to a number of problems related to the sustainability of our modern society. Using microbial
life forms to produce chemical compounds takes advantage of the diversity of efficient mechanisms evolved over billions of years. Engineering
microbial cell factories are still a pursuit fraught with obstacles, due to
the inherent complexity of living organisms.
In this thesis several new tools are presented with the main goal of accelerating engineering of new microbial cell factories through the use
of high-throughput technology. A massively parallel reporter assay is
developed to record expression levels of genetic elements of microbes
living in the gut of a mouse model to assist in the engineering of advanced cell factories producing therapeutics in situ. The assay is used to
deeply characterize the main housekeeping promoter of Escherichia coli.
Furthermore, the feasibility of using nanopore sequencing technology to
read non-standard nucleotides in ribonucleic acid (RNA). It was found
possible to read several native modifications to ribosomal RNA in E. coli,
with further studies pending as to whether a methodology can be developed to probe chemically induced modifications. Finally, a deep neural
network model was developed to predict structural features of proteins
from the primary amino acid sequence.
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DANSK SAMMENFATNING

Indførelsen af high-throughput sekventering af nukleotidsekvenser har
udløst en revolution i biologi. Læsning af nukleotidsekvenser var engang
en dyr og besværlig proces, som siden har udviklet sig til en hurtig og
effektiv proces med anvendelser ud over blot at læse den primære nukleotidsammensætning af et givet genom. Et væld af forskellige teknikker
eksisterer for at kode information om cellulære processer i nukleinsyresekvenser, som kan læses og optages ved hjælp af sekventeringsinstrumenter. Da kapaciteten af disse instrumenter fortsætter med at vokse,
øges vores evne til effektivt og hurtigt at afsløre mekanismer i mikrobielle livsformer.
Mikrobielle cellefabrikker er en lovende løsning på en række problemer relateret til bæredygtigheden i vores moderne samfund. Brug af
mikrobielle livsformer til fremstilling af kemiske forbindelser udnytter
mangfoldigheden af effektive mekanismer udviklet over milliarder af år.
Tekniske mikrobielle cellefabrikker er stadig en forfølgelse fyldt med
forhindringer på grund af levende organismer iboende kompleksitet.
I denne afhandling er flere nye værktøjer præsenteret med det primære
mål at accelerere konstruktion af nye mikrobielle cellefabrikker ved anvendelse af high-throughput teknologi. En massivt parallel reporter assay er udviklet til at registrere ekspressionsniveauer af genetiske elementer af mikrober, der lever i en muse tarm til at hjælpe med at konstruere avancerede cellefabrikker, der producerer terapi in situ. Analysen bruges til dybt at karakterisere den primære husholdnings-promotor
fra Escherichia coli. Endvidere er det muligt at anvende nanoporesekventeringsteknologi til at læse ikke-standard nukleotider i ribonukleinsyre (RNA). Det blev fundet muligt at læse flere native modifikationer af ribosomalt RNA i E. coli, med forventning om yderligere at undersøge hvorvidt en metode kan udvikles til at aflæse kemisk inducerede
modifikationer. Til sidst blev en dyb neural netværk model udviklet til
at forudsige strukturelle træk ved proteiner fra den primære aminosyresekvens.
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Chapter 1

INTRODUCTION

Engineered microbes are rapidly going from what was primarily proof of
concept scientific papers to a mature technology currently revolutionizing the small molecule industry.[1] The reasons for using microbes instead of other traditional technologies are manyfold but not unequivocal. Bio-based production processes have the potential to be more efficient and more sustainable than traditional production, in particular
compared to petroleum-derived manufacturing.[1]
The genetic makeup and inner workings of biological lifeforms is something that has been aggressively optimised over billions of years.[2] At
its heart, any organism is a survival machine created for the purpose of
survival of the constituent genetic makeup, something that is no simple
task in a universe of unending increasing entropy and fierce competition from a literal planet full of other organisms. The result of all of this
would seem like any engineer’s dream: A toolbox of unimaginable size
filled to the brim with solutions to nearly any problem imaginable–and
then some.
Something engineers often forget, and something nature definitely does
not concern itself with, is documentation. It’s all well and good to have
a planet-sized toolbox available at our fingertips, but without anyone
knowing how to make it work properly, there is not much point in claiming to have it available. Thus, we reverse-engineer the natural microbial
life forms to isolate their constituent parts to build new, synthetic life
forms.
Microbial life forms have the distinct advantages over multicellular organisms, that they are simple, self-contained, and homogenous. This
makes them ideal for use as a host for production machinery in a biobased process. The notion of a microbial cell used as a microscopic factory is now fairly widespread, and several processes already exist for bulk
organic chemicals, fine pharmaceuticals and enzymes.[1]
1

However, so far the engineered microbes in use today are all created with
a very controlled environment in mind. The idea of a cell factory that
is not confined to the inside of a bioreactor is not a new one, people
have been dreaming up engineered life forms living, sensing, and producing in situ. Aside from ethical and safety concerns–of which there
are many–the advancing technologies used to design and engineer organisms with robust behavior in novel environments are slowly coming
to maturation.

1.1 Synopsis
The central goal of the thesis is to explore new methodologies to develop
new tools to advance our understanding and knowledge of the biology
of microbial life. The approach taken is to first utilize high-throughput
technologies taking massively parallel measurements of different biological processes. Subjects covered in this thesis are approached from the
perspective of an engineer, but all methods and discoveries should be
equally well suited to deepen the general understanding of what is being
investigated, and work as a step towards an advancement of science.

1.2 Structure of the Thesis
Chapter 1 contains a few introductory remarks about the thesis.
Chapter 2 will cover the background of the relevant tools which are
used in this thesis, with some discussion on the key advantages and disadvantages of each. The chapter will mainly cover tools to take highthroughput measurements and tools used to synthesize knowledge from
these measurements.
Chapter 3 is a manuscript in preparation describing a massively parallel
reporter assay used to characterize and measure thousands of variations
of bacterial promoters as they are expressed in in vivo conditions, inside
the gut of a mouse.
As engineered microorganisms are entering into applications outside of
lab reactors, the demand for tools and parts to engineer these organisms
2

is increasing. Microbes are inherently sensitive to their local environmental context, which makes it an important task to develop tools and
knowledge that are applicable to new environmental conditions.
Chapter 4 is a manuscript in preparation investigating the use of
nanopore sequencing as a general-purpose platform for sequencing
non-standard RNA bases.
Non-standard RNA bases are naturally present in every part of the evolutionary tree, from bacteria to mammalian cells. RNA is routinely edited
as post-transcriptional modifications, and are often essential for cell survival and proliferation. Elucidating the cellular processes of RNA editing
could have consequences for how high-performance cell metabolic networks are designed and engineered.
Non-standard RNA bases can also be created chemically, even inside
living microorganisms. This is used to probe secondary structures or
RNA-RNA interactions which are usually hard to elucidate. This may
have further implications for metabolic engineering as RNA structure is
often involved in genetic regulatory elements–e.g. riboswitches or RNA
interference.
Chapter 5 is a manuscript describing a bioinformatic tool to predict
structural features of proteins based solely on the primary amino acid sequence. Using sequence profiles and deep learning models several structural properties can be predicted with high accuracy, such as surface accessibility, secondary structure, and disorder of the peptide chain.
Knowing the structure of proteins is essential for all engineering on the
level of proteins, as the structure of the protein decides nearly all protein
functionality–such as interactions with other proteins or DNA, enzymatic, or biosensing activity. Experimentally solving a protein structure
is still laborious and expensive, so tools to estimate these features are extremely useful in a wide variety of biological engineering applications.
Chapter 6 contains some final remarks on conclusions and perspectives
of the results of this thesis.
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Chapter 2

MICROBIOLOGY AND (BIG) DATA

The field of microbiology has seen some enormous advancements over
the past few decades. What was once mainly a qualitative discipline
has transformed itself into a data-driven field of study with explosive
advancements being made on a regular basis. Several engineering disciplines has sprouted from these findings, and biotechnology and synthetic biology now represent one of the great tools humanity has available to forge a sustainable future inspired and powered by the enormous
potential created by ~4 billion years of evolution.[2]
The central dogma of molecular biology, as formulated by
Crick (1970)[3] , states that all information flows from deoxyribonucleic acid (DNA) to ribonucleic acid (RNA) to proteins. DNA
alone is self-replicating. While several exceptions exist to these rules,
a major consequence of the dogma is that given a DNA sequence and
a complete understanding of physics, it should be possible to predict
the behavior of any biological system. Since a complete understanding
of the physical universe has yet to manifest itself, understanding of the
genotypic to phenotypic relationship is therefore still an open problem,
and one of crucial importance for all facets of biology.

2.1 Massively Parallel Reporter Assays
On the level of a single cell, few things are directly measurable. Microscopes can image cells and record physiological characteristics such as
the shape, size, and motility, while chromatography and mass spectrometry methods can capture metabolic[4,5] and even proteome cell states.[6]
These methods are often expensive or time consuming however, and
sometimes simpler methods are called for.
Reporter genes are a broad category of genes with the commonality that
their gene products have a readily measurable phenotype, such as colori4

metric,[7] luminescent,[8] or fluorescent. Reporter genes gets their name
from the fact that they are not the primary target of investigation, but
function as a proxy for some other cell condition. This is accomplished
by coupling the expression level of the reporter to a genetic element being investigated, e.g. a protein fusion[9]
Perhaps the most famous reporter introduced into the bio-engineer’s
toolbox is the green fluorescent protein (GFP).[10] GFP is self-contained
and seem to work in all organisms, which has lead to its near ubiquity in
every shade of life science. Fluorescence is extremely useful as a marker
as even minute amounts can readily be recorded by light sensitive equipment. Several derivatives and other colors of fluorescent proteins has
been found and developed since the first discovery of GFP, setting the
stage for a full color palette of various fluorescent colors,[11–13] excited by
a similarly wide spectrum of wavelengths.

Flow Cytometry
One important technology taking advantage of fluorescent reporters is
flow cytometry. The driving principle behind flow cytometry is the hydrodynamic focusing of a narrow stream of cells (or any small particle)
in a liquid.[14] Combined with the right dilution, the stream is focused to
the point where individual cells are isolated over the cross-section of the
stream. Properties of individual cells can now be detected by shining a
laser through the stream and recording the scatter and fluorescence of
each cell as they flow through the beam. Modern flow cytometry instruments can characterise tens of thousands of cells per second, and
a myriad of methods are available to characterise various properties of
cells, ranging from the unstained properties such as size[15–17] and granularity to small molecule dyes[17,18] to antibodies coupled to fluorescent
markers.[17,19]
A flow cytometer is often coupled to a sorting device (aka flow-sort),
which not only detects and record the fluorescent properties of cells, but
also sorts each cell based on one or more properties selected by the researcher.[20] Flow-sort (Figure 2.1) works by taking the streams from a
flow cytometer and breaking it up into tiny droplets–each droplet containing only a single cell. An electrical charge is then added to the
5

droplets and the direction of flight can now be controlled by a set of
charged plates, attracting or repelling each droplet into a tube. Flowsort therefore allows a heterogeneous population of cells to be sorted by
the chosen properties, recovered, and further characterised.
Flow-sort is most widely used within the immunological sciences, as the
large diversity of immune system cell types can be fractionated and collected for further study. In synthetic biology and biological engineering
disciplines, flow-sort instruments have found two main niches based
on libraries of engineered phenotypes: Enrichment of specific phenotypes[21–25] and simultaneous characterisation of multiple phenotypes
with a method known as flow-seq.

2nd Generation Sequencing
DNA sequencing is ubiquitous in biology, and doubly so following the
widespread adoption of massively parallel DNA sequencing. De Novo
Genome Assembly is where it all started. The first ever genome completely assembled was the bacteriophage ΦX174 genome by Sanger et
al. (1977)[26] using Sanger sequencing, the same technology used to sequence the first human genome.[27,28] The massive effort put into this
project lead the developments of 2nd generation sequencing.
DNA sequence information alone holds a lot of information and is useful in a wide variety of scenarios, ranging from finding and tracking genetic diseases, to elucidating ancient history through molecular anthropology.[29–32] As de novo genome assembly has become an increasingly
routine operation, new challenges can be found in metagenome assemblies,[33–35] where entire populations of microbes are sequenced in single
experiments.
Resequencing is where 2nd generation sequencing start to shine. Resequencing is the process of looking for small polymorphisms in the
nucleotide sequence of an organism with a known sequence. Efficient
algorithms have been developed to align short reads to the genome sequence.[36,37] To further increase the effective throughput of resequencing methods, subsetting methods such as SNP- or whole exome sequencing[38] can be used by first binding the fragmented DNA to microarrays
6
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⊖
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Figure 2.1 – The basic concept of a flow cytometer with cell sorting
capability. A. A cell suspension is fed through a thin tube and further
thinned using hydrodynamic focusing, i.e. a sheath fluid is added under pressure at a shallow angle to the main streams. B. A laser is used
to illuminate the particles in the stream. C. Light detectors in various setups measure properties of the particles in the stream, such as
how much light is passed though (forward scatter) or reflected to the
side (side scatter) as well as how much light of different wavelength
is emitted (i.e. fluorescence). D. A vibrating nozzle and a charge ring
breaks the streams into very consistent droplets, and droplets containing particles of interest are charged. E. Deflector plates hold a
constant voltage differential which is responsible for deflecting the
charged particles. F. Collection tubes are used to recover droplets
of interest. Flow-sort machines will usually hold 2 or 4 tubes and a
waste receptacle for empty or unwanted droplets.
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with a known pool of targets.
Sequencing as a Molecular Counter
RNA can be sequenced as well, but only through a complementary
DNA (cDNA) intermediate created with the help of a reverse transcriptase.[39–41] cDNA-seq makes it possible to quantify the relative abundance of a large number of RNA transcripts in a single experiment.[42–45]
An interesting implication of using massively parallel sequencing to acquire information about presence and abundance of certain sequences
instead of having the actual sequence as a primary focus, allows for
a whole new array of methods. For instance, with ribosome profiling, RNA not currently bound to a ribosome can be digested away to
reveal sequences that are actively being transcribed.[46–48] Chromatin
immunoprecipitation and sequencing (ChIP-seq) allows characterisation of protein-DNA interactions.[49,50] By adding in a known sequence
(called a barcode) it is possible to track cells in various experiments, e.g.
adaptive laboratory evolution,[51,52] or even track the changes of a barcode over time to track events.[53,54]
RNA will sometimes undergo post-transcriptional modifications. Some
of these modifications are reverse-transcribed into a different base on
cDNA compared to genomic DNA, which makes them readily identifiable with cDNA-seq,[55–57] while others need more sophisticated
preparation to find, such as immunoprecipitation followed by sequencing.[58,59]
As opposed to DNA in cells which is wound in a stable double strand helix, RNA is single stranded, which means it will fold up on itself to create
secondary structure. A multitude of methods to identify RNA secondary
structure exist utilising some application of strandedness-specific enzymes or chemicals followed by sequencing.[60–64] Even the spatial organisation of entire chromosomes can be recorded with chromosome
conformation capture methods.[65,66]
These methods all have in common that they utilise sequencing as a reporter instead of merely reading DNA.
8

Flow-seq
As the name suggests, flow-seq utilizes the combined power of flow
cytometry cell sorting and high throughput sequencing.[67] Combining the two technologies results in a method capable of characterizing thousands of sequence variations in a single experiment with a fast
turnaround time. The crux of flow-seq is coupling function of the sequence being investigated to expression of a fluorescent reporter. Flowseq is commonly used within experiments mapping very direct genotype
to phenotype relationships such as promoters or translation initiation
sites in bacteria,[68–72] yeast,[73–75] or mammalian cells,[76] but the method
is widely applicable when drawing from the synthetic biology toolbox.
For instance, it is possible to couple the production rate of certain compounds to the expression of reporters through various biosensors.[77–80]
The first step of a flow-seq experiment is creating a library of sequence
variations that should be investigated. The library is then sorted in a
flow-sort machine into a number of bins based on the expression level
of the fluorescent reporter (Figure 2.2C). DNA from each bin is then
extracted and sequenced. The simplest case is investigating a sequence
spanning tens of base pairs as the whole library can then fit in a single
PCR reaction and each genotype can fit on a single read. It is, however,
also possible to perform either multiple PCR steps, or prepare full plasmids or even entire genomes for sequencing if the genotypes span multiple genomic sites.
Due to the stochastic nature of gene expression, the abundance of each
individual sequence from the library will form a normal distribution
when looked at across the different bins (Figure 2.2D). Sequences which
results in low fluorescence will be centered on the bins sorted for lower
levels of fluorescence and similarly sequences resulting in high levels of
fluorescence will center around the bins sorted for higher levels of reporter gene. Seeing the distribution of fluorescence levels in each bins
means that flow-seq is not only able to very precisely measure expression
level as the center of the distribution, but the spread of expression levels
as well.
9

A. Initial model of regulatory element
B. E. coli library

-35

GFP

-10

Bins

AGGAGA
TAGAGA
TCGGAT
GACAAG
CTAATA
CCCTGG

E. Model refinement

-35

C. Flow-sort
FACS Counts

%

D. Deep sequencing

-10

GFP Fluorescence

Figure 2.2 – An overview of flow-seq, a high-throughput method to
characterize genetic elements. A. Genome data or literature is mined
for expression levels or consensus sequences to generate a model of
the expression element being investigated. B. A construct is created
to couple genotype to a phenotype controlling a fluorescent reporter
gene. C. Flow-cytometry is used to sort cells into a number of evenly
spaced bins based on reporter output. D. Each bin is sequenced to
generate a distribution of each individual sequence in the library. E.
A new/refined model can be generated based on the new output data.
Flow-seq is well suited for an iterative approach, where information
generated can be used to generate new, more precise libraries for another round of flow-seq.
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Library Design
Creating libraries for flow-seq experiments is bound by a few constraints.
First is the fact that despite the huge technological advancements in DNA
writing and synthesis, creating thousands of sequence variations is not
trivial. The quickest approach is using randomised DNA fragments with
traditional molecular cloning techniques. Randomised DNA oligomers
has the advantage that it can be synthesised in the same way that traditional DNA oligomers are synthesised, the only difference being that
multiple monomers are added in the same reaction at specific positions
in the oligomer. This makes it possible to add all possible 2-, 3- or 4-base
combinations at any position in the oligomer.
Randomising bases has the distinct disadvantage that randomly mixing
DNA bases seldomly results in useful sequences, and as the the complexity or size of the target sequence grows, the combinatorial space rapidly
tends toward an astronomical size. Looking at the core of the E. coli
Shine-Dalgarno sequence, the 6 base pairs can be fully randomised and
the full library will fit in a flow-seq experiment.[71] But consider the consensus housekeeping promoter of E. coli, a 36 bp sequence: The number of combinations in the fully randomised sequence becomes 436 =
4.7 ⋅ 1021 , way beyond even the most ultra high-throughput machines
currently in existence.
There are, however, ways to still get good results from random DNA
oligonucleotides. Since it is possible by design exactly what positions
are randomised and how, it is possible to leverage various design strategies to produce manageable subsets of sequence variations.[81] Especially
given some prior knowledge of the target sequence such as previously
conducted studies or data mining the known sequence variants,[82] random libraries with good coverage are possible to design.
DNA synthesis has come a long way, and while the classic synthesis
method is still the most dominant,[83] there are a multitude of different
platforms available making highly parallel synthesis of DNA oligomers
possible, such as de novo DNA array synthesis via inkjet- or photolithography technology.[84–86] Given enough prior knowledge to very precisely
design specific sequence variations, it is possible to design libraries comprising the exact sequence variation desired.[87–89]
11
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Figure 2.3 – The different flow seq bins, each bin measured in a
flow-cytometer after sorting. A. Top axis shows the histogram distributions with the fitted log-normal Gaussian curves. B. Lower axis
shows the mean and width of each distribution.

The remaining option is either synthetic elbow grease (automation/robotics) or the more traditional elbow grease, such as Zaslaver et
al. (2006)[90] that managed to clone every E. coli intergenic region in front
of GFP one by one with manual labour.
Mapping Expression Levels
After the target sequence variation has been designed and cloned, the library is sorted by different levels of reporter protein. The sorting process
is fairly straightforward, as the total span of expression levels is divided
into a number of equally sized bins. The number of bins is usually between 6 and 12, depending on the instrument and how big the spread of
fluorescence levels is.
Finding the distribution of sequences across bins is then a matter of
12

searching through the sequencing data and counting occurrences of individual sequences, recovering a snapshot of the distribution of each individual sequence in the library. Due to the fact that the centered expression levels in each of the bin is not linear with the value used to sort the
bins (for reasons unknown), the expression level must be calibrated be
rerunning the bin in a flow cytometer to measure the actual expression
level. See figure 2.3 for an illustration of this effect. If it is not practical
to remeasure the bin, it is possible to substitute the expression level with
the rank index of the bin. This results in approximate, but rank-ordered
expression levels.

Single Molecule Sequencing
A major downside of the current high-throughput sequencing-bysynthesis methods is the short read lengths which is generated by these
methods. The problem stems from the fact that each new recording of a
nucleobase is dependent on all the recorded nucleobases before it. Each
synthesis step introduces a tiny fraction of errors and the errors quickly
stack up and degrades the quality of the recorded sequence. As the technology improves read-length gets longer and longer, although the main
focus of improving the technology has been put into increasing the overall throughput of base pairs per instrument run, to keep up with ever
higher demands for raw throughput.
A counterpoint to this is the nanopore sequencing chemistry. While not
a brand new idea,[91–95] the current incarnation is mainly developed and
commercialised by Oxford Nanopore Technologies Ltd, the technology
is based on driving nucleic acids through a small pore protein. Nucleic
acids are charged molecules, so an electric field across the pores drives
the polymer chains through the tiny pore. The pore is sized to only allow the nucleic acids to go through lengthwise, and as the individual
nucleic acids composing the molecular chains have different chemical
and physical properties, this induces tiny changes in the electrical current going through each pore. This change in current can be measured
and interpreted to recover the nucleobase sequence of the molecule.
Another minor downside of SBS is the fact that only the four canonical
DNA bases can be sequenced as the method depends on the DNA poly13

merase enzyme strictly incorporating one of four nucleotides added to
the flow cell. Nanopore is much closer to a general-purpose polymer
sequencing method, as–in theory–any polymer chain that can be driven
through the pore can be measured.[96–99] For nucleic acids any nucleotide
that can be incorporated into either DNA or RNA can currently be sequenced with the existing instruments.[100–102]
Due to its simplicity, nanopore sequencing is very efficient when it comes
to the machinery needed to run the sequencing operations. In contrast
to other methods, the sequencing instrument itself is the size of a mobile phone. Another major upside of nanopore sequencing is the read
size. The nanopores can be driven continuously and there are no accumulating effects during a single read, so the limiting factors of read
size becomes the physical availability of very long molecules. As polymer chains becomes larger, the molecular concentration of an equivalent
mass becomes lower. In practice, it is difficult to achieve read sizes much
larger that 100,000 bp,[103] as DNA will form a viscous sludge at the concentrations required for sequencing, but it is possible to achieve single
continuous reads of nearly 1 million bases.[104]
Nanopore sequencing is still a technology in its infancy. While there
are quite a few applications where nanopore sequencing is preferred,[104]
there remain a few major downsides to the technology. The main problem facing the technology is the error rate of reads. Base calling algorithms can achieve a raw read accuracy of about 85 %.[105] This figure
can be significantly improved using various techniques such as stacking
multiple reads, or sequencing each strand of the same molecule. Consensus base calling can achieve an accuracy of over 99 %.[106]
For most applications a 1-in-100 error rate is too high to make nanopore
sequencing a standalone solution, but it remains a promising technology. For now, it’s a question of using the right tool for the job, i.e. calling large scale multi-kilobase structural variations are much easier to
call on a long read instrument,[107,108] or de novo genome draft assembly. Final genomes can be supplemented with Illumina reads in a hybrid approach drawing on both method’s strengths.[109,110] While accurate calling of small- or single nucleotide polymorphisms (SNPs) are still
in the Illumina- or even Sanger sequencing domain, there are several
14

A. Nucleic Acid

D. Motor Protein
B. Membrane
C. Nanopore
⊖
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E. Current

Figure 2.4 – The basic principles behind nanopore sequencing
method. A. double stranded nucleic acids are added to the flow cell.
B. & C. A nanopore protein is immobilised in an artificial membrane,
and a voltage is applied across the membrane, which directs the nucleic acid down to, and through the nanopore. D. A motor protein
slows down the speed of the nucleic acid, making it possible to sample
sensor readings at as each single nucleotide passes through the membrane. Motor proteins are added to each molecule of nucleic acids as a
part of library preparation. E. Ionic current moving through the pore
is restricted by the size and chemical properties of the nucleotides
moving through it. A reading of the current is used to generate the
final basecalls. About 5 nucleotide bases can fit in the pore channel,
so basecalls are made as a 5-mer of nucleic acids.
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approaches to discern Nanopore miscall from actual variations available.[106,111,112]
Another novel high-throughput long read sequencing method worth
mentioning is the single molecule real time sequencing (cleverly abbreviated to SMRT) developed by Pacific Biosciences of California, Inc.
SMRT sequencing is a sequencing-by-synthesis method, but instead of
capturing the output of a cluster of identical molecules, the synthesis
output of a single molecule is recorded, by utilising nanoscale chambers
with immobilised polymerases.[113]
Since only a single DNA molecule is being sequenced in each cell, SMRT
sequencing does not suffer from the accumulating synthesis errors introduced by the DNA polymerase in a cluster of molecules and SMRT
sequencing can therefore return an accurate sequence for very long DNA
chains. SMRT sequencing read lengths can go up to more than 300,000
bp.[114,115]
The SMRT method share a similar downside to the nanopore method:
a high error rate. The complexity of capturing dna polymerase synthesis in real time results in the SMRT sequencing machines basecalling
with a raw accuracy of about 90 %.[116] However, similarly to sequencing both strands of the DNA molecule with a nanopore sequencing machine, the SMRT sequencing machine can sequence the same molecule
several times by first circularising the input DNA which leads to several
passes of the same sequence.[117]
Unlike nanopore sequencing, SMRT sequencing can only sequence the
canonical four DNA nucleobases. Despite this fact, the real-time recording of DNA synthesis can be used to capture some non-standard features of DNA, for example by looking at positions where the polymerase
pauses to infer the location of methylated sites in DNA.[118–122]

2.2 Biological Sequence Analysis
Sequencing is the major contributor of large datasets in bioinformatics.[123] As the influx of sequencing data continues to grow, the tools
to analyse and interpret sequence data must keep up with demand.[124]
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The foundation of most sequence analysis is sequence comparison algorithms. Sequence comparison started in 1970’s with the introduction
of algorithms to align sequences.[125,126] The inner workings of the algorithm used in these works have remained largely unchanged even to this
day.
As the sizes of available databases grew, tools were introduced for searching through these, effectively comparing a query sequence to all known
sequences. As it is not possible to fully align the query to all database sequences, heuristics were introduced in the two main software packages
of the time FASTA (1985)[127] and BLAST (1990).[128] These tools use a
variation of a word (k-mer) search algorithm. In short, it is a heuristics
that index the database by small sub-sequences and look for matches in
the index database first.
Database searching are further refined by adding in multiple sequence
alignments (MSA), sequence profiles. Multiple sequence alignments are,
as the name suggests, an alignment of more than two sequences. Multiple sequence alignment is computationally very expensive,[129] but several implementations exist that are based on heuristics.[130–132] Multiple
sequence alignments add a lot of information about a sequence. A sequence profile can be constructed from a multiple sequence alignment
by looking at the frequency of each subunit (i.e. nucleobase or amino
acid, but most often amino acids) at each position in the alignment.
A sequence profile will quickly reveal that some position can take on
any subunit type, while other show very specific preferences of subunit
identity. Using this information, it is now possible to expand the search
by aligning database entries with the sequence profile instead of just the
query. By knowing the position with high information content some
speedups can be had by prioritising lookups, but the greatest gain of
using this method is the ability to discover more distantly related sequences.
Further extension of this concept is seen by the introduction of hidden
markov models (HMMs) in biological sequence analysis.[133] Hidden
markov models, as they are applied to biological sequences, are quite
similar to sequence profiles in that the probability of each amino acid in
each position is stored in a model. Hidden markov models then extends
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this model to include probability of insertions and deletions at each position. Hidden markov model profiles are used in the same manner as
sequence profiles, but add an additional layer of useful information.
Since then, most software packages has been focusing on improving
the speed and heuristics of the search process, as databases continue
their unrelenting growth. Some tool are thus developed using specific
hardware optimisation strategies, e.g. DIAMOND[134] which is created
with efficient use of the fastest low-level caches in modern CPUs, while
other keeps improving the heuristics in the search, such as MMseqs2,[135]
a software package optimised to search one large dataset against another. Hidden markov model profile searches are improved in HHblits,[136] which clusters the whole database into HMM profiles, enabling
fast search via profile-to-profile comparisons.

2.3 Machine Learning
A comparatively new tool and a counterpoint to the mostly hypothesisdriven sequence analysis tools in use by biologists to understand biological systems is machine learning. The shift of biological data from a
sparse and precious resource to something incredibly abundant, as well
as an increase in the size and popularity of the machine learning field as
a whole has seen machine learning methods used more and more in biological research contexts.[123]
Machine learning refers to the process of presenting an algorithm with
a dataset and letting the algorithm calculate the relationships in the data
without being given prior knowledge of the underlying mechanisms.
Machine learning is a powerful method to develop predictive models
of a wide range of systems. Machine learning are generally split up into
two major segments: Supervised and unsupervised learning. Supervised
learning refers to the algorithms that fit some input variables to a set of
output variables, e.g. categorising a tree species (output variable) based
on some measurements (leaf size, tree height, etc.). Unsupervised learning deals with categorising or extracting information from dataset based
only on the input data.
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Neural Networks and Deep Learning
In the past few years, the concept of deep learning has entered the collective mindset. Spurred on by amazing demonstrations showing how
machines are now capable of classifying images,[137–139] speech recognition,[140–142] language translation,[143,144] and even mimicking the painting styles of famous artists.[145–147] Deep learning is based on neural networks. Initially conceived in by McCulloch et al. (1943)[148] and Werbos (1974)[149] , neural networks are algorithms inspired by the way the
neurons in the brain is connected together–hence the name.
An artificial neuron (aka a perceptron) is a function taking in a predefined number of input values and outputting a single value, called the
activation. The activation is calculated by adding together the inputs as
weighted sum, adding a bias and applying a non-linear activation function (figure 2.5B). A neural network is then composed of artificial neurons arranged in layers. Shown in figure 2.5A is a small neural network
represented as a directed graph, illustrating how neurons are put together to form a large network which can be used as a machine learning
model.
Stochastic Gradient Descent
There is no computationally tractable way of fitting a neural network
in any exact way. Instead, the optimal weights of a network are found
with stochastic gradient descent. Stochastic gradient descent is an iterative approach consisting of three stages: Forward propagation, backpropagation and weight adjustment.
Forward propagation is running the network in prediction mode on
a known training example. The output of the network is compared to the
training example output and the gradient over all weights in the network,
which are then adjusted in the direction of less error. After successive iterations of calculating errors and adjusting weights, the network weights
will gradually move towards a local optimum.
Backpropagation is initiated by choosing a differentiable loss (or error) function, which is used as a measurement of how good or bad the
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Figure 2.5 – A. A small example of a neural network. Each node is
an artificial neuron (h i and o i ) or an external input (x i ). Edges with
arrows indicate that inputs to the neuron with associated weight annotated next to the arrow, e.g. h1 is calculated as σ (b + u1 x1 + u2 x2 ).
B. The 3 most popular activation functions for hidden neurons: The
logistic- and hyperbolic tangent functions, and the “newer” rectifier
function (also known as a rectified linear unit). The rectifier is popular in deep learning due to its relative simplicity in calculating the
response and the gradient to the response.

prediction is. Given the ground truth of the chosen training example
and the network prediction, the loss as calculated and the derivative of
each weight in the network is calculated with respect to the loss.
Since neural networks can have millions of weights it may seem infeasible to calculate millions of derivatives. However, the directed and modular nature of neural networks allows for an efficient use of the chain rule
to compute derivatives in a way where values can be reused. On the forward pass, activations depend only on the activations of the preceding
layer, and on the backward pass each derivative can be calculated using
only activations and derivatives from the succeeding layer.
Weight Adjustment is performed as a function of the gradient. From
the gradient, the direction and magnitude of the slope is known towards
a smaller loss for the training example. However, data measurements in
the real world are rarely perfect and even with perfect data, the highdimensional landscape of the neural network weights are full of local
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minima and saddle points. Thus, to efficiently optimise neural networks,
several different parameter update algorithms have been developed.
The simplest version of gradient descent which the other methods are
based updates parameters by adding the gradient multiplied by a learning rate. Gradient descent updates can be improved with mini-batching,
which means training on multiple data points and averaging the gradient
updates over all the data points in each mini-batch. Larger mini-batches
gives fewer but more stable updates, while smaller mini-batches results
in more but noisier updates. Some level of mini-batching is nearly always
advantageous and applies to any stochastic gradient descent method
mentioned here.
One of the main problems with stochastic gradient descent is getting
stuck in saddle points.[150] To alleviate this, keeping track of previous updates to calculate a momentum as an average of previous updates with
gradually lesser and lesser weight on past updates. Keeping a momentum on updates can help overcome these saddle points as well as dampen
oscillations. Further improvements can be had with the AdaGrad,[151]
AdaDelta,[152] RMSProp,[153] and Adam[154] algorithms, which estimate
optimal learning rates for each parameter in a neural network based on
features such as momentum, average gradient magnitude.
Challenges with Deep Networks
Vanishing Gradients together with exploding gradients are a major
concern when training deep neural network. Dependent on a number
of factors e.g. network architecture and initial random weights gradients may consistently get smaller or larger as they propagate back layer
by layer, which can lead to an exponential in- or decrease in the calculated weight adjustments compromising numerical stability or completely grinding the training to a halt.
Exploding gradients can usually be fixed by clipping the magnitude of
the gradients, i.e. any gradient outside a preset lower and upper bound
gets forced to stay at the bounds. It is generally not considered an elegant solution, but it does enforce numerical stability and training can
continue.
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Figure 2.6 – A. The red line fits every data point (blue) with zero error, but will predict poorly on new points. B. Cross-validation (left)
and nested cross-validation (right). Dataset is split evenly in a number of folds. Green represents the training data, orange the validation, and blue the test set.

Gradients disappearing and failing and failing to propagate to all layers
of the network is a much larger problem, as it can completely prevent
networks from converging and effectively make training impossible for
some very deep networks. There are no simple fixes for vanishing gradients that works universally, but many modern network architectures
are tailored to avoid this problem, and there are other tricks that can be
used to combat vanishing gradients.
Overfitting is a common problem for many machine learning algorithms is one of overfitting. Overfitting can be described as models that
have a “memory” of the training data, as opposed to having “knowledge”
of the training data, which is the desired outcome. A model with a good
fit and a model that is overfitted will show good performance on training data, but the overfitted model will underperform significantly when
exposed to new data points. A well-fitted model will perform the same
on training data and new data.
There are ways to avoid overfitting by changing or extending the machine
learning algorithms explicitly, and there are ways to avoid overfitting by
monitoring training. Both methods are usually used in combination
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with each other. The monitoring of overfitting is done by splitting the
available dataset into partitions, in such a way that one partition is used
to train the model and another, usually smaller partition is used to later
validate the generalisation error of the model.
The problem with using this method is that if hyperparameters are tuned
and the validation set is used multiple times as a benchmark set, the
model is also being implicitly tuned to the validation set. Some machine learning algorithms can also be used with “early stopping”, where
the training is continued until the performance of the validation starts
to decrease, in which case the validation set is a direct contributor to the
training of the final parameters. It is therefore common to split the data
into three sets: Training, validation, and test set. Training and validation
sets are used as before, but the test set is used only at the very end, once,
to ascertain the performance of the model.
A more thorough model validations procedure is known as crossvalidation. With cross-validation, models are trained, validated and
tested several times on different subsets of the full dataset. The most
popular implementation of cross-validation is known as k-fold crossvalidation, as the data is split into a number k equal sized folds (aka partitions), where k − 1 folds are used for training and the remaining fold is
used for validation. The training is then repeated k times, such that each
fold is used once as a validation set. This method is more robust and
less in need of a test set, but for extra thoroughness and specially when
early stopping is used, a test set should be taken out before running the
cross-validation and used as the very last step, or alternatively for each
iteration of training, k − 2 folds are used with the remaining 2 acting as
validation and test sets. Cross-validation also allows some rudimentary
statistics to be performed on the expected performance of the model. An
important factor to keep in mind when performing cross-validation is to
avoid or control data redundancy. This problem is particularly pertinent
to biological sequences, as they are very often similar, but not identical.
Clustering algorithms are often used to mitigate this problem.
It is important to always monitor overfitting, as no model is completely
immune. It is, however, usually still a worthwhile investment to regularise a model. Regularisation is the process of biasing the model to23

wards simpler solutions, as these tend to generalise better on new data.
Because adding regularisation to a model tends towards avoiding overfitting, it is possible to use a more aggressive fitting approach which can
result in a much better overall performance of a model.
Regularisation techniques vary from the relatively simple methods to
methods based on much more abstract concepts. The simplest methods involves putting penalties on certain aspects known to correlate with
overfitting, for example by adding a term to the loss function in such a
way that large parameters contribute to increasing the loss. This results
in a gradient descent that not only favors low error of fit, but balances
the fitting error with smaller parameter values. This method is called
“L1-norm” when the absolute value of the parameters are added to the
loss, or “L2-norm” when the squared values of parameters are added to
the loss. The major downside of adding this type of regularisation is that
the penalty on parameters needs to be balanced with the fitting error by
adding a new hyperparameter that needs to be tuned.
Modern Heuristics and Practical Considerations
Besides increases in the available computational power, another factor
of the proliferation and popularity of neural networks is helped along by
a series of simple heuristics invented in the last few decades.
Dropout[155] is a method wherein the activations of random neurons
in a network are forced to zero in one mini-batch during training, and
then new neurons are randomly picked next mini-batch to be zeroed.
This has a strong regularisation effect on the network and has been
shown to simulate training multiple, independent networks.
Weight Initialisation methods are another way to increase the likelihood of having a network converge. Weights are always initialised
randomly, but the distribution the random values are drawn from can
greatly affect the stability and convergence properties of training.[156]
Batch Normalization[157] is a technique where the input of a neural
network layer is normalized to have zero mean and unit variance dur24

ing the forward pass of training. This is particularly useful for deep networks, as activiations for individual layers will drift during training requiring subsequent layers to correct for this shift which causes training
to slow down or in some cases completely slow down. By forcing activations to stay with the set limits by subtracting the average of all activations and dividing by the variance before each layer, network training is
stabilised.
Convolutional Neural Networks
A field where deep learning has had one of the highest impacts is image
processing and recognition. A large portion of the progress made in this
and related fields is directly attributable to the invention of convolutional
neural networks (CNNs). Convolutional neural networks are a way of
connecting the artificial neurons in a way inspired by the connections
of biological neurons in the eyes of cats and monkeys.[158,159] The implementation of a convolutional layer is identical to creating a smaller classical neural network, but limiting its connectivity to only a small area—
called the receptive field–and then scanning it across the image.
The same small set of parameters are trained on multiple input features.
In contrast to the classic fully connected neural networks, this means
that convolutional neural networks maintain a local spatial dependency
of input features, but are invariant to the global translations of input motifs. Using convolutions in a network architecture, they tend towards feature detectors, e.g. lower-level features such as edge detection or higher
level composite feature detectors such as a layer that activates in the presence of an eye in the image.[160]
This makes convolutional neural networks are extremely powerful for
image recognition tasks–sometimes even outperforming humans at the
same tasks–all the while having a lot fewer weights to train than dense
neural network layers.
While convolutional neural networks are mostly popular for use with
image data, there are many parallels between digitally encoded images
and digitally encoded biological sequences. Where images are encoded
as a 3D matrix with two spatial dimensions and a channel (aka colours)
dimension, biological sequences are encoded with a single spatial di25
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Figure 2.7 – A 1-dimensional slice of a CNN filter. Each CNN output
(denoted as σ) takes 3 inputs from its field of view, which in this example is of size 3. As there are 3 channels, each filter will have 3×3=9
weights.

mension and a channel dimension representing the monomer species
present at the spatial dimension. Thus, several of the techniques developed for image recognition is immediately applicable to biological sequence analysis.[161–163] It has even been shown that convolutions can remove some of the black box opaqueness of neural networks, as convolutional filters are interpretable as sequence profiles, such as the ones used
in the search algorithms and hidden markov model classifiers.[164–166]
Recurrent Neural Networks
Another breakthrough in deep learning research has been the development of recurrent neural network (RNN) architectures. The simplest instance of a recurrent neural network is based on the idea that given some
features that change over time, but in a dependant manner can be modelled by passing along the activations from the hidden layer, timestep by
timestep.
The basic recurrent neural network layer introduced by Rumelhart et
al. (1986)[167] , is built upon the classic dense neural network layer with
the only difference being that the output activations from the previous
time step is used to extend the input features. The activations for the current time step is then used both as outputs to the next layer in the neural
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A. One to Many

B. Many to One

C. Encoded Many to Many

D. Direct Many to Many

Figure 2.8 – Illustration of the flexibility of recurrent neural networks
in different input/output configurations. Inputs are in blue, outputs
in green and the recurrent neural network layers are red and purple.
A. One static input with multiple outputs. Examples of this include
encoding an image using a CNN and an RNN then produces a caption for the image. B. A sequence of inputs produces a single output,
e.g. classifying the intracellular location of a protein, based on an input sequence. C. A combination of the two previous configurations,
where one sequence gets encoded to a fixed vector and another sequence is generated. This could be used for e.g. machine translation
from one language to another. D. Where the input and output sequence has a one-to-one correspondence, each step of the RNN can
produce the output directly, such as e.g. per-amino acid structural
features from a protein sequence.

network model and as outputs to the same recurrent layer. This makes
recurrent neural networks quite flexible when it comes to sequences as
inputs and outputs, as is shown in figure 2.8.
Simple recurrent neural networks (See figure 2.9A) have been shown to
work for certain data sets, but they are notoriously difficult to train. The
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reason for this difficulty is the way the gradients are calculated. As input and associated response may be far apart in the time dimension on
most temporal datasets, the information and, by extension, the gradient
therefore has a long way to “travel”. Recurrent neural networks are for
this reason particularly affected by the vanishing or exploding gradient
problem.
The solution to this has been shown to extend the fundamental architecture of the recurrent neural network to what is known as the long shortterm memory (LSTM) recurrent neural network cell. The intuition behind the LSTM unit is to add an explicit cell state that is kept largely
free from computation so that gradients travel very easy through time
and by adding gates to change and read from this state (See figure 2.9B).
Cho et al. (2014)[168] introduces a simplification of the LSTM architecture, called the Gated Recurrent Unit (GRU, see figure 2.9C). GRU and
LSTM cells can nearly always be used interchangeably, although sometimes one will perform better than the other depending on the particular
type of data. Recurrent neural networks are ideal for use in biological
sequence analysis, and a promising architecture for future research in
deep learning and bioinformatics.[169,170]

Decision Tree Learning
Despite their popularity and buzzwordiness, neural networks are by far
not the only algorithms available in the machine learning toolbox–and
are often not even the best ones. Different problems require different
solutions, and (unfortunately) there are no magic bullet algorithms that
can solve every problem. Another family of algorithms that are popular
in machine learning- and data science and quite often useful in biological
sequence analysis are the algorithms built upon decision trees.
A Decision tree is–as the name suggests, a tree model based on “decisions”. The decisions consists of a two-way decision based on the value
of a single feature, each decision called a split in the tree. To fit a decision
tree to a training set is then a matter of finding and measuring the quality
of splits. There are several ways to accomplish this using various algorithms, but what they all have in common is that for all splits for each
feature, the one that groups the largest number of similar points in each
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Figure 2.9 – Illustration of the most popular recurrent neural network architectures, along with the equations. Squares are used to
illustrate neural network layers composed of a dot product and a bias
vector, e.g W ⋅ [x] is equivalent to ∑ni=1 w i x i . σ(...) is the 0 to 1 sigmoid activation function and tanh(...) is the hyperbolic tangent activation function (see figure 2.5B). A. The simple RNN cell is a special
case of a regular dense neural network layer, with the exception that
the activations from the hidden layer are kept and concatenated with
the next input. → p. 30
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Figure 2.9 (continued) – B. Long Short-Term Memory (LSTM) cells
are the first highly successful RNN architectures. LSTM cells are
based on keeping information available over as many time steps as
possible by adding a cell state C t and logic to compute what should
be read and written to the cell state. The first computation is the
forget-gate, f t , computing a number between 0 and 1 from the input x t and previous cell output h t−1 which is multiplied with to the
previous cell state, i.e. a 0 means the previous value will be completely forgotten. The input gate i t and potential new cell state C̃ t is
then calculated and added to create the new cell state. The LSTM cell
output h t is then computed using the output gate o t and the cell state.
Illustration based on Olah (2015)[171] . C. The Gated Recurrent Unit
(GRU) does away with the separate cell state by merging it into the
hidden output h t . The reset gate r t is as a filter to decide which items
from the previous hidden state to keep, before the new potential cell
state, h̃ t is computed. The update gate z t computes to what extent the
old state should be replaced by the new, potential state.[168]

subset is chosen. Each subset is then further divided until some predefined threshold on sub-dataset size or tree depth is reached or there are
simply no more points to split. A key advantage of decision trees is the
intuitive interpretability of the fitted model, as splits in trees have direct
correspondence to input features with information about values/direction and importance encoded as thresholds and node proximity to root,
respectively.[172]
Random Forests
As decision trees are fitted using an exact method, they output hard decision points and the resulting model ends up very similar to a nearest
neighbour search.[173] For some data sets, this can lead to poor generalisation and overfitting. One way to get around this problem is the random forest approach,[174] where an ensemble of decision trees are used,
each tree trained on a subsample of data points and features.
Subsampling on the data point axis is accomplished using bootstrap
aggregating–shortened to bagging–by sampling (with replacement) new
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datasets of similar size from the original dataset. Each tree is then trained
on a new sampled dataset as well as a subset of the features and the final
prediction is created by averaging predictions by all trees in the ensemble. Bagging thus smooths out the decision surface, putting less weight
on outliers and edge cases (see figure 2.10B).
Random forests have a very high time-to-performance ratio in the sense
that there are very few hyperparameters to tune and the runtime for the
fitting algorithm is usually quite short.[175] The random forest algorithm
is also extremely robust in terms of overfitting, saving time setting up
and validating complicated benchmark schemes, all the while commonly
resulting in models with near-to-identical performance with state of the
art models.[176,177]
Gradient Boosting
Decision trees can also be stacked on top of one another using a process called gradient boosting[179] (figure 2.10C). Gradient boosting is a
method for stacking non-linear weak learners to create a powerful ensemble learner. This is accomplished by iteratively fitting models on the
output of the previous model in the stack. First model is fitted on the input and output data directly, the next model is then fitted on the gradient
of the loss function of the model output. This effectively fits the next
model on the data with the highest “mass” of loss, shifting the entire
ensemble model some distance in the direction of a (hopefully global)
minimum.
Gradient boosting is quite similar to stochastic gradient descent in the
sense that loss is minimised iteratively in search of a global minima.
Analogous to how each step in stochastic gradient descent must be finely
tuned to reach optimality, it is generally advantageous to deliberately
weaken the performance of individual trees in a gradient boosted tree
model as a way of regularisation. This can be accomplished by putting
limits on the depth of tree or the total number of leaves. Adding randomness, e.g. by subsetting on features can also have regularising properties
for a gradient boosted tree model.[180–182]
In contrast to random forests, gradient boosting is generally a better performer, but more prone to overfitting.[177] Gradient boosting is extremely
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Figure 2.10 – The 3 most popular tree-based models and their decision surface visualised. The dataset is the “half moon” artificial toy
dataset from the Scikit-Learn Python package.[178] It is a two-class
dataset based on two interleaving semi-circles. Large points show
the noiseless training data, and the smaller points show the actual
training data with added noise. Points are colored based on the target class, and the surface plot show the predictions at each coordinate
location. A. A single decision tree encompasses all points with hard,
vertical boundaries. → p. 33
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Figure 2.10 (continued) – B. Random forests show the same properties as a single decision trees, but with a smoother decision surface
that leads to less overfitting on new data. C. Gradient boosted trees
are similar to random forests, but are more flexible and can overfit if
not tuned properly.

popular in competitive data science, where every fraction of loss must
be minimised,[183] but are also common in bioinformatics.[184–187]

2.4 Perspectives
Engineering living organisms to exact specifications become increasingly viable as solutions to an ever growing set of modern-day problems. Data-heavy approaches are becoming increasingly intrinsic to life
sciences and data generation and data analysis are continuously seeing
exceptional developments as of writing.
Combining technologies from many sources into new tools can rapidly
accelerate the way in which new organisms are engineered, both by
learning from large datasets to create more precise new alterations but
increasing the throughput of making and measuring these alterations in
new contexts.
It is of vital importance to the success of an engineering project to know
and play off the strengths of the wet lab data generation and dry lab data
analysis, as failure to synchronise what the expected input and output
variables between the two sides can lead to abject failure. Data generation for data generations sake often end with limited results, and computation without any domain knowledge can often end in failure as well.
Biology is relatively unique in the scientific world, as a seemingly clear
distinction is made between the computer lab bioinformaticians and wet
lab biologists. As data-driven approaches become even more integrated
into the daily workflow of a biologist, it seems to imply a convergence of
computational disciplines into all aspects of the biological disciplines.
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Chapter 3

IN-DEPTH IN VIVO PROMOTER SEQUENCE
CHARACTERISATION

Abstract
The Escherichia coli sigma factor 70 (σ70 ) promoter is a workhorse in synthetic biology. Due to its nature as an always-on, stable and highly expressed genetic element driving transcription of genes, it has been used
and studied numerous times over. Yet, after comprehensive studies dating back decades it is still not possible to accurately predict whether a
sequence is viable as a σ70 promoter or even what the expression level
of a known promoter is. Furthermore, existing studies of expression elements in E. coli focus on cells grown in lab conditions. Given the recent discoveries of the importance of the gut microbiome in everyday
health and a push to develop novel microbial cell based therapeutics, the
tunability and predictability in these complex environments drops even
further.
Based on previous studies, we used the flexible flow-seq approach to
measure the expression level of more than 7,000 σ70 promoter variants
in a range of different conditions and cell states from lab cultures to
mouse intestines. We devise a strategy to build and measure 8,704 sequence variations using degenerate primers allowing the whole library
to be cloned using routine cloning methods. We find that σ70 promoters in E. coli generally maintain equal expression levels across local environments and test conditions, and we further present a small library of
promoters sequences displaying high degree of robustness in all conditions, intended for use as reference promoter sequences for engineering
E. coli cells that show similar behavior in vitro and in vivo.
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3.1 Introduction
Since its inception just a few decades ago, synthetic biology has—and
continues to do so—amassed a long list of powerful tools and methods
to provide researchers and engineers the possibility to design microorganisms with a bottom-up approach.[188] These tools are, however, usually confined to the controlled conditions of the lab.[189] If one were to
attempt to program microbes in their natural context the expected outcome would be a complete divergence from measurements taken from
a lab setting, since the cellular programs are still at the mercy of the microbial chassis. Even for commonly used model organisms, knowledge
about control elements and the constituent parts is based on a limited
set of empirically characterized parts.
Interesting applications for synthetic biology that reaches beyond the
pre-sterilized fermentor are popping up with increasing frequency. Examples[190–194] provides a proof of concept behind the idea of advanced
microbial therapeutics (AMTs), a class of engineered microbes residing
in the gut and acting as therapeutics in a programmed fashion, either
transiently or as a permanent colonization in the gut microbiota.
To investigate how well our knowledge of standard regulatory elements
hold up in the context of the highly complex environment of the gut,
the flow-seq[68,69,71,195] approach is ideal. Flow-seq is a massively parallel reporter assay,[196] which has been shown as an extraordinarily useful
method for characterisation of parts for use in bacterial synthetic biology[68–72,195] as well as a large variety of different types of genetic elements
in different organisms.[73–76] We hypothesise that flow-seq can be used
as a method to measure expression levels of reporter protein directly in
samples taken from mice inoculated with the probiotic Escherichia coli
Nissle 1917 strain,[197] and to establish a potential platform method to
investigate other genetic elements in E. coli or other species.[198]
The Escherichia coli housekeeping promoter σ70 was chosen as the main
target to investigate, due to its nature as an always-on promoter and its
ubiquity as a housekeeping promoter across several different species of
bacteria. σ70 is quite common in bacterial synthetic biology, e.g. the
Anderson promoter library (iGEM registry parts J23100 through J23119)
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Figure 3.1 – Generating the initial promoter libraries. A. Examples
of how the promoter libraries are evaluated. Predicted expression is
measured in arbitrary units (AU) ranging from 0 (no expression) to
1, which is the maximally observed expression level. B. Plasmid construct used to measure the expression strength of the promoters in
the library. The plasmid is based on the cryptic pMUT1 plasmid[203]
backbone, since this particular backbone has displayed remarkable
stability in E. coli nissle. mCherry is expressed from a constant promoter and GFP under the control of the library and used to measure
expression strength. A kanamycin resistance gene (kanR) is used as
a selection marker for cloning and aadK [204] is used to confer streptomycin resistance. C. Logoplot of the final combined σ70 library showing the high diversity of the design. Note that letter height is scaled
by total entropy, not information content.

and several other implementations. The core promoter sequence of σ70 is
well-studied[195,199–202] in in vitro conditions, which is why it was chosen
for study in in vivo—which in the context of this study refers to bacteria
living in the gut microbiota.
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3.2 Results
Promoter Library Construction
To facilitate efficient and rapid cloning of libraries, the final promoter library was designed to be composed of a few sub-libraries which can be
synthesised using degenerate[205] —also referred to as wobble or mixed—
bases so each library can be ordered on a single primer and one pot
cloning of each library can be performed.
Raw data from Kinney et al. (2010)[68] was re-analyzed to couple each
sequence to an expression level and used as training data for a random
forest model. A simulated evolution algorithm was then designed to take
predictions from the expression level model and output a library comprised of degenerate bases. A similar approach to RedLibs[81] was used
to score each library, using the Kolmogorov–Smirnov distance[206] as an
objective function. This particular objective function has been shown to
be a simple but effective measure of how close a library is to the desired
distribution.
The expression level for each sequence in the library is predicted and
sorted (Figure 3.1A). A desired distribution–in this case a distribution
of promoter expression levels from very low to maximum expression
with uniform increments–is generated and the Kolmogorov–Smirnov
distance is calculated as the largest distance between the calculated and
ideal distribution. The smaller the distance, the better the library.
To ensure a high diversity the final library was designed as a series of
sub-libraries, where sub-libraries are designed sequentially and an extra
penalty was added to the objective function de-prioritizing bases already
present in the same position on a previously designed sub-library.
To optimize the objective function, a simulated evolution algorithm was
used to generate the degenerate sub-libraries. Briefly described, the simulated evolution works by randomly initiating a population of degenerate sequences with the target diversity, ranking them based on the objective function, and passing high performing sequences along to the
next iteration. Before restarting the loop, the population is refilled to
the initial size by combining sequences from the current population and
54

randomly mutating a few sequences.
Of a total of 13 designed sub-libraries, the final library was composed
of a combination of 9 degenerate libraries which showed a broad fluorescence distribution indicating the presence of several different expression strengths. The sub-libraries had a diversity between 512 and 1,152,
summing to a total library diversity of 8,704 individual sequences (Figure 3.1C). Two of the 9 sub-libraries were designed by taking a previous
library and increasing the spacing distance by a single base and one library was designed by “compacting” the 10 Anderson promoters into a
single degenerate primer.

Promoter Library Plasmid Constructs
The promoter sequence was placed in front of a sfGFP[207] gene to measure expression output, and an mCherry[208] gene to locate cells using
a flow cytometer. E. coli Nissle 1917 was chosen as the wild-type E. coli
chassis due to its proven safety and common use as a probiotic.[209] E. coli
nissle has a native cryptic plasmid pMUT1,[203] which has been shown to
be highly stable even with a high fitness load present (data not shown).
Since the the autofluorescence from E. coli and mouse feces is very high
in the GFP channel, an mCherry[208] red fluorescent protein was added
with constitutive expression as a way to discriminate E. coli particles in
the flow cytometer. mCherry fluorescence appear bimodal distribution
on some of the sublibraries (Supplementary Figure 3.3), possibly due to
some promoters having activity in the reverse direction, or plasmid supercoiling.[210]
A kanamycin resistance marker was added for cloning, and since the
mice will be streptomycin treated, the aadK gene was added to confer resistance to this antibiotic, as it was determined to have very low
fitness cost.[204] E. coli can develop resistance to streptomycin through
a chromosomally encoded SNP in rpsL, a mutation already present in
the E. coli cloning strain DH10B used in this study.[211] The rpsL SNP
could also have been introduced in the E. coli Nissle background, however the aadK addition was chosen for reasons of portability, and it was
confirmed that aadK came with low (below detection level) fitness cost
in this context (supplementary Figure 3.2B). Arguably, aadK might also
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help with plasmid stability as well as the only source of streptomycin resistance, but this was not investigated.

In Vitro Flow-Seq Expression Levels
Cells were grown either overnight or to early exponential and sorted in
12 bins using a flow cytometer. Each bin is allowed to recover overnight,
after which plasmids are extracted sequenced. The sequence of interest
is PCR amplified and sequenced using Illumina MiSeq. Expression levels are calculated by finding the mean of the distribution over flow cytometry bins (Figure 3.2D).
In total 6,899, 2,591, and 7039 library sequences (10,724, 3,025, and
13,569 sequences total) were found with enough reads (≥ 25 reads) in the
sequencing data to calculate the expression level for aerobic overnight,
aerobic mid-log and anaerobic overnight, respectively. Despite an overall difference in reporter fluorescence distribution (Supplementary Figure 3.4), the analysis of expression levels showed that promoters generally behaved similarly in all 3 conditions, with Pearson’s R correlation
from 0.82 to 0.91 (p-value < 10−5 ).

In Vivo Flow-Seq Expression Levels
The in vivo experiment was set up using 12 mice, two mice per cage.
After a 7 day pretreatment period with streptomycin (on day 0), the mice
were inoculated with E. coli Nissle cells containing the plasmid library.
On all days feces samples were taken and processed, and on day 2 and
4, each half of the mice were sacrificed and content and scrape samples
taken from ileum, ceacum and colon.
Similarly to the in vitro samples, each sample was sorted by GFP fluorescence into 8 or 12 bins and sequenced. The degree of recovery varied greatly due to the nature of the samples. Between 366 and 1600 sequences passed the filters for expression level analysis. No samples were
recovered from day 3 and 4 due to washout of bacteria from the mouse
gut (Supplementary Figure 3.5).
To compare samples between each other, average expression level for
each location was used to calculate Pearson’s R between all locations in56
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Figure 3.2 – Sorting and sequencing the promoter libraries in vitro.
A. mCherry fluorescence. Some of the designed libraries displays a
bimodal mCherry distribution, an artefact of the library designs (for
details see Supplementary Figure 3.3). B. The GFP fluorescence is
divided into 12 bins to capture different expression levels. C. After
sequencing, each occurence of a sequence is counted across all bins.
The heatmap shows the density. The dashed line is the calculated
expression level. D. A few examples sequences are shown displaying
different distributions, from a well-behaved low expression (left), a
high deviation (middle), and a well-behaved high expression level.
Dashed line shows a gaussian curve fitted over the bin distribution.
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cluding the in vitro samples. As was the case for the in vitro samples,
nearly all locations showed a very high correlation with any other. Cecum content showed a low degree of correlation to almost any other location than anaerobic lag, but could be considered an outlier due to improper sample handling.

Prediction of Expression Levels
To compare expression levels to data created in a completely different
genetic context, data from Urtecho et al. (2018)[195] containing expression levels for 10,898 E. coli σ70 promoters was retrieved. The dataset
contains no sequences with identity to the promoters measured in this
study, and after filtering out all sequences containing an UP element,
3,821 sequences remained. A gradient boosting tree model was trained
on the flow-seq data (excluding 10 % of the data used as a hold-out test
set) and the model was used to predict the data from Urtecho et al. Performance on the test set showed a Pearson’s R of 0.84 (p-value < 10−5 ,
Supplementary Figure 3.6A). The correlation of the predictions on the
Urtecho et al. data was quite poor at 0.20 (Supplementary Figure 3.6B),
indicating that the σ70 core promoter remain an extremely diverse and
hard to predict expression element.

High Quality Engineering Sequences
To help guide future engineering efforts of synthetic biology circuits
which are intended to function in vivo, a number of sequence libraries
were extracted from the expression level data. The first library comprised
8 sequences with expression levels uniformly distributed from lowest to
highest in the dataset, picked as the most consistent expression levels
across all locations. The remaining two libraries were picked under the
same constraints but with the additional condition that they could be
represented on a degenerate primer. The two degenerate libraries contain 8 and 16 sequences, respectively (Figure 3.4A, B and C). Each library
was then re-cloned into the original plasmid to verify that they showed
the expected expression levels (Figure 3.4D, E and F). The libraries are
available in supplementary table 3.1.
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A. Experimental Design
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Figure 3.3 – Setup and results from the in vivo experiments. A. Experiment design. 12 mice in 6 cages were treated with streptomycin
for the duration of the experiment. At day 0, mice were inoculated
with the E. coli nissle libraries and feces samples were collected from
cages throughout the experiments. The mice were divided into two
groups, group 1 being euthanized on day 2 and group 2 on day 4
to perform a section and extract samples from the intestines. B. A
dendrogram of the locations created using hierarchical clustering
location-to-location Pearson’s R correlation as a distance measurement. C. The correlation matrix of the locations compared to each
other, sorted using the dendrogram from the clustering. The lower
triangle displays the scatter plots of expression values recorded at
each location. Numbers in the upper triangle and the color of each
field are the Pearson’s R values calculated based on the scatter plots.
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A. Designed Sublibraries
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Figure 3.4 – Determination of promoter libraries most suitable for
predictable engineering across different environments. A. 8 promoter sequences with the highest degree of consistency between in
vitro and in vivo environments. Chosen from lowest to highest with
even spacing between them. B. & C. Degenerate 1 and 2 sequences
are determined in a similar fashion as the 8 promoter sequences, but
must fit on a single degenerate primer for easy cloning. D. Degenerate libraries re-cloned and measured in a flow cytometer in E. coli
nissle in stationary phase, showing fluorescence showing both low
and high levels of expression. E. 8 Peaks of the individual promoter
libraries measured in a flow cytometer in E. coli nissle in stationary
phase. → p. 61
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Figure 3.4 (continued) – F. Average expression of the 8 individual
promoter libraries compared to with their sequence index. The 3 lowest expression levels show the same mean expression as the negative
control, meaning they do not show any expression above autofluorescence. The dashed line shows a linear regression of those promoter
level measurements above negative control illustrating the high coefficient of determination (R 2 = 0.98, p-value < 10−5 )

3.3 Discussion
As the idea of truly programmable single cell organisms is slowly coming to fruition, parts with predictable behavior are needed to facilitate
the design and engineering of these new synthetic gene circuits. On top
of this, new applications in new environments require more specialised
and adapted chassis strains. To help further our understanding of the
building blocks used in synthetic biology, flow-seq and other massively
parallel reporter assays has been shown capable of characterising thousands of sequence variations in parallel building large databases of functional sequence data. As shown in this study, it was possible to add an
additional dimension by using flow-seq on probiotic E. coli living outside
of lab media. Categorizing the differences and similarities of sequences
across multiple environments is an important step towards the goal of
designing organisms working towards a goal defined by an engineer.
Even with a large data set of sequence function, it was shown that much
work is still needed to reliably predict and identify novel σ70 promoters. Thus, further studies are needed to accurately map the sequence-tofunction relationship of the σ70 promoter, which in turn could lead to a
better understanding of the regulatory networks of E. coli and bacteria in
general. Further complicating the engineerability of genetic circuits, is
the several elements which are known to drastically alter the expression
level of a given core promoter, e.g. transcriptional regulator proteins, UP
elements, transcriptional riboswitches. Characterising the function of
each element and the interdependence of elements will be a grand challenge.
Through application of an evolutionary algorithm, a set of libraries were
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designed with a high diversity on degenerate oligonucleotide sequences,
allowing a very efficient and rapid one-pot cloning procedure using standard cloning techniques. This lowers the barrier of entry for producing
new information-rich sequence libraries which in turn allows for automation or other highly parallel production methods. Coupled with
the high availability of genomic data and many other data sets available,
we can envision an extremely high throughput system capable of intelligently characterising a multitude of regulatory sequence elements.
We have introduced a new library of sequences which we believe are particularly robust to different environments, opening up new opportunities to accelerate engineering of new organisms targeted to live in more
challenging habitats. The context effects of the core promoters were not
investigated as the intention of the study was to focus on the functional
relationships in the core promoter sequence as well as producing promoter sequences intended for use in synthetic biology where the context is well-defined. As such, we believe we present a useful resource for
increasing reliability of the engineering of new genetic constructs and
circuits in the form of a set of verified promoter sequences.

3.4 Materials & Methods
σ70 Promoter Library Design
Data from Kinney et al. (2010)[68] was fetched from the NCBI Sequence
Read Archive accession number SRA012345. Sequences from the rnapwt and full-wt experiments were analysed by counting occurrences in
each bin 1-9 in the experiments and calculating the final expression value
as xs = ∑b eb ⋅ cb,s / ∑b cb,s with cb,s = nb,s / ∑s nb,s , where nb,s is the count
of sequence s in bin b, and eb is the mean fluorescence value in bin b.
36 base pair long sequences from rnap-wt and full-wt where then extracted and encoded using a one-hot encoding scheme, i.e. representing A, T, G, and C with the codes [1, 0, 0, 0], [0, 1, 0, 0], [0, 0, 1, 0], and
[0, 0, 0, 1], respectively. The final input vector was then a concatenation of 36 codes corresponding to the base at each sequence position,
resulting in 144 input features in total. The random forest regression
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implementation from scikit-learn was used to train a model containing
250 trees using otherwise default parameters on the rnap-wt dataset and
using the full-wt dataset as a hold-out test set to ascertain model performance.
To generate the degenerate libraries, a simulated evolution algorithm was
implemented performing the following steps: First, 1000 libraries are
randomly generated and scored. Then for each generation: 1) Retain
the top 20 % libraries, add this to the parents list. 2) Randomly select
5 % of the remaining libraries and add them to the parents list. 3) Select
1 % of sequences from the parents list and mutate them. 4) Add all
the libraries from the parents to a ‘new population’ list. 5) Fill up
the new population list until it contains 1000 libraries by picking two
random libraries from parents list and ”mate” them.
The simulation usually converges in 50-100 generations, where each new
generation see no improvement to the objective function. The sequence
Libraries are represented as a 36×4 matrix. Each column is a sequence
position with 4 booleans for A, T, G, and C. To mutate a sequence, 5 %
of positions in the matrix are randomly set to false and 5 % are randomly
set to True. If a column contains 4× False, it is reverted to its original
state. To mate two sequences, random sections of each library are put
together to create the child. After each mutation or mating, the library
is corrected to the target diversity by adding or subtracting bases until it
reaches the desired diversity.
Each library is scored using an objective function which calculates the
maximum distance between the actual distribution and the optimal distribution, where the optimal distribution is a straight line from 0 to maximum expression.

Cloning Procedures
The final plasmid (pMSKL023) was assembled with NEBuilder HiFi kit
(New England BioLabs, Inc.) using manufacturer’s instructions and
cloned into One Shot TOP10 Electrocompetent E. coli (Invitrogen) using
manufacturer’s instructions. The pMUT1 backbone originally isolated
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from E. coli Nissle 1917 was donated by Marieke Bongers. aadK was
donated by Andreas Porse.
Libraries were cloned by PCR amplifying from pMSKL023 with a primer
containing the degenerate library on a primer with overhang (oMSKL203,206,209,211-216) and a reverse primer (oMSKL133). The single fragment was purified and assembled with NEBuilder HiFi kit (New
England BioLabs, Inc.) using manufacturer’s instructions and cloned
into One Shot TOP10 Electrocompetent E. coli (Invitrogen) using a
modification of the manufacturer’s instructions: After an hour of recovery, the whole cell suspension is added to 12 mL 2×YT media (SigmaAldrich) with 100 µg/mL kanamycin and grown overnight at 37 °C in a
shaking incubator.
Plasmid libraries were then purified using the Macherey-Nagel NucleoSpin Plasmid kit according to manufacturer’s instructions and electroporated in an E. coli Nissle 1917 strain previously cured of the native
pMUT1 plasmid donated by Mareike Bongers.

In Vitro Flow-seq
250 µL overnight cell suspension of E. coli Nissle containing the library
was grown overnight in 15 mL 2×YT media (Sigma-Aldrich), in aerobic conditions and anaerobic conditions. 250 µL cell suspension grown
aerobic were further diluted in 15 mL 2×YT media and grown to OD600
was 0.4. Cell suspensions were diluted 1000× into PBS (from 10× stock
solution, pH 7.4, Invitrogen) with 0.5 % v/v tween-20 (E. coli Nissle will
aggressively clump and adhere to the FACS instrument without tween
causing blockages). Diluted cell suspensions were added to a BD FACSAria II for sorting.
Using the aerobic overnight as a reference, two gates were created on
the FITC channel log-histogram at the lowest and highest fluorescence
levels. 10 gates were created with equal spacing between the upper and
lower gate, making a total of 12 bins sorting on the FITC channel. For
each bin, up to 1,000,000 million cells were sorted in a new tube with
500 µL 2×YT media, with sorting stopped after 10 minutes unless a bin
had less than 25,000 sorting events.
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A variation of the “16S Metagenomic Sequencing Library Preparation”
protocol was used to sequence the sorted libraries.[212] Sorted cell suspensions were grown overnight in 5 mL 2×YT media, after which a 221
bp DNA fragment was PCR amplified directly from 1 µL cell culture using primers oMSKL219 and oMSKL220 for 8 cycles using Phusion PCR
master mix (Invitrogen) according to manufacturer’s instructions (3step protocol with a melting temperature of 60 °C, 10 second extension
time) in 25 µL total reaction volume. Remaining primers were digested
by adding 0.5 µL exonuclease I (20 U/µL, Thermo Scientific) directly to
the PCR reaction mixture and incubating for 15 minutes at 37 °C and inactivating for 15 minutes at 85 °C in a PCR cycler. Nextera XT (Illumina)
sequencing adapters were added to PCR fragments by adding 1.25 µL of
each forward and reverse adapter and re-running the PCR program for
12 cycles with a primer melting temperature of 65 °C.
PCR fragments were then purified and normalised using Just-a-Plate 96
PCR Purification and Normalization Kit (Charm Biotech) according to
manufacturer’s instructions. Sequencing libraries were then pooled and
sequenced on an Illumina MiSeq.

Mouse Experiments
12 male NMRI outbred mice (Taconic Europe), 6 weeks of age were divided into 6 cages and 2 groups. The experiment took place over 12 days,
where all mice received 5 mg/mL streptomycin in sterile drinking water over the entire period. After a pretreatment period of 7 days, each
mouse was inoculated with 100 µL overnight E. coli Nissle library culture washed and concentrated to OD600 = 10.0 with gavage. On each day
at approximately 24 hour intervals, feces were collected from the cages.
On the third day after inoculation, the mice from group 1 were sacrificed
and dissected, and on the fifth day group 2 was sacrificed and dissected.
After euthanization samples were taken from ileum, cecum, and colon.
Content of each gut sample was extracted and stored in 1 mL PBS (from
10× stock solution, pH 7.4, Invitrogen) on ice before being run through
the flow cytometer within an hour. Tissue samples were rinsed in a saline
solution (0.90 % NaCl) and mucus was scraped off and stored in 0.5 mL
PBS on ice.
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In Vivo Flow-seq
Feces and tissue samples were dissolved in 1.5 mL PBS-Tween (from 10×
stock solution, pH 7.4, Invitrogen with 0.5 % v/v tween-20) on ice and
manually homogenised. Solids were spun down at 500 × g and the supernatant was filtered through a 40 µm cell strainer integrated into the
lid of a test tube (Corning Falcon Test Tube with Cell Strainer Snap Cap,
Fisher Scientific). Filtered samples were then sorted as soon as possible
with the same settings as the in vitro samples on the BD FACSAria II,
with the exception that a gate was added on the FSC/SSC scatter plot
and gate on the mCherry channel (561 nm laser, 610/20 nm bandpass
filter) to isolate E. coli Nissle. On day 1 and 3, 12 gates were used to sort
green green fluorescence, and on day 2 and 4, and 8 gate setup was used
instead to save time. Samples were sequenced using the same protocol
as the in vitro libraries.

Quantification of Expression Levels
To quantify protein expression levels of samples, a script was written to
count promoter sequences. Expression levels are calculating the final
expression value as xs = ∑b b ⋅ cb,s / ∑b cb,s with cb,s = nb,s / ∑s nb,s , where
nb,s is the count of sequence s in bin b.

Sample Comparison
All samples were compared against one another. For each pair of samples
with quantified expression levels, all sequences were extracted that were
present in both samples. A scatterplot was created of expressions levels
as measured in each sample. Correlation was quantified using Pearson’s
R value.

Extracting High Quality Sequences
Individual sequences were extracted using a brute force search. 8 Expression levels were predefined, and for each promoter in the Aerobic
Stationary, Anaerobic Stationary, Feces 1+2, and Colon Content Mouse
6 libraries, the distance of the measured promoter to the desired expres66

sion level was calculated, and the promoter with the lowest average distance was chosen to represent the expression level.
Degenerate libraries were created in a similar fashion to the initial Promoter Library Design, i.e. using an evolutionary algorithm minimising
the objective function defined by the longest distance at a target expression level to the average of the expression levels recorded in the samples
mentioned above. Promoter sequences generated which did not have a
recorded expression level was set to have an expression of -1, to discourage promoter sequences without recorded expression levels.
Newly extracted sequences and degenerate promoters were ordered on
primers and cloned into a fresh pMSKL023 stock using NEBuilder HiFi
kit (New England BioLabs, Inc.) using manufacturer’s instructions in
One Shot TOP10 Electrocompetent E. coli (Invitrogen), purified and
electroporated into E. coli Nissle 1917. 250 µL overnight cell suspension grown from sequence-verified colonies was grown overnight in 15
mL 2×YT media (Sigma-Aldrich), in aerobic conditions and run in a
Sony SH800S Cell Sorter (Sony Biotechnology Inc.) in quantificationonly mode.
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3.7 Supplementary Materials
A. Kinney et al.[68] validation data
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Supplementary Figure 3.1 – Model used to generate the initial
promoter diversity. A. rnap-full data used as the validation data
set. The data set contains 39,042 promoters. The popular Anderson promoter library (http://parts.igem.org/Promoters/
Catalog/Anderson) was used as the test set for the model setup.

Expression

Sequence

Promoter 1
Promoter 2
Promoter 3
Promoter 4
Promoter 5
Promoter 6
Promoter 7
Promoter 8
Degenerate 1
Degenerate 2

GGATTAACAATATAAGCTGACCTTCAAGTATTGAAT
TGTTTCACAATCTATGTTTGCCTATATATGGTTGCA
GGATTAACAATATATGCTTGACCTTATAGTGTTGAA
GGATTGACAATATAGGCTGGAGCTTCTAGTATTGAA
ACGCTTGTGAATGACACCTGCATTTGTTATCCTTTA
TGCTGGACTCGTCGTAATCCTGCGTGTATAATTGGC
TGCTTGACTCGTCGTTCCTCCTACGTGTATAATTGG
TGCTTGACTCGTCGTTATCCTACGTGTATAATTGGC
ASGCTTGCTMATGACACCTGAATKTSTTATCCTTTA
AGGCTTGCTMATGACACCTGMATGTSTTATCCTTTA

Supplementary Table 3.1 – Robust σ70 promoter sequences.
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Supplementary Figure 3.2 – Comparing growth fitness of different
plasmid configurations. Plasmid-free E. coli K-12 is compared to a
pMSKL023 with only aadK and the final version with both aadK and
kanR. DH10B is included as a control for slow growth rate. p-values
are calculated using an unpaired two-sided t-test.
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Supplementary Figure 3.3 – mCherry distributions of each sublibrary. oMSKL206-216 refers to the primer used to create the library
(Supplementary Table 3.2). Some libraries show a distinct bimodal
distributions, the reason as to why is unknown.
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Supplementary Figure 3.6 – A gradient boosted tree regression
trained on a total of 35,441 expression levels (some promoters appear more than once with multiple measurements). A. Model performance on 4,660 promoters from a hold-out validation set. B. Model
performance on 3,821 promoters from an independent test set.[195]
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Expression

Sequence

oMSKL133
oMSKL203

GACTAAATTCCAGGATCCTAACTCCTTGCGTGG

oMSKL206

TAGGATCCTGGAATTTAGTCggattracaatatangctkgabcttmwagwdttgaaATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL209

TAGGATCCTGGAATTTAGTCyaywtgwcasggawtccstatmaccttaccgtmacgATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL211

TAGGATCCTGGAATTTAGTCtgwttcacaakctatgktwgcywatmkatrgttgcrATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL212

TAGGATCCTGGAATTTAGTCtgctbkactcrtcgtwatsctrcktgtatawttgbcATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL213

TAGGATCCTGGAATTTAGTCggattracaatatangckgabcttmwagwdttgaatATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL214

TAGGATCCTGGAATTTAGTCytkayrgctagctcagycctwggkaywrtgctagcgATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL215

TAGGATCCTGGAATTTAGTCcgggwgmdctcatcagcacygayctgaymtaststtATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL216

TAGGATCCTGGAATTTAGTCasgcttgckmatgasacctgmatkhstkatcctttaATCGGTACTAGG
CTCCTGATCTAAAAGGAG

oMSKL219
oMSKL220

GTCTCGTGGGCTCGGAGATGTGTATAAGAGACAGGATCTACCTTGGCGAGTTCGCC

TAGGATCCTGGAATTTAGTCtgctbkactcrtcgtwactsctrcktgtatawttgbATCGGTACTAGG
CTCCTGATCTAAAAGGAG

TCGTCGGCAGCGTCAGATGTGTATAAGAGACAGGTGAACAGCTCTTCGCCTTTACGC

Supplementary Table 3.2 – List of primers referenced in this study.
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Chapter 4

READING EDITED RNA BASES WITH
NANOPORE SEQUENCING

Abstract
More than 100 different post-transcriptional modifications have been
found across all kingdoms of life,[213] and have been found to have numerous functions inside the cell. Furthermore, RNA modifications are
not limited to the native modifications, as several methods and tools
from molecular microbiology makes use of chemicals to induce modifications to RNA in vivo. These modifications are used to probe cellular functions, namely RNA secondary structure–a key determinant in
a number of key processes in a cell. Nanopore sequencing is a new,
promising technology as a detection device for these modifications.
To assess the potential of nanopore sequencing as a general purpose
RNA modification detection method, several different RNA samples
were made to study the differences in the signal produced by the
nanopore device. E. coli ribosomal RNA was chosen as the prime focus of the study due to the post transcriptional modifications being well
characterised for these molecules. Native, modified ribosomal RNA is
extracted and sequenced and in vitro in vitro transcribed RNA is synthesized to function as a control. Additionally, we show that it is possible
to produce whole-transcriptome unmodified RNA using in vitro transcription. Finally, we sequence RNA chemically modified with SHAPE
and DMS in vivo in an attempt to recover a footprint of RNA secondary
structure.

78

Graphical Abstract
1. Extract RNA

WT Strain

2a. cDNA

2a. Immunoprecipitation

3a. In vitro transcription

3b. Sequence edited RNA
+
4a. Sequence unedited RNA

+

5. Signal Comparison

79

4.1 Introduction
RNA serves a lot–and often underrated–purposes in living organisms.
While an RNA transcript starts life using the commonly known 4-letter
alphabet, the end result is much richer and diverse. Similar to protein post-translational modifications, several species of RNA will undergo post-transcriptional modifications–a process known as RNA editing.[214,215]
Recently, nanopore sequencing has been introduced as an alternative sequencing chemistry to highly parallel short-read sequencing. Nanopore
sequencing has the unique properties of being able to sequence RNA directly, as opposed to most other methods that sequence RNA through
a cDNA intermediate.[216] Additionally, the nanopore method does not
rely on a polymerase synthesis step in the sequencing reactions, and
thus offers an approach to elucidate arbitrary modifications to nucleotides,[118–122] as the method only relies on a measurement of the current through the nanopores.
In addition to native RNA modifications, the feasibility of detecting chemically induced modifications are investigated, namely DMSseq[217,218] and SHAPE-seq[219–221] applied through nanopore sequencing. DMS and SHAPE reagents are chemicals that can penetrate live cells
and react with RNA bases, preferentially RNA bases which are not bound
in a secondary structure.[222] Thus, by reading out which RNA bases are
modified in a DMS or SHAPE experiment, it is possible to extract information about in vivo RNA structure.
Nanopore sequencing is still a technology under active development.
Nanopore sequencing still only offers a relatively low fidelity as a sequencing method, particularly on a single read level. Single-molecule
sequencing performance of the instruments are continually being
improved, with deep learning methods being particularly promising[112,162,163]
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4.2 Results
Baseline rRNA
To begin the assessment on the fidelity of reading edited RNA bases,
E. coli ribosomal RNA would seem an ideal starting point. The individual base edits have been thoroughly characterised and the RNA species
itself is highly abundant in living cells. The first initial approach used
first a comparison of error rate and then on the raw signal between the
native RNA with modified bases and a control RNA species.
Native RNA was isolated by purifying all RNA from an early exponential
E. coli MG1655 culture with an RNA column-purification kit. The baseline unmodified RNA was created by PCR amplifying the chromosomal
sites of the 16S and 23S ribosomal RNA genes with a T7 promoter,[224]
and transcribing the RNA species using in vitro transcription with T7
RNA polymerase. Both samples were sequenced individually using Oxford Nanopore MinION, by first polyadenylating the RNA pool using
E. coli poly-A polymerase and then using the Oxford Nanopore direct
RNA sequencing kit.
To assess error rate on the samples, the raw reads were basecalled using
MinKNOW software and aligned to the reference genome. All gaps and
miscalled bases are labeled as an error. The fraction of errors are found
by dividing with the coverage at the position in question.
To compare the raw signal, the raw read must go through a process called
re-squiggling. A squiggle refer to the raw signal from the MinION in the
shape of electric current over time. Re-squiggle refers to aligning the
nanopore signal to the reference sequence. Several solutions are available for this process,[225] but a simpler custom solution was found to work
best in this particular case (supplementary figure 4.2). The re-squiggling
is accomplished by basecalling 5-mers to the reference sequence using
first the MinKNOW basecaller and bwa mem[37] for aligning. The basecalled 5-mers are referenced back to the raw signal which is then aligned
to the reference sequence. Multiple conflicts of alignments occur when
bases are miscalled or missed from the basecall data. Conflicts are resolved by averaging and assigning the same signal to each conflicting
nucleotide.
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Figure 4.1 – Detection of RNA modifications using Nanopore sequencing, examples from positions 2444–2505 of E. coli 23S rRNA.
A. Error rate for basecalls at each position. Yellow is native RNA and
pink is synthetic RNA without any modifications. B. Native error rate
divided by synthetic error rate shows peaks around positions with
RNA modifications. C. Normalised signal from approximately 500
resquiggled reads (supplementary figure 4.1) superimposed on top
of each other. Yellow is native RNA and pink is synthetic RNA without any modifications. D. Mann-Whitney U test[223] comparing signals from native to synthetic reads. Peaks of higher p-values happen
around positions with difference in signal, i.e. modified nucleotides.
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The raw signal from nanopores are known to drift over time and the
MinION will also change the potential over the nanopore during the
sequencing run for maximum throughput. To compensate, the signal
must be normalised. A method derived from Stoiber et al. (2016)[225]
was used, where the signal is centered on the median and divided by
median absolute deviation (MAD), then clipped to ±5. A distribution of
signal strengths are then derived by stacking the mapped signals at each
position (supplementary figure 4.1). Comparison between samples are
done using the Mann-Whitney U test,[223] where the p-value is used as a
predictor of modified nucleotides.
Both methods were found to be able to capture the majority of RNA edits in the 16S and 23S E. coli ribosomal RNA molecules. Receiver operating characteristic curves (ROC curves, figure 4.2) show area under the
curve (AUC) values of 0.84 and 0.86 for the error rate- and raw signal
predictions, respectively. Considered 5-mers instead of individual nucleotides, the performance of the error rate based detection increases
substantially to an AUC of 0.94, and the AUC of the raw signal predictor
remains relatively unchanged.

Whole Transcriptome Baseline RNA
To make comparisons available on a transcriptome level, the T7 RNA sequencing method must be further improved. A method was developed
based on strand-switching reverse transcription to turn a heterogenous
pool of RNA into cDNA with adaptors for T7 transcription. T7 RNA
transcripts can then be sequenced as a modification-free baseline for
comparison. To benchmark the performance of the method as a method
of locating modified RNA bases, the rRNAs 16S and 23S was again used.
Figure 4.3A show the ROC curve, with the corresponding AUC being
0.76 and 0.88 for single nucleotide and 5-mer targets, respectively.
Figure 4.3B show the recorded levels of RNA transcripts of retranscribed RNA to RNA isolated and directly sequenced, calculated
as transcripts per million (TPM). The samples show a fairly even ratio between samples meaning few systematic errors but a wide distribution (low precision) resulting in a Pearson’s R value of 0.69 on logtransformed data.
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Figure 4.2 – Prediction performance as receiver operating characteristic curve (ROC curve) of the error rate and raw signal comparison methods. A. Data looking only at single nucleotides. Output
values are the relative error rate and Mann-Whitney U test p-values.
Ground truth targets are modifications found in the literature[226–230]
(supplementary table 4.2) B. ROC curve created using a sliding window of 5 nucleotides. Prediction is the maximum value in the window and a 5-mer is marked as modified if at least one modification
is present.

m6A and Pseudouridine Immunoprecipitation
Taking the method a step further, a proposed variant of m6A-seq[231] was
developed to investigate methyladenosine and pseudouridine editing in
E. coli.
m6A-seq is based on immunoprecipitation of fragmented RNA
molecules with an anti-6-methyladenosine antibody. High-throughput
sequencing of the precipitated RNA fragments can then identify hotspots of adenosines where it is presumed that a editing event took place.
The variant of m6A-seq presented here is then a simplification, where
the fragmentation step is skipped and the hotspot identification step is
replaced with a basecalling step. Currently the basecalling step is a comparison between the native precipitated RNA and an unmodified control
pool of in vitro transcribed RNA, but ultimately a trained classifier would
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Figure 4.3 – Summary of the whole transcriptome baseline RNA sequencing. A. ROC curves for 16S and 23S rRNA locating known
native modifications. B. Expression levels in transcripts per million
(TPM) for native RNA seq and the re-transcribed baseline pool.

make basecalls for m6A.
RNA from E. coli in late-log phase was purified using a column kit.
Anti-m6A and anti-pseudouridine antibodies were used in conjunction
with magnetic protein A beads to pull down m6A- and pseudouridinecontaining RNA. A third control sample with no antibody was included
as well. From 570 µg RNA, 144 ng and 1350 ng of RNA was precipitated from the anti-m6A and anti-pseudouridine antibody experiments,
respectively. No RNA was detected using the Qubit RNA HS kit in the
no antibody control.
The pseudouridine sample was the only one sequenced, as it was the only
one with enough RNA after immunoprecipitation. Calculating the expression levels of genes in the pseudouridine, re-transcribed and native
RNA samples indicates some genes are being enriched, but few are consistently enriched when looking at both the native RNA-seq and the retranscribed RNA-seq samples (Figure 4.4A), which would suggest that
pseudouridine antibodies bind RNA very unspecifically, resulting in a
noise level that is above the enrichment level.
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Figure 4.4 – A. Expression levels in transcripts per million (TPM) for
native RNA seq and the re-transcribed baseline pool compared to the
immunoprecipitated RNA seq sample. B. The unknown transcript
from the DLP12 prophage region, showing several hotspots of RNA
artefacts which could indicate RNA editing.

Looking at hotspots with an increase in error-rate, 218 hotspots show up
with the following thresholds applied: A position must be covered by at
least 100 reads in both the re-transcribed and native RNA sample, and
the relative error rate of native over re-transcribed RNA must be ≥ 3.5,
which was the value found in the ROC curve (Figure 4.3A) for a false
positive rate of approximately 10 %. Perhaps unsurprisingly, the majority of all hotspots are in the ribosomal RNA, with 88 % of all hotspots
happening in 16S or 23S regions.
Three regions remain with hotspots: cspC gene, ssrA, and a region
around the DLP12 prophage. CspC is an RNA-binding protein[232] as86
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Figure 4.5 – Representative dataset of SHAPE[238] reactivities compared to the Nanopore sequencing data.

sociated with the 30S ribosomal subunit[233] and the stress response.[234]
ssrA encodes a tmRNA, part of the salvage pathway for proteins.[235] ssrA
known to be pseudouridine modified,[236] but also contains other RNA
modifications. The DLP12 prophage region (Figure 4.4B) contains the
strongest signal for any gene, but does not seem to belong to any coding region, as the transcription is happening on the (+) strand, but the
gene is present on the (-) strand. The transcription unit seem to start at
rzpD and end after ylcI. The DLP12 lysis genes are involved in biofilm
formation,[237] but otherwise little is known about the gene products of
this region.

Reading SHAPE Modifications
To test whether chemically induced modifications can be sequenced and
detected with nanopore, SHAPE (Selective 2’-Hydroxyl Acylation and
Primer Extension) and DMS (dimethyl sulphate) modifications could be
detected. E. coli cells were grown to mid-log and modified using DMS
and 2-methylnicotinic acid imidazolide (NAI). RNA was isolated and
sequenced. Both DMS and NAI samples could be sequenced, but MinKNOW was unable to basecall any reads in the DMS sample, indicating
that the sample had reacted too much with DMS. NAI sample was basecalled without issues.
The NAI reads were compared to a control sample treated with DMSO
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using the relative error rate method and the raw signal U test method.
While significant differences were present in the dataset, neither method
managed to replicate the results of any known SHAPE dataset (Figure
4.5).

4.3 Discussion
While several challenges still exist, nanopore sequencing shows a lot of
potential as a general method for detecting non-standard bases in nucleic acids. As shown here and by others, most RNA modifications are
readily detectable and present in the signal. The methods used here to
detect such modifications were relatively crude requiring at least several
hundred reads of the same sequence both as the modified version and
an unmodified read.
SHAPE modifications could not be reliably detected, and this may be due
to several factors. As the SHAPE protocols have been developed with
termination of primer extension in mind, the modifications are present
as substoichiometric, resulting in a much weaker signal. Other factors
that could lead to SHAPE being undetectable with nanopore sequencing
could be that SHAPE adducts results in termination of sequencing, as
they may be too large to pass through the pores. Even if the tested NAI
is not be ideal for use in combination with nanopore sequencing, there
are multiple different reagents being used as SHAPE reagents, each with
different properties. New reagents could be developed specifically to be
well suited for nanopore sequencing.
To detect modifications on a single molecule level as opposed to the current ensemble comparison approach, careful analysis of the signal could
result in new basecall models capable of recognizing non-standard bases
present. An alternative scenario would be to synthesize a large library
of known modifications present in a diverse sequence pool, and using
deep learning to create the basecaller.
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4.4 Materials & Methods
RNA Isolation and Nanopore Sequencing
RNA was isolated from Escherichia coli K-12 MG1655 by growing 250 µL
overnight cell suspension in 15 mL 2×YT media (Sigma-Aldrich) to
OD600 = 0.4. RNA was stabilized and isolated using RNeasy Protect
Bacteria Mini Kit (QIAGEN) using manufacturer’s instructions.
5 µg Isolated RNA was poly-A tailed using E. coli Poly(A) Polymerase
enzyme and buffer (New England BioLabs, Inc.) using manufacturer’s
instructions. The reaction was incubated for 30 minutes at 37 °C, and
RNA was purified again using the RNeasy mini columns (QIAGEN).
Poly-A RNA was then sequenced using the direct RNA sequencing kit
(Oxford Nanopore Technologies, SQK-RNA001) using manufacturer’s
instructions.

In Vitro Transcription of rRNA
E. coli rRNA was amplified using oMSKL160 and oMSKL161 for 16S and
oMSKL162 and oMSKL163 for 23S (Supplementary Table 4.1). PCR
reactions were run directly from 1 µL cell culture for 30 cycles using
Phusion PCR master mix (Invitrogen) according to manufacturer’s instructions (3-step protocol with a melting temperature of 60 °C, 60 second extension time) in 50 µL total reaction volume. PCR products were
purified using NucleoSpin gel and PCR clean-up kit (Macherey-Nagel)
according to the manufacturer’s instructions. In vitro T7 transcription
was carried out using the TranscriptAid T7 High Yield Transcription Kit
(Thermo Fisher Scientific) according to the manufacturer’s instructions.

In Vitro Transcription of cDNA
Total RNA from E. coli in mid-log phase was isolated and poly-A tailed as
described above. 50 ng poly-A RNA was mixed with 1 µL oMSKL295 (50
µM), 1 µL dNTPs (10 mM, Thermo Fisher Scientific) to a total volume
of 11 µL. Mixture was incubated for 5 min at 65 °C and immediately
placed on ice. 4 µL SuperScript IV buffer (5×, Thermo Fisher Scientific),
1 µL DTT (100 mM, Thermo Fisher Scientific), and 2 µL oMSKL294
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(25 µL) was added to the tube and incubated for 2 minutes at 42 °C. 1 µL
SuperScript IV Enzyme (200 U/µL, Thermo Fisher Scientific) was added,
placed in a PCR cycler and run for 10 minutes at 50 °C, 10 minutes at
42 °C, 10 minutes at 80 °C, and then chilled to 4 °C.
5 µL reaction was added to a PCR reaction with Phusion PCR master mix
(Invitrogen) according to manufacturer’s instructions (3-step protocol
with a melting temperature of 60 °C, 60 second extension time, 20 cycles). Primers were first digested by adding 1 µL Exonuclease I (20 U/mL,
Thermo Fisher Scientific) and incubating for 15 minutes at 37 °C and
15 minutes at 80 °C. PCR products were purified using NucleoSpin gel
and PCR clean-up kit (Macherey-Nagel), and In vitro T7 transcription
was carried out using the TranscriptAid T7 High Yield Transcription Kit
(Thermo Fisher Scientific) according to the manufacturer’s instructions.

Immunoprecipitation
500 µg total RNA from E. coli in mid-log phase was added to 200 µL IP
buffer (5×, 2.5 mL [1 M] Tris-HCl [pH 7.4], 7.5 mL [5 M] NaCl, 250 µL
Igepal CA-630, 39.75 mL water), and 12.5 µL (1 mg/mL) antibody (AntiN6-methyladenosine Antibody (m6A), clone 17-3-4-1, Sigma-Aldrich
and Anti-Pseudouridine mAb, MD347-3, MBL International), in a total
volume of 1 mL, and incubated with head-over-tail rotation for 2 hours at
4 °C. 100 µL Protein A beads (New England BioLabs, Inc.) were washed
in 1 mL 1× IP buffer twice on a magnetic rack. Beads were resuspended
in 1 mL 1× IP buffer with 0.5 mg/mL BSA and incubated with head-overtail rotation for 2 hours at 4 °C. Protein A beads were washed in 500 µL
1× IP buffer twice. Beads were pulled down on a magnetic rack, supernatant discarded and RNA+Ab was transferred to tube with beads and
incubated with head-over-tail rotation for 2 hours at 4 °C. Beads were
washed 3 times using 1× IP buffer and 100 µL SDS-Page sample buffer
(2×, Sigma-Aldrich) was added and incubated for 5 minutes at 70 °C on
pre-heated heater block. RNA was purified using RiboMinus Concentration Module (Thermo Fisher Scientific) according to manufacturer’s
instructions and eluted into 15 µL water.
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SHAPE and DMS Reactions
SHAPE reactions[239] were carried out by growing 3 tubes with 25 µL
overnight cell suspension in 3 mL 2×YT media (Sigma-Aldrich) to
OD600 = 0.5. 90 µL DMSO with 0, 1 M, and 2 M 2-methylnicotinic
acid imidazolide (NAI, Sigma-Aldrich 03-310) was added and the tubes
were incubated for 5 minutes at 37 °C with shaking. RNA extraction and
sequencing was carried out as above.
Dimethyl sulphate (DMS, Sigma-Aldrich) reactions were carried out by
growing 2 tubes with 25 µL overnight cell suspension in 3 mL 2×YT media (Sigma-Aldrich) to OD600 = 0.5. 150 µl of DMS (5

Basecalling and Signal Comparisons
Basecalling was accomplished with MinKNOW using default settings.
Alignment of RNA sequence data to E. coli genome (NCBI accession
NC_000913.3) was done with bwa mem.[37] Alignment of raw signal was
accomplished by aligning MinKNOW’s 5-mer signal outputs to the genomic alignment. Error rates were calculated by counting insertions,
deletions, and miss-called bases and dividing by the total amount of
reads mapping to each position.
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4.6 Supplementary Materials
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Supplementary Figure 4.1 – A. Raw signal from the nanopore sequencer is mapped to overlapping 5-mer sequences by MinKNOW.
Vertical dashed line show transitions from one 5-mer to another.
Letters denote the middle nucleotide identity called by MinKNOW.
When transitions are not detected, two nucleotides occur at the same
signal level. B. Mapping of the median for each slice of raw signal to
a genomic position. Overlaying several different read aligning to the
same position builds a consensus signal level for that position.
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Expression Sequence
oMSKL160
oMSKL161
oMSKL162
oMSKL163
oMSKL294
oMSKL295

TAATACGACTCACTATAGGGAAATTGAAGAGTTTGATCATGGCTCAG
TAAGGAGGTGATCCAACCGCA
TAATACGACTCACTATAGGGTTAAGCGACTAAGCGTACAC
AAGGTTAAGCCTCACGGTTCATTAG
GTCGAGTTGATCCATGGTCTTAATACGACTCACTATArGrGrG

(a)

TGACACAGACGCATAGGATCTTTTTTTTTTTTTTTTTTTTVN

Supplementary Table 4.1 – DNA oligos referenced in this study.
(a) rGrGrG denotes RNA oligonucleotide.
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16S

23S

Position

Modification

Position

Modification

516
527
966
967
1207
1402
1407
1498
1516
1518
1519

Ψ
m7 G
m2 G
m5 C
m2 G
m4 Cm
m5 C
m3 U
m2 G
m62 A
m62 A

745
746
747
955
1618
1835
1911
1915
1917
1939
1962
2030
2069
2251
2445
2449
2457
2498
2501
2503
2504
2552
2580
2605

m1 G
Ψ
m5 U (T)
Ψ
m6 A
m2 G
Ψ
m3 Ψ
Ψ
m5 U (T)
m5 C
m6 A
m7 G
Gm
m2 G
D
Ψ
Cm
C*
m2 A
Ψ
Um
Ψ
Ψ

Supplementary Table 4.2 – RNA modifications used as positive controls.[226–230] Table compiled by https://mods.rna.albany.edu/
Introduction/Ribosomal-RNA
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Chapter 5

PREDICTION OF PROTEIN STRUCTURAL
FEATURES

Abstract
The ability to predict local structural features of a protein from the primary sequence is of paramount importance for unraveling its function
in absence of experimental structural information. Two main factors affect the utility of potential prediction tools: their accuracy must enable
extraction of reliable structural information on the proteins of interest,
and their runtime must be low to keep pace with sequencing data being
generated at a constantly increasing speed.
Here, we present NetSurfP‐2.0, a novel tool that can predict the most important local structural features with unprecedented accuracy and runtime. NetSurfP‐2.0 is sequence‐based and uses an architecture composed of convolutional and long short‐term memory neural networks
trained on solved protein structures. Using a single integrated model,
NetSurfP‐2.0 predicts solvent accessibility, secondary structure, structural disorder, and backbone dihedral angles for each residue of the input sequences.
We assessed the accuracy of NetSurfP‐2.0 on several independent test
datasets and found it to consistently produce state‐of‐the‐art predictions
for each of its output features. We observe a correlation of 80 % between
predictions and experimental data for solvent accessibility, and a precision of 85 % on secondary structure 3‐class predictions. In addition
to improved accuracy, the processing time has been optimized to allow
predicting more than 1000 proteins in less than 2 hours, and complete
proteomes in less than 1 day.
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5.1 Introduction
The Anfinsen experiment, showing that the structural characteristics
of a protein are encoded in its primary sequence alone, is more than
50 years old.[240] As a practical application of it, several methods have
been developed over the last decades to predict from sequence only several protein structural features, including solvent accessibility, secondary
structure, backbone geometry, and disorder.[169,241–245] These tools have
tremendously impacted biology and chemistry, and some are among the
most cited works in the field. They have been extensively used to annotate novel sequences, thus facilitating their characterisation. The accuracy of said methods plays a central role here: the rate of errors in
many computationally-generated annotations is a well-known and unresolved problem affecting public databases.[246] Such errors often propagate through databases and sequence annotations, and the availability
of high-quality predictions is hence of primary importance to limit their
occurrence.
On the other hand, the amount of novel sequences has been steadily increasing over the last years,[247] and not only experimental methods, but
also computational predictions of structural and functional features have
a hard time keeping up with it. This creates a conflict between the need
for accurate predictions, and the pace at which we can generate them.
NetSurfP-1.0[248] is a tool published in 2009 for prediction of solvent
accessibility and secondary structure using a feed-forward neural network architecture. Since then, deep learning techniques have affected
the application of machine learning in biology expanding the ability of prediction tools to produce more accurate results on complex
datasets.[170,249–255] Here, we present NetSurfP-2.0, a new extended version of NetSurfP, that uses a deep neural network approach to accurately predict absolute and relative solvent accessibility, secondary structure using both 3-and 8-class definitions,[256] φ and ψ dihedral angles,
and structural disorder,[257] of any given protein from its primary sequence only. By having an integrated deep model with several outputs,
NetSurfP-2.0 can not only significantly reduce the computational time,
but also achieve an improved accuracy that could not be reached by having separate models for each feature. In fact, when assessed on various
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test sets with less than 25 % sequence identity to any protein used in the
training, its accuracy was consistently on par with or better than that
of other state-of-the-art tools.[169,242,254,258,259] In particular, we observed
a significant increase in the accuracy of solvent accessibility, secondary
structure, and disorder over all the other tested methods.
NetSurfP-2.0 uses different approaches to make predictions for small and
large sets of sequences, thus improving its time efficiency without compromising its accuracy. It has a user-friendly interface allowing nonexpert users to obtain and analyse their results via a browser, thanks to
its graphical output, or to download them in several common formats
for further analysis.

5.2 Materials and Methods
We describe briefly the dataset and method used for training NetSurfP2.0, and the validations performed.

Structural dataset
A structural dataset consisting of 12,185 crystal structures was obtained from the Protein Data Bank (PDB),[260] culled and selected by
the PISCES server[261] with 25 % sequence similarity clustering threshold and a resolution of 2.5 Å or better. To avoid overfitting, any sequence
that had more than 25 % identity to any sequences in the test datasets (see
“Evaluation” section for details) was removed, as well as peptide chains
with less than 20 residues, leaving 10,837 sequences. Finally, we randomly selected 500 sequences (validation set)left out for early stopping
and parameter optimization, leaving 10,337 sequences for training.

Structural Features
For all residues in each chain in the training dataset, we calculated its
absolute and relative solvent accessibility (ASA and RSA, respectively),
3-and 8-class secondary structure classification (SS3 and SS8, respectively), and the backbone dihedral angles φ and ψ using the DSSP software.[256] Finally, each residue that was present in the chain refseq se101

quence, but not in the solved structure, was defined as disordered. It
is important to mention that disordered residues cannot be annotated
with any of the other features, since no atomic coordinates are available
for these residues.

Protein sequence profiles
NetSurfP-2.0, like its predecessor, exploits sequence profiles of the target protein for its prediction. We used two different ways of generating such profiles. The first exploits the HH-suite software,[136] that runs
quickly on individual sequences, while the second uses the MMseqs2
software,[135] that is optimized for searches on large data sets. In both
cases, the profile-generation tools were run with default parameters, except MMseqs2 which used 2 iterations with the ‘–max-seqs‘ parameter
set to 2,000.

Deep Network architecture
The model was implemented using the Keras library. The input layer of
the model consists of the one-hot (sparse) encoded sequences (20 features) plus the full HMM profiles from HH-suite (30 features in total,
comprising 20 features for the amino acid profile, 7 features for state
transition probabilities, and 3 features for local alignment diversity), giving a total of 50 input features. This input is then connected to two Convolutional Neural Network (CNN) layers, consisting of 32 filters each
with size 129 and 257, respectively. The CNN output is concatenated
with the initial 50 input features and connected to two bidirectional long
short-term memory (LSTM) layers with 1024 nodes (Figure 5.1, panel
A).
Each output (RSA, SS8, SS3, φ, ψ, and disorder) is calculated with a Fully
Connected (FC) layer using the outputs from the final LSTM layer. RSA
is encoded as a single output between 0 and 1. ASA output is not directly
predicted, but calculated by multiplying RSA and ASAmax.[262] SS8, SS3,
and disorder, are encoded as 8, 3, or 2 outputs with the target encoded as
a sparse vector (target is set to 1, while the rest of the elements are 0). φ
and ψ are each encoded as a vector of length 2, where the first element is
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Figure 5.1 – Network architecture and computation time plot. In
panel A the network architecture is shown. N is the number of amino
acids in the target protein sequence. Each box represents a different
layer of the network, from the input (bottom) to the output (top), and
the corresponding number of neurons/filters. The arrows represent
the features that are passed between consecutive layers. The computation time per sequence of NetSurfP‐2.0 is reported in panel B. The
x‐axis represents the number of input sequences (logarithmic scale),
the y‐axis the average computation time in seconds per sequence.
The method implementation using HH‐suite profiles is reported as
a gray dashed line, and the one using MMSeqs2 profiles is reported
as a solid black line.
the sine of the angle and the second element is the cosine. This encoding
reduces the effect of the periodicity of the angles,[263] and the predicted
angle can be calculated with the arctan2 function.

Training
The training was performed using mini-batches of size 15. The individual learning rate of each neuron was optimized using the Adam
function.[154] Early stopping was performed on the validation set. Since
the different target values for each output have different distributions, a
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weighted sum of different loss functions was used: SS8, SS3 and disorder
use cross entropy loss, while RSA, φ and ψ use mean squared error loss.
Weights were adjusted so each loss contribution was approximately equal
and then fine-tuned for maximum overall performance. When the target value for a feature of a given residue was missing, e.g. for secondary
structure of disordered residues, or φ angles of N-terminal residues, the
loss for that output was set to 0.

Evaluation
The final two models one trained with the HH-suite and one with MMseqs2 profiles were tested on 3 independent datasets: the TS115 dataset
(115 proteins),[264] the CB513 datasets (513 protein regions from 434
proteins),[265] and a dataset consisting of all the free-modeling targets
(21 proteins) at the CASP 12 experiment.[266] No protein with more than
25 % sequence identity to the proteins in these datasets was present in the
training. Disorder prediction was not performed on the CB513 dataset
since it contains very few disordered regions.We used different metrics
to evaluate each feature: Pearson’s correlation coefficient (PCC) for solvent accessibilities, Q3 and Q8 accuracy for SS3 and SS8 respectively,[256]
mean absolute error in degreesfor φ and ψ angles (MAE), Matthew’s correlation coefficient (MCC) and False PositiveRate (FPR) for disorder. In
each dataset, the performance was calculated both as the average over all
the residues in the dataset (per residue) and as the average of the performances per structure, the latter being defined as the average of the
metric on all the residue of each given structure. The p-values between
the top-scoring method and all the other methods on a given feature in
a dataset were calculated using a 2-tailed paired Student’s t-test on the
corresponding performances per structure.

DISPROT dataset
We retrieved all the entries in DisProt, a database containing proteins
annotated with several experimentally validated disorder types. All proteins with an available solved structure were removed to avoid overlaps with the training set. For each residue of each protein, we compare its experimental disorder annotation to the disorder prediction
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from NetSurfP-2.0. We classified proteins with more than 75 % of their
residues being disordered as completely disordered proteins.

5.3 Results
We have compared the performance of NetSurfP-2.0 to other state-ofthe-art tools with similar functionality: NetSurfP-1.0,[248] Spider3,[242]
SPOT-Disorder,[169] RaptorX,[254,259] and JPred4.[258] In order to check
whether the results of the methods were significantly different, we calculated a p-value for each feature by using a pairwise Student’s t-test on
the results of the two methods. Results on the independent test sets
CASP12, TS115, and CB513 are presented in Table 5.1, and in an extended version in Supplementary Table 5.1. They match to a very high
degree with the results obtained by using a 4-fold cross validation on the
training set (Supplementary Table 5.2).
We give here the results for each individual feature, and a benchmark of
the time performance of the tool. An example of the ASA and SS3 predictions for the human Orotate phosphoribosyltransferase (OPRTase)
domain, displayed on its solved structure (PDB id 2WNS) is illustrated
in Figure 5.2.

Solvent accessibility
The main focus of the original NetSurfP-1.0 and of its updated version
is to predict solvent accessibility for individual residues. Both tools predict RSA, and also calculate the corresponding ASA as described in the
Methods section. We have compared the performance of the old and
updated version of our tool, and compared to that of Spider3, a recent
tool with a similar architecture that only predicts the ASA. The results
are shown in Table 5.1 and demonstrate a consistently improved performance of NetSurfP-2.0, compared to the other methods, with a PCC of
approximately 0.8 on the test datasets TS115 and CB513 and on the validation set. The PCC of NetSurfP-2.0 on the CASP12 dataset, though still
being significantly better than all other methods, is around 0.72. It has
to be noted that many of the structures in the CASP12 dataset are not
obtained through X-ray crystallography, and they contain a number of
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A.

B.

Figure 5.2 – NetSurfP‐2.0 predictions mapped on the OPRTase domain structure. Panel A represents the predicted ASA in a color gradient from yellow (low) to blue (high). Panel B represents SS3 helix, strand, and coil classes in orange, purple, and pink, respectively.
The actual secondary structure of the protein is displayed in the carton representation of the structure. Both color codings are consistent
with the web server graphical output.
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disordered regions (as defined in the Methods) substantially larger than
both the other external dataset and the training data. We see in general
(Supplementary Table 5.3) that all the predictions are less accurate in the
few residues before and after a disordered region. We will further discuss
this later.

Secondary structure
Many tools for secondary structure prediction have been published over
the last 20 years, with their reported accuracy improving over time.[264]
In many cases, these tools have been subject of independent validation
studies[266] to get an independent assessment of their actual capabilities.
We have decided to compare our tool with Spider3, RaptorX, and Jpred4,
as these are among the most commonly used and accurate tools available.
All the aforementioned tools perform 3-class prediction of secondary
structure, while only NetSurfP-2.0 and RaptorX also provide an 8-class
prediction. The results of the benchmark are given in Table 5.1. In all
cases, NetSurfP-2.0 produce significantly more accurate predictions than
all the other tools, with an average Q3 accuracy of approximately 85 %,
and a Q8 accuracy between 72 % and 75 % (Supplementary Table 5.1,
Supplementary Figure 5.1).
As for solvent accessibility prediction, the results on the CASP12 dataset
are less accurate for all tested tools. A difference between the old version of the tool and it successor is that the latter is trained including disordered regions. We have also tested whether this affects the accuracy
of the prediction of features other than disorder in the proximity of the
disordered regions. This is actually the case for Q3 and Q8, which are
significantly higher for our tool when compared to a modified version
of it in which the disordered regions have been completely removed from
the training sequences (Supplementary Table 5.4). This effect is more
pronounced for the datasets that have more disordered regions (CASP12
and TS115) and less so for the CB513 dataset. Even though such residues
constitute a very small portion of the total amount, these results suggest that including the disordered regions in general help our model to
achieve a better internal representation of the protein sequences.
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CASP12
NetSurfP‐2.0
(mmseqs)
NetSurfP‐2.0
(hhblits)
NetSurfP‐1.0
Spider3
RaptorX
Jpred4
TS115
NetSurfP‐2.0
(mmseqs)
NetSurfP‐2.0
(hhblits)
NetSurfP‐1.0
Spider3
RaptorX
Jpred4
CB513
NetSurfP‐2.0
(mmseqs)
NetSurfP‐2.0
(hhblits)
NetSurfP‐1.0
Spider3
RaptorX
Jpred4

RSA
[PCC]

ASA
[PCC]

SS3
[Q3]

SS8
[Q8]

Disorder
[MCC]

Disorder
[FPR]

Phi
[MAE]

Psi
[MAE]

0.726

0.735

0.820

0.703

0.660

0.015

20.3

31.8

0.725

0.737

0.824

0.711

0.604

0.011

20.0

31.2

0.617

0.641
0.688

0.709
0.791
0.786
0.760

0.582
0.621

0.026
0.045

21.6

33.2

0.661

0.594

0.778

0.797

0.857

0.750

0.656

0.006

17.2

25.8

0.775

0.795

0.853

0.744

0.663

0.008

17.5

26.5

0.661

0.691
0.769

0.779
0.839
0.822
0.767

0.575
0.567

0.027
0.044

18.5

27.3

0.716

0.651

0.794

0.807

0.854

0.723

20.1

28.0

0.788

0.803

0.853

0.720

20.2

28.6

0.700

0.723
0.797

0.788
0.845
0.827
0.779

20.4

28.2

0.676

0.706

Table 5.1 – Results of the method’s validation on independent test
datasets. The performance of NetSurfP‐2.0 (using HH‐suite and
MMSeqs2 profiles), NetSurfP‐1.0, Spider3, SPOT‐disorder, RaptorX,
and JPred4, is displayed for the CASP12, TS115, and CB513 datasets.
SPOT‐disorder and Spider3 predictions are reported as a single row.
The following performance metrics are used: Pearson correlation coefficient (PCC), Q3 and Q8 accuracy, Matthew’s correlation coefficient (MCC), False Positive Rate (FPR), and mean absolute error
(MAE) in degrees. RaptorX RSA prediction classes B (buried), M
(medium), and E (exposed), are mapped to the middle of the corresponding interval used to define them, that is, to 0.05, 0.25, and 0.7,
respectively. The different predicted features are reported in the column header, together with the corresponding performance metric.
For each feature and each dataset, the best score is reported in bold.
→ p. 109
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Table 5.1 (continued) – Scores in italics are the ones for which no
significant difference with respect to the top scoring method is observed (P value > 0.05). Empty cells represent predictions that were
not performed, either because not part of a method’s output, or because the feature was not present in the corresponding dataset.

Disorder
There is nowadays a general support that disorder plays a fundamental role in the function and dynamics of proteins, and several different
types of disorder have been described and annotated. Our tool is focused on protein regions with missing atomic coordinates in their solved
structures, corresponding to the REMARK-465 regions in the DisEMBL
annotation.[257] We have compared our prediction to both RaptorX and
SPOT-disorder, a method developed by the same group that developed
Spider-3. As customary in cases where the amount of negative data
points greatly outnumbers the amount of positive data points,[267] we
have decided to use the Matthew’s correlation coefficient (MCC) to compare the tools. In all cases, NetSurfP-2.0 produces the most accurate results, with an average MCC of 0.65 (see Table 5.1). It has to be noted that
this difference, though large, is not statistically significant. This might
be partially due to the limited number of proteins that contain disordered regions among all the datasets, and on which the MCC and the
corresponding statistical tests could be calculated. On the other hand,
if we extend our evaluation of the disorder prediction by including the
FPR, we see that our tool produces far less false positives than all the
other tools, and in this case the difference is statistically significant.
This improved performance could be due to the specific training method
we used, that includes many non-disordered proteins. We will show in
the following that this however does not reflect in a general underprediction tendency of the tool, as exemplified in disorder-enriched proteins.
As we mentioned above, we focus on one particular definition of disorder, while many more are available. To check if our tool can produce meaningful predictions on different types of protein disorder (e.g.
intrinsically disordered proteins, functional disorder), we conducted
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Dataset

#Proteins %Disordered (%)

Recall (%)

TS115
DisProt proteins
Completely disordered
proteins

115
803

7.4
24.2

51.7
54.7

138

95.0

58.0

Table 5.2 – Comparison of the disorder prediction on TS115, Disprot, and completely disordered proteins. The #proteins, %disordered, and recall column report the number of proteins, the average
content of disorder, and the recall per dataset. The recall is calculated
on all the disordered residues using the default 0.5 threshold.

a benchmark against the proteins in the DisProt database,[268] a resource containing experimentally annotated disordered regions of different types. The results of this benchmark are reported in Table 5.2 and
demonstrate that our tool performs well also on other types of disorder, and that it can also be used to identify completely disordered proteins, which were not used in its training. By comparing the recall on the
TS115, the whole DisProt data set, and the subset of completely disordered protein, we see that the tool not only performs well also on proteins
enriched in disordered regions, but that the low level of false positives
noticed before is not linked to a general underprediction effect.

Another way to define disordered regions is by the so called “hot
loops”,[257] i.e. loop regions that present high temperature factors (B factor) for theirCα atoms. We tested if our prediction captures this definition by analysing its correlation to the B factor of backbone atoms for
the TS115 dataset. To compare B factors from different structures, each
B factor was normalised by the average B factor of the protein chain it
belongs to. We see a Spearman correlation of 0.43 (Supplementary Figure 5.2), confirming the ability of our model to produce a meaningful
and consistent internal representation of the protein characteristics.
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Backbone dihedral angles
To complete the evaluation of our tool, we report its performance on the
prediction of the backbone dihedral angles φ and ψ. We compared the
results of NetSurfP-2.0 and Spider3. In this case, the two tools performed
almost identically, with NetSurfP producing only marginally better predictions, with no statistically significant difference. Both tools produced
more accurate prediction of the φ angle compared to ψ. This is expected,
given the much broader distribution of the ψ angle in the Ramachandran
plot compared to the φ angle, that is almost always confined to values between -180 and -40 degrees. We also observed a very poor prediction
accuracy for both angles in the proximity of disordered regions (Supplementary Table 5.3), and, to a lower extent, in loop and coil regions
(Table 5.3, Supplementary Figure 5.3).

Individual vs integrated model
Thanks to the specific architecture and training strategy used, it is possible to predict all the features concurrently using a single model. Though
this architecture improves the time optimization of our tool, this could
potentially be sub-optimal with respect to accuracy. In order to test this,
we trained single-output models for RSA, Secondary Structure (3-and
8-class), and disorder. We see (Supplementary Table 5.4) that the performance of the integrated model is comparable if not better than that
of the individual models.It is also interesting to notice that the hyperparameter optimisation described in Methods plays an important role in
the training of the integrated model: if no relative weight is assigned to
the different output, we observe a small degradation of the performance
of the RSA with respect to both the integrated model and the individual
ones.

Time performance
We have shown that NetSurfP-2.0 outperforms all other methods in all
the tests.This is the case for both the NetSurfP-2.0 models trained using different profile generation tools, namely HH-suite and MMseqs2.
Moreover, both the HH-suite and MMseqs2 models perform similarly
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Helices
G

H

I

B

8.75
9.69
30.18 15.51
16.93

15.72

29.39

17.74

15.49

CASP12
Phi 17.35
Psi
TS115
Phi
Psi

6.85
7.94
32.39 11.15
13.13

CB513
Phi 19.35
Psi

Strands

7.88
9.24
32.66 10.90
13.32

16.11

17.27

16.78
18.14

E

Coils
S

T

18.43
18.89
33.73 20.95
21.49

34.59

27.65

23.69

17.60
17.94
40.83 19.16
20.35

31.85

26.14

35.67

17.98
18.46
40.22 20.18
21.36

60.73

54.73

56.00

C

28.67
29.91
33.54 52.54
50.13
23.33

27.72
27.38
33.83 42.87
42.89
27.20

28.66
29.89
36.35 41.87
43.64

Table 5.3 – Accuracy of phi and psi prediction according to the secondary structure for the CASP12, TS115, and CB513 datasets. In
each cell we report the MAE for all residues with a specific secondary
structure, either based on the 3‐class (Empty cells) or 8‐class (white
cells) definition. For the 8 class definition: G = 3–10 helix, H = α
helix, I = π helix, B = β bridge, E = extended strand, S = bend, T =
h‐bonded turn, C = coil.
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on all datasets tested. However, they have very different running time:
the runtime on a single protein sequence for the HH-suite model is
approximately 2 minutes, but it scales linearly with the number of sequences. MMseqs2, conversely, is slower for small datasets, but on large
datasets it provides a speed-up of up to 50 times and the ability to parallelise on multiple processors (Figure 5.1, panel B). Given this, NetSurfP2.0 is implemented to use the HH-suite model for searches of less than
100 sequences, and the MMseqs2 model otherwise, thus offering a good
trade-off between computation time and resource demand, without sacrificing the method’s accuracy.

5.4 Discussion
The NetSurfP-2.0 web server provides state-of-the-art sequence-based
predictions for solvent accessibility, secondary structure, disorder, and
backbone geometry. By training a weight-sharing integrated model with
several structural features, we improve the accuracy of disorder with respect to models trained on individual features. This improvement likely
results from a more robust and informative internal state of the system,
which is extremely valuable for features where only a few positives are
present on average.
This integration was enabled by using improved representations of the
structural data. The previous version of NetSurfP, as well as other tools,
are trained only on the residues that are observed in the solved structure.
In this way, the models are presented with cases that are neither physically nor biologically meaningful, such as residues divided by a disordered region, that are far apart in primary and tertiary structure but presented to the model as consecutive. In contrast, by using a recent training
procedure strategy,[251] we can train the model on all residues, including
the disordered ones, thus increasing the accuracy of annotated features
in the data and reduce the frustration during training.
The NetSurfP-2.0 framework is extremely flexible and allows to include
many more structural features. We have shown that the disorder prediction of our model has a fair correlation with the residues’ B factor.
Given this result, we believe that including the latter as an additional
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output for the system might actually improve the disorder prediction
itself. Other possible features to be added are proline cis/trans conformation, metal binding sites, phosphorylation, glycosylation, and many
others.Having an integrated model has an effect on the accuracy of the
tool, but most importantly makes it much more time-efficient. On top
of that, our software uses two different profile creation strategies in order to achieve an even better efficiency both for small sets of sequences,
and for large batches of thousands of proteins. This allows the tool to
annotate a single proteome in less than a day, a very important feature
in present day biology. Thanks to its accuracy, its fast computation time,
and its easy and intuitive interface, we believe that NetSurfP-2.0 will become a valuable resource that will aid researchers both with and without
extensive computational knowledge to analyse and understand protein
structure and function.

5.5 Tool Availability
NetSurfP-2.0 is available both as a web-server, and as an independent
software (http://www.cbs.dtu.dk/services/NetSurfP-2.0/). The
web-server version accepts up to 4,000 sequences or 4,000,000 residues
per job.
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Supplementary Figure 5.1 – Comparison of NetSurfP-2.0 and RaptorX accuracy on the CASP12, TS115, and CB513 datasets, over the
3 classes B (buried, RSA < 0.1), M (Medium, 0.1 < RSA < 0.4), and E
(Exposed, 0.4 < RSA). The colour and number in each cell represent
the number of samples in a given target (X axis) and prediction (Y
axis) class. For each method and dataset, the accuracy is calculated
as the overall number of correct predictions divided by the overall
number of predictions.
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RSA
Resi PCC

ASA
Struct PCC

p-val

n

Resi PCC

Struct PCC

p-val

n

CASP12
NSurfP2(MM) 0.726
NSurfP2(HH) 0.725
NetSurfP1
0.617
Spider3

0.712
0.712
0.613

21
21
21

0.735
0.737
0.641
0.687

0.735
0.738
0.653
0.688

0.5292

0.9156
0.0000

0.0000
0.0029

21
21
21
21

TS115
NSurfP2(MM) 0.778
NSurfP2(HH) 0.775
NetSurfP1
0.661
Spider3

0.751
0.750
0.640

0.7936
0.0000

115
115
115

0.797
0.795
0.691
0.771

0.785
0.785
0.679
0.755

0.9783
0.0000
0.0000

115
115
115
115

CB513
NSurfP2(MM) 0.794
NSurfP2(HH) 0.788
NetSurfP1
0.701
Spider3

0.778
0.774
0.693

0.1115
0.0000

513
513
513

0.807
0.804
0.723
0.797

0.799
0.796
0.721
0.790

0.1614
0.0000
0.0000

513
513
513
513

Q3

Q8

Resi ACC

Struct ACC

p-val

n

Resi ACC

Struct ACC

p-val

n

CASP12
NSurfP2(MM)
NSurfP2(HH)
NetSurfP1
Spider3
RaptorX
JPred4

0.819
0.824
0.709
0.791
0.786
0.760

0.818
0.825
0.682
0.774
0.772
0.746

0.5181

0.703
0.711

0.716
0.718

0.7597

21
21

0.0001
0.0004
0.0017
0.0000

21
21
21
21
21
21

0.661

0.657

0.0022

21

TS115
NSurfP2(MM)
NSurfP2(HH)
NetSurfP1
Spider3
RaptorX
JPred4

0.857
0.853
0.326
0.838
0.822
0.751

0.862
0.859
0.317
0.843
0.829
0.784

0.3780
0.0000
0.0000
0.0000
0.0000

115
115
115
115
115
108

0.750
0.744

0.763
0.756

0.0401

115
115

0.716

0.731

0.0000

115

CB513
NSurfP2(MM)
NSurfP2(HH)
NetSurfP1
Spider3
RaptorX
JPred4

0.853
0.853
0.787
0.848
0.827
0.683

0.851
0.849
0.783
0.844
0.827
0.775

0.3244
0.0000
0.0025
0.0000
0.0000

513
513
513
513
508
416

0.723
0.720

0.722
0.719

0.2298

513
513

0.703

0.704

0.0000

508

Supplementary Table 5.1 – Results of the method’s validation on independent test datasets. The performance of NetSurfP-2.0 using HHsuite and MMSeqs2 profiles, NetSurfP-1.0, Spider3, SPOT-disorder,
RaptorX, and JPred4, is displayed for the CASP12, TS115, and CB513
datasets. → p. 122
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Disorder
Struct MCC

p-val

n

Resi FPR

Struct FPR

p-val

n

CASP12
NSurfP2(MM) 0.660
NSurfP2(HH) 0.604
SPOT-diso
0.597
RaptorX
0.621

Resi MCC

0.518
0.502
0.476
0.514

21
21
21
21

0.015
0.011
0.026
0.045

0.015
0.013
0.041
0.068

0.5322

0.6304
0.4121
0.9059

0.0181
0.0006

21
21
21
21

TS115
NSurfP2(MM) 0.656
NSurfP2(HH) 0.663
SPOT-diso
0.604
RaptorX
0.567

0.533
0.529
0.505
0.500

115
115
115
115

0.006
0.008
0.027
0.044

0.007
0.010
0.044
0.062

0.0282
0.0000
0.0000

115
115
115
115

0.8115
0.3207
0.1800

Phi
Resi MAE

Psi
Struct MAE

p-val

n

Resi MAE

Struct MAE

p-val

n

CASP12
NSurfP2(MM) 20.256
NSurfP2(HH) 20.013
Spider3
21.607

20.255
19.991
21.855

0.3548

31.832
31.157
33.223

31.170
30.971
33.384

0.7975

0.0012

21
21
21

0.0054

21
21
21

TS115
NSurfP2(MM) 17.228
NSurfP2(HH) 17.465
Spider3
17.998

16.934
17.084
17.607

0.2340
0.0000

115
115
115

25.754
26.545
27.035

25.289
25.881
26.646

0.1129
0.0012

115
115
115

CB513
NSurfP2(MM) 20.070
NSurfP2(HH) 20.231
Spider3
20.061

20.218
20.325
20.299

513
513
513

27.981
28.635
27.883

28.240
28.798
28.410

0.3941
0.7879

0.4796
0.1268

513
513
513

Supplementary Table 5.1 (continued) – The following performance
metrics are used: Pearson Correlation Coefficient (PCC), Q3 and
Q8 accuracy, Matthews Correlation Coefficient (MCC), False Positive Rate (FPR), and mean absolute error (MAE) in degrees. The different predicted features are reported in the column header, together
with the corresponding performance metric. All metrics are calculated both per residue, i.e. as an average over all residues in all structures, and per structure, i.e. as the average of the metric per structure,
which is in turn calculated as the average of all its residues. For each
feature and each dataset, a p-value is calculated by performing a 2tailed paired Student’s t-test on the corresponding performances per
structure.
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RSA
ASA
SS3
[PCC] [PCC] [Q3]

SS8
[Q8]

Disorder Phi
[MCC]
[MAE]

Psi
[MAE]

CASP12
Fold 1 0.728
Fold 2 0.728
Fold 3 0.729
Fold 4 0.729

0.737
0.737
0.738
0.740

0.700
0.704
0.692
0.706

0.819
0.822
0.807
0.818

0.624
0.645
0.571
0.660

20.3
20.2
20.2
20.4

31.6
31.7
31.6
31.9

TS115
Fold 1
Fold 2
Fold 3
Fold 4

0.783
0.783
0.783
0.781

0.803
0.802
0.802
0.800

0.748
0.751
0.746
0.748

0.858
0.859
0.856
0.857

0.665
0.662
0.655
0.660

17.2
17.2
17.3
17.2

25.5
25.4
25.6
25.8

CB513
Fold 1
Fold 2
Fold 3
Fold 4

0.800
0.799
0.799
0.799

0.813
0.812
0.812
0.812

0.721
0.722
0.721
0.719

0.852
0.853
0.853
0.851

0.104
0.128
0.081
0.124

20.2
20.2
20.1
20.2

28.0
28.1
28.0
28.2

Supplementary Table 5.2 – Results of the method’s validation using
a 4-fold validation approach. The metric used for each column is
reported in the first row.
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CASP12

TS115

CB513

M

D

SEQ

ATOM

Diff

SEQ

ATOM

Diff

SEQ

ATOM

Diff

Q3

ACC
ACC
ACC
ACC
ACC

1
2
3
4
5

0.761
0.682
0.712
0.773
0.862

0.702
0.712
0.712
0.758
0.785

0.060
-0.030
0.000
0.015
0.077

0.764
0.686
0.725
0.797
0.798

0.633
0.668
0.725
0.819
0.811

0.131
0.019
0.000
-0.022
-0.013

0.750
0.747
0.773
0.785
0.855

0.687
0.714
0.768
0.799
0.869

0.062
0.034
0.005
-0.014
-0.014

Q8

ACC
ACC
ACC
ACC
ACC

1
2
3
4
5

0.627
0.530
0.591
0.621
0.739

0.508
0.561
0.621
0.652
0.723

0.119
-0.030
-0.030
-0.030
0.015

0.648
0.594
0.603
0.676
0.689

0.481
0.548
0.613
0.698
0.699

0.167
0.046
-0.009
-0.022
-0.010

0.643
0.647
0.608
0.663
0.732

0.532
0.588
0.601
0.680
0.742

0.111
0.059
0.007
-0.017
-0.010

RSA PCC
PCC
PCC
PCC
PCC

1
2
3
4
5

0.260
0.452
0.631
0.587
0.533

0.194
0.455
0.610
0.560
0.537

0.066
-0.003
0.021
0.027
-0.004

0.343
0.465
0.674
0.664
0.739

0.336
0.486
0.660
0.667
0.753

0.007
-0.021
0.013
-0.002
-0.014

0.485
0.603
0.630
0.716
0.762

0.460
0.616
0.641
0.722
0.772

0.025
-0.013
-0.012
-0.006
-0.010

ASA PCC
PCC
PCC
PCC
PCC

1
2
3
4
5

0.452
0.548
0.634
0.605
0.555

0.344
0.531
0.587
0.577
0.537

0.109
0.017
0.047
0.028
0.018

0.510
0.553
0.694
0.689
0.763

0.492
0.567
0.686
0.689
0.772

0.018
-0.014
0.009
0.000
-0.009

0.552
0.630
0.676
0.731
0.776

0.535
0.645
0.676
0.744
0.784

0.017
-0.014
0.001
-0.013
-0.008

Supplementary Table 5.3 – Accuracy of the method in the residues
preceding and following disordered regions. The distance of the
residue to the disordered region is reported in the dist column.
The “SEQ” and “ATOM” columns contain the results obtained with
the version of NetSurfP-2.0 trained without and with disordered
residues, respectively. The “Diff ” column shows the difference between the two methods, and it is colored in dark green, green, white,
and orange, for results where the “ATOM” version has a difference of
more than 10 %, more than 3 %, between 3 % and -3 %, and below
-3 %. No difference below -10 % was present. M is metric, D is distance.
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RSA
ASA
SS3
[PCC] [PCC] [Q3]

SS8
[Q8]

Disorder Phi
[MCC]
[MAE]

Psi
[MAE]

20.2
19.9
19.8

31.6
31.2
30.8

17.2
16.8
16.8

25.6
25.0
24.9

20.1
19.7
19.7

28.2
27.2
27.2

CASP12
C
0.732
P
0.724
Q
0.725
1
0.714

0.741
0.732
0.733
0.724

0.703
0.671
0.674
0.696

0.818
0.796
0.798
0.823

0.661

TS115
C
P
Q
1

0.785
0.786
0.785
0.772

0.803
0.804
0.804
0.792

0.749
0.735
0.738
0.750

0.857
0.846
0.848
0.860

0.666

CB513
C
P
Q
1

0.799
0.807
0.807
0.788

0.813
0.819
0.820
0.802

0.721
0.733
0.733
0.721

0.852
0.858
0.859
0.853

0.702

0.637

Supplementary Table 5.4 – A comparison of the results of NetSurfP2.0 (C) with respect of those obtained by training only on nondisordered region, using profiles obtained with the whole sequence
(P) or with the sequence of only non-disordered residue (Q), and
with models trained only on a single output variable (1).
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Supplementary Figure 5.3 – Scatterplot of residue normalised Bfactors plotted against their disorder prediction.
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Supplementary Figure 5.4 – Ramachandran plot of all residues in
the TS115 dataset (left panel), together with the average error in the
prediction of their phi (central panel, shades of green) and psi (right
panel, shades of blue).
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Chapter 6

CONCLUDING REMARKS

The central aim of the Ph.D. project summarised in this thesis was to
develop and introduce new tools to use in the development of engineered microorganisms. The approach taken was to develop methods
with broad applicability, but always grounded in a concrete problem that
needed an immediate solution.
Chapter 3 introduces a way to use a massively parallel reporter assay on
samples derived from in vivo sources. The research presented in this
chapter will hopefully enable researchers to not only directly make use
of the promoter library characterised in the study, but additionally use
the method to characterise new genetic elements. The inspiration to begin this study came from a general lack of options when starting new
projects involving design of synthetic biology circuits, a problem that
is compounded several times over when designing circuits for use in a
microbiome setting.
Chapter 4 describes the beginning of the development of a method to
identify RNA modifications in cells. RNA editing is a very–in microbial
cell factory engineering circles–niche field. Native RNA edits are currently an unexplored avenue in cell engineering, but given the diversity
and ubiquity of RNA editing happening in a living cells it could be an avenue well worth exploring with hopes of uncovering hitherto unknown
regulatory mechanisms, cell state proxy signals or other mechanisms.
The possibilities presented by reading chemically induced modifications
could be another avenue to investigate, with numerous possibilities to
design assays to interrogate interactions, structure, or presence of RNA
molecules. Since the primary sequence is directly readable, this method
lends itself well to be utilised in a massively parallel fashion. This study
was motivated by RNA secondary structure which in turn was motivated
by a desire to design and develop RNA biosensors.
Finally chapter 5 describes a method and software implementation to
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predict protein structural features. The main offerings of the method is
the speed at which large sets of protein sequences can be predicted in one
go, and an easy-to-use web interface for visualisation of results. Knowing
the structure of a protein has use cases in a multitude of fields, but is also
central to several disciplines within bioengineering, such as enzyme- and
biosensor engineering, protein function prediction and regulatory interactions within a given cell.
The main problem this work is attempting to solve is not a novel one–the
bioinformatic literature is abound with examples of algorithms introducing marginal improvements in this field. The motivation to implement
a new tool came as a result of a lack of easily accessible tools capable of
predicting structural features for very large databases of proteins for use
as inputs to other engineering challenges.
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