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Summary (English)

Design of offshore structures is severely influenced by considerations of the effects
of extreme events. It is well-known that extreme wave events appear more
frequently than predicted by the traditional linear wave theory. In 1995, just off
the coast of Norway, an unexpected wave of 18.5m crest height hit the Draupner
platform and generated substantial loads. Measurements failed to provide any
evidence of the coming freak wave. In Denmark, wave impacts that lead to severe
damages were recorded at the Horns Rev Offshore Wind Farm. Therefore, to
design a safe and robust offshore structure, it is crucial to appropriately quantify
uncertainties that may generate extreme events.
The current level of mathematical modeling of extreme events is unsatisfactory. This is partly because the methods such as FORM/SORM idealize the
failure surface, and partly due to impractical convergence rates. Alternative
approaches, such as extreme value or large deviation theories, use only the statistical characteristics of extreme events. When the probability density for the
events features an unusually heavy tail, these methods can be critically limited.
The simple Monte Carlo method seems to be the only reliable computational
approach to quantify extreme events accurately.
The purpose of this Ph.D. project is to develop, implement, validate, and apply
numerical uncertainty quantification methods to shallow-water wave models,
in order to achieve accelerated and improved predictions – compared to the
state-of-the-art – of extreme wave events at offshore structures. To quantify
the occurrence of extreme events sufficiently, we sequentially design numerical
experiments and actively explore the wave model input probability space. The
idea is to gradually approach the failure region in the input space using a de-
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creasing sequence of nested intermediate failure regions. Each intermediate step
employs a Markov chain Monte Carlo (MCMC) algorithm, and hence requires
numerical evaluation of the limit-state function. When this evaluation is expensive, the MCMC algorithm becomes impractical. We therefore propose to
approximate each Markov chain locally using standard regression. To this end,
we exploit the local regularity of the limit-state function and of its numerical
realization to get a sufficient approximation using only a few evaluations. However, the computational requirements of standard regression usually increase
with input dimension, and the computations become infeasible. As it turns out,
offshore applications typically require high-dimensional models of environmental
conditions. To address this, we identify and use a low-dimensional but sufficient
subspace of the input parameters to improve standard regression methods. To
this end, we employ the active-subspace analysis (ASA). Our numerical experiments show that Gaussian process regression with ASA can sufficiently quantify
extreme events. However, ASA requires efficient evaluation of the output gradient, and when this is infeasible, we replace ASA with partial least square (PLS)
regression, which is a gradient-free approach. Being a linear approach, PLS may
critically underpredict extreme events. But we show that when it is applied in
the local approximation for the subset simulation method, the PLS indeed provides adequate dimension reduction of the input space. Other approaches, such
as the principal component analysis (PCA) or the use of autoencoders, fail to
include the correlation between the input parameters and the value of the limitstate function. However, these methods can still prove advantageous in classification problems. For example, we have shown that suspensions of microparticles
can be classified according to concentration using PCA and autoencoder-based
analysis of the optical speckle transmitted through these suspensions. Back in
the context of offshore engineering, when classical dimension reduction methods
fail, we propose to use standard statistical measures of the wave input as the
low-dimensional design parameters. Our numerical results show that extreme
events can in this way be adequately quantified using significantly fewer model
evaluations than simple Monte Carlo.

Summary (Danish)

Design af offshore-strukturer er stærkt påvirket af betragtninger vedrørende effekterne af ekstreme begivenheder. Disse begivenheder viser sig at indtræffe mere
ofte end traditionelt forudsagt af lineær bølgeteori. I 1995 blev olieplatformen
Draupner ud for Norges kyst ramt af en uventet høj bølge på 18.5 meter, hvilket resulterede i signifikant belastning af platformen. Forudgående målinger gav
ingen indikation om en kommende super-bølge. I Danmark forårsagede havbølger store skader på Horns Rev havvindmøllepark. Disse eksempler understreger,
at konstruktion af robuste offshore-strukturer kræver passende kvantificering af
usikkerheder som forårsager ekstreme begivenheder.
Den matematiske modellering af ekstreme begivenheder er i øjeblikket på et
utilfredsstillende niveau. Dette skyldes delvist at metoder som FORM/SORM
arbejder med idealiserede fejloverflader, og delvist de upraktiske konvergensrater af metoderne. Alternative tilgange, såsom extreme value og large deviationmetoder, bruger kun de statistiske egenskaber af de ekstreme begivenheder. Når
halen af sandsynlighedstætheden, som beskriver de ekstreme begivenheder, er
substantiel, kan anvendeligheden af disse alternative metoder være kritisk begrænset. Den simple Monte Carlo metode ser ud til at være den eneste pålidelige
tilgang til præcis numerisk kvantificering af ekstreme begivenheder.
Formålet med dette phd-projekt er at udvikle, implementere, validere og anvende numeriske metoder til kvantificering af usikkerhed i kontekst af bølgemodeller
på lavt vand. Motivationen for dette er at opnå accelereret og forbedret prædiktion, i forhold til state-of-the-art, af ekstreme begivenheder i vandbølger ved
offshore-strukturer. For at opnå en tilstrækkelig kvantificering af forekomsten
af ekstreme begivenheder, udforsker vi sandsynlighedsrummet af bølgemodel-
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lens input-variable aktivt ved at konstruere en passende sekvens af numeriske
eksperimenter. Idéen er at gradvist nærme sig området i input-rummet, som
resulterer i struktur-svigt, ved at bruge en sekvens af indlejrede svigt-områder.
Hvert skridt i sekvensen bruger en Markov chain Monte Carlo (MCMC) algoritme, og kræver derfor numerisk evaluering af limit state-funktionen. Når
denne evaluering er numerisk dyr, bliver MCMC-algoritmen upraktisk. Vi foreslår derfor at approksimere hver Markov chain-kandidat lokalt ved sædvanlig
regression. Hertil udnytter vi den lokale regularitet af limit state-funktionen,
samt af dens numeriske realisering, og opnår tilstrækkeligt god approksimation
ved kun få evalueringer. En ulempe ved dette er, at de beregningsmæssige krav
ved standard regression typisk vokser med problemets dimension, og det bliver
hurtigt umuligt at udføre beregnigerne. Offshore-anvendelser anvender desuden
typisk højdimensionelle modeller af forholdene i havmiljøet. For at overkomme
dette problem, identificerer vi og bruger et lavtdimensionelt men tilstrækkeligt
informationsrigt underrum af modellens input-rum, og forbedrer dermed præstationen af regressionsteknikkerne. Hertil anvender vi Active Subspace-analysen
(ASA). Vores numeriske eksperimenter viser at gaussisk regression med ASA
kan kvantificere ekstreme begivenheder tilstrækkeligt. ASA kræver dog hurtig
beregning af gradienten af modellens output, og når dette ikke kan lade sig gøre,
erstatter vi ASA med den gradient-frie partial least squares (PLS)-regression. Da
PLS er en lineær procedure, kan den have tendensen at underestimere ekstreme
begivenheder. Men vi viser at PLS giver tilstrækkelig reduktion af dimensionen af input-rummet når den bruges som en del af lokal approksimation i subset simulation-metoden. Andre tilgange, såsom principal component-analysen
(PCA) eller brugen af autoencoders, beskriver ikke korrelationen mellem inputparametrene og værdien af limit state-funktionen. Disse tilgange kan dog være
værdifulde i klassifikationsproblemer. Vi har for eksempel demonstreret, at suspensioner af mikropartikler kan klassificeres efter koncentration ved at bruge
PCA og autoencoder-baseret analyse af den optiske speckle, som transmitteres
af disse suspensioner. Tilbage i kontekst af offshore engineering, når de klassiske metoder til reduktion af modellens input-rum fejler, foreslår vi brugen af de
sædvanlige statistiske mål af bølge-inputtet til at konstruere et lavtdimensionalt
design-rum. Vores numeriske resultater viser, at ekstreme begivenheder kan således kvantificeres tilstrækkeligt ved at bruge betydeligt færre modelevalueringer
end hvad der kræves af simpel Monte Carlo.

Preface

This thesis was prepared at the Technical University of Denmark (DTU) in
fulfilment of the requirements for acquiring an Ph.D. Degree. The work
(Ph.D. project number: 10650) was carried out during the period 15.01.2017
- 14.01.2020, in the Section for Scientific Computing at the Department of Applied Mathematics and Computer Science at DTU. The main supervisor of the
Ph.D. Project has been Associate Professor Mirza Karamehmedović (DTU) and
the co-supervisors Professor Henrik Bredmose (DTU) and Professor John Dalsgaard Sørensen (DTU/Aalborg University).
A part of the work has been carried out during the research visit from September
2018 to March 2019 to the Uncertainty Quantification Group in the Department
of Aeronautics and Astronautics of the Massachusetts Institute of Technology,
Cambridge, Boston, USA. The visit was hosted by Associate Professor Youssef
M. Marzouk and partially sponsored by the Otto Mønsteds Fond, Danish Agency
for Science and Higher Education and Massachusetts Institute of Technology for
which I am grateful.
The framework of the study is about extreme wave events for expensive numerical offshore models. As a high-dimensional proposal, we have focused mostly on
dimensionality reduction methods. Chapters 1–5 of the thesis provide a methodological approach to the topic with four scientific papers in the appendix as the
results of our intensive work. We support our work with two open-source codes
written in MATLAB.
Lyngby, 14-January-2020
Kenan Šehić
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Chapter

1
Introduction

The study of hydrostatics and hydrodynamics can be traced back to the 17th century when scientists, such as a Galileo’s student Benedetto Castelli, conducted
practical experiments involving flow from reservoirs and aqueducts. Later, advanced calculus methods helped build a precise basis for hydrodynamics, including the modeling of water waves, and significant effort has ever since been made
to analyze and numerically model such waves [7, 27, 56].
The nature of ocean waves is stochastic and nonlinear, which may result in
extreme waves that substantially damage marine structures and impact their
expected lifetime [78, 79, 80]. Such extreme water waves are unusual events
that occur isolated in a specific period due to uncertain environmental conditions. Because the occurrence is far from standard recordings, we say that
extreme events are located in the tail of a probability distribution. In general, a
probability distribution describes the uncertainty related to random events (or
extreme waves). Typically, we would assume that the occurrence of extreme water waves corresponds to standard normal conditions with a minimal chance of
happening, which is a reasonably accurate assumption for large depths based on
linear wave theory. However, as the depth decreases, nonlinearity and randomness increase and improve the environmental conditions for extreme waves and
critical loads to appear more frequently. Furthermore, offshore measurements
confirmed that the situation is even more difficult than our initial understanding
[59]. When extreme events appear more frequently than the standard normal
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occurrence, we note the distribution of extreme events as a heavy-tailed distribution, i.e., a distribution with an extended tale. All things considered, it is
crucial to design safe and robust offshore structures to secure our investments
and avoid disasters. Therefore, to better understand the occurrence of extreme
wave events, we introduce a probabilistic framework to numerical wave models
[85, 30] and expose them to uncertain environmental conditions [6, 28, 100].

1.1

Sources of Uncertainties

Let us define uncertain environmental conditions (i.e., the input parameters)
as θ ∈ Rd for a predefined probability density π. A numerical model (i.e., an
arbitrary function) g employs differential equations such as Laplace’s equation
to describe a real physics, which consists of certain design parameters related to
boundary conditions, initial conditions, and coefficients of the governing equations. Typically, the input parameters θ influence the design parameters to
expose the output response u = g(θ) ∈ Rζ for uncertain conditions, which results in the variability of the output response. We usually distinguish two types
of uncertainties aleatoric and epistemic [52]. Aleatoric uncertainties are associated with physical phenomena and cannot be reduced as we do not have any
control over them. In contrast, epistemic uncertainties can be reduced if we
would have a better understanding and more reliable measurements to describe
their occurrence. Furthermore, the modeling process itself generates specific
modeling errors labeled model uncertainties. In general, we consider all these
uncertainties as just uncertainties because the quantification is usually the same.
A probability density π attached to the input parameters θ is estimated using
experience, measurements, and inference. Hence, for a particular numerical
model g with the input parameters θ defined for a prescribed probability density π, the concept is to describe the probability of distribution for the output
response u, which can be a spatial-temporal response (ζ  1) or just a scalar
(ζ = 1), see Fig. 1.1. We assume here that g is a deterministic continuous
smooth function that maps the input parameters θ to the response u. Due to
the strong nonlinearity of g, a distribution for u is nontrivial and requires rigorous computations to estimate it adequately. Based on the implementation, we
recognize the nonintrusive and intrusive approach. The nonintrusive approach
employs a numerical model as a black-box model, see Fig. 1.1. The variability
of u is estimated without any modification to the mathematical formulation of
a model. The nonintrusive relies only on individual evaluations of g [26]. It is
a preferable approach because it is more practical than the intrusive approach,
which typically extends the system of governing equations and modifies a numerical model. It demonstrates significant gain over the nonintrusive approach
for specific applications with Galerkin methods [55].

1.1 Sources of Uncertainties

3

Figure 1.1: Black-box definition of a numerical model g.
In the present study, the input parameters θ are random Fourier coefficients that
generate initial stochastic waves for a numerical model g. Initial stochastic waves
are recognized as a Gaussian and ergodic response, which is a valid assumption to
environmental conditions and large depths. The Fourier coefficients correspond
to the normal distribution and can be recognized as aleatory uncertainties due
to their irreducible randomness. In connection with a predefined wave energy
spectrum S(fn ), the Fourier coefficients formulate random amplitudes of initial
stochastic waves at the boundary x = 0, see Fig. 1.2. Thus, for initial stochastic
waves, we can write [64]
"
#
d/2
X
p
η(x, t) =
S(fn ) · ∆f An cos(2πfn t − kn x) + Bn sin(2πfn t − kn x) , (1.1)
n=1

where f is the wave frequency, kn is the wavenumber and An and Bn are
random variables drawn from the standard normal distribution. For the
rest of the thesis, we adopt the notation for the Fourier coefficients as θ =
(A1 , . . . , Ad/2 , B1 , . . . , Bd/2 ) ∈ Rd . The dimension of the input parameters θ is
defined with the frequency range f and the time duration of water wave propagation T . A wave spectrum is discretized into d/2 elements with respect to
the frequency range of f and the frequency resolution ∆f = 1/T . For example,
for 3-hour wave propagation and the frequency range 0 ≤ fn ≤ 0.3, we have
d ≈ 3242 Fourier coefficients for Eq. (1.1).
Furthermore, the wave energy spectrum S(fn ) can be recognized also as uncertainty because it describes environmental conditions for a specific period. The
research Joint North Sea Wave Observation Project (JONSWAP) [35] discovered
that the wave spectrum is never fully developed. Modifications were proposed
to the standard wave spectrum (Pierson-Moskowitz spectrum) to update the
framework. The JONSWAP spectrum has a more evident peak, and waves in
this setup continue to grow with the traveled distance. Typically, we use the
JONSWAP spectrum to study extreme events. We can recognize that the uncertainties related to a wave spectrum are epistemic. With better measurements
and knowledge, the current framework can be improved. A wave spectrum is
related to the long-term environmental conditions, and it is defined by the significant wave height HS and peak period TP [64]. The parameters (HS , TP ),
labeled as the sea state, define a return period at a typical site of interest. In
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Figure 1.2: Illustration of the surface elevation η(x, t) at a sea depth of h with
a reference location x = x∗ of a wind turbine.

general, a return period describes the average time between the occurrences of
extreme events.

1.2

Quantity of interest

The output response u of a numerical model g describes the quantity of interest.
For the nonintrusive approach, any additional post-processing for the output
response, such as to measure the statistical properties of the output response
in case of a spatial-temporal response, can be included into the framework of g,
see Fig. 1.1.
Here, we want to quantify the variability of u for a numerical wave model with
respect to the Fourier coefficients θ. In particular, we are interested in extreme
events of u located far from the mean, E[u], i.e., in the tail of a distribution.
Figure 1.2 illustrates the reference location of a wind turbine for an arbitrary
distance x = x∗ from the boundary. In our work, for the function g, we employ
primarily the low-cost replacements of OceanWave3D [27], such as a weakly
nonlinear shallow-water wave model based on the Kortweg-de Vries equation
[91] and a nonlinear harmonic oscillator [93] to examine the advantages and
disadvantages of the proposed methods. For these low-cost numerical models, the reference results are affordable to obtain in contrast to OceanWave3D.

1.3 Problem Statement

5

OceanWave3D is generally a practical, fully nonlinear wave model that requires
substantial computations to resolve due to offshore requirements. As the computation framework of OceanWave3D is challenging to modify, we prefer the
nonintrusive approach for the quantification of extreme wave events.
An important design measure for offshore applications is the maximum crest
elevation ηmax that can occur at a specific site of interest, i.e., x = x∗ for a
specific period T . Thus, for a numerical wave model g (e.g., OceanWave3D)
that generates the surface elevation η(x, t), we can write
ηmax = max{η(x = x∗ , t), 0 ≤ t ≤ T }.

(1.2)

For the rest of the thesis, we note that the output realization u is our quantity
of interest ηmax . The function g includes a numerical wave model that generates
the surface elevation η(x, t) for a specific period T and the sample maximum of
η(x = x∗ , t) for a specific period T . We recognizes the surface elevation η(x, t)
as a time-series, which resembles white noise to a certain degree.

1.3

Problem Statement

Here, we are interested in quantifying unusual occurrences (i.e., extreme events)
for the maximum crest elevation. In general, an extreme event or rare event
can be interpreted when the quantity of interest u = g(θ) exceeds a critical
threshold γ ∈ R under the influence of the input parameters θ. We can write
for the failure event as
F = {θ ∈ Rd : g(θ) ≥ γ}.

(1.3)

Hence, to describe the occurrence of extreme events, we establish a d-fold integral (i.e, the probability of failure)
Definition 1.1 For g as a real-valued continuous function defined on a space
Rd and γ ∈ R as a failure threshold, such that a failure event happens when
g(θ) ≥ γ, the probability of failure PF is written as the d-fold integral
Z
Z
PF =
π(θ)dθ =
IF (θ)π(θ)dθ,
(1.4)
F

Rd

where π is a probability density function and IF is the indicator function of F ;
IF = 1 if θ ∈ F and IF = 0 if θ ∈
/ F.
With the probability of failure PF , we measure the safety (i.e., the reliability) of
a system. For a smaller value, we have higher reliability. However, it should not
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be interpreted as the real failure probability of a system [5]. Because we do not
include all possible uncertainties that can occur in environmental conditions,
such as human error, we need to note the probability of failure as the nominal
probability of failure. Certain authors distinguish an extreme event and a rare
event using the order of the probability of failure. In particular, extreme events
are associated with the probability of failure that ranges between 10−4 and 10−2
with large values of u, which is also a typical offshore requirement. However,
rare events are related to lower probabilities, such as 10−5 and less.
For reliability analysis, the term a failure event describes an event when the loading factor design of the function g exceeds the residence factor design. Hence,
the function g is recognized as the limit-state function with γ = 0. For water
waves, a wave (i.e., the maximum crest elevation) exceeds a predefined threshold.
Therefore, the probability of failure PF is usually described as the exceedance
probability.
As we can observe, the probability of failure, Eq. (1.4), includes only uncertainties related to the input parameters θ and the corresponding density function π.
However, we mentioned that we have the uncertainties described by the Fourier
coefficients and the uncertainties related to a wave spectrum. The long-term
failure probability, which is not the scope of this thesis, includes the uncertainties related to the sea state distribution πS as follows
Z
PLF =
PF (state)πS (state),
(1.5)
state

where PF (state) is the probability of failure for a given sea state (HS , TP ) obtained by Eq. (1.4). The probability πS (state) describes the long-term stochastic
modeling of the sea state parameters. It examines the occurrence of all possible
storms that can appear during the lifetime of a wind turbine. It requires many
different individual storm analysis by using the Fourier coefficients θ. Thus, for
a particular sea state condition (HS , TP ), the probability of failure PF , Eq. (1.4),
is recognized as the short-term exceedance probability, while PLF as the longterm exceedance probability. As previously explained, for the maximum crest
elevation ηmax , the input parameters (i.e., Fourier coefficients) for a numerical
wave model g are defined in a high-dimensional space (d  1), which makes the
short-term probability of failure PF challenging to obtain or approximate.

1.4

Objective

Here, we consider the problem of short-term quantification of extreme water
waves in irregular unidirectional intermediate and shallow wave fields. As a
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high-dimensional proposal, standard regression methods to approximate the
probability of failure become impractical. Therefore, the idea is to discover
and use an adequate low-dimensional subspace of the input parameters θ for
standard regression methods. A low-dimensional subspace needs to maintain
enough information for standard regression methods to adequately approximate.
We initially provide a brief overview of uncertainty quantification tools for offshore applications. Furthermore, we discuss and examine sequential designs and
dimensionality reduction methods in more detail. In addition to standard reduction methods, we propose a different approach to define a low-dimensional
framework for the input parameters θ. In certain situations, standard reduction
methods cannot provide a sufficient reduction, or an implementation is intrusive and expensive. Thus, we employ standard statistical measures [92] as design
parameters for a sequential approach to sufficiently describe the tale of a distribution. We support our work with four publications attached in the appendix
of this thesis and two numerical codes.

The conventional approaches to quantify extreme events include the simple reliability tools such as FORM/SORM that idealize the failure surface and the
naive approach that uses a large number of numerical evaluations. Alternative
approaches such as extreme value theorems [12, 65], and large deviations theory [25, 87] explore the statistical characteristics of extreme events with specific
assumptions. The requirements are significantly fewer than the naive approach.
However, an atypical heavy tail is sometimes difficult to explain with specific
assumptions. By solving the Fokker-Planck equation (FPE) [74], we can fully
describe the quantity interest for a particular system of ordinary differential
equations with respect to the input parameters θ. However, even for a simple problem, it is still difficult to obtain a solution of FPE. The naive use of
numerical evaluations seems to be the only credible approach to quantify extreme events properly. For a limited computational resource, as is the case here,
it becomes impractical. Therefore, the idea is to design sequentially numerical
evaluations [1, 3, 63, 81, 5]. A sequential design utilizes the previous evaluations
to actively explore a probability space. The subset simulation method (i.e., sequential Monte Carlo method), the focus of our publication, uses a Markov chain
Monte Carlo (MCMC) algorithm to generate model evaluations that identify actively extreme events. It typically requires a significant number of evaluations.
Therefore, we propose to approximate each numerical evaluation in an MCMC
algorithm using only nearby evaluations [14].

We acknowledge that offshore numerical modeling is a complicated process,
which is beyond the scope of this research. Our primary interest is to provide a
different perspective on the short-term quantification of extreme wave events.
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1.5

Introduction

Outline of the dissertation

The thesis is intended for an individual with a background in statistics and
numerical modeling. The focus is on the publications that we have prepared
during these three years. The publications are in the appendix of this thesis
with the summary in Chapter 5. The rest of the thesis, Chapters 2-4, should
be understood as an introduction to the publications. We discuss the uncertainty
quantification methods used in the publications, their limitations, and possible
additional improvements. We close each chapter with the conclusions. The
corresponding references are at the end of the thesis.
Chapter 2 contains a graph overview of the uncertainty quantification methods. In the first part, we discuss and provide an overview of standard offshore
methods to quantify extreme events and describe their limitations. The subset
simulation method, which is the focus of our publication, is described in the
second part in more detail, followed by the moment-based method.
With the limitations of the methods in Chapter 2, we introduce Chapter 3
and discuss how numerical approximations can improve the uncertainty quantification methods. We recognize local and global approximations based on the
implementation. Chapter 3 includes polynomial regression, Gaussian process
regression, and Support Vector Machines.
However, local and global approximations are impractical for high-dimensional
numerical experiments because of the curse of dimensionality. Their demands
typically exponentially grow with the dimension. Therefore, we introduce the
linear dimensionality reduction methods (the principal component analysis PCA, the partial least squares regression - PLS and the active-subspace analysis
- ASA) following with a nonlinear reduction using autoencoders, a special type of
neural networks, in Chapter 4. As our original proposal is a high-dimensional
problem, this chapter is heavily involved in our publications.

1.6 Publications
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Publications

• Active-Subspace Analysis of Exceedance Probability for Shallow-Water
Waves - Kenan Šehić, Henrik Bredmose, John D. Sørensen, Mirza
Karamehmedović - Submitted to the Journal of Engineering Mathematics
on 11/12/2019. Last revised on 13/01/2020.
• Estimation of Failure Probabilities via Local Subset Approximations - Kenan Šehić, Mirza Karamehmedović - Submitted to the Reliability Engineering and System Safety on 13/01/2020.
• Low-dimensional offshore wave input for extreme event quantification - Kenan Šehić, Henrik Bredmose, John D. Sørensen, Mirza Karamehmedović
- Submitted to the Journal of Engineering Mathematics on 06/01/2020.
Last revised on 14/01/2020.
• Autoencoder-aided measurement of concentration from a single line of
speckle - Karamehmedović, M., Šehić, K., Dammann, B., Suljagić, M.,
Karamehmedović, E., 2019, In: Optics Express. 27, 20, p. 29098-29123

1.7

Open-source applications

• Local Approximations for the subset simulation method using a Gaussian process and polynomial regression: https://github.com/ksehic/
Local-Approximations-for-SuS
• Low-dimensional representation for the U -learning of a Gaussian process for OceanWave3D: UQ − Packages in https://github.com/ksehic/
OCW3D-F90-UQProbe
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Chapter

2

Quantification of extreme
events

The stochastic nature of ocean waves can generates sudden dangerous loads to
offshore structures [36, 59]. Therefore, to design a reliable and robust structure,
it is important to correctly determine the occurrence of extreme events with
the probability of failure. Reliability analysis methods provide a framework
to account for extreme events methodically. A general overview of methods is
presented in Fig. 2.11 at the end of this chapter. We acknowledge that Fig. 2.11
can be incomplete since it mostly covers the methods that we observed during
our research. The relevant references in Fig. 2.11 should provide an adequate
introduction to the reader. We distinguish five groups:

• Geometric approximation,
• Monte Carlo methods (MC),
• Moment-based method,
• Surrogate models,
• Dimensionality reduction.
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The purpose of this and the next two chapters is to give a brief overview of
uncertainty quantification methods with some references to our scientific contributions. The concept is to begin from standard and simple reliability methods
and continuously describe how these methods can be improved to efficiently
and accurately quantify extreme events. For reliability analysis, the function
g is typically associated with the limit-state function, which consists of loads
and resistances. The failure event is defined as F = {θ ∈ Rd : g(θ) ≤ γ} with
γ = 0. In this chapter, we follow the same notation. For offshore applications,
this would imply that the failure event is defined as F = {θ ∈ Rd : γ − g(θ) ≤ 0}
with γ − g(·) as the limit-state function.

2.1

Geometric approximation

The discussion about the reliability analysis is incomplete if we do not cover a
simple and widely used approach that considers a simple geometric shape Fb to
approximate the original failure region F efficiently [61, 88, 66]. By using the
simple Monte Carlo method, we can approximate efficiently the probability of
failure as
Z
Z
N
1 X
I
PbF =
π(θ)dθ =
IFb (θ)π(θ)dθ =
b.
N n=1 θn ∈F
b
F
Rd
Figure 2.1 illustrates some of the examples of geometrical approximations. Particular estimations would overestimate the probability of failure, while others
would underestimate. The overall estimation highly depends on our assumption,
which should resemble the original failure region correctly.

Figure 2.1: Illustration of geometrical failure approximations [58].

2.1 Geometric approximation

2.1.1
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FORM/SORM

FORM/SORM are well-known reliability approaches in offshore engineering [40,
43, 29], because of their simplicity and particular efficiency gains. It is related
to First Order Reliability Method and Second Order Reliability Method. The
concept is to search for the Most Probable Point (MPP) θMPP on the limit-state
surface (the boundary of the set {θ ∈ Rd , g(θ) ≤ 0}) for the standard normal
distribution. The MPP is the maximum probability density point at the failure
curve g(θMPP ) = 0, see Fig. 2.2. The reliability index βMPP is the shortest path
between the MPP and the origin and estimates the probability of failure as
PbF = Φ(−βMPP ).

(2.1)

Here Φ is the standard normal cumulative distribution function. For SORM,
we additionally include the curvature of the tangent surface at the MPP, see
Fig. 2.2. The tangent surface orthogonal to βMPP for FORM is a hyperplane,
while for SORM it is a paraboloid.

Figure 2.2: Illustration of FORM/SORM approximations with the most probable point (MPP).
In general, FORM/SORM are Taylor expansions of the limit-state function g
over the MPP. FORM is the first order, while SORM is the second order of a
Taylor series. Consequently, SORM is more accurate than FORM, as it includes
a higher order of approximation.
To find and define θMPP , we set a constrained optimization problem characterized as [58]
θMPP = argmin kθk2 , s.t. g(θ) = 0.
(2.2)
θ
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The optimization problem was the main focus of the reliability analysis for
many years. Thus, many practical algorithms are available for implementations
[34, 72].
As an optimization problem, the efficiency drops with the dimension. Also,
FORM/SORM assumes the uniqueness of MPP on the failure surface, which
in practice may not be the case. When the input parameters θ are not defined for the standard normal distribution, the transformations such as Rosenblatt transformation [75] can increase nonlinearity. As geometrical approaches,
FORM/SORM do not provide an error measurement.

2.2
2.2.1

Monte Carlo methods (MC)
Simple MC method

A simple and robust method for quantifying extreme events is the simple Monte
Carlo method [68]. The performance is independent of the dimension and can
be used for almost any nontrivial failure surface and numerical model. The
method consists of drawing randomly N number of independent samples S =
{θ1 , ..., θN } according to a probability density π. Then, the failure probability
is approximated empirically as the sample mean
N
1 X
Iθ ∈F
PbF =
N n=1 n

(2.3)

where I is the indicator function which gives I = 1 for the failure event and
I = 0 otherwise.
Based on the law of large numbers [68], PbF converges almost surely to PF . It
means that as long the sample size N is large enough, PbF is close to PF . The
central limit theorem [68] defines the converges rate as
√
N (PbF − PF ) → N (0, σ 2 )
(2.4)
where σ 2 is the variance of the approximation.
Consequently, the convergence
√
rate for the simple √
Monte Carlo is O(1/ N ). The standard deviation decreases
with the rate of 1/ N . For a large number of samples, the approximation error
will be close to the standard normal distribution. The estimation is unbiased,
E[PbF ] = PF , with the variance
V[PbF ] =

V[Iθn ∈F ]
PF (1 − PF )
=
.
N
N

(2.5)

2.2 Monte Carlo methods (MC)
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To define an optimal number of samples N for extreme events, we define the
coefficient of variation (CV) δ for the approximated probability of failure PbF as
[68]
(1 − PF )
V[PbMC ]
=
δ 2 (PbMC ) =
.
2
N · PF
E[PbMC ]

(2.6)

Figure 2.3: Number of samples N required to estimate the probability of failure
PF with different coefficients of variation δ [5].
Thus, to achieve δ(PbF ) ≤ , the number of samples N should satisfy N ≥ (1 −
PF )/(2 PF ). It means that for the failure probability of 10−4 and the tolerance
measure  = 0.1, we need to evaluate a numerical model at least N ≈ 106
times, see Fig. 2.3. The calculation can take days to converge for a numerical
model that usually takes a couple of seconds to run. Figure 2.3 shows the major
disadvantage of the simple Monte Carlo, where the coefficient of variation (CV)
δ depends on the inverse of the probability of failure PF−1 . In general, MC
employs naively a numerical model, which results in intensive computations. It
does not utilize the fact that each numerical evaluation provides information
about the quantity of interest that can be used to design the next numerical
experiment, which would explore a probability space adequately.

2.2.1.1

Latin hypercube sampling (LHS)

Instead of drawing samples randomly, which does not cover a probability space
adequately, an alternative approach is to generate slightly deterministic samples.

16

Quantification of extreme events

Figure 2.4: Illustration of Latin hypercube sampling for two-dimensional plot
[58].

Latin hypercube sampling (LHS) can be understood as a chess problem. We
select rocks randomly on a customized board without their attacking directions
to be crossed, see Fig. 2.4. LHS treats all coordinates equally and draws samples
θn according to the marginal distribution of a joint distribution for the input
parameters θ. It avoids the exponential growth of the sample set with the
dimension d. It was explained in [67] that the variance produced by LHS is
not larger than the variance produced by the same number of independent and
identically distributed (iid) random samples for any square-integrable function
and N ≥ 2. The estimation is unbiased, with the relative deviation always lower
than the simple Monte Carlo method [49, 50]. We employ LHS for the local
subset simulation approach [93] to improve the space-filling initially. However,
for extreme events, applying LHS generally is not advised as the variance can
be very low.

2.2.2

Subset Simulation Method

When computational resources are limited, the input parameters are defined
in a high-dimensional probability space, and the failure probability is low, the
simple Monte Carlo and certain variance reduction methods become ineffective.
The idea is to select the input parameters θ sequentially with respect to the
failure region and the previous evaluations. It was initially proposed in [1] as
the subset simulation method (SuS), i.e., the sequential Monte Carlo method.
We reexamine the standard implementation of the subset simulation method in
Algorithm 1 at the end of this section.

2.2 Monte Carlo methods (MC)
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The idea of the subset simulation method is to approach F in a sequence of
intermediate failure events, i.e., F1 ⊃ F2 ⊃ ... ⊃ FL = F [69]
L
\

F =

Fj ,

(2.7)

j=1

which are in decreasing order and nested. Therefore, the failure probability of
PF is determined as a product of conditional probabilities:
PF = Pr(F ) = Pr(

L
\
j=1

Fj ) =

L
l

Pr(Fj |Fj−1 ).

(2.8)

j=1

For j = 1, we condition on ’the certain event’ as F0 = Rd . The intermediate
(j)
failure events are rearranged to quantify the conditional probabilities PF =
Pr(Fj |Fj−1 ) adequately. The initial evaluation of PF is replaced by a sequence
of L intermediate failure probabilities, which are more suitable to quantify, see
Fig. 2.5.

Figure 2.5: Illustration of the subset simulation method.

The subset simulation method can be perceived as a particular modification of
the simple Monte Carlo method as it eventually needs a significant number of
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Figure 2.6: Numerical experiments for the subset simulation method based on
(a) Rosenbrock, and (b) Hypersphere function.

random evaluations to determine PF . Unlike the importance sampling, which
tries to learn an optimal distribution that eventually generates scaled samples
at the failure region, the subset simulation method starts around the origin and
progresses to the failure region by using the previous evaluations. Figure 2.6
demonstrates the subset simulation method for the selected numerical experiments, while Fig. 2.5 illustrates the SuS procedure.
At the first level j = 1, we generate N iid samples θi from the standard normal
(1)
density π to define PF = Pr(F1 |F0 ) for θ ∈ F1 . An alternative option is to
use LHS, as previously discussed. Because LHS uses the uniform distribution,
we employ the error function to define the standard normal distribution [93].
The conditional probability density functions (PDFs) {π(θ|Fj−j ) : j = 2, ..., L}
generate the samples for the following levels j ≥ 2 as [69]
π(θ|Fj−1 ) =

π(θ)IFj−1 (θ)
Pr(Fj−1 )

(2.9)

where IFj−1 (θ) is the indicator function for Fj−1 . We utilize a Markov chain
Monte Carlo (MCMC) algorithm to create samples from π(θ|Fj−1 ). It draws
samples from the target distribution when a Markov chain reaches its stationary state. The samples are identically distributed according to a conditional
probability of π(θ|Fj−1 ), but not independent. On each level j, see Fig. 2.5c,
the algorithm creates many short MCMC chains conditioning on the samples
from the previous level j − 1. Typically, an MCMC chain needs a burn-in period
as initially generated samples do not reflect the target distribution. However,
due to the nestedness of the intermediate failure regions, samples already follow
the target distribution. It is not required to incorporate a burn-in period. In

2.2 Monte Carlo methods (MC)
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the literature, it is identified as the perfect simulation [5]. The intermediate
failure thresholds for j ≥ 1 are defined as Fj = {θ ∈ Rd : g(θ) ≤ γj }, where
γ1 > γ2 > ... > γL = 0, see Fig. 2.5b. The intermediate failure thresholds
{γj : j = 1, ..., L − 1} are selected sequentially by setting the conditional prob(j)
abilities PF : j = 1, ..., L − 1 to the preferred value p0 [69]. The intermediate
failure threshold γj is set to the p0 -quantile of N limit-state evaluations, i.e.,
(g(θj−1,i ))i=1,...,N . Hence, the algorithm iterates till γj ≤ 0, which is the domain
(L)
of interest for g(θ) ≤ 0. The final failure probability PF = Pr(FL |FL−1 ) at the
level L is approximated with the simple Monte Carlo method and N number of
(L)
evaluations, i.e., PbF . Finally, the failure probability is interpreted as
(L)

cF = pL−1 Pb .
PF ≈ P
0
F

(2.10)

It is clear that the overall efficiency of the subset simulation method primarily
depends on the number of failure levels L, the selected conditional probability
p0 , and the number of samples N . The number of intermediate failure thresholds
L − 1 is primarily random. However, as demonstrated in [13] with by Lemma
1, for a sufficient number of evaluations N , the number of intermediate failure
thresholds L − 1 is defined as the ratio of the logarithms
$
% $
%
log P(θ ∈ F )
log PF
L−1=
=
.
(2.11)
log p0
log p0
For a very small p0 , we establish fewer intermediate failure levels to reach the
final failure F , but the number of samples N needs to be increased to sustain
the accuracy. If the selected conditional probability p0 is equal or less than
the probability of failure PF , the procedure becomes the simple Monte Carlo
method. It is not straightforward to define optimally p0 and N because it eventually depends on a numerical experiment. A practical range for p0 is derived
by minimizing the coefficient of variation (CV) δ. CV is not straightforward to
estimate also because the method uses an MCMC algorithm. At the first level,
j = 1, CV is the same as for the simple Monte Carlo method. For higher levels,
we need to include a measure of the correlation between the states of a Markov
chain cj using the autocovariance of the stationary stochastic process and define
[69, 103]
v
u
u 1 − P (j)
F
(1 − cj ).
(2.12)
δj = t
(j)
N · PF
To simplify the procedure, we assume that the process is ergodic. Additionally, we assume that the generated samples from different chains are uncorrelated with the indicator function, i.e., if θ and θ0 are from different chains than
(j)
E[IF (θ)IF (θ0 )]−(PF )2 = 0 [103]. We need to note that this may not be the case
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in practice. Also, the conditional failure regions are chosen with p0 using the
same number of samples N . Finally, we employ the average correlation factor c
for all levels, which does not depend on the selected conditional probability p0 ,
to write
1 − p0
(1 − c).
(2.13)
δ2 ≈ L ·
N · p0
Hence, based on the total number of evaluations NTotal = L · N and the number
of intermediate failure levels L − 1, we have [103]
δ2 ≈

1 − p0
(log PF )2
×
(1 + c).
p0 (log p0 )2
NTotal

(2.14)

The second term of Eq. (2.14) does not depend on the selected conditional probability p0 . Thus, to minimize the confidence of variation (CV) for a predefined
∗
failure probability PF∗ and a predefined total number of samples NTotal
, we minopt
imize the first term to find the optimal value as p0 ≈ 0.2 [103]. The analysis
of CV as a function of the selected conditional probability p0 shows that δ 2 has
a relatively constant dependency around popt
0 , see Fig. 2.7. It provides a useful
range for the selected conditional probability, i.e., 0.1 ≤ p0 ≤ 0.3 [103].

Figure 2.7: The coefficient of variation δ 2 as a function of the selected conditional probability p0 for N = 2000 [103].
Because we have the correlation in Markov chains, the coefficient of variation
(CV) for the subset simulation method is more substantial than for the simple
Monte Carlo with iid samples. The efficiency of SuS decreases as the correlation
for a Markov chain increases. Therefore, we observe in the literature several
different MCMC implementations to improve efficiency and accuracy. The latest effort uses the Hamiltonian MCMC (HMC) algorithm [94]. Previously, we
had the implementations based on the adaptive MCMC [69] and the delayed
MCMC algorithm [104]. HMC employs Hamiltonian dynamics for a Markov

2.2 Monte Carlo methods (MC)
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Figure 2.8: Trajectories for a 2D Gaussian distribution with (a) Metropolis
Hastings algorithm, and (b) HMC algorithm.

chain to slightly deterministically define the next state. It explores the space
more productively and consistently than standard MCMC implementations such
as Gibbs or Metropolis-Hastings algorithms, see Fig. 2.8. For the subset simulation framework, it shows similar performance for problems with simple explicit
limit-state functions. The implementation is nontrivial, and it requires a careful
design of Hamiltonian dynamics. Nonoptimal design parameters can generate
crucial errors in predictions [94]. However, despite the limitations of HMC, the
preliminary numerical results are encouraging.
The standard implementation of the subset simulation method Algorithm 1
requires the total number of evaluations as
NTotal = N + N · (1 − p0 ) · (L − 1).

(2.15)

The computational requirement NTotal eventually depends on the selected conditional probability p0 and the number of samples per level N . For example,
for the probability of failure 2 · 10−3 with N = 1000 and p0 = 0.1, the standard
implementation needs NTotal = 2800 evaluations, which is only 5.6% of the required Monte Carlo evaluations for the same conditions. However, for expensive
numerical models, the requirements of SuS are still impractical.

2.2.2.1

Limitations

The approximated probability of failure PbF is bias for a finite number of samples
N with the order of O(N −1 ). It is because we have the correlated estimations
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Algorithm 1 Subset simulation method [1, 69]
1: procedure SuS(N (the number of samples in each intermediate step), p0 (the selected
conditional probability), g (the limit-state function))
2:
Generate N iid samples {θj=0,i : i = 1, ..., N } from π(θ).
3:
Sort the samples θj=0,i in ascending order by their equivalent magnitudes of a limitstate values g(θj=0,i ).
4:
For j = 1, define γ1 as the p0 -quantile of the evaluations g(θj=0,i ) and F1 = {θ ∈ Rd :
g(θ) ≤ γ1 }.
5:
repeat
6:
Generate N samples from π(θ|Fj ) by using p0 · N Markov chains staring from the
samples for which θj−1,i ∈ Fj .
7:
Define Fj+1 = {θ ∈ Rd : g(θ) ≤ γj+1 } with γj+1 as the p0 -quantile of N samples
generated by the Markov chains.
8:
j=j+1
9:
until γj > 0
10:
Determine NF failure samples at the final level for which θj−1,i ∈ F .
NF
.
11:
Estimate the failure probability as PbF = pj−1
0
N
12: end procedure

of conditional probabilities [13]. It is confirmed that the bias still exists even for
iid samples because we adaptively estimate intermediate failures [13]. However,
the bias seems irrelevant with respect to the coefficient of variation δ 2 for PF . If
we assume a continuous cumulative distribution function for PF , we can write
by using the central limit theorem for N → ∞ as [13]
√

N (PbF − PF ) → N (0, δ 2 ),

(2.16)

where
δ 2 = PF2

!
1 − p0
1 − r0
n0
,
+
p0
r0

(2.17)

with n0 = L−1 as the number of steps before the algorithm stops and r0 ∈ (p0 , 1)
0
is derived from r0 = PF p−n
. For N → ∞, we have
0
N

1 − p0
E[PbF − PF ]
→ n0
,
PF
p0

(2.18)

which demonstrates that the bias is positive with O(N −1 ) for N → ∞ [13]
E[PbF − PF ]
1 n0 (1 − p0 )
→
.
PF
N
p0

(2.19)

It is suggested to have an initial run to determine intermediate failure levels
before the final examination. This would remove any bias [13]. However, the
proposal increases the computational demands. It is suggested in [13] that the
bias can be treated as an extra safety factor.

2.3 Moment-based method
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Since the subset simulation method is an iterative approach, the bias could
accumulate and generate a significant impact in later stages, as we do not sample
to infinity [10]. A similar concern is for the coefficient of variation because we use
the central limit theorem, while in practice, we are able only to use the algorithm
several times. The distribution of PbF for small failure probabilities was found to
be substantially positively skewed [5]. It confirms that the coefficient of variation
is not a proper measure for small failure probabilities. In the initial work [1] on
the subset simulation method, the influence of correlated samples is disregard.
While for small probabilities, the influence of correlated samples causes the
upper bound of CV to be lower than the actual values [5, p. 115]. To obtain
the variability of estimations for the probability of failure, we perform multiple
independent realizations. Based on the central limit theorem, it should converge
asymptotically to the normal distribution. However, we find in Example 5.6 [5, p
123] that the uncertainty about the estimated average cannot be approximated
appropriately with the normal distribution for small failure probabilities.
Furthermore, specific numerical experiments [10] were employed to show when
the subset simulation method completely breaks. As demonstrated in these experiments, the samples by SuS tend to move in the directions of the steepest
descent of the limit-state function origin. If topological structures for failure
regions change, it could lead the algorithm to sample in the wrong direction,
see Fig. 2.9a. Therefore, the standard implementation implies that the changes
for failure regions are insignificant. We have smooth and continuous transitions
between failure events. Additionally, it is unclear when to increase the number of samples, N . Because the limit-state function is viewed as a black-box
model, the algorithm can easily underestimate the number of design points for
an insufficient number of samples, see Fig. 2.9b.

2.3

Moment-based method

A different approach to quantify extreme events is to determine the first four
moments of the quantity of interest, i.e., the maximum crest height at the wind
turbine location. The concept is to employ the moments in Hermite polynomials
to map non-Gaussian data to the standard normal distribution. Hence, the
probability of failure is estimated with the standard cumulative distribution. In
general, Hermite polynomials are suitable for a normal distribution. We define
the transport map Γmb as the cubic transformation of Hermite polynomials
[95, 38]
Fmb = Γmb (U ) ≈ µu + σu κ[U + c3 (U 2 − 1) + c4 (U 3 − 3U )],

(2.20)
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Figure 2.9: (a) The example when the topological structure of the failure
regions changes [10]. (b) Multiple design points with g(θ) =
Qd
15 − | n=1 θn | [10].
where Fmb is a failure threshold, U is the standard normal process, µu and ση2
describe the mean and the variance of the quantity of interest. The solution
of Eq. (2.20) depends on the fourth moment (i.e., the kurtosis) α4 (Fmb ), which
describes the tail of a distribution. For the rest of the section, we use the
moment-based method only for heavy-tailed distributions, i.e., α4 (Fmb ) ≥ 3,
which are typical for shallow-water waves. Thus, we define the inverse transport
map that maps non-Gaussian data to Gaussian as [95, 38]
!1/3
U=

Γ−1
mb (Fmb )

=

p

ξ 2 (Fmb )

+ s1 + ξ(Fmb )

−

−

!1/3
p
2
ξ (Fmb ) + s1 − ξ(Fmb )
− s2 , (2.21)

where the coefficient ξ(Fmb ) is defined as
Fmb − µu
ξ(Fmb ) = 1.5b s2 +
κs σu

!
− s32 ,

with s1 = (s3 − 1 − s22 )3 , s3 = 1/(3s14 ) and s2 = s13 /(3s14 ). The second term of
Eq. (2.20) (inside the squared brackets) has the mean zero and the uncorrelated
parameters. We keep the variance 1 + 2s213 + 6s214 identical with [97]:
κs = p

1
1 + 2s213 + 6s214

.

(2.22)
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Here, the coefficients s13 and s14 are selected to be consistent with the skewness α3 (Fmb ) and the kurtosis α4 (Fmb ). We define these coefficients by using
numerical minimization methods, such as the Newton-Raphson method [97], to
satisfy the equality of Eq. (2.21). The "third-order" approximation defines the
coefficients as [97]
α3 1 − 0.015|α3 | + 0.3α32
,
(2.23)
s13 =
6
1 + 0.2(α4 − 3
#(1−0.1α0.8
"
4 )
1.43α32
s14 = s40 1 −
,
(2.24)
(α4 − 3)
[1 + 1.25(α4 − 3)]1/3 − 1
.
10
The "second-order" approximation is defined as [95]
p
1 + 1.5(α4 − 3) − 1
α3
p
s4 =
, s3 =
.
18
4 + 2 1 + 1.5(α4 − 3)
s40 =

(2.25)

(2.26)

Finally, the failure probability using the first four moments for a failure threshold
Fmb is estimated with the standard normal cumulative distribution
PbF = Φ(Γmb (Fmb )).

(2.27)

For the limit-state function g and the failure event F = {θ ∈ Rd : g(θ) ≤ 0}, we
select Fmb = 0 to approximate the probability for failure as P̂F = Φ(Γmb (0)).
Consequently, the reliability index is estimated as βmb = −Γmb (Fmb ).
For a time-series, e.g., η(x = x∗ , t) for Eq. (1.1), we are interest to define the upcrossing rate and the first-passage failure probability. The moments are defined
for some time period T , i.e., {η(x = x∗ , t) : 0 ≤ t ≤ T }. The up-crossing rate is
analogous to the probability of wave crest height exceedance, if η(x = x∗ , t) is
assumed to be narrow banded with zero mean value [95]
!
U 2 (Fmb )
ν(Fmb )
= exp −
.
(2.28)
νµ (0, HS , TP )
2
Here νµ (0, HS , TP ) is the mean up-crossing rate of η(x = x∗ , t) with the sea
state parameters as HS and TP . For a narrow banded process, the amplitude
and period change gradually. It results in one peak value between up crossing
and a subsequent down-crossing of any time step. If we assume zero mean value,
then the mean number of peaks per unit of time is generally equivalent to the
mean up-crossing rate, νµ (0, HS , TP ). The probability of crest height exceedance
Pex for a narrow banded process η(x = x∗ , t) with zero mean is [64]
Pex [η(x = x∗ , t)>Fmb ] =

ν(Fmb )
.
νµ (0, HS , TP )

(2.29)
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For first-passage failures, we define the extreme value as [95]
max
Fmb
= max{η(x = x∗ , t), 0 ≤ t ≤ T }.

(2.30)

Here, we assume to have the conventional Poisson model for up-crossings to
obtain the probability that the maximum crest exceeds a given threshold for
some time period T . If the Hermite moment series is monotonic Eq. (2.21), we
write for the first-passage failure probability as [95]
"
!#
U 2 (Fmb )
max
P1 [Fmb ≥ Fmb |HS , TP ] = 1 − exp − νµ (0, HS , TP ) · T · exp −
.
2
(2.31)
For small failure probabilities such as 10−5 , the moment-based method can
significantly deviate from a reference solution as demonstrated analytically in
[95, 38]. The stochastic collocation method, an efficient quadrature tool, was
used to estimate the moments for simple low-dimensional problems [38]. The
results showed that the moment-based method is less accurate than the simple
Monte Carlo method. However, the failure orders were accurately estimated in
all cases.

Figure 2.10: (a) The simple Monte Carlo estimation of the first four moments
for the maximum wave height ηmax at the reference point for the
KdV22 model [91]. (b) The short-term failure probability for the
simple Monte Carlo method and the moment-based method.
Here, we employ the moment-based method for the KdV22 model [91]. The
quantity of interest is the maximum crest elevation ηmax (x∗ , t) at the reference
point for 10-minutes wave propagation. Figure 2.10a illustrates the convergence rates of the moments by the simple Monte Carlo method. As we can
notice in Fig. 2.10a, the kurtosis is very difficult to estimate. We need at least
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2.5 · 104 evaluations to adequately estimate the fourth moment. However, for
offshore applications and predefined sea states [96], the linear relation between
the skewness and the kurtosis is proposed as α4 = 3 + 0.7 · α3 . Because the
skewness is easier to calculate than the kurtosis, we employ the linear relation
to approximate kurtosis efficiently. We need at least 1000 evaluations to sufficiently estimate the first three moments. The moment-based method with the
"third-order" approximation accurately estimates the reference solution generated by the simple Monte Carlo method with N = 5 · 104 evaluations, see
Fig. 2.10b. As previously explained, the simple Monte Carlo method requires at
least N = 5·104 evaluations to evaluate the probability of failure of 2·10−3 with
the relative error of 0.1. The "second-order" approximation slightly deviates for
the probability of failure less than 10−3 . If we notice that 1000 evaluations are
enough to estimate the moments, then the moment-based method uses only 2%
of the required Monte Carlo evaluations for the same conditions. However, we
can view the moment-based method as an upgrade to the simple Monte Carlo
method, because if we can design an accurate surrogate model than there is
no limitation to accurately estimate the probability of failure with the simple
Monte Carlo method.

2.4

Conclusion

The geometrical approximations such as FORM / SORM fail to efficiently provide accurate results for high-dimensional problems with multiple design points.
The simple Monte Carlo (MC) method can handle almost any complex failure
surface. However, as a naive process, MC results in intense computations. For a
limited computation budget, it becomes infeasible. Specific variance reduction
methods improve MC to approximate the probability of failure efficiently. For
high-dimensional problems, the subset simulation method, a sequential design
approach, approximates small failure probabilities with a reasonable number of
numerical evaluations. We approach the failure event with a decreasing sequel
of nested intermediate failure events, which are more accessible to determine.
Thus, the probability of failure is estimated as the product of these intermediate
events. Each intermediate failure event is estimated by conditioning on the previous evaluations of a numerical model. It is achieved by employing a Markov
chain Monte Carlo (MCMC) algorithm. Each Markov chain state requires a
numerical evaluation to check a failure condition. For a limited computational
budget, the requirements of the subset simulation method are still impractical.
In the next chapter, we discuss how to include approximations in reliability
methods to quantify extreme events efficiently without a numerical model.
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Figure 2.11: A brief overview of the uncertainty quantification methods used to quantify extreme events.

Chapter

3
Surrogate modeling
techniques

For expensive numerical models, it is preferred to establish a low-cost replacement (i.e., a surrogate model) using a few evaluations to explore a certain pattern in a training set (i.e., a sample set). A surrogate model ĝ is a global
approximation of a numerical model g, while a local approximation employs
only nearby evaluations to predict a response locally. A global surrogate model
ĝ approximate the failure probability PF as
Z
Z
PbF =
π(θ)dθ =
IFb (θ)π(θ)dθ,
(3.1)
b
F

Rd

b is an approximated failure event for a predefined failure threshold γ
where F
described as
b = {θ ∈ Rd : ĝ(θ) ≥ γ}.
F
(3.2)
Surrogate models typically generate errors in predictions due to an inadequate
training set and an insufficient design, which can result in over- or underpredictions of extreme events. Therefore, Li et al. [57] proposed an iterative algorithm
to correct the approximated failure probability PbF once estimated by a global
approximation. The concept is to replace the predictions close to the failure
surface with the direct evaluations of a numerical model g. The procedure stops
when the difference for the approximated probability of failure for two consecutive iterations is less than a prescribed error threshold.
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The research on surrogate models is a challenging field that rapidly improves.
In this chapter, we discuss global approximation methods such as polynomial
regression, Gaussian processes, and support vector machines. The second part
covers local approximations for the subset simulation method, which is the main
topic of our publication [93]. Here, we discuss local polynomial regression, while
the article covers Gaussian process regression. We follow the notation established in the first chapter. The input parameters are defined as θ and the
output response as u = g(θ) for a numerical model g.

3.1
3.1.1

Global approximations
Polynomial response surface

Response surface methods [48, 11] describe the output response u using a function fit in terms of the input parameters θ. For higher-order problems, it utilizes
a polynomial framework to approximate a response surface. We obtain the coefficients of polynomial elements with the least-squares regression. Once we
define a polynomial response surface, we employ standard reliability methods
such as the simple Monte Carlo method or FORM/SORM to approximate the
probability of failure cheaply. It is suggested to have correlation for the input
parameters θ and surface curvature because first-order models are usually insufficient. Therefore, second-order models (i.e., a quadratic response surface) are
proposed as[58, 14]
ĝ(θ) = v0 +

d
X
n=1

vn θn +

d
d X
X

vn,m θn θm ,

(3.3)

n=1 m≥n

where ĝ is a quadratic approximation of a numerical model g and vn,m are polynomial regression coefficients. The structure of a quadratic response surface requires at least N = (d+1)(d+2)/2 evaluations [14, 58]. It exponentially increases
with the dimension and becomes infeasible for high-dimensional problems. It
outlines the main limitation of polynomial response surfaces. Additionally, for
nontrivial responses, insufficient polynomial approximations underpredict extreme events and introduce a bias in predictions.
Xiu and Karniadakis [99] proposed the generalized polynomial chaos (gPC) that
uses an orthogonal polynomial base to approximate the response adequately.
The method would later gain interest in reliability analysis as well [8]. However, for high-dimensional sample sets, gPC demonstrates a similar limitation
as a quadratic fit. A high-order stochastic collocation approach based on sparse
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grids [98] was introduced to reduce the computational load by using an assumption of smoothness of the response in a probability space. While being weakly
dependent on the dimension of the input parameters, the requirements are still
impractical for systems with multiple degrees of freedom.

3.1.2

Gaussian Process regression (GP)

Gaussian process (GP) regression (i.e., kriging) is a well-known supervised learning method that leverages the probabilistic framework to improve an insufficient
regression form for nontrivial, smooth functions with possible noisy observations
[82, 19]. A GP model of the function g is a non-parametric model that is fully
described by its regression trend and positive-definite kernel function [73]

g(θ) ≈ M(θ) = βgT · fg (θ) + σg Z(θ, Θg ).

(3.4)

Here βgT · fg is the trend of the GP with βg as regression coefficients for the
regression model fg , σg is the GP variance, Z(θ, Θg ) is a stationary Gaussian
process with zero-mean and unit-variance and Θg ∈ Ω is an elementary event
defined in the probability space (Ω, F, P).
GP regression is a generalization of the Gaussian distribution using a Bayesian
approximation [73]. For the training set Sg = {(θn , g(θn ))}, we assume that
the realisations of the input parameters θg = (θn )n=1,...,N are jointly Gaussian
and the corresponding numerical evaluations ug = (un = g(θn ))n=1,...,N are normally distributed. This assumption simplifies the process and provides analytic
expressions. To describe the correlation of samples for a given training set, a
Gaussian process employs a covariance matrix Kg = K(θn , θm |ψ) ∈ RN ×N of
a predefined kernel function K with hyperparameters ψ. In general, the performance of a model is sensitive to the training set and the design parameters
Hg := (ψ, βg , σg2 ). The training set Sg needs to sufficiently describe the quantity of interest with an adequate spread of samples. Figure 3.1 illustrates a
one-dimensional example of a Gaussian process. The gray area indicates the
confidence interval for predictions. If we narrow the confidence interval with an
optimal evaluation of a numerical model g (i.e., the red observation in Fig. 3.1),
we may reduce uncertainties and improve predictions.
The term nonparametric means that our model can have an infinite number of
design parameters. Hence, with the assumption that the evaluations of a numerical model g are normally distributed, the hyperparameters ψ are determined
by minimizing the negative log marginal likelihood L as [83]
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Figure 3.1: Illustration of a one-dimensional Gaussian process with the pale
red as the training set and the red observation that may improve
the confidence interval [58].
L = − log P(ug |ψ) =
!T
!
1
1
−1
ug − Fg βg (ψ) Cg (ψ) ug − Fg βg (ψ) +
= log detCg (ψ) +
2
2
+

N
log(2π), (3.5)
2

where Cg (ψ) = Kg (ψ) + σg2 (ψ)I, and Fg (θg ) is the information matrix that
describe the input parameters θg with respect to the trend of a GP model.
The first part of Eq. (3.5) with the determinant calculation defines the model
complexity. For a smoother covariance matrix, we have a smaller determinant
and a lower complexity penalty. The second term describes how well a GP
model resembles a training set, which is a Mahalanobis distance. The last term
is related to a linear function of the training size N . For larger training sets, the
likelihood is reduced. We use the generalized least-squares approach to calculate
the parameters related to the trend and the noise measurement [73]
!−1
βg (ψ) =

σg2 (ψ)

1
=
N

−1
FT
g Kg (ψ)Fg Fg

−1
FT
g Kg (ψ)ug ,

!T
ug − Fg βg (ψ)

(3.6)
!

K−1
g (ψ)

ug − Fg βg (ψ) .

(3.7)

Therefore, the negative log marginal likelihood, Eq. (3.5), is easily minimized as
we have an analytical expression for the gradient of L using a differentiable kernel
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function. However, the cost to estimate the design parameters is O(N 3 ) because
of the inversion of the covariance matrix Cg . Additionally, for predictions, we
have the cost per evaluation as O(N ) with the cost for the variance as O(N 2 ).
The Cholesky decomposition can be estimated once, but we need to recompute
it for every iteration when the hyperparameters are updated. Alternative techniques are proposed which exploit the sparse property of the covariance matrix
[83].
Finally, for an arbitrary sample θ∗ , we predict the response u∗ of a numerical
model g with the predictive mean µu∗ and its variance (i.e. uncertainty) σu2 ∗ by
using the optimal design parameters Hg as [73]
µu∗ (θ∗ ) = fg (θ∗ )T βg + kg (θ∗ )K−1
g (ug − Fg βg ),

σu2 ∗ (θ∗ )

=

σg2



0
1 − hfg (θ ) kg (θ ) i
Fg
∗ T

∗ T

FT
g
Kg

!
fg (θ∗ )
,
kg (θ∗ )

(3.8)

−1 

(3.9)

where kg (θ∗ ) is a correlation vector between an arbitrary sample θ∗ and the
training set for a kernel function K.
In general, a kernel function K describes the interaction of observations in a
probability space. If we know that observations have periodic dependencies,
it is sufficient to use a periodic kernel. Typically, Gaussian process regression
employs a shift-invariant Matérn kernel, i.e., a stationary kernel. For a general
Matérn kernel, we write [73, 83]
!2
!
√
√
2z|θn − θm |
2z|θn − θm |
21−z
Kz
,
(3.10)
K(θn , θm ) =
Γ(z)
`
`
where Kz is a modified Bessel function, Γ is the gamma function and z is a
non-negative smoothness parameter z > 0. For offshore applications, we find
the automatic relevance determination (ARD) squared exponential kernel to be
sufficient to a sequential design [73, 91]
!
1 2
KSE (θn , θm ) = σK exp − kSE ,
(3.11)
2
2
where kSE
= (θn − θm )T ΛSE (θn − θm ) with ΛSE as a diagonal matrix of d
squared length scale ` and an amplitude σK . It is a very smooth function, which
means that it is infinitely differentiable. The intuition is that close observations
are highly correlated than those far away.

The trend describes the global performance of a GP model with standard regression methods for a given training set. An ordinary GP model implies the
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constant trend (fg (θ) = 1), while a universal GP model suggests a simple linear
trend. A set of orthogonal polynomials can also be successfully employed for
the trend of a GP model [82].
For insufficient training sets, Gaussian process regression typically underpredicts
extreme events. The confidence interval, which is an uncertainty measure of
the posterior distribution Fig. 3.1, can be used to design optimally numerical
experiments relate to extreme events. We define the confidence interval for an
arbitrary sample θ∗ as [73]
∗
∗
µ±
u∗ (θ ) = µu∗ (θ ) ± αg σu∗ ,

(3.12)

where αg is a confidence measure, e.g., αg = 1.96 for the 95% confidence interval. A sequential design with Gaussian process regression search for an optimal
numerical experiment that minimizes the confidence interval with respect to a
specific failure criterion such as the log-L2 distance metric (3.12), mutual information [3] or the probability of misclassification [82]. Furthermore, Bayesian
Subset Simulation [4] combines a stepwise uncertainty reduction with the subset
simulation method.

3.1.3

Support-Vector Machine (SVM)

Here, we describe a support vector machine (SVM), a supervised learning approach, which is mostly used for classification problems [58, 102]. However,
SVM can also be appropriately implemented as a regression tool for reliability
problems [41, 2, 24, 71]. The concept is to obtain the optimal hyperplane that
maximizes the gap between classes. It is called the maximum margin linear principle [58, 102]. For reliability analysis, we utilize the classification background
of SVM to define the failure event F and the safe region as two classes. Initially, we need to define a transformation that projects the original input space
onto a feature space. Therefore, performing the simple Monte Carlo method on
the classifier estimates the probability of failure PbF . It is more accurate than
FORM/SORM, as this is a global approximation of the failure surface.
We determine the classification set as Ss = {(θn , L̇n )}, where the samples are
defined as θs = (θn ) ∈ RN ×d . The class label L̇n is assumed to be binary, i.e.,
L̇n ∈ {+1, −1} similarly what we have for the failure event, L̇n = +1 if θi ∈ F
and −1 otherwise. We initially evaluate a numerical model g for θs . Hence,
using a predefined failure threshold γ, we estimate L̇n for each sample θn . For
a linear classifier, see Fig. 3.2, a hyperplane is defined as [102, p. 565]
{θ : hM (θ) = wsT · θ + b = 0},

(3.13)
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where ws is a weight vector which is normal to a hyperplane, b is a bias term,
and b/kws k2 is the perpendicular distance from a hyperplane to the origin.
A hyperplane split the space of the classification set Ss into two regions, see
Fig. 3.2. The linear boundary between regions is called the decision boundary.
If a hyperplane hM is defined with a kernel function (e.g., radial basis kernels,
polynomial kernels, and similar) to describe the correlation for a classification
set, then a classifier is recognized as a nonlinear. Hence, to define a hyperplane,
we need to estimate the design parameters ws and b to satisfy the inequalities
[102, p. 566]
L̇n (wsT θn + b) − 1 ≥ 0, ∀n ∈ RN ,
(3.14)
with the class labels as
wsT θn + b ≥ +1 for L̇n = +1,

(3.15)

wsT θn + b ≤ −1 for L̇n = −1.

(3.16)

First, we consider two planes parallel to the separation hyperplane, see Fig. 3.2.
Hence, by utilizing the samples close to the separation hyperplane, we can write
wsT θn + b = +1 for ḣ1 (θ),

(3.17)

wsT θn + b = −1 for ḣ2 (θ).

(3.18)

The SVM margins l1 and l2 are the distance of the planes from the separation
hyperplane, see Fig. 3.2. The idea is to maximize the margin as l1 = l2 . Geometrically, it is equal to 1/kws k2 [102, p. 572]. Therefore, the SVM optimization
problem is defined as
1
min kws2 k2 ,
2

s.t.

L̇n (wsT θs + b) − 1 ≥ 0,

∀n ∈ RN .

(3.19)

With an advanced penalty function, SVM is easily implemented as a regression
tool. The disadvantages of SVM are equivalent to GP regression with the curse
of dimensionality and long and exhausting computations for large training sets.
For noisy data, it may overfit. For more details, the reader should refer to [102,
p. 565].

3.2

Local approximations

Typically, a training set is insufficient for global approximations to describe the
tail of a heavy-tailed distribution accurately. Local approximations utilize the
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Figure 3.2: Illustration of a separating hyperplain in 2D for a support vector
machine [102, p. 567].
local regularity of g to predict using a few nearby evaluations N0 . Local approximations in the literature are generally associated with big data [33]. Recently,
local approximations were employed in a Markov chain Monte Carlo (MCMC)
algorithm to define the target distribution [14] efficiently. We employed local approximations as a part of an MCMC algorithm in the subset simulation method
to quantify extreme events efficiently [93], see Fig. 3.3.
For an arbitrary sample v (i.e. a Markov chain state), we define the local training
set Sloc : {(θn , g(θn ))} from nearby samples θn ∈ RN0 ×d with the corresponding
evaluations of ulocal = (un = g(θn ))n=1,...,N0 . The local training set Sloc is
defined by a ball of radius R centered on a Markov chain proposal θ(tloc +1) .
Therefore, we select R as
B(θ(tloc +1) , R) := {θn , kθn − θ(tloc +1) k2 ≤ R}.

(3.20)

Here, we select the radius R to include a fix number of samples N0 . A Markov
chain step is defined as tloc . For local polynomial regression, we weight each
sample θn in the ball B(v, R) to maximize the influence of samples close to v
[14]

kθn − θ(tloc +1) k2 ≤ R0 ,

1
kθn − θ(tloc +1) k2 > R,
(3.21)
ωn = 0


kθn −θ (tloc +1) k2 −R0 3 3
(1 − (
) ) otherwise.
R−R0
We select the radius R and R0 with respect to the size of a training set. For
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example, a quadratic approximation requires Ninner = (d + 1)(d + 2)/2, which
defines the inner radius R0 . If we include more samples to improve the stability
of regression and reduce
√ the dependency on a sample spread, we define the outer
radius R with N0 = d · Ninner [14]. Hence, a Markov chain proposal θ(tloc +1) is
simply estimated by Eq. (3.3) with the corresponding training set. It is required
for the gradient or Hessian of the quantify of interest to be Lipschitz continuous
to support the converging requirement as R → 0. To improve additionally local
predictions, it is suggested to use the poisedness factor λloc [23], which defines
the spread of samples in a ball, i.e., describes the geometry of a training set.
For small values, samples are sufficiently distributed.

Figure 3.3: Illustration of local approximations for the subset simulation
method.

3.2.1

Triggering Model Refinement

In the next two sections, we discuss how to control errors in local approximations
by employing the limit-state function or a numerical model g sufficiently. We
employ two criteria [14] to define when the limit-state function is necessary
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to use. It is required to have a symmetric indicator, i.e., treat both states
(the candidate state θ(tloc +1) and the previous state θ(tloc ) ) of a Markov chain
equally, to not influence the accepting condition of an MCMC algorithm. For
the first criterion, we employ the random indicator that naturally fits an MCMC
algorithm. It is important for the theoretical background of a Markov chain [14].
For the subset simulation method, we define the random indicator βloc as
β2

0 ·j
βloc = β1 · t−β
,
loc

(3.22)

where β0 , β1 and β2 are arbitrary constants. The random indicator is more
frequent for lower failure probabilities.
Additionally, we use cross-validation to analysis approximation errors in predictions. It makes the algorithm to be more practical and robust. It uses
leave-one-out cross-validation strategy to compute the scalar error indicators
(t
+1)
(t
)
θ loc
and θ loc as [14]
θ

(tloc +1)

(tloc +1)

= max |ĝ(θ(tloc +1) ) − ĝ(θ)θn
n



θ (tloc )

|,
(tloc )

= max |ĝ(θ(tloc ) ) − ĝ(θ)θn
n

|.

(3.23)

The first terms in Eqs. (3.23), ĝ(θ(tloc +1) ) and ĝ(θ(tloc ) ), are the initial predictions, while the second terms estimate the predictions when we omit a sample
from training set Sloc . We use both indicators equally to not have any influence
on the reversibility of the transition kernel. They are triggered whenever one
of these indicators exceeds a particular threshold ξloc . It is the primary source
of refinement while iterating. However, the cost to calculate turns to be highly
inefficient for higher dimensions as O(N0 ) [46]. Local subset approach with
a Gaussian process provides the error indicators efficiently with the posterior
distribution [73].

3.2.2

Local Model Refinement

When one of the indicators is triggered, we use the optimization procedure to
estimate an optimal sample θ0 in the ball B(·, R) to run a model g. The idea is
to improve a prediction and the local spread of samples. Thus, we write [14]
θ0 =

argmax
kθ 0 −Θk

2

≤R∗

min kθ0 − θn k2

θn ∈Sloc

(3.24)

where Θ is either θ(tloc +1) or θ(t) , which depends on the refinement criteria. The
radius, R∗ , is selected as R∗ = 2R for the random refinement and R∗ = R for
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Figure 3.4: Illustration of the local refinement based on Eq. (3.24) [62].

the leave-one-out refinement. We select a larger radius for the random refinement to generate samples closer to the failure region and to improve spreading
in B(θ(tloc +1) , R) as samples tend to cluster for an MCMC algorithm. The constraint of the optimization problem ensures that the new sample is inside the
ball. The inner minimization operator finds the sample sufficiently separated to
obtain global condition, see Fig. 3.4. For Gaussian process regression, we introduce the U -function [93] locally to include the failure threshold in the refinement
process.

3.2.3

Local Subset Approach with Polynomial Regression

Here, we evaluate the local subset approach with polynomial regression on four
standard reliability problems [93]. It includes the simple linear g11 and nonlinear
function g12 for which we can examine our approach for higher dimensions as the
failure probability is independent of dimension. Additionally, we use the four
branches function g2 and the hypersphere function g3 , see Fig. 3.5. For more
detail, the reader should refer to the appendix and the article [93]. We initially
compare the performance of the approach with the standard implementation
with the relative error ε0 . Additionally, we define ε as the relative error with
respect to the simple Monte Carlo method or exact solutions.
It is suggested to apply LHS to have a larger spread of samples for initial sampling. We select heuristically the threshold, such as M = 0.1Ṅ , after which
we start locally approximate each LHS proposal. However, for each sample
with the error indicator higher than an error threshold, we employ a model g.
We refer the reader to check Algorithm 3 [93] in the appendix. Before sampling from the conditional probability π(θ|F1 ) at j = 1, the intermediate failure
threshold correction algorithm corrects γ̂1 [93]. To quantify the variability of
the results, we generate 20 individual runs for the same seed numbers. The
parameters of the subset simulation method are usually selected as N = 1000
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and p0 = 0.1 [103].

Figure 3.5: Local polynomial regression with the subset simulation method for
(a) four failure branches function, and (b) hypersphere function.
The numerical experiments demonstrate that the efficiency can be improved
over 80% even for higher dimensions while sustaining adequate accuracy with
the relative errors as ε0 < 12% and ε < 20%, see Table 3.1 and Table 3.2. Local
polynomial regression fails to define the final failure thresholds accurately for the
hypersphere function, see Fig. 3.5b. However, the overall estimation is sufficient.
In general, the relative error for reliability analysis can range up to 30% because
the probability of failure has typically small values. It is adequate to estimate
a failure order correctly. Remark that the log-ratio for the probability of failure
PF and the selected conditional probability p0 determines the number of failure
levels. If errors are not as significant as the selected conditional probability
of p0 , then the number of failure levels is maintained. Therefore, the error
in the final estimation is just of the order of 10−L . The main limitation of
local polynomial regression is the curse of dimensionality. The requirements
exponentially increase with the dimension. Also, the leave-one-out approach
eventually becomes entirely infeasible.
Case
g11 (x)
g12 (x)
g2 (x)
g3 (x)

E[PbFMC ]
3.2e-5
6.4e-5
2.3e-3
1.0e-6

E[PbFSuS ]
3.6e-5
6.7e-5
2.4e-3
0.8e-6

E[PbFLocal ]
3.3e-5
6.8e-5
2.4e-3
0.8e-6

σ[PbFLocal ]
7.2e-6
2.0e-5
4.8e-4
9.3e-7

ε
0.04
0.06
0.06
0.2

ε0
0.07
0.02
0.01
0.01

b0 ]
E[N
195
186
211
201

btotal ]
E[N
652.6
611.7
358.6
1065.5

E[Ntotal ]
4600
4600
2800
6400

Table 3.1: Local polynomial regression for the numerical experiments based
on 20 individual runs for p0 = 0.1 and N = 1000.
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Case
g11 (x) for d = 2
g11 (x) for d = 5
g11 (x) for d = 10
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E[PbFSuS ]
3.6e-5
3.6e-5
3.6e-5

E[PbFLocal ]
3.3e-5
3.5e-5
3.1e-5

σ[PbFLocal ]
7.2e-6
9.8e-6
7.6e-6

ε0
0.07
0.02
0.12

btotal ]
E[N
652.6
632.0
805.0

E[Ntotal ]
4600
4600
4600

Table 3.2: Local polynomial regression for higher-dimensional numerical experiments based on 20 individual runs for p0 = 0.1 and N = 1000.

3.3

Conclusion

For demanding reliability methods, it is practical to establish a surrogate model
that sufficiently reflects an expensive numerical model to quantify extreme
events efficiently. In this chapter, we covered two ways how to approximate
a model. Global approximations attempt to predict a function globally in the
whole probability space, while local approximations use only nearby samples to
predict the response locally. Training sets are typically limited, which results
in underpredicts for extreme events with global approximations. Therefore, a
sequential design is applied to improve surrogate models and training sets by
utilizing a design criterion associated with extreme events. For Gaussian process regression, a sequential design typically utilizes the 95% confidence interval
and information functions to select optimal design parameters. The numerical
experiments found in the literature confirm that Gaussian process regression using a particular failure criterion can indeed quantify extreme events efficiently
and accurately. However, Gaussian process regression suffers from the curse of
dimensionality. As a non-parametric method, to make a prediction, GP regression uses the whole set. Hence, the computational cost of predictions scales
cubically with the number of sample points. Moreover, it is not recommended
to model a discontinuous function.
A different approach to quantify extreme events is to apply local approximations
for a sequential design. The subset simulation method is a sequential design
approach that utilizes the previous evaluations to explore a probability space
with adequately designed numerical evaluations. We introduce local approximations to quantify the intermediate failure region without using a numerical
model frequently. Because local approximations introduce errors in predictions,
we propose two error indicators to control errors and to improve sample sets.
When an error indicator is activated, we search for an optimal sample locally for
which we run a model. The numerical experiments demonstrate that local polynomial regression can improve the efficiency of the subset simulation method
over 80% for higher-dimensional problems with the relative error less than 12%
in comparison with the standard implementation. However, the requirements
for higher dimensions become eventually impractical.
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Chapter

4

Dimensionality Reduction

High-performance computing enables highly complex physical phenomena to
be explored. However, as a consequence, numerical experiments can become
impractical for analysis. Identifying important and less important design parameters for a numerical experiment becomes infeasible as the number of design
parameters increases. With the dimension, the sparsity is more frequent, which
decreases efficiency. In order to achieve a robust estimation, the number of
required numerical evaluations to sustain the performance of uncertainty quantification (UQ) methods increases with the dimension. A solution is to define a
sufficient low-dimensional subspace while maintaining the fundamental features
of a numerical experiment.
In this chapter, we discuss how to improve the performances of standard regression methods such as Gaussian process regression for high-dimensional numerical experiments. It is mostly based on [15, 9, 102]. The chapter is heavily
involved in all of our contributions, as offshore applications are commonly highdimensional. Recall that we define the input parameters as θ ∈ Rd for the
function (i.e., a model) g with the output response as u = g(θ).
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4.1

Dimensionality Reduction

Background

Here, we briefly reconsider linear projections of vectors, which is the well-known
basis of dimensionality reduction methods. We define the input matrix X ∈
RN ×d , which contains different independent realizations of the input parameters
θn,m ∈ RN ×d drawn from a probability density function π. For each realizations
of θn , we evaluate the limit-state function or a black-box model g(θn ) to generate
different independent realizations of un , and collect them in the response vector
Y ∈ RN ×1 . As previously mentioned, the response vector Y can also a matrix,
but for this research, the output response u is a scalar, i.e., ζ = 1.
For a set of d orthonormal vectors w ∈ Rd (i.e., kwn k2 = 1 and wnT wm = 0),
we define each generated input realisation θn as the linear combination [102, p.
204]
θn = a1 w1 + a2 w2 + ... + ad wd ,
(4.1)
where the coefficients a = (a1 , a2 , · · · , ad )T are the new coordinates of θn onto
the space spanned by a set of d orthonormal vectors w. For the matrix multiplication form, we write
θn = Wa,
(4.2)
where W ∈ Rd×d is an orthogonal matrix with the orthonormal columns, i.e.,
WT W = I, where I ∈ Rd×d is the identity matrix. Therefore, we write Eq. (4.1)
in term of the coefficients a by multiplying both sides with WT
a = W T θn .

(4.3)

For high-dimensional numerical experiments (d  1), we examine the importance of each dimension to define a low-dimensional subspace that sustains
the essential characteristics of the original high-dimensional space. A lowdimensional subspace reduces the complexity of a high-dimensional problem
and improves standard regression methods. For a set of d orthonormal vectors
w, sorted in decreasing order of importance, we truncate Eq. (4.1) to define an
r-dimensional representation as
r
X

θn0 = a1 w1 + a2 w2 + ... + ar wr =

am wm .

(4.4)

m=1

Here, θn0 is the projection of θn onto a low-dimensional subspace spanned by a
set of r orthonormal vectors. In the term of the coefficients ar , we have
ar = WrT θn .

(4.5)

The orthogonal projection matrix Rr = Wr WrT spanned by a set of r orthonormal vectors w defines the projection of θn onto an r-dimensional subspace as
θn0 = Wr WrT a = Rr a.

(4.6)

4.2 Principal component analysis (PCA)
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The orthogonal projection matrix Rr is also symmetric, i.e., R2r = Rr . In
general, the projection of θn onto a r-dimensional subspace introduce errors in
estimations. We quantify errors as [102, p. 206]
εr =

d
X

am wm = θn − θn0 .

(4.7)

m=r+1

Therefore, the concept is to determine an r-dimensional subspace that optimally
approximates the input parameters θ over all realisations θn ∈ X. For example,
we could establish an r-dimensional subspace by minimizing Eq. (4.7).

4.2

Principal component analysis (PCA)

The principal component analysis (PCA) [45, 102] is a preferred dimensionality
reduction approach due to its simplicity and high efficiency. PCA determines an
r-dimensional subspace that optimally captures the variance of a given sample
set. It is based on orthogonal transformations. A given sample set is projected
onto linearly uncorrelated directions called principal components. The direction
with the most significant projected variance is called the first principal component. The second principal component, which is orthogonal to the previous
direction, captures the second most substantial projected variance and so on.
The first principal component maximizes the variance of a given sample set by
minimizing the mean squared error (MSE) of estimations. Initially, we define
MSE in terms of Eq. (4.7) for r = 1 as [102, p. 210]
MSE(w1 ) =

N
N
1 X
1 X
kεr,n k22 =
kθn − θn0 k22 .
N n=1
N n=1

(4.8)

For the relation θn0 = (w1T θn )w1 , we have
MSE(w1 ) =

N
X
kθn k22
− w1T Σw1 .
N
n=1

(4.9)

Here, Σ is the covariance matrix (i.e. the correlation in θn ) for the input matrix
X centered around its arithmetic mean. By utilizing the fact thatPthe total
d
2
variance for the centered matrix X is defined as Var(X) = trace(Σ) = m=1 σm
,
we can write MSE(w1 ) for Eq. (4.8) as
MSE(w1 ) = Var(X) − w1T Σw1 =

d
X
m=1

2
σm
− w1T Σw1 .

(4.10)
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In Eq. (4.10), the first term is constant as the input matrix X is predefined.
Therefore, to minimize MSE(w1 ) for r = 1, we need to maximize the second
term (i.e., w1T Σw1 ) by defining a sufficient weight vector w1 that maximizes the
variance of the projected sample set as[102, p. 209]
2
σw
=

N
1 X
(an − µw )2 = w1T Σw1 .
N n=1

(4.11)

Because the input matrix X should be centered around its arithmetic mean,
we have µw = 0. The optimization problem J (w1 ), which is a constrained
optimization problem with w1T w1 = 1, is solved by a Lagrangian multiplier αL
[102, p. 209]
max J (w1 ) = w1T Σw1 − αL (w1T w1 − 1).
(4.12)
w

By equalizing the derivative of J (w1 ) in respect to the weight vector w1 to zero,
we recognize the eigenvalue decomposition of the covariance matrix Σ with w1
as the eigenvector and αL as the eigenvalue
Σw1 = αL w1 .

(4.13)

If we take the dot product with w1 , it yields
2
σw
= αL w1T w1 .

(4.14)

Therefore, to maximize the variance and to minimize MSE, the first principal
component τ1 is defined by the eigenvector w1 that corresponds to the eigenvalue λ1 of the covariance matrix Σ. The procedure is easily extended for
an r-dimensional approximation. The variance is defined by an r-dimensional
subspace that includes the eigenvectors wm of m-th largest eigenvalues of the
covariance matrix Σ.
We describe the process to obtain a sufficient r-dimensional approximation of
X in Algorithm 2. Initially, we calculate the eigenvalues of Σ. All eigenvalues
must be positive, as Σ is a positive semi-definite matrix. Then, we sort the
eigenvalues λm in decreasing order as
λ1 ≥ λ1 ≥ ... λr ≥ ...λd ≥ 0.

(4.15)

We determine the r-dimensional representation of the input matrix X by selecting the r largest eigenvalues and the corresponding eigenvectors wr . A similar
procedure can be done directly on the input matrix X by applying the singular
value decomposition. In general, we do not know how many r dimensions are
sufficient for an optimal approximation. We can employ a ratio between the
total variation of the first r principal components and the total variation of a
sample set [102, p. 219]
Pr
λm
κ(r) = Pm=1
.
(4.16)
d
m=1 λm

4.2 Principal component analysis (PCA)
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For a particular variance threshold of κ, we determine the first r directions. In
practice, εT is defined as εT = 0.9 or higher to capture at least 90% of the total
variation. The reader should refer to [102] for more details.
Algorithm 2 Principal Component Analysis [102, p. 219]
1:
2:
3:
4:
5:
6:

procedure PCA(X ∈ RN ×d - the input sample set, εT - the total variation
threshold)
PN
µ = N1 n=1 θn // compute the mean
Z = X − I · µT // center the sample set
Σ = N1 (ZT Z) // compute the covariance matrix
[W, Λ] P
= eig(Σ) // compute the eigenvalues and the eigevectors
r
λm
κ(r) = Pm=1
// the total variation ratio
d
λ
m=1

m

Pick smallest r that satisfy fPCA (r) ≥ εT // define a low-dimensional
subspace
8:
Wr = (w1 w2 ... wr ) // the reduced basis
9:
Xr = WrT X // the reduced sample set
10: end procedure
7:

In the black-box framework, we can employ PCA on the input parameters or
the output response. When the input parameters θ are iid with a particular distribution, it is pointless to use PCA. We need to have a significant correlation
in realizations to produce a sufficient reduction. For particular numerical wave
models, the input parameters θ are random Fourier coefficients that generate
different initial waves (i.e., the wave input), which is a correlated time-series.
Employing Algorithm 2 on an input sample set would be pointless because the
realizations of the input parameters θ are iid defined for the standard normal
distribution. As a time-series is typically correlated, we can employ PCA on
different independent realizations of the wave input. On Fig. 4.1, we recognize
that the eigenvalues wm discover the dimension of the input parameters θ used
to generate the wave input. The eigenvalues after m = 1802 are entirely negligible with the order of 10−17 . The total variation approach, Eq. (4.16), shows that
the wave input can be reduced to 498 dimensions to sufficiently preserve 90%
of the total variation, see Fig. 4.1b. In comparison with the input parameters,
it represents a dimension reduction of 72.4%. Here, we employ the JONSWAP
spectrum with HS = 6.8m and TP = 15s. For the wave input, we use the time
step of ∆t = 1s. The frequency cut is 0.3Hz. These conditions for 1-hour wave
propagation results in approximately 1802 Fourier coefficients. When the output response u is a high-dimensional response of a numerical model g, we can
use a PCA framework on an output sample set to improve the computation of
a model g. Dynamical mode decomposition (DMD) is a well-known dimensionality reduction approach that utilizes the singular value decomposition (SVM)

48

Dimensionality Reduction

Figure 4.1: (a) The eigenvalues for the wave input η(x, t), Eq. (1.1). (b) The
total variation ratio κ, Eq. (4.16), for 1-hour wave propagation
with HS = 6.8m and TP = 15s.
similarly as PCA, but its directions are not orthogonal. We refer the reader to
[53] for more detail.

4.3

Partial least squares regression (PLS)

In general, for standard regression methods, the aim is to establish a lowdimensional subspace spanned by the columns of a weight matrix that finds
the relation between the input parameters θ and the output response u. We
can observe this potential weight matrix as a sensitivity of the input parameters θ, i.e., which parameters are important, in the correlation with the output
response. As previously mentioned, PCA generates a low-dimensional subspace
for a given sample set without any connection with the output response. Consequently, PCA is typically pointless for standard regression methods. Therefore,
we employ the partial least squares (PLS) regression [9, 84, 37, 70, 86], which
estimates a low-dimensional subspace by maximizing the square covariance between the low-dimensional projection of the input parameters and the output
response. In general, PLS is the combination of PCA with the ordinary least
squares (OLS). It was initially used in the field of chemometrics because it is
suitable when the size of an input sample set is smaller than the dimension d.
In machine learning, PLS is recognized as a supervised method.
We collect different independent realizations of the input parameters θn,m ∈
RN ×d drawn from a probability density π for the input matrix X ∈ RN ×d . The
output vector Y ∈ RN contains the evaluations of a numerical model for each
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θn . It is suggested to center both X and Y around the arithmetic means. A
principal component (i.e. latent variable) τk is estimated with the corresponding
direction wk that maximizes the squared covariance between τk and Y . Here,
we utilize the assumption that we have a linear dependence between τk and
Y by employing OLS. Hence, we set a constrained optimization problem with
w1T w1 = 1 to estimate the first principal component τ1 = Xw1 as [9]
w1 =

sqcov(Y T Xw1 , Y T Xw1 ).

argmax

(4.17)

w1 :w1 ∈Rd ,kw1 k2 =1

The corresponding exact solution of the constrained optimization problem is
w1 =

XT Y
.
kXT Y k2

(4.18)

By using OLS, we estimate the regression coefficients for a latent variable τ1 as
b1 =

τ1T Y
.
τ1T τ1

(4.19)

The PLS procedure is iterative until a specific stopping criterion is not satisfied
such as the norm of a residual drops below some threshold εY . The residuals
XR and YR are initially defined as X and Y . For each iteration k = (1, · · · , d),
we deflate their rank-one approximations with τk and bk
XR = X − τk pT
k,
YR = Y − bk τk .

(4.20)

Here, pk ∈ Rd×1 is a load vector of τk , which defines the projection of the input
matrix X on the corresponding latent component
pk =

X T τk
.
τkT τk

(4.21)

More robust estimation of a low-dimensional subspace can establish by employing cross-validation [70]. We describe the PLS1 procedure in Algorithm 3.
When the output response u is a high-dimensional response, i.e., we have the
output matrix Y, the procedure is the same following Algorithm 3 with an
additional score and load matrix for Y [39]. It is noted as PLS2. However, it
may provide more reliable results if we use PLS1 separately for each dimension
of Y.
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Algorithm 3 PLS1 [70]
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

procedure PLS(X ∈ RN ×d - the input matrix,Y ∈ RN - the output vector)
PN
µX = N1 n=1 θn // compute the mean for the input matrix
PN
µY = N1 n=1 yn // compute the mean for the output vector
X = X − I · µT
X // center the input matrix
Y = Y − I · µT
Y // center the output vector
Set XR = X, YR = Y , k = 1 // define the residuals
repeat
wk = XT
R YR /kXR YR k2 // compute the weights
τk = XR wk // compute the score
T
pk = XT
R τk /(τk τk ) // compute the load
T
T
bk = τk YR /(τk τk ) // compute the regression coefficients
XR ← XR − τk pT
k deflate for the input matrix
YR ← YR − bk τk // deflate for the output vector
k =k+1
until kYR k2 ≤ εY
end procedure

After k = r iterations, PLS1 (Algorithm 3) archives a stopping criterion and
provides the score matrix T = [τ1 , τ2 , ..., τr ] ∈ RN ×r , the weight matrix W =
[w1 , w2 , ..., wr ] ∈ Rd×r and the load matrix P = [p1 , p2 , ..., pr ] ∈ Rd×r . Hence, a
r-dimensional subspace is spanned by the columns of the weight matrix RPLS ∈
Rd×r that is defined as [9]
RPLS = W(PT W)−1 .

(4.22)

For weight matrix RPLS , Eq. (4.22), we have the weight matrix W that includes
the information about the correlation between the input matrix X and the
output vector Y , and the score matrix P that defines a linear correlation between
the input matrix X and its corresponding low-dimensional projection. If we
apply the weight matrix directly on a given input sample set, we define its
latent representation as
TPLS = XRPLS .
(4.23)
Because PLS uses a finite sample size, the reduced basis spanned by the columns
of RPLS may not be orthogonal, which introduces errors in estimations. It is
suggested to use the Gramian matrix of RPLS to quantify errors in estimations
[70]. Lastly, we can use the latent projection of an input sample set TPLS for
standard regression methods such as Gaussian process regression to predict for
arbitrary input parameters θ∗ efficiently as r  d [9].
PLS does not require gradients to define a low-dimensional subspace, which is
suitable for numerical models without adjoint solver. Specific numerical exper-
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iments [70] showed that PLS as a dimensionality reduction tool for gPC can
severely underpredict the tail of a distribution for a substantial number of evaluations. In the present study, we employ PLS with Gaussian process regression
locally for the subset simulation method to quantify extreme events efficiently
[93]. The input matrix X and the corresponding numerical evaluations Y are
initially used to estimate a global low-dimensional subspace spanned by the
columns of Rglobal
PLS [84]. The input matrix X and a Markov chain proposal (or
to estimate the Euan arbitrary sample) θ(tloc +1) are projected onto Tglobal
PLS
clidean distances between θ(tloc +1) and θn ∈ X. Because we need N0 number of
samples to predict locally with Gaussian process regression, we select N0 projected samples from θn ∈ X with the lowest Euclidean distances with respect to
a Markov chain proposal θ(tloc +1) . Hence, the local samples and the evaluations
are used to define a local low-dimensional subspace spanned by the column of
local
Rlocal
PLS with Algorithm 3. The projected local sample set TPLS and the numerical evaluations are used to train a Gaussian process efficiently as r  d.
We project a Markov chain proposal θ(tloc +1) with Rlocal
PLS and sufficiently predict
with the train Gaussian process. PLS improves the computation of the local
subset approach, but it generates substantial errors in predictions. However, in
most cases, the order of the probability of failure is accurately defined.

4.4

Active-subspace analysis (ASA)

The gradient of the quantity of interest with respect to the input parameters
θ can be utilized to define a low-dimensional subspace of θ because gradients
generally describe the directions of changes of the quantity of interest with
respect to θ. The active-subspace analysis has been successfully implemented for
engineering applications [18, 42, 44] and Bayesian inverse problems [20, 22, 101].
The idea was initially formed by Trent Russi in his Ph.D. thesis [76]. We can
understand ASA as a PCA framework with the uncentered covariance matrix
of gradients.
The concept is to identify and use the most important linear combinations of
the input parameters θ with respect to the output response u, see Fig. 4.2.
The split between the most important linear combinations and irrelevant ones
is identified with a clear spectral gap in the eigenvalues of the symmetric matrix
C ∈ Rd×d . The positive semidefinite uncentered covariance matrix of gradients
C is defined as the expected value of the outer product of the gradients with
itself [15, p. 22]
Z
C=

(∇θ g)(∇θ g)T πdθ

(4.24)

where ∇θ g is the gradient of θ with respect to u. The input parameters θ need
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Figure 4.2: (a) An example function g(θ1 , θ2 ) = exp(0.7θ1 + 0.3θ2 ) [15] to
illustrate the active-subspace analysis. (b) The direction [0.7, 0.3]
along which the function g(θ1 , θ2 ) varies the most and it is constant
along the orthogonal direction. (c) The eigenvalues Λ̂ of g(θ1 , θ2 )
from the covariance matrix C (d) The most important direction
reveals the exponential property of g(θ1 , θ2 ).
to be mutually independent and scaled to be centered at the origin. Since the
covariance matrix C is symmetric, it has a real eigenvalue decomposition [15,
p. 23]
C = WΛWT ,

λ = diag(λ1 , ..., λd )

λ1 ≥ ... ≥ λd ≥ 0

(4.25)

where W = {w1 , w2 , ..., wd } ∈ Rd×d is an orthogonal matrix with the normalized eigenvectors of C with the corresponding eigenvalues Λ. Similarly, what
we have for the PCA approach. It should not be confused with a kernel matrix
for kernel-based machine learning. The eigenvalues of the covariance matrix
C describe the mean-squared change of the output response u with respect to
the input parameters θ. Lemma 4.1 [15, p. 23] demonstrates that insignificant eigenvalues λm describe insignificant mean-squared changes for a numerical
model g along eigenvectors wm . For example, if λd = 0 then the output response
of the function g is constant in the direction wd , see Fig. 4.2. When the input
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parameters generate a constant value for the output response, we just need to
evaluate the function g once to sufficiently quantify it.
Lemma 4.1 The mean-squared directional derivative of a function g with respect to the eigenvector wm is equal to the corresponding eigenvalue [15, p. 23]
Z
((∇θ g)T wm )2 πdθ = λm ,
m = 1, ..., d
(4.26)

The proof initially utilizes the relation of the eigenvalues with the covariance
matrix C as
T
λm = wm
Cwm .
(4.27)
Hence, by using the definition of the covariance matrix, Eq. (4.24), we define
Lemma 4.1 as required
!
!2
Z
Z
T
λm = wm

(∇θ g)(∇θ g)T πdθ wm =

(∇θ g)T wm

πdθ.

(4.28)

The matrix W determines an unique basis for the output response u of a numerical model g by rotating the probability space π, see Fig. 4.2d. The rotation
may expose two sets for the decreasing eigenvalues and the corresponding eigenvectors Eq. (4.29) that describe the sets of coordinates for which the output
response u of a numerical model g significantly mean squared changes and for
which the variability of the output response u is insignificant [15, p. 23]
"
#


Λ1
Λ=
,
W = W1 W2 ,
(4.29)
Λ2
where Λ1 = diag(λ1 , ..., λr ) with r  d and W1 contains the first r eigenvectors.
Therefore, we define the variables αa and βa as
αa = W1T θ

θ ∈ Rr ,

βa = W2T θ

θ ∈ Rd−r .

(4.30)

Therefore, we can define any realization of the input parameters θ ∈ Rd in terms
of important and less important directions αa and βa by utilizing the orthogonal
condition[15, p. 24]
θ = WWT θ = W1 W1T θ + W2 W2T θ = W1 αa + W2 βa .

(4.31)

The literature [15, 19] defines this separation as the split between the active
variables αa and the inactive variables βa . The matrix W1 spans the active
subspace. We accept this notation for the rest of the section. If a clear split
is present, then we can easily define a low-dimensional subspace for the input
parameters and the function g. In Fig. 4.2c, we observe a distinct gap between
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the eigenvalues for the example function. By rotating the probability space by
λ1 , the exponential property of the example function is exposed based on the
sample set used for the active-subspace analysis, see Fig. 4.2d.
In Lemma 4.2, we can see that if the eigenvalues are defined as λr+1 = ... =
λr = 0, then changing βa does not influence the output response u. As previously mentioned, it indicates that the function g is constant in these directions
similarly what we have for the example function with λ2 , see Fig. 4.2c.
Lemma 4.2 The mean-squared gradients of a function g with respect to αa
and βa satisfy [15, p. 24]
Z
(∇αa g)T (∇αa g)πdθ = λ1 + ... + λr ,
Z
(4.32)
(∇βa g)T (∇βa g)πdθ = λr+1 + ... + λd .

For the proof, we initially define the gradients with respect to the active variables, Eq. (4.30) by employing the chain rule [15, p. 24]
∇αa g(θ) = ∇αa g(W1 αa + W2 βa ) = W1 ∇θ g(θ).

(4.33)

Similarly, we have for the inactive variable βa . Hence, using the definition of
the covariance matrix C, Eq. (4.25), and the linearity of the trace, we define
Lemma 4.2 as required
!
Z
Z
(∇αa g)T (∇αa g)πdθ =

trace (∇αa g)T (∇αa g) πdθ =

= trace(W1T CW1 ) = trace(Λ1 ). (4.34)
Typically, the covariance matrix C, Eq. (4.25), cannot be estimated analytically.
Therefore, we need to apply a finite method like the simple Monte Carlo to
b which introduces errors in estimations, i.e., we have Λ̂ and
approximate it, C,
c Therefore, to quantify errors, Corollary 4.3, which uses Corollary 8.1.11
W.
[15, p. 34], introduces the distance dist between the true active subspace and
its approximation as
Corollary 4.3 Let εa > 0 be an error criterion such that [15, p. 34]
c 1 )) ≤
dist(ran(W1 ), ran(W

4λ1 εa
.
λr − λr+1

(4.35)

Here, the notation ran describes the range of the columns of a matrix. The
relation is also identified as the principal angle [54]. It requires for subspaces to
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be uniquely defined, because if we take the limit of the upper bound dist with
a spectral gap approaching zero from the left or the right, we derive negative or
positive infinity, respectively. It is clear that the measure needs to be improved.
However, it is beyond our scope. In general, errors are controlled by the spectral
gap in the denominator of the upper bound (4.35). It is crucial to establish the
gap precisely for an accurate reduction, see Fig. 4.2c. An alternative approach
is proposed to minimize the upper bound of the functional error, which does not
rely on a spectral gap. Based on Proposition 3.2 [54], we can define the mean
square error as
b
E[(g(θ) − q(W1T θ))2 ] ≤ (λr+1 + ... + λd ) + 2rkC − Ck,

(4.36)

where q(W1T θ) is a ridge approximation of the function g and k · k indicates the
matrix operator norm . Note that it resembles the total variation approach from
the PCA approach [47]. A ridge function is a function of the input parameters
θ that have a low-dimensional representation [16].
We describe the active-subspace analysis in Algorithm 4 using the simple
Monte Carlo method. The last line in Algorithm 4 can be calculated with the
b = GGT . The singular
singular value decomposition (SVD) and G ∈ Rd×N as C
values are the square roots of the eigenvalues, and the left singular vectors are
the eigenvectors. For a finite method, we need to select a sufficient number of
samples N for an adequate estimation. To have a full rank of the covariance
matrix, we need to have the number of gradients equal to the dimension of the
input parameters. Based on Corollary 3.5 and Corollary 3.8 [15, p. 31], we
can select the number of evaluations as
N = ca ka log(d),

(4.37)

where ca is an oversampling factor and ka is the number of eigenvalues to approximate. In addition, it is recommended to employ bootstrap to assess the
variability of the estimations.
Algorithm 4 Monte Carlo estimation for the covariance matrix C [15, p. 4]
procedure ASA(g - a numerical model,π - a probability density function)
Draw N iid θn from π.
For each θn , define ∇θ gn = ∇θ g(θn ).
4:
Approximate
" N
#
X
1
T
b =
C≈C
(∇θ gn )(∇θ gn ) .
(4.38)
N n=1
1:
2:
3:

5:
6:

b =W
cΛ
bW
c T.
Compute the eigendecomposition C
end procedure
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When we determine the active subspace, the objective is to approximate a numerical model g with standard regression methods, see Fig. 4.2d. Ideally, the
inactive variables βa correspond to the eigenvalues λ>r = 0. However, in practice, this is not a case, and the inactive variables can have certain values. We
need to measure the mean-squared changes from the inactive directions W>r
to have an optimal approximation of the function g onto the active subspace.
Therefore, we again employ the simple Monte Carlo method, but now to estimate the variability of the function g for the inactive directions [15, p. 51]

q(αa ) ≈ q̂(αa ) =

Na
1 X
g(W1 αa + W2 βa,n ),
Na n=1

(4.39)

where βa,n are drawn independently from the conditional density π(βa |αa ) and
Na is the number of samples in the inactive directions. It is crucial to have
insignificant eigenvalues in the inactive direction to approximate a regression
surface adequately with a small number of evaluations Na . Finally, by utilizing
the pairs {αa,n , qn }, we can approximate a regression surface for the function g
as
g(θ) ≈ q(W1T αa ).

4.4.1

(4.40)

Global sensitivity measure

The active eigenvectors W1 and the corresponding eigenvalues Λ1 can be used
for global sensitivity analysis by introducing the activity score sa . The activity
score sa is defined as [17]

sa,i = sa,i (r) =

r
X

2
λm wn,m
,

n = 1, ..., d,

(4.41)

m=1

where i is the parameter of the input parameters. For the matrix W1 , the
coefficients wn,m describe the relevancy of each input parameter for the active
subspace. It is interesting to see how the active directions in an offshore application [91] showed the importance of Fourier coefficients for the lower frequencies.
Generally, the lower frequencies in a wave spectrum generate large waves. The
coefficients of w1 as the input parameters for an offshore application [91] generate a focused wave group in the wave input. Typically, wave groups are related
to extreme waves and loads [21, 89]. The activity score also described the modification of the wave spectrum due to the wave propagation [91].

4.4 Active-subspace analysis (ASA)

4.4.2
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Adjoint derivation

An adjoint solver utilizes the chain rule, the equality property and automatic differentiation to estimate gradients in a single evaluation. We define the quantity
of interest Q(D, U(D)) for a numerical response U(D) governed by the system
US (D, U(D)) = 0 with respect to the input parameters D. The objective is to
evaluate the total gradient of the quantity of interest Q(D, U(D)) with estimating U(D) once for all elements of D. For convenience, we drop the notation for
dependence on D and U(D). Thus, we write [60]
∂Q ∂Q ∂U
dQ
=
+
,
dD
∂D ∂U ∂D

(4.42)

∂US ∂U
∂US
+
= 0.
∂D
∂D ∂D

(4.43)

and for a numerical model

Hence, we utilize the fact that the partial gradient ∂U/∂D is in both equations
with Eq. (4.43) being zero to write [60]
dQ
∂Q
∂US
=
+ λa
,
dD
∂D
∂D

(4.44)

where λa is the adjoint variable and the solution to the adjoint equation [60]
∂US T
∂QT
λa =
.
∂U
∂U

(4.45)

The partial gradients can be efficiently estimated with automatic differentiation,
or perhaps we have an analytical form. An adjoint solver enables the activesubspace analysis to be employed even for expensive numerical models. An
adjoint solver, automatic differentiation, and finite difference eventually can only
approximate gradients, which can generate severe errors later in estimations.
However, for a sufficient number of gradients and a clear spectral gap, the
eigenvalues and the eigenvectors define the true subspace sufficiently with the
upper bound of Theorem 3.13 [15, p. 34]. The upper bound of Theorem 3.13
defines the distance between the true subspace and its approximation similarly
as the principal angle, but with an additional term that quantifies errors due to
gradient approximations. The bound depends on the dimension d of the input
parameters and the gradient approximation parameter such as a finite difference
parameter.
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4.4.3

Active-control variate

Because the covariance matrix C is recognized as the expectation value of the
output product
C = E[(∇θ g)(∇θ g)T ],
(4.46)
we can introduce a low-fidelity control variate gC (θ), which is differentiable ∇θ gC
and low-cost to evaluate, to improve the estimation of C. Thus, we write
C = E[(∇θ g)(∇θ g)T − (∇θ gC )(∇θ gC )T ] + E[(∇θ gC )(∇θ gC )T ].

(4.47)

When there is a significant correlation between the covariance matrix ∇θ g and a
control variate ∇θ gC , we can reduce the variance of C, and improve estimations
significantly. We refer the reader to the Chapter 8 [68, p. 28] for more detail.
A correlation can be observed with a mesh grid, i.e., to use a coarser mesh grid
as a control variate. Similarly as Multilevel Monte Carlo [31, 90], we can utilize
different mesh grids [54]. Still, it is difficult to define an adequate number of
gradients before the analysis. A solution is to introduce the intrinsic dimension
of the covariance matrix C that describes the spectral decay [54]
δC =

trace(C)
.
kCk

(4.48)

p
The denominator of Eq. (4.48) is the spectral norm kCk = max( λ∗m ), where
λ∗m are the eigenvalues of CT C. The intrinsic dimension δC is bounded by the
rank of the covariance matrix as 1 ≤ δC ≤ rank(C) ≤ d. In the literature,
it is also defined as the effective rank [54]. For smaller values of the intrinsic
dimension, we have a quicker spectrum decay that we can be approximated with
fewer evaluations. For a sufficient number of evaluations, we expect the intrinsic
dimension to converge. In our paper, based on the active-subspace analysis, we
use N = 544 gradients heuristically. However, we can examine that the intrinsic
dimension for the KdV22 model [91] indeed converges after 500 gradients, see
Fig. 4.3. We use 100 bootstrap replicates to access the variability of estimations.

4.5

Autoencoders

The reduction methods consider previously in this chapter define uncorrelated
linear combinations of the input parameters for a given sample set, which may
not be sufficient if samples represent a nontrivial and nonlinear performance.
Therefore, we introduce a dimensionality reduction approach that provides a
nonlinear reduction for a given sample set. Autoencoder (AE) is a special neural
networks that reproduces a given sample set [32, 77]. It can be viewed as a PCA

4.5 Autoencoders
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Figure 4.3: The intrinsic dimensions of the covariance matrix C as a function
of the number of samples N for the KdV22 model.

framework with nonlinear features. This section is heavily involved in our work
for the speckle classification [47].
The framework of AE has three parts: encoder, decoder, and bottleneck. An
encoder is a system of connected hidden layers that compress a given sample
set to a low-dimensional subspace. Hence, by a decoder, a given sample set
is again recreated. The bottleneck (i.e., the latent space representation) indicates a low-dimensional subspace of a given sample set, which can be used for
classification methods. With corresponding evaluations, it can also provide a
sufficient low-dimensional subspace for standard regression methods. Figure 4.4
illustrates the framework of a stacked sparse autoencoder (SSAE), a type of an
autoencoder. We can classify autoencoders into three groups in regards to their
implementations [32, 77]:

• Stacked sparse autoencoder (SSAE) - the output of each layer is connected
to the input of the next layer.
• Convolutional autoencoder (CAE) - uses specific filters in the hidden layers
to discover particular similarities for a given sample set.
• Long short-term memory autoencoder (LSTM-AE) - uses the hidden matrices in the hidden layers to incorporate a correlation for a time-dependent
process such as a time-series.

We train AE to minimize an improved mean squared loss function L for a given
sample set as[47]
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Nae X
Kae
X
c L , b̂L ) = 1
(θn,m − θ̂n,m )2 +
L(WL , bL , W
Nae n=1 m=1

+ λL · (L2 overfittingterm) + βL · (sparsityterm), (4.49)
where θn is a given sample set, θ̂n is the reconstructed sample set, Nae is the
number of samples, Kae is the number of features in a given sample set, λL is the
coefficient of regularization term that prevents overfitting, βL is the coefficients
c L are weight matrices
of a regularization term that supports sparsity, WL and W
of hidden layers and the corresponding bias terms b and b̂L . In Fig. 4.4, the
hidden layers hnk are govern by activation functions as [32]
hnm = g1ae (WL θ + bL )

and

c L hnm + b̂),
θ̂ = g2ae (W

(4.50)

where g1ae and g2ae are activation functions (e.g. a sigmoid function). The term
deep describe that we have a deep neural network with a larger number of hidden
layers.

Figure 4.4: Illustration of the stacked sparse autoencoder architecture [47].
If we implement the Kullback–Leibler divergence (i.e., KL divergence) in the loss
function L(·) (4.49), then AE becomes a variational autoencoder (VAE) [51].
Initially, AE was combined with variational inference for unsupervised learning
to estimate an approximation of the posterior distribution π(h2i |θ), where h2i
is the bottleneck of AE, see Fig. 4.4. The concept is to form a distribution
for a low-dimensional subspace sufficiently. Hence, the distribution is used to
generate random samples in a low-dimensional subspace for which the decode

4.6 Conclusion
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can recreate their original pattern. It is useful to analyze extreme events for a
given sample set, which can provide unseen responses.
We employ AE for a classification problem with well-known classification methods such as a support vector machine (SVM) and a softmax classifier. The
encoded data improves a classification approach because it exposes the fundamental characteristics of a given sample set and additionally reduces the dimension. The numerical experiments for speckle images show that the combination
of SSAE with SVM can classify the speckle concentration with the success rate
of 78% for a single line of near-field speckle [47]. In general, AE is a useful tool
when it works. Still, it requires robust mathematical descriptions and justifications for proper implementation. A reasonable assumption for the dimension of
the bottleneck is to employ the total variation of PCA, Eq. (4.16).

4.6

Conclusion

When a numerical model has many degrees of freedom (i.e., the dimension of
the input parameters is significant), the requirements for standard regression
methods become infeasible. Therefore, to increase efficiency, we explore and
utilize a low-dimensional subspace for a given sample set.
The principal component analysis (PCA) employs an orthogonal transformation
on a given sample set to define a set of uncorrelated linear combinations that
mostly preserve the variance. For an effective reduction, a given sample set
needs to be significantly correlated. In general, PCA describes the sensitivity of
a given sample set with itself, which may be irrelevant for standard regression
methods.
In contrast to PCA, the partial least squares (PLS) regression is a dimensionality
reduction method that utilizes the correlation between the input parameters
and the output response to establish a low-dimensional subspace. Similarly,
like PCA, PLS creates orthogonal linear combinations. Linear combinations are
obtained by maximizing the squared covariance between the low-dimensional
projection of the input parameters with the output response. It does not require
gradient evaluations, which makes it suitable for expensive numerical models.
For extreme events, PLS significantly underpredicts the tale of a distribution.
Nevertheless, we find PLS to be an adequate tool for the local subset approach.
If gradients are cheaply accessible, then the active-subspaces analysis (ASA) is a
robust reduction method. It uses the uncentered covariance matrix of gradients
to define uncorrelated linear input combinations with respect to the response
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of a model. The eigenvalues of the covariance matrix can expose the active
subspace for which the response substantially on average mean-square varies. If
the eigenvalues are irrelevant, then the response on average insignificantly meansquare changes in the directions of the corresponding eigenvectors. We use the
property to establish a regression surface on a low-dimensional subspace spanned
by the active directions and approximate the response globally. However, it is
difficult to observe that the covariance matrix has a clear spectral gap that
distinguishes important and less important eigenvalues before the analysis.
A special neural network (i.e., an autoencoder) is proposed to establish uncorrelated nonlinear combinations. If we can make it work, it is a powerful tool.
In general, it requires experience because the literature does not provide clear
and robust mathematical guidelines. Combining AE with classification methods
such as a support vector machine or a softmax classifier can produce excellent
results in image processing.

Chapter

5
Summary of the papers

Our work is supported with four articles in the appendix of this thesis. Here, we
present a summary in light of preceding chapters. The first three papers contain
both a mathematical presentation of the proposed methods and a comprehensive
analysis of the applications to extreme wave events. The fourth paper is related
to the classification of speckle concentrations.

5.1

Paper 1:
"Active-Subspace Analysis of
Exceedance Probability for Shallow-Water
Waves"

The focus of the article is to estimate the short-term exceedance probability for
a weakly nonlinear shallow water wave model in a high-dimensional probability space. As we estimate the exceedance probability using only uncertainties
related to individual wave realizations for a predefined sea state, we acknowledge the term short-term. For small exceedance probabilities, the simple Monte
Carlo method becomes impractical, while the requirements for standard regression methods become infeasible with the dimension. Therefore, we use the
active-subspace analysis to define a low-dimensional subspace of the input pa-
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rameters with respect to the maximum crest elevation at the reference location.
For 10-minutes wave propagation over the flat seabed at a depth of 20m, we employ the modified Korteweg-de Vries equation (KdV22). It is a low-cost credible
replacement for a fully nonlinear model to test the active-subspace analysis for
offshore applications. We employ forward automatic differentiation (F-AD) to
estimate the covariance matrix of the output gradients. F-AD requires one evaluation per input parameter, which becomes impractical for higher dimensions.
However, with a suitable adjoint solver, gradients can be estimated in a single
evaluation. Because the implementation of an adjoint solver is intrusive, it is
beyond the scope of this article.

We initially define the matrix Gmax with the output gradients to employ the
singular value decomposition. The eigenvalues of the covariance matrix are the
squared singular values of Gmax . To define Gmax , we use only 1% of the required
Monte Carlo evaluations. The singular values show a low spectral decay without
a clear gap. A spectral gap typically distinguishes an active low-dimension subspace from a non-active low-dimensional subspace. Singular vectors that span
a non-active low-dimensional subspace describe projections for which the quantity of interest on average insignificantly mean-squared changes. The distance
between the true subspace and its approximation reveals the 17-dimensional
subspace, which is up to 94% of the dimension reduction with respect to the
input parameters. The total variation approach with the singular values defines
the 58-dimensional subspace to maintain 90% of the variation. The singular
vector that corresponds to the largest singular value is used as the design parameter to generate the active surface elevation with focused wave groups, which
are related to extreme waves and loads. Focused wave groups slowly disappear
in other directions. For the insignificant singular values, the surface elevation
has insignificant permutations.

We define randomly multiple batches with the training set used for the activesubspace analysis. The batches are utilized to train and validate a Gaussian
process for the short-term exceedance probability. We select the Gaussian process that achieves the lowest mean-square estimation based on the test set. The
training procedure demonstrates that the 17-dimensional subspace is more suitable than the 58-dimensional subspace because a lower-dimensional subspace
enables adequate predictions with fewer design points. We estimate the shortterm exceedance probability by employing the trained Gaussian process with
the simple Monte Carlo. The results demonstrate that the trained Gaussian
process can recreate the reference solution accurately using only 1% of the required Monte Carlo evaluations. Also, we provide a global sensitivity measure
with the singular vectors and singular values. It exposes the modification of the
JONSWAP spectrum with a typical second peak for higher frequencies.

5.2 Paper 2: "Estimation of Failure Probabilities via Local Subset
Approximations"

5.2
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Paper 2: "Estimation of Failure Probabilities
via Local Subset Approximations"

The subset simulation method is a well-known reliability method to quantify rare
events for high-dimensional problems. The concept is to gradually approach a
failure event with a decreasing sequence of nested intermediate failure events. In
general, we utilize the previous evaluations to design evaluations that actively
explore a probability space via a Markov chain Monte Carlo (MCMC) algorithm. Each Markov chain proposal requires a limit-state evaluation to validate
the intermediate failure criterion. For expensive models, the procedure becomes
impractical. Therefore, we propose to approximate the limit-state function locally. It utilizes the local regularity of the limit-state function to predict the
response using a few evaluations.
Here, we employ Gaussian process regression. Because approximations introduce errors in predictions, we propose two indicators to improve estimations.
The idea is to iteratively replace approximations close to a failure threshold
with the direct evaluations of the limit-state function until a particular stopping criterion is not fulfilled. Furthermore, to control errors in local predictions,
we establish the refinement procedure by using the U -function. The refinement
procedure improves predictions and a local sample set with adequate limit-state
evaluations. Small values for the U-function indicate design parameters close
to a failure threshold or with significant uncertainties in predictions. The refinement procedure is used when one of the indicators is activated. The first
indicator is random, i.e., with a certain probability, the refinement procedure
is employed. For the second indicator, we employ the posterior distribution for
predictions. It is the primary source of the refinement. The numerical examples
show that the efficiency can be improved over 80% even for higher dimensions
with respect to the standard implementation. The relative errors with respect
to the Monte Carlo estimations are less than 12%.
However, the computations become impractical for high-dimensional problems.
Therefore, to improve Gaussian process regression with a low-dimensional subspace of the input parameters, we use the partial least squares (PLS) regression.
It does not require gradients, which makes it suitable for expensive numerical
model. PLS combines the principal component analysis (PCA) and ordinary
least squares (OLS) regression. A low-dimensional subspace of the input parameters is estimated by maximizing the squared covariance between their lowdimensional projection and the output response. Initially, we estimate a global
low-dimensional subspace by using the previous evaluations. For a projected
candidate state of a Markov chain, we define a local sample set using nearby
projected samples. Hence, the local sample set is used to establish a local low-
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dimensional subspace to train a Gaussian process efficiently. Local PLS improves
the computations, but the efficiency drops to 34% with the relative error above
50%. Although the relative errors are significant, the order of the probability of
failure is accurately estimated in most cases. For expensive numerical models,
the efficiency of 34% can produce a significant difference.
For the nonlinear oscillator, the input parameters are Fourier coefficients that
generate the initial loading. We can employ the principal component analysis
(PCA) on the loading, which is a time-series, to define a low-dimensional subspace. The dimension is reduced by 63% with respect to the input parameters.
The sample set for PCA is generated using independent realizations of the input
parameters. The cost is entirely negligible because a sample set can be generated in less than a minute. The efficiency of the local subset approach increases
over 54% with the relative errors less than 52%. Still, the relative errors are
substantial. Nevertheless, the order of the probability of failure is accurately
estimated in most cases.

5.3

Paper 3: "Low-dimensional offshore wave input for extreme event quantification"

In this paper, we propose a novel approach to quantify extreme wave events
in otherwise impractical conditions. The input parameters are random Fourier
coefficients that with a predefined wave spectrum generate the wave input. We
recognize the wave input as a correlated time-series. The two numerical models, OceanWave3D and the modified Korteweg-de Vries model (KdV22), are
employed to estimate the short-term exceedance probability for the maximum
crest elevation at the reference location. OceanWave3D is a fully nonlinear wave
model, while KdV22 is its weakly nonlinear low-cost replacement. The reference
solution for OceanWave3D with the simple Monte Carlo method is not achievable, because the computational requirements are infeasible. Thus, we employ
KdV22 initially to examine our approach and compare the performance with
the reference solution. The first example describes the wave propagation over
the flat seabed, while the second part covers the wave propagation over a slope
with OceanWave3D.
Standard reduction methods cannot provide a sufficient reduction because the
input parameters are uncorrelated, and the corresponding wave input resembles white noise to a certain degree. Also, specific reduction implementations
are intrusive and impractical. Therefore, to define an adequate low-dimensional
framework, we propose to use standard statistical measures of the wave input
such as variance, skewness, and similar as design parameters for standard regres-

5.4 Paper 4: "Autoencoder-aided measurement of concentration from a
single line of speckle"
67
sion methods. We generate different independent realizations of the wave input
to estimate the standard statistical measures. The cost is entirely negligible, as
it can be done less than a minute. The number of different realizations should
agree with the simple Monte Carlo requirement for a specific failure threshold.
We select a few different realizations of the wave input to evaluate a numerical
model. It is suggested to have initial evaluations equally spread in a probability
space. By using the initial sample set with the corresponding evaluations, we
train a Gaussian process (GP). The trend of the GP model is defined as pure
quadratic. We select the anisotropic squared exponential kernel to describe the
correlation of samples. Hence, by utilizing the generated realizations of the wave
input, we estimate the short-term exceedance probability with the trained GP
model. The initial estimation significantly diverges from the reference solution
of the KdV22 model. Therefore, we introduce active discrete learning with the
U -function. The idea is to select iteratively design parameters that minimize
the U -function and reduce the confidence interval of the trained Gaussian process for extreme events. After selecting less than 1% of the required Monte
Carlo evaluations, we define the tail of the distribution accurately. The same
procedure is done for the benchmark example with a slope for a fully nonlinear
wave model, OceanWave3D, by employing less than 1.7% of the required Monte
Carlo evaluations to achieve the predefined error measure.
Additionally, we present a global sensitivity with the Pearson correlation coefficient. We examine the dependencies of the design parameters with respect to
the slope and the quantity of interest. As the results demonstrate, the variance
and the parameters related to the variance are the most influential. Skewness,
which is typically identified as an important parameter for offshore applications,
is entirely negligible for the benchmark example and the corresponding active
learning.

5.4

Paper 4: "Autoencoder-aided measurement
of concentration from a single line of speckle"

In this article, we focus on 14 different particle concentrations of dielectric microparticles over a range from 104 to 6 · 106 particles per ml. Each particle
concentration involves a two-dimensional image of the speckle. For the standard approach to classify the particle concentrations, we measure the mean and
maximum speckle intensity, and the speckle size. While being credible for the
2D speckle image, the approach cannot provide a sufficient classification for a
single line of the speckle image. Therefore, we employ several prominent classification techniques. The training data includes 200 1D line samples of the speckle
image from each particle concentration, while the test data combines different
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150 line samples.
Because the speckle image has a large number of pixels, we initially employ
dimensionality reduction methods such as linear principal component analysis
(PCA) and autoencoders to improve efficiency. We use the log-scale transformation to improve the linearity of the training data, which eventually significantly
improves our results. The total variation ratio for PCA determines the twodimensional subspace of the training data that maintains over 90% of the variation. Because the training data can include significant nonlinearities, we employ
an autoencoder, which is a neural network used as a dimensionality reduction
approach. Here, we use a stacked sparse autoencoder (SSAE) with multiple
layers. The trained SSAE encodes the training data to the 20-dimensional subspace.
Hence, we use the classification approaches such as a support vector machine
(SVM) and a softmax layer for the low-dimensional subspaces spanned by the
eigenvectors of the PCA approach and defined with the trained SSAE. The classification approaches utilize the training data projected on the low-dimensional
subspaces to train adequate classifiers in a supervised learning framework. In
general, SVM defines an optimal hyperplane between concentrations, while a
softmax layer uses a logistic vector function to define a probabilistic measure
for each concentration.
For the linearly projected log-transformed data, SVM generates a success rate of
77.76%, while the success rate of the softmax layer is 70.90%. When we encode
the training data with SSAE to include nonlinearities, the success rate for the
softmax layer improves to 77.62%. The trained SVM with SSAE classifies the
particle concentration with a success rate of 78.76%. In general, the classes with
a difference of 0.5 · 106 particles per ml are difficult to classify. For the difference
of 1·106 particles per ml., the softmax layer with the trained SSAE can generate
a success rate of 89.33%.

Appendix

Paper 1

Active-Subspace Analysis of Exceedance Probability for
Shallow-Water Waves
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Abstract
We model shallow-water waves using a one-dimensional Korteweg-de Vries equation with the
wave generation parameterized by random wave amplitudes for a predefined sea state. These wave
amplitudes define the high-dimensional stochastic input vector for which we estimate the short-term
wave crest exceedance probability at a reference point. For this high-dimensional and complex problem, most reliability methods fail, while Monte Carlo methods become impractical due to the slow
convergence rate. Therefore, first within offshore applications, we employ the dimensionality reduction method called Active-Subspace Analysis. This method identifies a low-dimensional subspace
of the input space that is most significant to the input-output variability. We exploit this to efficiently train a Gaussian process that models the maximum 10-minute crest elevation at the reference
point, and to thereby efficiently estimate the short-term wave crest exceedance probability. The
active low-dimensional subspace for the Korteweg-de Vries model also exposes the expected incident
wave groups associated with extreme waves and loads. Our results show the advantages and the
effectiveness of the active-subspace analysis against the Monte Carlo implementation for offshore
applications.

1

Introduction

Nonlinear hydrodynamic effects are a major concern in bottom-fixed and floating offshore structures
at shallow and intermediate depth. Structures such as wind turbines must be designed to withstand
extreme nonlinear waves with strongly nonlinear behavior. The simplest model of the waves would
stem from linear wave theory and use a Gaussian stochastic model for the wave surface, resulting in a
Gaussian response. However, this approach ignores the marked asymmetry in the waves, which means
that the wave crest elevation systematically exceeds the trough depths at the same probability level
[18]. The asymmetry increases with decreasing water depth, which eventually produces substantial
instabilities resulting in breaking waves and extreme loads. A number of uncertainty sources need to be
accounted for when applying numerical wave simulations as an attempt to represent the real offshore
conditions [1, 5, 13, 14, 29, 32]. These uncertainties are related to the long-term representation of
sea-state parameters, wave surface elevation, kinematics, and estimation of wave loads.
For structural reliability analysis, the probability of failure, in general, is written as a d-fold integral
Z
PF =
πd (θ)dθ,
(1)
g(θ)≤0

where θ ∈ Rd is the uncertain input of a numerical model for the limit-state function g(θ), πd is the joint
probability density function (PDF) for θ, and g(θ) ≤ 0 is the failure criterion.
For failure modes within the offshore engineering framework, g(θ) can model failure events related
to wave load effects exceeding arbitrary specified resistances. We here assume the failure event to be
related to the maximum crest elevation exceeding a critical level within a certain sea state. We choose
1

the sea-state duration of 10 minutes, which can be relevant for offshore wind turbines. Eq. (1) is related
to the short-term exceedance probability as standard normal random variables θ construct random wave
amplitudes for the wave generation with a predefined ocean-wave spectrum and the wave propagation
time. If we would additionally include uncertainties/variability related to the sea state, we would evaluate
the long-term exceedance probability PL related to, e.g., one year as
Z
PL =
PF (state)π(state),
(2)
state

where PF (state) is the probability of failure for a given sea state obtained by Eq. (1) and π(state)
accounts for the long-term stochastic modeling of the sea state parameters. In Eq. (1), we assume θ
is a standard normal variable. If this is not the case, the Rosenblatt transformation [27] or the Nataf
distribution [22] can be used to transfer a non-standard input distribution to the standard normal space.
In our study, we focus on the short-term exceedance probability PF , Eq. (1), for a predefined sea state
with independent and identically distributed (iid) random variables θ drawn from the standard normal
density πd . We model the wave surface elevation but do not include the effects of model uncertainties
in the estimations. Further, we formulate the limit-state function such that failure corresponds to the
10-minute maximum crest elevation exceeding a threshold value γ, and the failure condition is rewritten
as g(θ) ≥ γ.
The standard reliability approach based on FORM/SORM fails for multiple design points and highdimensional cases [26]. A more robust approach would be to use the simple Monte Carlo (MC) method
that can handle any numerical model. The simple MC approximates Eq. (1) by the sample mean of the
indicator function I(θ), where I(θ) = 1 if g(θ) ≥ γ and I(θ) = 0 otherwise. The major disadvantage of
MC is its inefficiency. Following the mean squared error indicator for a finite sampling of Eq. (1) [24],
we would need to evaluate a numerical model 5 · 104 times to estimate the exceedance probability of
2 · 10−3 with the relative error less than 0.1. It would take approximately 35 days to estimate the sample
mean of Eq. (1) for a numerical model that runs for 1 minute. Specific variance reduction and surrogate
approximation methods such as Polynomial Chaos expansion [20, 32] and Gaussian (Kriging) process
[30] were proposed to improve the performance. However, their requirements would exponentially grow
with the dimension. For Gaussian process regression, a large covariance matrix would need to be inverted
several times to produce a prediction.
Therefore, a solution is to search for and exploit a low-dimensional subspace of the input space of
initial uncertainties that captures the variability of the limit-state function and that constitutes a suitable low-dimensional foundation for surrogate models. This method is called active-subspace analysis
(ASA) [7]. Previously, similar work had been done in the Ph.D. thesis by Trent M. Russi [28]. It is
based on the gradients of the system output, in our case the gradients of the limit-state function, and
it can be seen as a principal component analysis in the input space. The gradients can reveal hidden
correlation between linear combinations of the input parameters θ of a numerical wave model g(θ) and
the variability of the quantity of interest, e.g., the maximum crest elevation. We hence determine a
low-dimensional subspace by rotating the input space, separating the directions of substantial variability
from directions where the limit-state function changes insignificantly on average [8]. Gradients can be
estimated numerically by adjoint methods [6, 23], finite difference approximations or automatic differentiation [16, 23]. For this paper, we employ forward automatic differentiation (F-AD). In high-dimensional
numerical experiments, F-AD is inefficient as it requires one realization per input parameter. However,
combining F-AD with an adjoint equation, gradients for all input parameters can be estimated within
one numerical realization. We here do not include the adjoint approach. We apply the active-subspaces
method on a simplistic, yet nonlinear, shallow-water wave model that is a reasonable intermediate step
toward a fully nonlinear model. This model is thus used here to test the advantages and disadvantages
of the active-subspace analysis within offshore applications against the standard methods.
We examine the implementation of the active-subspace analysis within Gaussian process regression
to efficiently and accurately evaluate the short-term exceedance probability for the maximum 10-minute
crest elevation at the reference point. Section 2 briefly introduces Gaussian process regression, while
Section 3 outlines the theoretical background of active-subspace analysis. In Section 4, we describe
the shallow-water wave model, and Section 5 contains the numerical results. There, we demonstrate
that Gaussian process regression based on the active-subspace analysis can estimate the exceedance
probability based on only 1% of the required Monte Carlo evaluations. The paper closes with the
conclusion in Section 6.

2

2

Gaussian process regression

Expensive numerical models are often evaluated at only a few carefully designed points, and the results are
then used to formulate cheap surrogate models. Gaussian process regression (GP, also known as kriging)
is a standard surrogate approach that improves the performance of simple and efficient polynomial
regressions by including a probability distribution over the sample set with a kernel function. In general,
we estimate the most probable form of a function based on the training data and simple polynomial
regression. This typically does not require a large sample set, even for high-dimensional problems. The
uncertainty measure for predictions is found from the confidence interval, which is very useful for the
sequential design and generally as an error indicator.
Gaussian process regression describes a smooth function g(θ) as a realization of an underlying Gaussian process [30]
g(θ) ≈ ĝ(θ) = β T · fT (θ) + σ 2 ZGP (θ, ωz ),

(3)

where β T ·fT (θ) is the trend of the GP which is a simple regression form, e.g., linear or quadratic, σ 2 is the
Gaussian process variance and ZGP (θ, ωz ) is a zero-mean, unit-variance stationary Gaussian process with
ωz an elementary event in the probability space. The trend describes the global behavior of a function
g(θ). The probabilistic foundation of a Gaussian process is a kernel matrix Kij = K(|θi − θj |; Θ) with
hyperparameters Θ (such as the overall correlation of samples or smoothness). The overall performance
is sensitive to the selection of the optimal kernel function and of the design points. Generally, finding an
optimal number of design points N for Gaussian process regression is a standard challenge. Gramacy and
Apley [15] suggested selecting the number of design points which minimizes the mean squared predictive
error.
Define the input matrix X = (θij ) ∈ RN ×d and write the corresponding evaluations of a numerical
model g(θ) as Y = (Yi = g(θi )) ∈ RN ×1 . Firstly, the parameters β, σ 2 are generated by a generalized
least-squares regression [30]. For a kernel matrix Kij , the hyperparameters Θ are estimated by the
maximum likelihood estimation. Finally, for predictions, we define the prediction mean µg (θ) and the
corresponding variance σg2 (θ) for a numerical model g(θ) as [30]
µg (θ) = fT (θ) · β + k(θ)T K−1 (Y − FT β),
σg2 (θ) = σ 2
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(4)

(5)

Here k(θ) is the correlation between the prediction and the rest of the samples within the set and FT is
the information matrix regarding the GP trend. Now, instead of using an expensive numerical model g(θ)
to evaluate, e.g., the maximum crest elevation at an offshore application, we can use a cheap surrogate
model, Eq. (4), and estimate the short-term exceedance probability, Eq. (1), by simple MC. The second
moment, Eq. (5), quantifies uncertainties in the predictions. The MATLAB function fitrgp from the
Statistics and Machine Learning Toolbox trains a Gaussian process regression model based on design
points.
However, for higher dimensions, e.g., d = 100, the process of estimating the GP parameters becomes
time-consuming as it requires repeated inversion of the N × N kernel matrix, incurring a O(N 3 ) cost.
Also, to estimate the hyperparameters with the maximum likelihood approach, the kernel matrix Kij
needs to be inverted. The process can be improved if we find a low-dimensional optimal representation
of θ for g(θ). We assume that it is inexpensive to estimate gradients numerically for a numerical model
g(θ).

3

Active-subspace analysis

Active-subspace analysis (ASA) is a dimensionality reduction approach that has been studied in detail
in the book [7] by Paul G. Constantine. It is based on identifying and exploiting the most important
linear combinations of the input parameters concerning the quantity of interest, e.g., the maximum crest
elevation at the reference point. A split between important and less important linear directions in the
input space is usually defined by a spectral gap in the eigenvalues of the gradient data.
We assume that g : Rd → R is a continuous and differentiable function that is square integrable with
respect to a probability density πd for the initial uncertainties θ. An active subspace, i.e., a subspace of
3

the input space with significant variation of the output, is typically spanned by a relatively small number
( d) of eigenvectors of the symmetric positive semi-definite d × d matrix C, which is an uncentered
covariance matrix of the output gradients. Thus, we write the expected value of the outer product of
the gradients as [7–9]
Z
C=

∇θ g(θ)∇θ g(θ)T πd (θ)dθ = WΛWT ,

(6)

where g(θ) is the quantity of interest, ∇θ g is the gradient of g(θ) with respect to θ, the non-negative
eigenvalues of C are sorted in descending order along the diagonal of the diagonal matrix Λ, and W is
the orthogonal matrix of eigenvectors d × d.
As shown in Lemma 3.1. [7, p. 23], each eigenvalue λi is the expected squared directional derivative
of g(θ) along the corresponding eigenvector wi ,
Z
λi = (∇θ g(θ)T wi )2 πd (θ)dθ.
(7)
Hence, if there is a significant spectral gap after the first largest r eigenvalues of C, with Wr being
the first r columns of the orthogonal eigenvector matrix W, then it should be possible to construct a
reasonable approximation of g(θ) in terms of [7, 8]
g(θ) ≈ ĝ(WrT θ),

(8)

where ĝ is a surrogate model obtained using, e.g., a regression. The reduction of the input space dimension
helps quantify uncertainties in an otherwise infeasible setting.

3.1

Active subspace estimation

The covariance matrix C, Eq. (6), cannot be computed exactly. Therefore, we employ the simple Monte
Carlo method to approximate it as [7, 8]
M
1 X
(∇θi g(θi ))(∇θi g(θi ))T .
C ≈ Ĉ =
M i=1

(9)

The estimation of how many samples are required to approximate the covariance matrix accurately
is heuristic. At least, to have full rank, we need to have M = d. Constantine [7, p. 35] recommends
M = αA kA log(d), where αA is an oversampling factor between 2 and 10, and kA is the number of
eigenvalues to approximate. If we can evaluate the gradients analytically, it is straightforward to use
Eq. (9). However, this is not the case with numerical models in general. At least, we can approximate
the gradients. First-order finite differences (FD) require M · (d + 1) model evaluations per gradient
evaluation, which is infeasible for high-dimensional computations. Instead, to employ the FD approach,
we use forward automatic differentiation, as described in Section 3.1.1. The active-subspace analysis
based on the singular value decomposition is outlined in Algorithm 1.
Algorithm 1 Monte Carlo Estimation of Active Subspace [7, 8]
1: procedure ASA(g(θ),πd )
2:
Draw M iid θi from πd . // Use M = αA · kA · log (d). To have at least a full matrix rank, we
should have M ≥ d.
3:
For each θi , define ∇θ gi = ∇θ g(θi ). // Use an adjoint solver or a finite difference approach.
4:
Define the matrix G following the relation Ĉ = GGT as
"
#
1
G= √
∇θ1 g(θ1 ), ∇θ2 g(θ2 ), ..., ∇θN g(θN ) .
(10)
M
5:
6:

c
Compute the singular value decomposition G = W
end procedure

p

b V̂T .
Λ

Following Line 5 in Algorithm 1, we search for a spectral gap in the singular values of the matrix
G as a means of identifying the important (active) and the unimportant (inactive) directions in the input
space θ. If the singular values do not present a significant spectral gap, an alternative is to use Eq. (11)
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to estimate the distance between the true r-dimensional active subspace and the estimated r-dimensional
active subspace. This estimation also depends on the spectral gap λr − λr+1 . The larger this gap is, the
better the estimate, since [7, p. 32]
cr) ≤
dist(ran(Wr ), ran(W

4λ1 
,
λr − λr+1

(11)

c r is the estimated subspace, the denominator is the spectral gap, ’ran’
where Wr is the true subspace, W
with a matrix argument is a shorthand notation for the range of the columns of the matrix, and  is the
relative accuracy. The relative accuracy can be estimated, following Corollary 3.10 [7, p. 32], by
≤

λr − λr+1
.
5λ1

(12)

As pointed out by Constantine [7, p. 32], the bound in Corollary 3.10 could perhaps be improved.
Nevertheless, we can use this estimate to bound the error in the estimated subspaces. The subspace
approximation error is inversely proportional to the corresponding gaps in the singular values. Therefore,
for example, the estimate of a three-dimensional active subspace is more accurate than the estimate of
a two-dimensional active subspace, if the spectral gap is larger between λ3 and λ4 than between λ2 and
λ3 .
3.1.1

Gradient approximations by Automatic Differentiation (AD)

To construct the gradients for the active-subspace analysis without using the FD approach, forward
automatic differentiation (AD) is applied on subroutine by subroutine basis to the code required to
compute the quantity of interest. The main strategy behind AD is to define the input parameter θ
with an additional second component, √
θ + θ̇Γ. Here, Γ is a symbol distinguishing the second component
analogous to the imaginary unit i = −1, but in the AD case Γ2 = 0 as opposed to i2 = −1. The
input parameters have been converted from type ”real” to type ”complex”. The ”real” part will remain
unchanged, and the ”imaginary” part can be used to approximate the derivative of variables for a
single design variable. We add an imaginary perturbation to the desired complex input parameters to
determine the corresponding imaginary part of the quantity of interest. When the process is generated
and validated, forward differentiation can be performed. In this paper, the forward differentiation is
done using the ADiMat software from the Institute for Scientific Computing of TU Darmstadt [2].
3.1.2

Constructing a regression surface

Once the spectral gap is identified, the limit-state function g(θ) is replaced by its low-dimensional surrogate by expressing the initial uncertainties θ ∈ Rd in terms of the active part {yA } and inactive part
{zA }, [7, p. 24]
T
θ = WWT θ = Wr WrT θ + Wd−r Wd−r
θ = Wr yA + Wd−r zA .
(13)
In particular, this means that g(θ) is expressed g(Wn yA + Wm−n zA ). Small perturbation of zA changes
g(θ) insignificantly on average. Thus, the optimal approximation of g(θ) is to calculate the conditional
expectation for each fixed yA , and we define ĝ(yA ) as
Z
ĝ(yA ) = g(Wr yA + Wd−r zA )πzA |yA (zA )dzA ,
(14)
where πzA |yA (zA ) is a conditional probability density [7, p. 49]. One can argue that we are going back
to multidimensional integration again, however using MC has its advantages in this specific case as the
variation of g(θ) in the inactive subspace is significantly small and requires only a small number of
samples. Therefore, we write g(yA ) based on MC as
ĝ(yA,j ) ≈

Z
1 X
g(Wr yA,j + Wd−r zA,i ),
Z i=1

(15)

where Z is the number of samples in the inactive directions and {zA,i } are random sample points from
the conditional probability density πzA |yA (zA ) [7, p. 51]. If the function g(θ) is constant in an inactive
directions, meaning that the eigenvalue for this direction is zero, then we need to sample only once to
account properly for the variation of g(θ) along this direction.
5

Hence, to construct a low-dimensional approximation of g(θ), we generate a number Ny of fixed points
yA,j in the active subspace and collect their corresponding conditional expectations {ĝ(yA,j )}. Based on
the pairs {yA,j , ĝ(yA,j )} along the active directions Wr , we generate a regression surface for ĝ(yA ) that
is a low-dimensional approximation of the limit-state function g(θ),
g(θ) ≈ ĝ(WrT θ).

(16)

Thus, instead of training a Gaussian process model in the original, highly dimensional space Rd , we first
project the training set onto the active, low-dimensional subspace Rr (r  d) using WrT and then train
a Gaussian process model efficiently and accurately between WrT θ ∈ Rr and Y ∈ R.

4

A simple 1D Korteweg-de Vries model

While our long-term goal is the accelerated load statistics for fully nonlinear models, we here use a much
simpler wave model to investigate the feasibility of the active-subspace analysis for rare events.
We consider unsteady water waves defined by the Korteweg-de Vries equation (KdV) for onedimensional nonlinear surface flows under the influence of gravity. KdV, derived by Korteweg and
de Vries (1895), describes weakly nonlinear shallow-water waves by adding one dispersive term to the
nonlinear shallow water equation. There are different modifications of the KdV equation, and we here
use KdV22 [4],

ηt (x, t) +

p

3
g · h · ηx (x, t) +
2

r

r
1
g
g 3
η(x, t)ηx (x, t) + (β + )
h ηxxx (x, t) + βh2 ηxxt (x, t) = 0,
h
6
h

(17)

with β = 19/60. The linear phase speed for this choice of β is the Padé [2,2] approximation of the fully
disperse result, h is the seabed depth, x is the spatial-domain variable, g is the gravitational acceleration,
ηt represents (∂η/∂t)(x, t) and ηx represents (∂η/∂x)(x, t). The term ηt describes the temporal evolution
of unidirectional waves, the nonlinear term ηηx accounts for the steepening of the wave, ηxxx is a linear
dispersive term, and ηxxt describes the spreading of the waves. For the KdV22 model, which does not
describe breaking waves, we assume inviscid and irrotational flow. The seabed is assumed to be flat at
the depth of h = 20m. The sketch of the numerical domain is shown in Fig. 1.

Figure 1: Numerical KdV22 shallow-water waves model for the fixed spatial location x∗ .
We solve Eq. (17) by splitting temporal and spatial derivatives and extending the problem periodically
along the x-axis. We neglect the spectral content above 60% of the Nyquist frequency to avoid aliasing
from the quadratic nonlinearity. For the spatial domain, we employ the classical fourth-order RungeKutta method. The generation zone damps the numerical solution η that propagates into the zone at its
’outer edge’ and transforms it continuously to the desired signal ηBC out of the zone at its ’inner edge,’
by enforcing the correction
η := η − γforce χ(ξ)(η − ηBC ),
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where γforce = 3.5, χ is the spatial weighting factor [25]
χ(ξ) = 1 −

exp(ξ βshape ) − 1
,
exp(1) − 1

(18)

and βshape = 3.5 is a wave shape factor. Finally, ξ ∈ [0, 1] is a local coordinate, equal to zero at the outer
edge and to one at the inner edge of the generation zone.

Figure 2: Graph of the spatial weighting factor, χ(ξ), used for matching the periodic boundary condition
[25].

4.1

Wave generation

Ocean waves are stochastic and can be reasonably well described as Gaussian and ergodic responses.
This description provides a good starting point for numerical wave simulations. Therefore, the onedimensional initial surface elevation used in this paper as the boundary condition is
"
#
d/2 q
X
η(x, t) =
S(fj ) · ∆f Aj cos(ωj t − kj x) + Bj sin(ωj t − kj x) .
(19)
j=1

Here, S(fj ) is the JONSWAP spectrum (Section 4.1.1), fj is the frequency, ∆f = 1/T is the inverse of
the wave simulation duration T , and Aj and Bj are random variables drawn from the standard normal
distribution N (0, 1). For the active-subspace analysis, we define θ = (A1 , . . . , Ad/2 , B1 , . . . , Bd/2 ) ∈ Rd .
The frequency step ∆f determines the value of d. For example, for 1-hour wave propagation, Eq. (19)
requires d ≈ 1802, which results in a highly complex uncertainty quantification problem.
4.1.1

Wave spectrum

The wave spectrum density S(fj ) describes the power spectrum of the free surface elevation. There
are many wave spectra used for offshore applications in deep water. A fundamental spectrum is the
Pierson–Moskowitz spectrum (PM), which describes a fully developed sea. PM is used for fatigue analysis
and extreme analysis. We write [17]
SP M (fj ) = 0.3125 ·

HS2

·

fP4

·

fj−5

· exp

− 1.25 ·

fP
fj

!4 !
,

(20)

where HS is the significant wave height [m], fP is the peak frequency [Hz] related to the peak period TP
by fP = 1/TP and fj is the corresponding frequency [Hz].
The JONSWAP (JS) spectrum is a modification of the PM spectrum for a developing sea state in a
fetch limited interaction. JS accounts for a higher peak and a narrower spectrum in a storm situation.
Hence, it is often used for extreme events analyses [32]. JS has additional two parameters: a peak
enhancement factor γ α and a normalizing factor CJS (γ). Here γ α increases the peak and narrows the
spectrum, and CJS (γ) reduces the spectral density to ensure the energy balance. Thus, we write [17]
S(fj ) = CJS (γ) · SP M (fη ) · γ α .
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(21)

Figure 3: JONSWAP spectrum for different significant wave heights HS and wave periods TP .
Figure 3 shows examples of the JS spectrum energy distribution curve with different significant wave
heights HS and time periods TP . We can see that JS is a narrow-banded spectrum. Its energy is mainly
focused in a certain frequency band.

5

Results

The KdV22 shallow-water wave model, Eq. (17), is not fully nonlinear but still represents a good intermediate step toward a fully nonlinear model. Expensive numerical wave models such as OceanWave3D
[12] require a substantial computational effort to produce reference results, due to the slow convergence
rate of MC methods. Thus, it is natural to use a simple but representative replacement such as KdV22
to test and investigate the active-subspace analysis.

Figure 4: (a) The probability density function for ηmax . (b) The short-term exceedance probability of
ηmax for 10 minutes, based on NM C = 5 · 104 .
In our study, unidirectional water waves propagate in a predefined sea state for T = 600 seconds.
The usual length of a predefined sea state is 1 hour or 3 hours. We use the length of 10 minutes
due to computation limitations. The idea is to have a fast solver to test different approaches before
implementing an expensive, fully nonlinear model. Usually, 10 minutes are used for wind load modeling
as a time interval with stationary conditions for the wind field turbulence. The significant wave height
and the peak period have been specified as Hs = 6.8 meters and Tp = 15 seconds, as these conditions
describe a typical 100-year return period at a typical site of interest. The reference point can be viewed
8

as a possible position of a wind turbine, and we are interested in estimating the short-term exceedance
probability of the quantity of interest for this location, see Fig. 1. Therefore, the quantity of interest
g(θ) is here the maximum crest elevation ηmax within T = 600s at the reference point x∗ ,
ηmax = max{η(x∗ , t), 0 ≤ t ≤ T }.

(22)

Initially, we generate NMC = 5·104 evaluations of KdV22 for iid θ drawn from πd to produce the reference
probability density function for ηmax as well the reference short-term exceedance probability for ηmax ,
see Fig. 4. The predefined sea state for θ is selected with HS = 6.8m and TP = 15s. In Fig. 5a we
recognize a heavy-tailed distribution with µηmax ≈ 5.7m. The dimensionality of the input parameter θ
depends on the frequency resolution and the time duration. In this present study, for a 10-minute wave
simulation, θ is defined within R302 . It represents a complex and high-dimensional problem for which
standard reliability and surrogate methods become impractical.

5.1

Dimensionality Reduction

We employ the dimensionality reduction Algorithm 1 for the quantity of interest ηmax and estimate
the corresponding matrix Gmax by using the relation
M = αA kA log(d)
proposed by Constantine [7, p. 35] for the number of samples M sufficient to estimate the covariance
matrix well. We define heuristically the oversampling factor αA = 2.45 and are interested in the first
100 eigenvalues, therefore M = 544 for d = 302. We experimented with different numbers of samples
and found M = 544 to provide a good balance between performance and accuracy.
Fig. 5a shows the singular values of the matrix Gmax , and its corresponding bootstrap replicates.
We notice relatively insignificant values, less than 0.2, for all singular values. Thus, the quantity of
interest (ηmax ) has low variability in each subspace direction. (Recall that a singular value expresses
the expected variation of the square of the quantity of interest in the direction of its singular vector in
input space.) Hence we do not need to sample significantly in these directions to have a good overall
estimate of ηmax . Fig. 6a shows the effect of the weakly nonlinear propagation on the singular spectrum.

Figure 5: (a) The singular values Λ for the matrix Gmax from the active-subspace analysis with the 500
bootstrap replicates. (b) The estimated error in subspaces of dimension 1 to 49 with the 500 bootstrap
replicates.
Compared with the spectrum of the boundary condtion, the tail of the propagated spectrum shows an
earlier decay at high frequencies and a seemingly more pronounced variation at low frequencies. This may
indicate that a spectrum propagated by a fully nonlinear model, such as OceanWave3D [12], will feature
a prominent spectral gap. As the maximum frequency for the KdV22 wave model is fmax = 0.2889, the
input parameters θ above j = 149 in Eq. (19) are disregarded. This property is recognized as well in
Fig. 6a as the singular values above the index value of 289 are insubstantial. The bootstrap replicates in
Fig. 5a show the insignificant sample variation of the estimation. As we cannot find a clear spectral gap
in Fig. 5a, we need to estimate the subspace errors using Eq. (11). The upper bounds on the subspace
errors, Fig. 5b, suggest that the 17-dimensional subspace might be the optimal choice for ηmax . The
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Figure 6: (a) The singular values Λ of the active-subspace analysis for the gradient matrices at the wave
generation and the reference point x∗ . (b) The ratio κ between λ1 + ... + λr and λ1 + ... + λd with the
green and red line as the 90% threshold for ηmax (0, t) and ηmax (x∗ , t).
bootstrap procedure in Figure 5b reveals a linear increase in the approximation error with increasing
dimension. In view of Eq. (11), this may be due to the overall flattening of the singular value spectrum
with increasing index, that, due to λr − λr+1 approaching zero (on average) with increasing r.

Figure 7: The surface elevations η(x, t) at the boundary for the singular vectors w1 , w17 and w289 .
To additionally support our choice of the 17-dimensional subspace, we employ the coefficients of the
singular vectors as the design parameters for the boundary condition in Eq. (19). Figure 7 reveals the
first singular vector w1 (the most active direction in the input space) to be a focused wave group, while
the effect diminishes in singular vectors such as w17 that correspond to smaller singular values (the less
important directions). The singular vector w289 corresponds to the insignificant singular value λ289 ,
and it therefore represents insignificant free surface variations. It is well-known that extreme waves are
associated with wave groups, cf. New Wave theory [3, 11, 21, 31]. The ability of the active-subspace
analysis to pick out initial conditions that produce a high degree of wave grouping at the structure thus
confirms the relevance of the method. This way, we can construct active focused wave groups for future
laboratory measurements. The singular vector w17 retains some of the localization, and it makes sense
to keep it as an active direction. The spectrum above the index 17 is treated as measurement noise, for
which Gaussian process regression is suitable [8].
The identification of the important directions can alternatively be based on a conservative approach [19] that uses the total variation of the singular values,
Pr
λi
.
(23)
κ = Pi=1
d
i=1 λi
The active-subspece dimension r is then selected to preserve a certain percentage, say 90%, of the total
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variation, see Fig. 6b. It is clear that the singular values with index above 150 are negligible, and the
variation κ is preserved 100%. For practical reasons, we might select 90% as our threshold, which would
result in a 58-dimensional active subspace for the KdV22 model. In the following, we shall work both
with a 17-dimensional and a 58-dimensional active subspace. It is interesting to note in Fig. 6b that the
weakly nonlinear wave propagation decreases the dimension of the active subspace for the same level of
total variation κ. We expect this effect to be even more prominent when using fully nonlinear models.

Figure 8: The initial surface elevations η(x, t) at the boundary for the singular vector w58 , w59 and w60
The directions of the singular vectors close to index 58 expose insignificant permutations of the initial
surface elevation without clear wave groups, see Fig. 8. Hence, the influence of these singular vectors
on the overall result is insignificant as well, see Fig. 6. For their singular values, we can expect that
the Gaussian process architecture can easily control the error produced by neglecting the less important
directions.

5.2

Active-GP model

The active-subspace analysis based on (11) and (23) uses 17-dimensional and 58-dimensional active
subspaces. We now construct the Gaussian process architecture on these low-dimensional subspaces,
selecting the anisotropic squared exponential kernel which for the original high-dimensional space Rd is
defined by
"
#
d
1 X |θi,m − θj,m |2
K(|θi − θj |; Θ) = Θ0 exp −
,
(24)
2 m=1
Θm
where Θ = (Θ0 , . . . , Θd ) are the hyperparameters. With the active low-dimensional projections WrT θ,
the kernel is now defined for Rr by
"
#
r
1 X |(WrT θi )m − (WrT θj )m |2
T
T
K(|Wr θi − Wr θj |; Θ) = Θ0 exp −
,
(25)
2 m=1
Θm
which reduces the computation load since r  d.
The hyperparameters Θ are found using maximum likelihood estimation. As previously explained,
typically a specific amount of variation of the quantity of interest is associated with each singular vector,
with most variation occurring along the first singular vector. Thus, an anisotropic kernel is a natural
choice. A squared exponential part is also a reasonable option due to the Gaussian property of ocean
waves. The trend is based on the pure quadratic regression.
Our active-subspace analysis is based on M = 544 evaluations ηmax,i = g(θi ), and their input parameters θi are split randomly into the mutually disjoint training set and test set. The size of the training
set depends on the active-subspace dimension. The rest of the samples are used as test cases. As we
mentioned previously, finding the number of samples to be used for active-GP regression is a well-known
17
58
problem. We used NGP
= 100 for the 17-dimensional subspace and NGP
= 200 for the conservative
approach. We do not claim that this choice is the most efficient and accurate one.
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Figure 9: The mean-squared error estimations M SE for the cross-validation tests of (a) 17-dimensional
active-GP model and (b) 58-dimensional active-GP model.

Figure 10: The relative error estimations  for (a) 17-dimensional active-GP model and (b) 58-dimensional
active-GP model.
Based on the cross-validation procedure, we draw randomly 100 distinct NGP -combinations of design
points θi from the M initial observations, and we also record the corresponding evaluations ηmax,i . For
each drawn combination, we train an active-GP model and estimate the mean-squared error (MSE) for
the short-term exceedance probability based on the test data, see Fig. 9. We select the optimal design
set that achieves a minimal MSE. The corresponding active-GP model is kept and used to evaluate
all M samples used in the active-subspace analysis, see Fig. 10. This figure shows the relative error
in the predictions against the true evaluations for the M samples. As we need to increase the sample
58
set to NGP
= 200 for the 58-dimensional subspace, the performance of the active-GP models is not
directly comparable. However, we can discuss the overall performance. The 17-dimensional active-GP
model based on the optimal cross-validation design set attains the relative error of ≈ 13% on average,
which is for ≈ 15% less than the relative error on average for the 58-dimensional active-GP model.
The maximum peaks of the relative error for these GP models are at ≈ 0.85 and ≈ 0.77, respectively.
By adding singular vectors up to w58 , we build up a Gaussian process architecture that would require
a bigger kernel matrix and more design points to describe g(θ) properly. This can easily give poor
performance for relatively small numbers of samples. In light of the singular values in Fig. 5 and of
the initial surface elevations for the less important directions in Fig. 7, we know that our quantity of
interest changes on average insignificantly in the directions spanned by wj with j > 17. We can expect
that the active-GP architecture will compensate for the errors in the less important directions, and that
12

an active-subspace analysis based on Eq. (11) is sufficient for this work.

Figure 11: (a) The probability density function for ηmax . (b) The short-term exceedance probability of
ηmax for 10-minutes based on the active-GP model.
As we want to recreate the reference short-term exceedance probability, we evaluate the 17dimensional active-GP model for N = 5 · 104 and compare the performances with the simple Monte
Carlo, see Fig. 11. Figure 11b demonstrates how well the active-GP model reproduces the performance
of the simple Monte Carlo. The green lines are the 95% confidence interval as a quality prediction
measure because the Gaussian process method employs a distribution over the design points. This interval can be used in the sequential design to reduce the uncertainty in predictions [30]. The active-GP
model shows slight under-prediction around the exceedance order of 10−4 with the relative error of 6.3%
on average. The histograms, Fig.11a, are also almost identical with the `2 -distance of 0.2. For wind
turbines, the exceedance probability typically ranges between 10−3 and 10−4 . Therefore, the maximum
MC
≈ 9.45m. The active-GP model based
crest elevation ηmax at 10−3 for the simple Monte Carlo is ηmax
GP
17
≈ 9.45m, which gives the relative
on NGP = 100 points estimates the maximum crest elevation as ηmax
−4
error of 0.1%. For the exceedance level of 10 , the simple MC estimates ηmax ≈ 10.5m, while the
GP
active-GP model ηmax
≈ 10.65m with the relative error of 1.4%. These results are collected based on
only 544 evaluations, used to estimate the matrix Gmax and to design the active-GP model. This is a
reduction in the number of evaluations of 99% compared with simple Monte Carlo.

5.3

A global sensitivity measure

Active-subspace analysis can also provide a sensitivity measure of the quantity of interest, ηmax , regarding
the original input parameters θ. In Fig. 12 we plot the components of the singular vectors wj and their
corresponding frequencies for j = 1, 17, 58 and 289. We discover that the frequencies above 0.1Hz are
negligible for the singular vectors w1−17 that span the active subspace. This indicates that 66% of the
defined JONSWAP spectrum does not significantly affect the quantity of interest. The lower frequencies
produce higher crests and deeper troughs, which will contribute most to the expectation value of ηmax .
While moving in the directions of the less important vectors, e.g., w100 and w289 , the higher frequencies
(smaller waves) become more prominent, Fig. 12.
We construct a global sensitivity metric, shown in Fig. 13, by multiplying the singular values λj , as the
main indicator of the directional importance, with the squared components of the singular vectors. The
so-called activity score for the j’th component of the input θ, or the j’th initial uncertainty parameter,
is then defined by
r
X
2
sj =
λi wi,j
,
i

where j ∈ Rd [10]. It is interesting to notice the second peak around the frequency 0.11Hz for the
input parameters with the index around j = 120, see Fig. 13. A wave spectrum, such as the Jonswap
spectrum, is typically a global sensitivity measure with respect to the initial uncertainties Aj and Bj ,
j = 1, . . . , d/2. We expect those Aj and Bj that correspond to the peak of a wave spectrum to be the
most important input parameters, see Fig. 13. However, the second peak around 0.11Hz can be related
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Figure 12: The components of singular vectors w1 , w17 , w58 and w289 for Aj (blue) and Bj (orange) as
a function of the frequency f .

Figure 13: The activity scores for Aj and Bj for (a) w1 and (b) w1−17 .
to the modification of the wave spectrum due to wave propagation. This behavior can be found in the
offshore literature as well as [32], which additionally proves the value of the active-subspace analysis.
To estimate the variability within, e.g., the components of w1 , we employ the bootstrap approach
with 500 replicates for the covariance matrix C and Line 5 of Algorithm 1, see Fig. 14. This cost is
negligible because the bootstrap approach uses only the available model evaluations. The sharp peaks
in the histogram around the expected value suggest confidence in the computed directions [7]. The
relatively wider histograms, see Fig. 14, are due to the insufficient M .

6

Conclusion

We apply a dimensionality reduction method called the active-subspace analysis (ASA) to a highdimensional offshore problem. We model shallow-water waves using a simple but credible weakly nonlinear numerical model based on the Kortweg-de Vries equation (KdV22) with a high-dimensional initial
Gaussian response. Our approach can be seen as an intermediate step toward a fully nonlinear model.
For this high-dimensional complex problem, the standard offshore methods fail to provide accurate results or would have an infeasible convergence rate. The active-subspace analysis uses gradient evaluations
to identify a low-dimensional subspace within the input space that is most significant in terms of the
14

Figure 14: Bootstrap histograms of the components of the active subspace singular vector w1 for the
maximum crest elevation ηmax .
sensitivity of the output.
In contrast to Principal Component Analysis (PCA), the ASA reduces dimensionality while retaining
information about the numerical model. However, estimating gradients is typically challenging and
requires an adjoint solver for optimal efficiency. We perform our analysis using forward automatic
differentiation despite the large required number of realizations.
We apply the ASA to the maximum crest elevation at the reference point to reduce the uncertainty
dimension at the wave generation within 10-minute wave propagation for a predefined sea state. The
singular value decomposition (SVM) of the gradient evaluations reveals the slow spectral decay for the
singular values without a clear spectral gap, which is crucial for accurate active subspace estimation.
However, we can construct the low-dimensional active subspace based on the error bound, which exploits
the relation between the true and estimated active subspace. Also, the active subspace exposes a focused
wave group associated with extreme waves and loads. The global sensitivity of the ASA demonstrates
the wave spectrum modification due to wave propagation. Based on the numerical evaluations used
for SVM, we train efficiently Gaussian processes on the active subspace for different batches and select
the Gaussian process with the lowest mean-squared error. Finally, by using the simple Monte Carlo
method, the trained Gaussian process accurately estimates the short-term exceedance probability with
the relative error of around 6% on average. The reference short-term exceedance probability is obtained
by 5 · 104 numerical evaluations, while the active-subspace analysis and Gaussian process regression use
only 1% of the required Monte Carlo evaluations to provide the comparable result efficiently.
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Abstract
We here consider the subset simulation method which approaches a failure event using a decreasing
sequence of nested intermediate failure events. The method resembles importance sampling, which
actively explores a probability space by conditioning the next evaluation on the previous evaluations
using a Markov chain Monte Carlo (MCMC) algorithm. A Markov chain typically requires many steps
to estimate the target distribution, which is impractical with expensive numerical models. Therefore,
we propose to approximate each step of a Markov chain locally with Gaussian process (GP) regression.
Benchmark examples of reliability analysis show that local approximations significantly improve
overall efficiency of subset simulation. They reduce the number of expensive limit-state evaluations by
over 80%. However, GP regression becomes computationally impractical with increasing dimension.
Therefore, to make our use of a GP feasible, we employ the partial least squares (PLS) regression,
a gradient-free reduction method, locally to explore and utilize a low-dimensional subspace within
a Markov chain. Numerical experiments illustrate a significant computational gain with maintained
sufficient accuracy.

1

Introduction

In a probabilistic framework, rare events are events with a small probability of occurrence. Accurate
and efficient forecasting of rare events is essential, since an incorrect quantification can lead to a fatal
failure in the modeled technological system. In general, the probability of failure PF is defined in terms
of a d-fold integral
Z
PF =

π(θ)dθ,

(1)

g(θ)≤0

where θ ∈ Rd is the vector of initial uncertainties for the limit-state function g, π is the joint probability
density function (PDF) of the input parameters θ, and g(θ) ≤ 0 defines the failure event. We here assume
the standard normal distribution for the input parameters θ. By applying the Rosenblatt transformation
[16] or the Nataf distribution [17], non-Gaussian initial uncertainties with possible correlations can be
transformed to independent standard normal random variables. The limit-state function g can define
multiple disjoint failure regions. It describes any form of failure for a numerical or an analytical model.
Typically, g is a black-box model, and highly expensive to evaluate.
Reliability analysis methods based on Taylor series expansion around a design point (FORM and
SORM) idealize the failure surface (the boundary of the set {θ ∈ Rd , g(θ) ≤ 0}) and do not provide
an error measure [20, 22, 30]. A robust alternative is the simple Monte Carlo method (MC) [19], which
can be applied to almost any numerical model and failure surface. It approximates the probability of
failure (1) as the sample mean of the indicator function I(θ), defined by I(θ) = 1 if g(θ) ≤ 0 and I(θ) = 0
otherwise. To accurately estimate small failure probabilities, MC requires a substantial number N of
limit-state evaluations. In particular, it requires N ≥ 1/(ε2 · PF ), where ε is the relative error [19]. For
example, with ε = 0.1, PF = 10−4 and a one-minute numerical experiment, we would need at least
around 700 days of computation. Certain variance reduction methods [8, 12] were proposed to improve
MC for low-dimensional numerical experiments.
1

The subset simulation method [1, 20, 33] is a well-known reliability approach proposed to quantify
rare events for high-dimensional problems. It is also recognized as a sequential Monte Carlo because
the idea is to design numerical experiments sequentially, while actively exploring the probability space.
The design is related to a sequence of nested intermediate failure levels. After initial random limit-state
evaluations, each new numerical experiment is designed conditioned on the samples that generated failure
at the previous intermediate level. The experiment design uses a Markov chain Monte Carlo (MCMC)
algorithm. Typically, for higher dimensions, the Metropolis-Hastings (MH) algorithm generates too many
repeated steps that result in a substantial correlation within a Markov chain. Therefore, a modification
of the MH algorithm was proposed in [1] that resembles the MH within Gibbs algorithm. Later, the
adaptive MCMC algorithm was introduced to generate a new candidate state that is always different
from the current state [20]. The adaptive MCMC algorithm assumes that the states are jointly Gaussian
with a component-wise cross-correlation factor. The implementation omits the classical MH accepting
criterion. The latest attempt to improve the engine of the subset simulation method was to utilize
a Hamiltonian dynamic within a Markov chain [32]. For specific benchmark cases, it demonstrated a
significant gain. However, a Hamiltonian dynamic is difficult to define and solve optimally. In general,
the concept is to generate multiple short Markov chains at each intermediate failure level. Because
intermediate failure levels are nested, we are not required to include a burn-in period, the initial state
of a Markov chain already being within the target distribution.
A Markov chain typically requires a sufficient number of states to define the target distribution
adequately. In each state, the limit-state function is evaluated to test the failure criterion. This becomes
impractical when the numerical evaluation of the limit state is expensive. Therefore, we approximate the
limit-state function locally within the subset simulation method to efficiently quantify rare events [10].
We assume that the limit-state function is deterministic and accessible only as a black-box model, i.e., we
take the non-intrusive approach. Standard approximation methods tend either to over- or under-predict
rare events and may introduce a bias if the training set is insufficient. We exploit the local regularity of
the limit-state function to approximate it adequately with few samples. Global approximations within
the subset simulation method include Support Vector Machines [5, 6] and Gaussian processes [2]. The
concept is mainly to train a surrogate model globally at each intermediate failure level and improve
the model using a specific criterion. An alternative approach with the Multilevel Monte Carlo method
(MLMC) was proposed to utilize different mesh grids at each intermediate failure level [29]. However, this
approach does not guarantee the nestedness of intermediate failure levels, as well as requires a burn-in
period.
The requirements for local approximations typically exponentially increase with the dimension, and
the computation becomes infeasible. Therefore, we employ the partial least squares (PLS) regression
[24] to define a low-dimensional subspace within Markov chain steps locally. PLS maximizes the squared
covariance between the low-dimensional projection of the input parameter and the limit-state value.
The approach does not require gradient evaluations, which makes it suitable for expensive black-box
problems. The local subset approach can be implemented easily within any MCMC algorithm.
In Section 2, we describe the subset simulation method, and we introduce local approximations based
on Gaussian process regression in Section 3. Section 4 describes the implementation of the partial least
squares (PLS) regression within a Gaussian process. We discuss the numerical experiments in Section 5
and offer our conclusions in Section 6.

2

Subset Simulation Method

The failure event F for the limit-state function g is defined as F = {θ ∈ Rd : g(θ) ≤ 0} within
the probability space of the input parameters θ. As illustrated in Fig. 1a, the idea of the Subset
Simulation Method is to approach F using a decreasing sequence of nested intermediate failure events,
F1 ⊃ F2 ⊃ · · · ⊃ FL = F for which we can write [20]
L
\

F =

Fj .

(2)

j=1

Hence, the probability of failure PF , Eq. (1), is estimated as a product of conditional probabilities using
the intermediate failure events as
PF = Pr(F ) = Pr(

L
\

Fj ) =

j=1

L
l
j=1

2

Pr(Fj |Fj−1 ),

(3)

Figure 1: (a) The subset simulation method for the simple linear limit-state function. (b) Local approximations for the subset simulation method.
where F0 = Rd is ’the certain event.’ Initially, we generate limit-state evaluations for independent
(1)
samples θ drawn from the probability density π(θ), and estimate the probability PF = Pr(F1 |F0 ) at
(j)
j = 1 for θ ∈ F1 . The intermediate failure probabilities PF = {Pr(Fj |Fj−1 ) : j = 2, · · · , L} are
then estimated by generating samples from the conditional probability distribution functions (PDFs)
{π(θ|Fj−1 ) : j = 2, · · · , L} as [20, 33]
π(θ|Fj−1 ) =

π(θ)IFj−1 (θ)
,
Pr(Fj−1 )

(4)

where IFj−1 (θ) is the indicator function for Fj−1 . To generate samples from the conditional probability
π(θ|Fj−1 ), we employ a Markov chain Monte Carlo (MCMC) algorithm with the input parameters
θ ∈ Fj−1 as the initial state. When a Markov chain reaches its stationary state, the generated samples are
identically distributed according to the conditional probability π(θ|Fj−1 ) [20, 28], but not independent.
As the procedure is adaptive, we set the intermediate failure probabilities to a prescribed conditional
probability p0 , which results in the intermediate failure thresholds cj . The failure events are then defined
as Fj = {θ ∈ Rd : g(θ) ≤ cj }, where c1 > c2 > · · · > cL = 0. It was demonstrated in [33] that minimizing
the coefficient of variation δ makes the prescribed conditional probability p0 range between 0.1 and 0.3.
At each intermediate failure level j, we generate Ns = p0 · N Markov chains from the samples that we
observe in the previous level j − 1. Each chain generates N/Ns − 1 steps to obtain the total of N samples
(1)
(N )
θj , . . . , θj from the conditional probability π(θ|Fj−1 ). Typically, a Markov chain requires a burn-in
period. However, because the initial states for Markov chains are already within the target distribution
due to the nestedness of the intermediate failure events, the process is recognized as perfect simulation
and does not require a burn-in period [29].
The procedure iterates until cj ≤ 0, at which point the actual failure event F = FL is achieved. The
probability of failure is then approximated using
(L)
PF ≈ PbF = p0L−1 PbF ,

(5)

(L)
(L)
where PbF is an estimate of the final level probability PF = Pr(FL |FL−1 ). This estimate is obtained
using the simple Monte Carlo method, as the sample mean of the indicator function I, using the samples
from π(θ|FL−1 ).

2.1

Performance

In general, the number of intermediate failure thresholds L − 1 is random. However, for a sufficient
number of samples N , Lemma 1 in [9] demonstrates that L − 1 is actually fixed by the ratio of the
logarithms
$
% $
%
log P(θ ∈ F )
log PF
L−1=
=
.
(6)
log p0
log p0
3

Because the estimates of the intermediate conditional failure probabilities are correlated, the final approximation PbF is biased with the order of O(N −1 ) [9, 20]. Even for independent and identically distributed
(iid) samples, it was demonstrated [9] that bias is still present because we select intermediate failure
thresholds adaptively. However, the bias seems negligible relative to the coefficient of variation of PbF .
By using the first-order Taylor series expansion of Eq. (5) [20], the coefficient of variation for PbF is
estimated as
L X
L
X
δP2 F ≈
δn δm ρ∗nm ,
(7)
i=1 j=1
(n)
(m)
where
is the correlation between the estimates PbF and PbF . The coefficients of variation δj of
(j)
the conditional probabilities PbF are defined by [20]:
v
u
u 1 − P (j)
F
(1 + γj ).
(8)
δj = t
(j)
N · PF

ρ∗nm

Here, γj defines the auto-correlation of Markov chain states. It is estimated with the indicator function
IFj for the failure level j using limit-state evaluations within a Markov chain. At the failure level j = 1,
(1)
the coefficient of variation δ1 for PbF is estimated with γj = 0 because we use only the simple Monte
Carlo evaluations.
We summarize the standard implementation of the subset simulation method in Algorithm 1. The
algorithm uses the adaptive MCMC implementation (Algorithm 2) that generates a candidate state
(s)
(s)
v that is always different from its current state θj with the assumption that v and θj are jointly
Gaussian with a component-wise cross-correlation factor ρdi . We note the Markov
chain step with s.
q
The relation between the cross-correlation ρdi and the variance σd2i is ρdi =

1 − σd2i . A low ρdi and

σd2i

a large variance
result in many rejected candidates, while a small variance and a large ρdi result
in a high correlation between states. The cross-correlation factor ρdi is updated iteratively to keep
the acceptance rate close to 0.44, which was observed to be an optimal rate for the subset simulation
method [20, 33]. The acceptance rate and the standard deviation of the proposal distribution of each
component σdi are combined with the scaling parameter λiter . This parameter is updated iteratively
within Markov chain steps by using the measured accepting rate of a chain. Therefore, we skip the
classical MH accepting step and focus only on the failure condition of a candidate state v. Given an
(s)
arbitrary state θj , a candidate state v is generated from the multivariate normal distribution with the
q
(s)
mean ρdi θj,di and the standard deviation 1 − ρ2di . For more details, the reader should consult [20].
It is crucial to note that the standard implementation of the subset simulation method, Algorithm 1,
assumes that the shape of the intermediate failure domain Fj approaches continuously, with increasing
index j, the shape of the original failure domain F . If this is not the case, the algorithm could end up
sampling in the wrong direction [7].
Algorithm 1 Subset simulation method [1, 20]
1: procedure SuS(N (the number of samples in each intermediate step), p0 ∈ [0, 1] (the conditional probability), g (the
limit-state function))
2:
Generate N iid samples θj=0,i ∈ RN ×d from a joint probability density function π(θ).
3:
Sort the samples θj=0,i in ascending order by their equivalent magnitudes of the limit-state values g(θj=0,i ) ∈ RN .
4:
For j = 1, define c1 as the p0 -quantile of the evaluations g(θj=0,i ) and the intermediate failure threshold F1 = {θ ∈
Rd : g(θ) ≤ c1 }.
5:
repeat
6:
Generate N samples from π(θ|Fj ) by using p0 · N multiple short Markov chains for the samples that satisfy
θj−1,i ∈ Fj .
7:
Define Fj+1 = {θ ∈ Rd : g(θ) ≤ cj+1 } with cj+1 as the p0 -quantile for N generated samples by the Markov
chains.
8:
j=j+1
9:
until cj > 0
10:
Identify NF failure samples at the final level for which θj−1,i ∈ F .
NF
11:
Estimate the failure probability as PbF = pj−1
.
0
N
12: end procedure

The subset simulation method with the adaptive MCMC approach, Algorithm 1, requires the total
number NTotal of limit-state evaluations
NTotal = N + N · (1 − p0 ) · (L − 1).
4

(9)

Algorithm 2 Conditional sampling from π(θ|Fj ) [20]
(s)

1: procedure Adaptive-MCMC(θj (the previous state within a Markov chain), ρj (the correlation), Fj (the intermediate failure), s (a Markov chain step))
2:
Generate a candidate state v ∈ Rd from π(θ|Fj ). For each coordinate di of a candidate state v, generate vdi from
q
(s)
the normal distribution with the mean ρdi θj,d and the standard deviation 1 − ρ2d .
i

3:

i

if v ∈ Fj then
(s+1)

4:
θj
=v
5:
else
(s+1)
(s)
6:
θj
= θj
7:
end if
8: end procedure

For computationally demanding numerical experiments, this requirement is infeasible. Also, NTotal
increases linearly with L. Because the approach uses an MCMC algorithm, we need to employ multiple
different runs of Algorithm 1 to quantify the variability of the solution, which is an additional cost.

3

Local Subset Approximations

Here, we propose a different approach to improve the subset simulation method. For each Markov chain
proposal, we choose to use only a subset of N0 nearby samples from the N available samples to predict
the limit-state function, see Fig. 1b. We describe the procedure in more detail in Algorithm 3. We
can split the algorithm into three parts. The first part, which is discussed in this section, covers how the
limit-state function is locally approximated, while the second part, lines 4–15, deals with approximation
errors. The last part, lines 16–20, checks whether a candidate state v is within an intermediate failure
region or not.
Algorithm 3 Local subset approach with a Gaussian process for a Markov chain
(s)

1: procedure local-SuS(v (a candidate state), θj (a previous state), ST = {θj,i , g(θj,i )} (a design set), θj,i : i =
1, ..., N0 (a sample set), g (the limit-state function), N (the number of samples in each intermediate step), N0 (the
number of samples for a local approximation), j (a failure level), s (a Markov chain step))
2:
repeat
(s)
(s)
3:
Compute the nominal approximations g
b(v) and g
b(θj ) by the local subset approach within B(v, R) and B(θj , R)
using N0 .
θ

(s)

4:
5:
6:

Using Eq. (16), estimate εv and ε j .
if u ∼ Uniform(0,1) > βT then
(s)
Refine randomly at v or θj for a = cj .

7:
8:

else if εv ≥ ε j AND εv ≥ γT then
ST ← Refine near v using Eq. (18) for a = 0.

9:
10:
11:
12:
13:
14:
15:
16:

else if ε j > εv AND ε j ≥ γT then
(s)
ST ← Refine near θj using Eq. (18) for a = 0.
end if
until True
if v does not satisfy the nestedness condition then
Use the limit-state function g(v).
end if
if v ∈ Fj then

θ

θ

(s)

(s)

θ

(s)

(s+1)

17:
θj
=v
18:
else
(s+1)
(s)
19:
θj
= θj
20:
end if
21: end procedure

In line 3 we employ a Gaussian process (GP) regression using a Bayesian approximation, so the limitstate function g must be smooth. Local Gaussian process regression was analysed in [10, 14, 25, 27, 31].
GP regression approximates the limit-state function g by a realization of an underlying Gaussian process
[23],
g(θ) ≈ gb(θ) = βgT · fT (θ) + σg2 Z(θ, ωg ),
(10)
where βgT · fT (θ) is the trend and σg2 is the variance of a model. Furthermore, Z(θ, ωg ) is a stationary
Gaussian process with ωg ∈ Ω being an elementary event from the probability space (Ω, F, P). A
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stationary Gaussian process is defined with zero-mean and unit-variance. In general, GP regression
assumes a normal distribution over observations and utilizes a Bayesian approximation. To describe the
correlation within a given sample set, we employ a covariance matrix Knm = K(θj,n , θj,m ; χ), where K
is a predefined kernel function and χ are the hyperparameters such as the overall correlation of samples
and the smoothness of K.
As Fig. 1b suggests, to construct the GP regression locally, we need to specify the radius R of a ball
B(v, R) := {θj,i , kθj,i − vk2 ≤ R}

(11)

centered on a candidate state v. The radius
√ R is chosen to include a fixed number of samples N0 . We
select the number of samples as N0 = d(d + 1)(d + 2)/2 using the factorial design with additional
few samples to improve the stability [10]. However, for higher dimensions, the computation becomes
impractical. In general, selecting an optimal sample size is a well-known problem in GP regression. We
adopt N0 = d + 1 for high-dimensional problems and, as explained later in this paper, we expect the
error indicators to maintain an adequate performance even with suboptimal sample size. The vector of
evaluations of the limit-state function at the samples in the ball B(v, R) is Y = (Yi = g(θj,i ))i=1,...,N0 .
The parameters βg , σg2 are estimated by generalized least-squares [23], while the hyperparameters χ are
estimated by maximum likelihood estimation.
Therefore, for a candidate state v within a Markov chain, we predict locally the limit-state function
g(v) with µv (v) given by [23]
µv (v) = fT (v) · βg + ρ(v)T K −1 (Y − FT βg ),

(12)

and define the variance (an uncertainty measure) σv2 (v) as
σv2 (v)

=

σg2



0
1 − hfT (v) ρ(v) i
FT
T

T

FT
T
K

−1 
!
fT (v)
.
ρ(v)

(13)

At the intermediate level j, the correlation ρ(v) between the candidate state v and the nearest N0 samples
is defined by ρ(v) := (K(v, θj,i ; χ))i=1,...,N0 . Also, FT is the information matrix for the regression model.

3.1

Triggering Model Refinement

Local approximations introduce errors in predictions. For the subset simulation method as a sequential
approach, the errors can accumulate and severely affect the overall estimation of the probability of failure.
Therefore, to control errors in predictions, we establish the refinement procedure, which should optimally
use the limit-state function to improve predictions and the local sample set. In this section, we discuss
when the refinement is required, while Section 3.2 covers the implementation of the refinement. This part
corresponds to lines 4–10 within Algorithm 3. We treat both the candidate state v and the previous
(s)
state θj equally by choosing symmetric refinement criteria. The algorithm should behave identically
(s)

when v and θj are interchanged in order to not influence the reversibility of the transient kernel [10].
Our implementation uses two criteria, the first being random: additional samples within the ball B(v, R)
(s)
or the ball B(θj , R) are added with probability βT . This random refinement fits naturally with an
MCMC algorithm. We write
β2
βT = β1 · s−β0 ·j ,
(14)
where β0 , β1 and β2 are arbitrary constants. For our numerical investigation, we define the parameters
as β0 = 1, β1 = 0.01 and β2 = 2.
The random refinement is essential to establish the theoretical convergence results [10]. It does not
have a significant impact on performance. As explained later in Section 3.2, the condition is generally
(s)
used to refine further in the probability space within the ball B(v, R) or the ball B(θj , R), making a
better spread of the samples, as samples tend to cluster in the subset simulation method. As is evident
from (14), the random refinement occurs more frequently at the lower intermediate levels j.
The second criterion uses an uncertainty indicator to control errors in predictions. We compute the
sensitivity of a local approximation gb using the 95% confidence interval of GP predictions
gb± (v) = µv (v) ± 1.96 · σv (v).
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(15)

(s)

It produces the scalar error indicators εv and εθj .
εv =

gb+ (v) − gb− (v)
µv (v)

(s)

(s)

εθj =

(s)

gb+ (θj ) − gb− (θj )
(s)

.

(16)

µθ (θj )

The refinement is triggered whenever one of the indicators exceeds a predefined threshold γT . Between
(s)
a candidate state v and the previous state θj , the algorithm prefers a sample with larger error estimation. The indicator is straightforward to estimate and explain. It is an efficient way to manage local
approximation errors, and it is the primary source of refinement [10, 11].

3.2

Local Model Refinement

When a refinement criterion is triggered, we perform refinement by selecting an optimal sample θ∗ within
B(v, R) for which we evaluate the limit-state function g(θ∗ ). The new sample and the corresponding evaluation are inserted into the design set ST = {θj,i , g(θj,i )}. The concept is to improve the geometry of the
sample set and reduce the prediction error. We employ the posterior distribution gb(v) ∼ N (µv (v), σv2 (v))
to include the information about the intermediate failure thresholds cj and the final threshold cj ≤ 0.
Because the failure probability is a binary classification, it is sufficient to introduce the probability of
misclassification, for which we write [23]
#
"
|µ(v) − c|
.
(17)
PM (v) ≡ Φ −
σ(v)
Here c is a generic failure threshold and Φ is the standard normal cumulative distribution function (CDF).
The maximum value is achieved when the fraction (the U -function) tends to zero, i.e., when PM = 0.5.
A small value of PM occurs when the prediction mean µ(v) is far from c or when the prediction standard
deviation σ(v) is insignificant. Therefore, we select the sample θ∗ that minimizes the U -function locally
[23]
|µ(θ0 ) − c|
θ∗ = argmin
.
(18)
σ(θ0 )
kθ 0 −Θk2 ≤R
θj,i ∈ST
(s)

Here, Θ is either a candidate state v or the previous state θj
When the error indicator is triggered, we refine near v or

(s)
θj

depending on the refinement criteria.

with the optimization procedure (18) for

Figure 2: Illustration of the refinement using the U -function (the red line is a failure threshold) with (a)
a = 0, and (b) a = −cj .
c = 0, see Fig. 2a. The constraint ensures that the new sample is within B(Θ, R) to improve the current
model. The inner minimization operator finds a sample that minimizes the U -function. As the failure
is defined as g(θ) ≤ 0, the failure threshold c = 0 improves the design set and the prediction globally.
For the random condition, Eq. (14), we select c = −cj to have a sample closer to the final threshold
cj = 0 within B(Θ, r), see Fig. 2b. As −cj → 0, the random refinement generates samples θ∗ at the final
threshold cj = 0.
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3.3

Failure Threshold Improvement

The nestedness of the intermediate failure events F1 ⊃ F2 ⊃ · · · ⊃ FL = F can be violated by local
approximations. When this happens, we evaluate the limit-state function g to perform a Markov chain
step, line 13 of Algorithm 3.
Recall that, for a finite number N of evaluations, Eq. (6) gives the number of the intermediate failure
thresholds L − 1 as the log-ratio between the probability of failure and p0 . As local approximations
generate errors in the intermediate failure thresholds cj and the conditional probability p0 , we have
pb0 = p0 ± ε.
Therefore, to maintain the number of levels L − 1 after including local approximations, the condition
p0  ε should be satisfied, since
%
$
log PF
.
(19)
L−1=
log p0 + log(1 ± pε0 )

Algorithm 4 Intermediate failure improvement b
cj
1: procedure Fix-b
cj (θj,i : i = 1, · · · , N - the input samples, G : {b
g (θj,1 ), · · · , g
b(θj,N )} - the limit-state approximation
set, g - the limit-state function)
(k)
2:
Set k = 0, N (k) = 0, G0 = ∅ and S (k) = ∅.
3:
Sort G and θj,i in ascending order with G.
4:

(k)

Estimate the intermediate threshold b
cj

using p0 as
(k)

b
cj
5:
6:
7:

=

GN p0 + GN p0 +1
.
2

repeat
Select the samples θ∗ of θj,i from N (k) + 1 up to N (k) + ∆N within S (k) , for an arbitrary step ∆N .
(k)

Evaluate the limit-state function g for θ ∈ S (k) and collect within G0 .
(k)
G0

8:

Update GN (k) +1 to GN (k) +∆N with

9:

Estimate the intermediate failure threshold b
cj

and sort in ascending order.
(k+1)

(k+1)

b
cj

GN p0 + GN p0 +1
.
2

=

10:
N (k+1) = N (k) + ∆N
11:
k=k+1
(k)
(k−1)
12:
until |b
cj − b
cj
| ≤ εs
13: end procedure

Algorithm 5 Final Failure Improvement PbL [18]
1: procedure fix-PbF (θj,i : i = 1, · · · , N - the input samples, G : {b
g (θj,1 ), · · · , g
b(θj,N )} - the limit-state approximation
set, g - the limit-state function)
2:
Set k = 0, N (k) = 0 and S (k) = ∅.
(k)
1 PN
3:
Estimate PbL = NNF = N
b(θ)≤0 (θj,i ).
i=1 1g
4:
repeat
5:
Sort |G| and θj,i in ascending order with |G|.
6:
Select the samples θ∗ of θj,i from N (k) + 1 up to N (k) + ∆N within S (k) , for some arbitrary sample step ∆N .
7:
Evaluate the limit-state function g for θ ∈ S (k) .
8:
Update the failure probability
"
#
1 X
(k)
(k−1)
PbL = PbL
+
− Igb≤0 (θ) + Ig≤0 (θ) .
N
(k)
θ∈S

9:
k=k+1
10:
N (k) = N (k−1) + ∆N
(k)
(k−1)
11:
until |PbL − PbL
| ≤ εs
12: end procedure

Additionally, we propose adaptive improvements for the intermediate failure threshold b
cj and the
failure probability PbF . The intermediate failure threshold b
cj is updated after we have determined the
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target distribution with the adaptive MCMC approach of Algorithm 3. In general, we iteratively replace approximations close to a failure threshold by evaluating the limit-state function for corresponding
samples. Using limit-state evaluations, we update the intermediate failure threshold b
cj and the probability of failure PbL . If the procedure does not achieve a specific stopping criterion εs , it converges to
the original estimations once all approximations gb(θ) are replaced by the limit-state function g. See [18]
for a rigorous convergence proof for this approach. The intermediate failure improvement is described
in Algorithm 5, while for the final failure threshold we employ Algorithm 4 [18].

4

Dimensionality reduction

Typically, the computational requirements of GP regression increase with the dimension d, as we need
a larger design set to produce an adequate result. To predict locally, we invert several times a N0 × N0
correlation matrix, which costs O(N03 ). Therefore, to increase efficiency, we employ the partial least
squares (PLS) regression [15, 24] for line 3 of Algorithm 3. PLS does not require gradients to explore
a low-dimensional subspace, and it finds a low-dimensional projection of the input parameters θ that
has significant correlation with limit-state evaluations. PLS is particularly useful when the dimension
is larger than the size of the given sample set, but it requires a sufficient correlation between the input
parameter θ and the limit-state evaluations [4, 15, 21, 24, 26]. The approach combines the principal
component analysis (PCA) with the ordinary least-squares regression.

4.1

PLS background

We define the input matrix as X ∈ RN0 ×d with the corresponding evaluations of the limit-state function
Y ∈ RN0 ×1 . It is required to have X and Y centered around zero, as achieved via lines 2–5 of Algorithm
6. The first latent component h1 of the low-dimensional subspace is estimated with the optimal direction
w1 that maximizes the squared covariance between h1 = Xw1 and Y [4],
w1 = argmax w1T XT Y Y T Xw1 .

(20)

w1T w1 =1

The optimization problem is solved when w1 is the eigenvector of the matrix XT Y Y T X. To obtain the
second latent component h2 , the residual matrix XE and vector YF are defined by subtracting from X
and Y their rank-one approximations using t1 [4]
XE = X − h1 pT
1,
YF = Y − b1 h1 .

Algorithm 6 PLS1 [21]
1: procedure PLS1(X ∈ RN0 ×d (the input matrix), Y ∈ RN0 ×1 (the limit-state evaluations))
P N0
2:
Compute the mean for X: µX = N1
i=1 θj,i .
0
P N0
3:
Compute the mean for Y : µY = N1
i=1 g(θj,i ).
0

4:
Center X: X = X − 1 · µT
X.
5:
Center Y : as Y = Y − 1 · µT
Y.
6:
Set XE = X, YE = Y , k = 1.
7:
repeat
8:
Compute the weights: wk = XT
E YE /||XE YE ||.
9:
Compute the score as hk = XE wk .
T
10:
Compute the load as pk = XT
E hk /(hk hk ).
T
11:
Compute the regression coefficients bk = hT
k YE /(hk hk ).
12:
XE ← XE − hk pT
.
k
13:
YE ← YE − bk hk .
14:
k=k+1
15:
until ||YE || ≤ εy
16: end procedure

Here p1 ∈ Rd is a load vector, defined in line 10 of Algorithm 6 and b1 is the corresponding
regression coefficient, defined in line 11. The computation is iterative and stops when a criterion such
as kYF k ≤ εy is fulfilled [21]. A more robust assessment can be made using cross-validation. When
9

Figure 3: The relative error as a function of the average number of evaluations, over 20 independent
runs, for the two-dimensional examples 1–3 and different error thresholds γT .
a stopping criterion is fulfilled, Algorithm 6 provides the load matrix P = [p1 , ..., pr ] ∈ Rd×r , the
score matrix H = [h1 , ..., hr ] ∈ RN0 ×r and the weight matrix W = [w1 , ..., wr ] ∈ RN0 ×r , where r is
the dimension of a low-dimensional subspace. The PLS low-dimensional subspace Rr is spanned by the
columns of the PLS-weight matrix RPLS = W(PT W)−1 ∈ RN0 ×r . The definition of the PLS weight
matrix includes the weight matrix W, which defines the correlation between the input and the limitstate response, as well as the score matrix P, which defines the regression relation between the input
matrix X and the corresponding projection onto a low-dimensional subspace. Therefore, we rotate the
input matrix X ∈ RN0 ×d by the PLS-weight matrix RPLS to discover the low-dimensional projection
HPLS ∈ RN0 ×r [26]
HPLS = XRPLS .
(21)
Finally, instead of training a Gaussian process on the original space defined for the input matrix X ∈
RN0 ×d , we design efficiently a Gaussian process using the low-dimensional projection HPLS ∈ RN0 ×r
of the input matrix with the limit-state evaluations Y ∈ RN0 ×1 . This results in a smaller number
of hyperparameters χ for a stationary anisotropic covariance matrix, as r  d. Because the training
procedure of a Gaussian process is done on a low-dimensional subspace, we need a smaller sample size
N0 for a sufficient design.

5

Examples of Application

We evaluate the proposed local subset approach with four numerical experiments in low and high dimensions. We mainly compare the performance of the approach with the standard implementation of the
subset simulation method that uses the adaptive MCMC algorithm, as explained in Section 2. The local
subset algorithm is implemented in MATLAB, and it is integrated in the algorithm of the subset simulation method provided by the Engineering Risk Analysis Group (Technical University of Munich) [13].
Our MATLAB codes can be found at https://github.com/ksehic/Local-Approximations-for-SuS.
We have there implemented both Gaussian process regression and polynomial regression.
To achieve an adequate initial spread of samples, we employ Latin hypercube sampling (LHS) using
the built-in MATLAB function lhsdesign. We sample the unit hypercube [0, 1]N and then map the
samples to the original variable space by the inverse cumulative distribution function of the marginals.
After M initial limit-state evaluations, we use local approximations of LHS proposals to replace direct
evaluations of the limit-state function g, Algorithm 7. We select M heuristically as M = 0.1 · N ,
which additionally improves the overall efficiency. For an LHS proposal with a substantial uncertainty
in the prediction (i.e., γT ≥ 5%), we employ the limit-state function g, lines 4–9 in Algorithm 7.
Typically, if we increase the error threshold, the relative error increases with fewer limit-state evaluations.
However, for certain numerical experiments, such as the nonlinear limit-state function from Example 1,
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a higher error threshold generates better results. This can be related to insufficient refinement and
inadequate spread of the samples. Before sampling from the conditional probability π(θ|F1 ) at j = 2,
the intermediate failure threshold c1 is improved by Algorithm 4.
Algorithm 7 Local approximations after k0 = M initial limit-state evaluations
1: procedure local-start(v0 (an LHS proposal), Sk = {θj,i , g(θj,i )} (a design set), θj,i : i = 1, ..., N0 (a sample set), g
(the limit-state function), N (the number of samples in each intermediate failure step), N0 (the number of samples for
a local approximation))
2:
Estimate the nominal approximation g
b(v0 ) by a Gaussian process locally within B(v0 , R) using N0 .
3:
Compute the error indicator εv by Eq. (16).
4:
if εv < γT then
5:
Sk+1 ← {v0 , g
b+ (v0 )}.
6:
else
7:
Evaluate the limit-state function g(v).
8:
Sk+1 ← {v0 , g + (v0 )}.
9:
end if
10:
if k0 == N then
11:
j=j+1
12:
Define b
cj as the p0 -quantile of the evaluation part of Sk .
13:
Improve b
cj by Algorithm 4.
14:
end if
15: end procedure

The results are computed from 20 independent simulation runs. We fix the seed numbers to fairly
compare the performances of the local subset approach and the standard implementation. In all examples,
we select the typical values N = 1000 and p0 = 0.1 [33]. However, in certain situations, we select different
values to investigate their contributions in the estimations. For Gaussian process regression, we use the
constant trend with the anisotropic squared exponential kernel. Note that the acceptable relative error
in reliability analysis can range up to 30% due to typically small values of the probability of failure. Our
probability of failure is nominal because we do not include all possible uncertainties. The presence of
safety coefficients is inevitable in realistic structural design.

5.1

Example 1 - Simple limit-state function

Here, we consider the limit-state surface defined by a linear function [20, 32]
d
1 X
g11 (θ) = 4 − √
θn ,
d n=1

(22)

and its non-linear version [32]
g12 (θ) = 4 −

d
κ
1 X
θn .
(θ1 − θ2 )2 − √
4
d n=1

(23)

The parameter κ controls the non-linearity of the function. We estimate the failure probabilities exactly
as PFg11 = 3.17 × 10−5 and PFg12 = 6.41 × 10−5 for κ = 0.2 [32]. In this example, we are able to explore
the performance of the local subset approach in varying dimensions because the final failure estimation
does not depend on the dimension d.
The local subset approach reduces the total number of evaluations by over 89% on average for the
low-dimensional numerical experiments, while keeping the relative error ε0 with respect to the standard
implementation at less than 3%, see Table 1. In comparison with the exact solutions, the relative
errors are up to 11%. For the standard implementation, Figs. 4 and 6 illustrate the relation between
the relative error and the average number of limit-state evaluations for different values of p0 and N .
Figures 5 and 7 show the same for the local subset approach. The local subset approach outperforms
the standard implementation with significantly fewer limit-state evaluations. In general, for the local
subset approach, we note that the conditional probability p0 = 0.5 and the initial number of limit-state
evaluations N = 5000 achieve the minimal relative error for the linear limit-state function, while for the
nonlinear version we have the best values p0 = 0.2 and N = 2000.
In higher dimension, e.g., d = 10, the relative error with respect to the standard implementation
increases. However, as the standard implementation overpredicts the exact solution, the relative error
with respect to the exact solution decreases, see Table 2. The efficiency is above 82% with the relative
11

Case
g11 (θ) for d = 2
g12 (θ) for d = 2

E[PFMC ]
3.2e-5
6.4e-5

E[PFSuS ]
3.6e-5
6.7e-5

E[PFLocal ]
3.5e-5
6.9e-5

σ[PFLocal ]
1.2e-5
2.3e-5

ε
0.11
0.08

ε0
0.03
0.03

b0 ]
E[N
196
190

bTotal ]
E[N
391.6
469.7

E[NTotal ]
4600
4600

Table 1: Local subset approach with a Gaussian process for Eqs. (22) and (23) averaged over 20 independent runs for p0 = 0.1 and N = 1000.

Case
g11 (θ) for d = 2
g11 (θ) for d = 5
g11 (θ) for d = 10

E[PFSuS ]
3.6e-5
3.6e-5
3.6e-5

E[PFLocal ]
3.5e-5
3.3e-5
3.3e-5

σ[PFLocal ]
1.2e-5
1.0e-5
1.0e-5

ε0
0.03
0.09
0.09

bTotal ]
E[N
391.6
503.3
805.2

E[NTotal ]
4600
4600
4600

Table 2: Local subset approach with a Gaussian process for Eq. (22) in higher dimensions averaged over
20 independent runs for p0 = 0.1 and N = 1000.
error less than 9%. However, the computational demands for predictions become intensive. As previously
explained, this is the main reason to include PLS in predictions. (Nevertheless, as the results show, local
approximations with Gaussian process regression can be used in higher dimensions, however with longer
calculations.)
Therefore, we use the partial least squares (PLS) regression. Initially, we employ Algorithm 6 with
all samples in the set to estimate a low-dimensional subspace globally. We project the samples onto the
global low-dimensional subspace and select the nearest samples to a projected candidate state v. To define
a local low-dimensional subspace, the nearest samples and the corresponding limit-state evaluations are
processed by Algorithm 6. The local low-dimensional subspace is used to train a Gaussian process
efficiently.
Table 3 shows the results for the linear and nonlinear limit-state functions of Example 1, with d = 100.
The efficiency for higher dimensions drops to 34% with the relative error less than 90%. The relative
error is substantial, but the failure level of 10−5 is accurately estimated. For demanding computations,
the improvement of 34% can make a significant difference. By increasing p0 = 0.5, we reduce the relative
error to less than 22%, but with the efficiency of 26.8% and 31.8% respectively. If we include more points
in the local regression, the efficiency increases to over 50%, but the relative errors increase to around
40%. The results for N = 5000 are significantly better, with the overall efficiency above 57.2% and with
relative errors at 44% and 53%, respectively.

Case
(a) g11 (θ)
(a) g12 (θ)
(b) g11 (θ)
(b) g12 (θ)
(c) g11 (θ)
(c) g12 (θ)

E[PFSuS ]
3.0e-5
5.9e-5
3.0e-5
5.9e-5
2.8e-5
5.7e-5

E[PFLocal ]
0.2e-5
0.6e-5
2.3e-5
4.5e-5
1.6e-5
2.7e-5

σ[PFLocal ]
1.6e-6
4.0e-6
7.6e-6
1.4e-5
2.8e-6
4.5e-6

ε0
0.9
0.9
0.2
0.2
0.4
0.5

bTotal ]
E[N
3022.7
2818.4
5856.4
5451.7
9838.2
9697.2

E[NTotal ]
4600
4600
8000
8000
2.3e3
2.3e3

Table 3: Local PLS-Gaussian process approximations for Eq. (22) and Eq. (23) with d = 100 for (a)
p0 = 0.1 and N = 1000, (b) p0 = 0.5 and N = 1000, and (c) p0 = 0.1 and N = 5000.
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Figure 4: For the linear limit-state function, Eq. (22), the relative error of the standard implementation
as a function of the average number of evaluations, over 20 independent runs, for (a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N = (500, 1000, 2000, 4000, 5000),
and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the corresponding conditional
probabilities p0 = (0.1, 0.2, 0.5).

Figure 5: For the linear limit-state function, Eq. (22), the relative error of the local subset approach as
a function of the average number of evaluations, over 20 independent runs, for (a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N = (500, 1000, 2000, 4000, 5000),
and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the corresponding conditional
probabilities p0 = (0.1, 0.2, 0.5).
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Figure 6: For nonlinear limit-state function, Eq. (23), the relative error of the standard implementation
as a function of the average number of evaluations, over 20 independent runs, for (a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N = (500, 1000, 2000, 4000, 5000),
and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the corresponding conditional
probabilities p0 = (0.1, 0.2, 0.5).

Figure 7: For the nonlinear limit-state function, Eq. (23), the relative error of the local subset approach
as a function of the average number of evaluations, over 20 independent runs, for (a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N = (500, 1000, 2000, 4000, 5000),
and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the corresponding conditional
probabilities p0 = (0.1, 0.2, 0.5).

14

Figure 8: The subset simulation method with the local subset approach for (a) four failure branches
function, and (b) hypersphere limit-state function.

Case
g2 (θ)

E[PFMC ]
2.3e-3

E[PFSuS ]
2.4e-3

E[PFLocal ]
2.3e-3

σ[PFLocal ]
4.0e-4

ε0
0.02

ε
0.04

b0 ]
E[N
222

bTotal ]
E[N
348.6

E[NTotal ]
2800

Table 4: Local polynomial approximation results for the four failure branches function averaged over 20
independent runs with p0 = 0.1 and N = 10000.

5.2

Example 2 - Four failure branches function

A system with four distinct component limit-states [23] is a common benchmark in reliability analysis,
and we can describe it with the normal distribution as

θ1 +θ2
2

3 + 0.1(θ1 − θ2 ) − √2 ,


3 + 0.1(θ − θ )2 + θ1√+θ2 ,
1
2
2
g2 (θ) = min
(24)
7
√

θ
−
θ
+
,
1
2

2


θ − θ + √7 .
2

1

2

Two components are linear, while the remaining two components are described with the parabolic
shapes. The reference probability of failure is estimated to PFMC = 2.26 × 10−3 using the simple Monte
Carlo method with NMC = 1 × 106 .
Using the local subset approach, the probability of failure PF is approximated with an average of
348.6 numerical evaluations, 36% of which are performed at the initial sampling. The relative error ε0 is
less than 4%, while the relative error ε compared to the Monte Carlo estimation is less than 2%. Local
approximations reduce the computation requirements by 87.5%. The SMART algorithm [6] employs
support vector machines in the subset simulation method to approximate the probability of failure under
the same conditions as above, with NTotal = 2035 and the relative error less than 3%. The limit-state
function, Eq. (24), is used nearly six times more than with the local subset approach. Figures 9 and 10
show the performance of the standard implementation and the local subset approach for different values
of p0 and N . The local subset approach minimizes the relative error for p0 = 0.2 and N = 1000. Figure
8a illustrates the performance of the local subset approach in the probability space. The exact failure
regions are accurately explored and estimated.

5.3

Example 3 - Hypersphere limit-state function

Here, the failure region is defined with the samples θi located outside of a hypersphere with radius τ [3]
"
#
kθk
kθk22
θ1 1 − ( τ 2 )ν )
g3 (θ) = 1 − 2 −
,
(25)
τ
τ 1 + ( kθk2 )ν
τ
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Figure 9: For the four failure branches function, Eq. (24), the relative error of the standard implementation as a function of the average number of evaluations, over 20 independent runs, for (a)
the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N =
(500, 1000, 2000, 4000, 5000), and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the
corresponding conditional probabilities p0 = (0.1, 0.2, 0.5).

Figure 10: For the four failure branches function, Eq. (24), the relative error of the local subset approach
as a function of the average number of evaluations, over 20 independent runs, for (a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N = (500, 1000, 2000, 4000, 5000),
and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the corresponding conditional
probabilities p0 = (0.1, 0.2, 0.5).
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where ν ∈ [0, 4] modifies the gradient of the limit-state function in θ1 direction. The failure domain is
independent of ν for this range. The reference probability of failure for ν = 2, d = 2 and τ = 5.26 is
Pr[g(θ) ≤ 0] = 1 × 10−6 . The exact solution can be derived with the upper and lower incomplete gamma
functions [3].

Case
g3 (θ)

E[PFMC ]
1.0e-6

E[PFSuS ]
0.8e-6

E[PFLocal ]
0.88e-6

σ[PFLocal ]
1.4e-6

ε
0.12

ε0
0.10

b0 ]
E[N
208

bTotal ]
E[N
1103.1

E[NTotal ]
6400

Table 5: Local subset approach for the hypersphere limit-state function averaged over 20 independent
runs with p0 = 0.1 and N = 1000.
For the hypersphere limit-state function, Eq. (25), with p0 = 0.1, the number of failure levels is
L − 1 = 6. This is a practical example to analyze our approach for more levels and smaller failure
probabilities. The results exhibit a remarkable performance of the local subset approach. The relative
error ε0 is less than 10% with the reduction in the computational requirements of 82.8%, see Table 5.
In comparison to the exact solution, the relative error is up to 12%. Figure 8b shows that the failure
thresholds are accurately estimated with the nested condition satisfied. For this example, we design
locally a Gaussian process with the constant trend. In Figs. 11 and 12 we plot the relative error as
function of the expected value of the total number of limit-state evaluations for different conditional
probabilities p0 and different numbers N of initial limit-state evaluations. The local subset approach
requires fewer evaluations than the standard implementation with the adaptive MCMC algorithm. The
minimal relative error for the local subset approach is attained at p0 = 0.1 and N = 2000.

Figure 11: For the hypersphere limit-state function, Eq. (25), the relative error of the standard
implementation as a function of the average number of evaluations, over 20 independent runs, for
(a) the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N =
(500, 1000, 2000, 4000, 5000), and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the
corresponding conditional probabilities p0 = (0.1, 0.2, 0.5).

5.4

Example 4 - Nonlinear oscillator

We here adapt the nonlinear oscillator from [21], which is a hysteretic oscillator under stochastic loading
governed by
m0 ü(t) + au̇(t) + a0 [αu(t) + (1 − α)uy z(t)] = Ψ(t),
(26)
where u(t), u̇(t) and ü(t) are the displacement, velocity and acceleration
p of the oscillator in time t. We
select the design parameters as m0 = 6 · 104 , a0 = 5 · 106 , a = 2m0 ζ a0 /m0 , ζ = 5% and uy = 0.04.
The parameter α = 0.1 is introduced to control the degree of hysteresis. The parameter z(t) is governed
by the Bouc-Wen hysteresis law [21]. The loading Ψ(t) is a seismic load model as a white noise, which
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Figure 12: For the hypersphere limit-state function, Eq. (25), the relative error of the local subset approach as a function of the average number of evaluations, over 20 independent runs, for (a)
the conditional probabilities p0 = (0.1, 0.2, 0.5) with the corresponding number of samples N =
(500, 1000, 2000, 4000, 5000), and (b) the number of samples N = (500, 1000, 2000, 4000, 5000) with the
corresponding conditional probabilities p0 = (0.1, 0.2, 0.5).

Case
(a) u(8s) + 0.3
(b) u(8s) + 0.3
(c) u(8s) + 0.3
(d) u(8s) + 0.3

E[PFSuS ]
5.8e-4
5.9e-4
7.2e-4
5.8e-4

E[PFLocal ]
0.8e-4
3.3e-4
4.4e-4
2.8e-4

σ[PFLocal ]
4.5e-5
1.2e-4
4.9e-5
7.0e-5

ε0
0.86
0.44
0.38
0.51

bTotal ]
E[N
2420.1
3992.5
7457.9
1674.5

E[NTotal ]
3700
6000
1.25e4
3700

Table 6: Local PLS-Gaussian process approach for the nonlinear oscillator for (a) d = 300 with p0 = 0.1
and N = 1000, (b) d = 300 with p0 = 0.5 and N = 1000, (c) d = 300 with p0 = 0.1 and N = 5000, and
(d) dPCA = 110 with p0 = 0.1 and N = 1000.
is a time-series. It is discretized in the frequency domain as [21]
Ψ(t) = −m0 Sw

d/2
X

[θn cos(wn t) + θd/2+n sin(wn t)].

(27)

n=1

Here θn , n = 1, ..., d are independent standard√Gaussian random variables, wn = n∆w, ∆w = 30π/d,
the cut-off frequency is wcut = 15π and Sw = 2S0 ∆w with the intensity of the white noise S0 = 0.03.
We define d = 300 to approximate the probability of failure Pr[u(8s) + 0.3 ≤ 0] for the displacement of
the oscillator at t = 8s. The reference probability of failure is estimated to PFMC = 8.3 × 10−4 using the
simple Monte Carlo method with NMC = 1 × 106 .
The local PLS-Gaussian process approach estimates the probability of failure PF with the relative
error ε0 less than 86% and with the efficiency of 34.6%, see Table 6. By increasing N = 5000, the
relative error drops to 38% with the efficiency above 59% with respect to the standard implementation.
In general, the relative errors for the local subset approach using GP repression with PLS are substantial.
The input parameters θ drawn from the standard normal distribution are the Fourier coefficients of
the loading Ψ(t), which is a time-series that resembles white noise. Employing the principal component
analysis (PCA) on the input parameters θ would be pointless because θ are iid variables. However, Ψ(t)
as a time-series can contain a sufficient low-dimensional subspace in contrast to the input parameters.
The loading Ψ(t) at each time t can be used as the input parameter instead of the Fourier coefficients.
Therefore, we initially generate 5000 different independent realizations of Ψ(t) using 300 Fourier coefficients. The loading Ψ(t) is discretized with 110 time steps for t = 0, . . . , 8. The realizations are used to
estimate the eigenvalues and eigenvectors for the loading Ψ(t), see Fig. 13a. In Fig. 13b, the total variation estimation show that all 110 elements of Ψ(t) are important to maintain the variation 100%. The
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Figure 13: (a) PCA eigenvalues for the loading, and (b) Total variation using the PCA eigenvalues.
total variation increases linearly with the discretized elements of Ψ(t). Hence, the eigenvectors are used
to project the elements of Ψ(t) to linearly uncorrelated variables. For each projected element of Ψ(t),
we define the normal distribution using 5000 different independent realizations. The projected elements
are now used to govern the nonlinear oscillator instead of the Fourier coefficients. This represents the dimension reduction of 63%. Thus, using the inverse of the eigenvectors with an independent, uncorrelated
realization of the projected elements, we estimate the original loading Ψ(t) for Eq. (26). PCA increases
the efficiency for the local subset approach to 54.8% for N = 1000 and p0 = 0.1, see Table 6. The relative
error drops from 90% with respect to the simple Monte Carlo estimation to 66%. In comparison with
the standard implementation, the relative error drops to 51%. A smaller input dimension requires a
smaller design set, which eventually generates stable predictions. As we can observe, the relative errors
are substantial due to the strong nonlinearity and the dimension of the system. However, the order of
the probability of failure of 10−4 is accurately estimated in all cases.

6

Conclusion

We propose a novel approach that uses local surrogates to reduce the cost of the Bayesian approximation in the subset simulation method. Here, we employ Gaussian process regression for each Markov
chain proposal to utilize the local regularity of the limit-state function. The posterior variance and the
random indicator are used to control errors in predictions. When one of the error indicators is triggered,
the refinement procedure employs the limit-state function adequately to improve the prediction or the
sample set locally. We use the U -function to include a failure threshold in the refinement procedure.
The numerical experiments indicate a clear advantage of our local subset approach over the standard
implementation of the subset simulation method. The total number of evaluations is reduced by over 80%
while maintaining the relative error up to 12%. For higher dimensions, the performance is comparable
to the standard implementation, but with intensive computations.
To address this, the partial least square (PLS) regression is implemented in the local subset algorithm
to define a low-dimensional subspace for a Markov chain proposal. The approach maximizes the squared
covariance between the low-dimensional projection of the input parameters and limit-state evaluations.
PLS is suitable for expensive numerical models as it does not require gradient evaluations and provides
an adequate reduction even for limited sample sets. However, the efficiency of the local subset approach
decreases to 34% with significant relative errors. Nevertheless, the order for the probability of failure is
accurately estimated in most cases.
Our algorithms can still be improved, especially for high-dimensional numerical experiments. Expensive forward models typically have adjoint solvers to estimate gradients efficiently. Therefore, we plan to
examine the possibility of including gradients by using the active-subspace analysis for local predictions.
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Abstract
In offshore engineering design, nonlinear wave models are often used to propagate stochastic waves
from an input boundary to the location of an offshore structure. Each wave realization is typically
characterized by a high-dimensional input time series, and a reliable determination of the extreme
events is associated with substantial computational effort. As the sea depth decreases, extreme
events become more difficult to evaluate. We here construct a low-dimensional characterization
of the candidate input time series to circumvent the search for extreme wave events in a highdimensional input probability space. Each wave input is represented by a unique low-dimensional set
of parameters for which standard surrogate approximations, such as Gaussian processes, can estimate
the short-term exceedance probability efficiently and accurately. We demonstrate the advantages of
the new approach with a simple shallow-water wave model based on the Korteweg-de Vries equation
for which we can provide an accurate reference solution based on the simple Monte Carlo method.
We furthermore apply the method to a fully nonlinear wave model for wave propagation over a
sloping seabed. The results demonstrate that the Gaussian process can learn accurately the tail of
the heavy-tailed distribution of the maximum wave crest elevation based on only 1.7% of the required
Monte Carlo evaluations.

1

Introduction

The occurrence of extreme events is typically quantified by a d-fold integral, called the probability of
failure,
Z
PF =
πd (θ)dθ,
(1)
γ−g(θ)≤0
d

where θ ∈ R is the stochastic input of a limit-state function γ − g(θ), πd is the joint probability density
function (PDF) for θ and g(θ) ≥ γ defines a failure event with a failure threshold γ. In the present
study, the failure event is defined by a wave crest elevation g(θ) (for example, the maximum 1-hour crest
elevation) exceeding a certain threshold γ. We recognize the probability of failure, Eq. (1), as the shortterm exceedance probability since the failure event is defined for a predefined sea state. For a real design
situation, the short-term probability distribution would be further integrated over the range of possible
sea states to define the long-term exceedance probability. We here focus only on the efficient evaluation
of the short-term exceedance probability. We define θ to be a highly dimensional vector of stochastic
Fourier coefficients that generate input waves which recreate real offshore conditions [1, 5, 13, 32].
In offshore engineering, the short-term exceedance probability, Eq. (1), is often estimated with the
well-known reliability approaches FORM/SORM, which are the first/second-order Taylor series approximations of the limit-state function at the design point. However, FORM/SORM idealize the failure
surface and fall short of defining multiple failure regions [25]. Additionally, as a geometrical approach,
FORM/SORM do not provide error estimates. A robust alternative is the simple Monte Carlo (MC)
method [22]. It does not depend on the dimension of the input and can find multiple design points for almost any numerical model. In this framework, the short-term exceedance probability, Eq. (1), is defined
1

as the sample mean of the indicator function I(θ), where I(θ) = 1 if g(θ) ≥ γ and I(θ) = 0 otherwise.
The idea is to compute N blind samples of the numerical model and estimate the sample mean. While
being a straightforward approach to implement, MC is infeasible in conjunction with expensive numerical models due to the slow convergence rate O(N −1/2 ). As we are only able to approximate the sample
mean Eq. (1), we employ the mean squared error measure to define a sufficient number of evaluations
N for a prescribed relative error [22]. For example, the response value of an exceedance probability of
2 · 10−3 with the relative error less than 0.1 requires at least N = 5 · 104 evaluations. A numerical model
which needs 1 minute to compute would require approximately 35 days to find the short-term exceedance
probability. Therefore, surrogate methods such as Polynomial Chaos expansion [17] and Gaussian (Kriging) process [28] are usually proposed to define a low-cost surrogate for the numerical model using a
small number of evaluations. The low-cost surrogate is then employed to approximate efficiently the
short-term exceedance probability. However, the requirements for standard surrogate methods typically
exponentially increase with the dimension due to the curse of dimensionality [7]. For high-dimensional
problems, as the one considered in this paper, this approach becomes infeasible.
Alternative approaches consider only the statistical characteristics of extreme events such as extreme
value theorems [21] and large deviations theory [9, 30]. However, these methods have essential limitations requiring various extrapolation schemes due to the insufficient size of the sample set, and they
therefore cannot always explain the non-trivial shape of the tail. The Fokker-Planck equation (FPE) [27]
incorporates into the estimation the governing dynamical system of the model, as well as the stochastic
nature of extreme events. However, even in low-dimensional cases, the FPE is prohibitively difficult to
solve.
Mohamad et al. [19] proposed a sequential sampling strategy based on Gaussian process regression
and statistical properties of extreme events. They formulated an optimization process that selected the
most informative design point according to the log-L2 criterion, which eventually reduce the uncertainties
in the prediction of extreme events. To avoid the curse of dimensionality, their numerical implementation
is low-dimensional. For a wave-propagation application, they characterize the input condition by just
two parameters, namely wave group length and amplitude. Although the wave group parameters are
good indicators of extreme wave events [2, 8, 18, 29, 31], the propagation over long distances from the
generation boundary makes single-group characteristics less relevant in the general case. Other options
would be to employ standard dimensionality reduction tools such as principal component analysis (PCA)
[16], partial least squares regression (PLS) [3, 23], active-subspace analysis [7, 31], or autoencoders [14].
However, these standard dimensionality reduction tools may provide inefficient reduction in offshore
applications or suffer from expensive and intrusive implementation.
To improve on this, we propose a low-dimensional classification representation of the high-dimensional
Gaussian input. Based on the input sample set of the predefined input sea state, we classify the wave
input by classification parameters unique for each time series. The classification parameters are now
the low-dimensional design input parameters for Gaussian process regression. To reduce the prediction
uncertainties for extreme events, we select the most informative design points from the input Gaussian
evaluations based on the probability of misclassification [28]. We test our approach in two numerical
experiments. The first is based on the Korteweg-de Vries equation, which is a simple shallow-water wave
model for which we can generate the reference solution with the simple Monte Carlo method. The second
case is fully nonlinear wave propagation over a sloping seabed, computed with the OceanWave3D model
[10]. We select the classification parameters heuristically, and view this paper as initial work on the
low-dimensional representation of offshore wave input, or generally of input time-series for any system.
Section 2 covers Gaussian process regression in general. We introduce the low-dimensional representation of input time series in Section 3, and present the numerical experiments in Section 4. There, we
demonstrate that the low-dimensional representation based on our classification parameters is suitable
for the Gaussian process design and efficient quantification of extreme events. We present our conclusions
in Section 5.

2

Gaussian process regression

When the numerical cost of a model prohibits the quantification of the involved uncertainties, it is natural
to try to construct a surrogate model, a low-cost replacement based on a small number of evaluations
NGP of the original model. In this work we use Gaussian or Kriging process regression (GP), which
employs the Gaussian distribution over a training set based on a Bayesian approximation [26]. The
training set, S = {(θi , g(θi ))}, includes the matrix of the input parameters X = (θi ) ∈ RNGP ×d and the
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corresponding evaluations of a numerical model Y = (Yi = g(θi )) ∈ RNGP ×1 . For an arbitrary smooth
function g, we define a Gaussian process approximation by [26, 28]
g(θ) ≈ ĝ(θ) = β T · fT (θ) + σ 2 Z(θ, ωz ),

(2)

where β T · fT (θ) is the trend, σ 2 is the variance of the Gaussian process, and Z(θ, ωz ) is a zero-mean,
unit-variance stationary Gaussian process with ωz ∈ Ω as an elementary event in the probability space
(Ω, F, P). The trend fT (θ) describes the global behavior of the training set, and is defined using simple
regression. The complexity of the Gaussian process Z is described by a stationary kernel matrix Kij =
K(|θi − θj |; Θ), where Θ are the hyperparameters such as the overall correlation of the samples or the
smoothness of the training set. The performance of the GP regression depends highly on the selection
of the kernel function. For example, a periodic kernel may be best suited for a periodic training set.
We define the regression parameters β and σ 2 based on generalized least-squares regression [28]. The
hyperparameters Θ for the kernel matrix Kij are found using maximum likelihood estimation. A typical
challenge is to select an optimal size NGP of the training set. Gramacy and Apley [15] propose to select
the training size by adding observations until a certain mean squared predictive error is no longer fulfilled.
Once the GP model is trained, we estimate for an arbitrary input sample θ∗ the prediction µg (θ∗ ) and
the variance (i.e., an uncertainty measure) σg2 (θ∗ ) via [26, 28]
µg (θ∗ ) = fT (θ∗ ) · β + k(θ∗ )T K−1 (Y − FT β),
and
σg2 (θ∗ )

=σ

2

D
E
0
1 − fT (θ∗ )T k(θ∗ )T
FT

FTT
K

−1 
!
fT (θ∗ )
.
k(θ∗ )

(3)

(4)

Here k(θ∗ ) is the correlation between the arbitrary input sample and the rest of the samples within the
training set, and FT is the information matrix regarding the GP trend.

2.1

Sequential Uncertainty Reduction for Extreme Events

Gaussian process regression provides the posterior distribution, based on the moments (3) and (4),
which describes the quality of the predictions and, in general, the performance of the surrogate model.
An arbitrary Gaussian prediction µg (θ∗ ) and the corresponding standard deviation σg (θ∗ ) define the
confidence interval (CI) [26, 28]
∗
∗
∗
µ±
(5)
CI (θ ) = µg (θ ) ± α · σg (θ ),
with confidence level α. For example, α = 1.96 for 95% confidence, and 95% of the area of the normal
distribution is within 1.96 standard deviations. Narrower confidence intervals mean more confidence in
the predictions and generally in the performance of the surrogate model, under the assumption that the
limit-state function is smooth. However, a significantly narrow CI can still over/under-predict a highly
nontrivial response, because Gaussian process regression is a design method. The training set and the
initial design may not be sufficient to accurately describe a complicated function. The application is not
straightforward and should be employed carefully with an understanding of the numerical model and
the data itself. Hence, the idea is to sequentially design numerical experiments θ∗ for training while
exploring optimally the probability space (i.e., using a learning function) to create an optimal Gaussian
process. Mohamad et al. [19] proposed a sequential design utilizing the log-L2 distance between the
upper and lower bound of CI to reduce uncertainties for extreme events. Schöbi et al. [28] used the
probability of misclassification to define which numerical experiments θ∗ are close to a predefined failure
threshold or are poorly predicted. We find this sufficient for our analysis.
As the probability of failure essentially involves a binary classification, with 1 for failure and 0
otherwise, the misclassification of predictions based on the first two moments and on the failure threshold
γ is a natural option for Gaussian process regression. We write for the probability of misclassification
PM [28]


|µg (θ∗ ) − γ|
∗
.
(6)
PM (θ ) = Φ −
σg (θ∗ )
Here, the U -function (the learning function) is the fraction in the argument in (6). It is recognized as the
reliability index attached to PM with Φ as the cumulative distribution function of the standard normal
distribution. Small values of the U -function reveal the samples θ∗ that are close to the predefined failure
threshold γ or have high uncertainties in predictions. Therefore, to improve the training set, we select
3

the most informative design points, i.e., the input parameters θ∗ with the smallest U -values, based on the
generated samples SMC = {θ1 , · · · , θN } ∈ RN ×d . This produces a Gaussian process designed specially
for extreme events. The procedure is iterative, as we add more U -based design points θ∗ until an error
measure based on the confidence interval for the failure level drops below some prescribed threshold.
Algorithm 1 Gaussian discrete learning with the U -function
1: procedure U -GP(θ ∈ Rd - the input parameters, g - the numerical model, S = {(θi , g(θi ))} ∈
RNGP ×d - the training set, SMC = {θ1 , · · · , θN } ∈ RN ×d - the generated samples, γ - the failure
threshold)
2:
Train a Gaussian process on the training set S.
3:
Use the trained GP to estimate the first two moments for the generated samples SMC following
Eq. (3) and Eq. (4).
4:
Estimate the confidence interval based on SMC with Eq. (5) and quantify the exceedance probabilities P̂F and P̂F± as the sample means of the indicator function based on the failure threshold
γ.
5:
Evaluate the error measure εγ by Eq. (7) for the failure threshold γ.
6:
repeat
7:
For each generated sample θ∗ from the set SMC , estimate the U -value based on the U -function
and the failure threshold γ,
|µg (θ∗ ) − γ|
.
U (θ∗ ) =
σg (θ∗ )
8:
9:
10:
11:
12:

Select an arbitrary number of samples θ∗ ∈ RNU ×d that achieve minimal U -values and evaluate
a numerical model g(θ∗ ).
Include the pair (θ∗ , g(θ∗ )) within the training set S.
Repeat Lines 2-5.
until For a prescribed error threshold ξ: εγ ≤ ξ.
end procedure

The procedure is described in more detail in Algorithm 1. It can be seen as discrete learning, since
we rely on the generated samples SMC . The optimal approach is to select the sample that maximizes
the probability of misclassification or minimizes the U -function based on the trained GP. As the trained
GP is a surrogate model, the optimization procedure is low-cost. However, for our approach, which uses
classification parameters, we can only build the procedure on the generated samples. The error measure,
a stopping criterion, is defined as [28]
|P̂ + − P̂F− |
εγ = F
,
(7)
P̂F
where the exceedance probabilities P̂F and P̂F± are estimated as the sample means of the indicator
function by the simple Monte Carlo method based on the generated samples SMC . The exceedance
probabilities P̂F± involve the upper and lower bounds of the confidence interval. The error measure (7)
usually ranges between 0.5 and 2 [28]. It depends on the final failure level and the accuracy requirement.
If the error measure is not achieved (i.e., εγ > ξ), the discrete learning converges to the simple Monte
Carlo estimation of the generated samples.

3

Low-dimensional representation

When the input dimension d exceeds extreme values, e.g., d = 100, it is required to define a larger
training set NGP based on the factorial design. However, the computation of the Gaussian process
becomes impractical as an NGP × NGP kernel matrix needs to be inverted several times to make an
3
arbitrary prediction, which costs O(NGP
). Therefore, the literature on Gaussian process regression
typically covers low-dimensional numerical implementations [8, 19].
We define the input parameters within a high-dimensional probability space to recreate the environmental conditions accurately. The boundary condition, which we note as the wave input at x = 0, is
defined as a Fourier series with multi-dimensional random coefficients drawn from the standard normal
distribution [20]
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"
#
d/2 q
X
η(x, t) =
S(fj ) · ∆f Aj cos(2πfj t − kj x) + Bj sin(2πfj t − kj x) .

(8)

j=1

Here S(fj ) is the wave energy spectrum, i.e., JONSWAP [32], fj are wave frequencies, kj are the
wavenumbers and Aj and Bj are random variables drawn from the standard normal distribution N (0, 1).
In this paper, the input parameters Aj and Bj are written θ = (A1 , . . . , Ad/2 , B1 , . . . , Bd/2 ) ∈ Rd . The
dimensionality d is based on the frequency step ∆f = 1/T , where T is the time duration of the numerical
simulation. For example, for 1-hour wave propagation we have d = 1802. This is an extreme problem
of uncertainty quantification due to the curse of dimensionality, which typically makes the problem
complexity grow exponentially with the dimension. Also, in offshore applications the numerical model
usually imposes intensive computation and is to be employed only a limited number of times. [19]
We propose a novel approach to quantify extreme events in otherwise infeasible situations. The
low-dimensional representation approach classifies initial surface elevations based on non-dimensional
classification parameters as each surface elevation (i.e. time-series) has a unique set of characteristics. We
change the problem set from the extreme high-dimensional Fourier coefficients θ to the low-dimensional
representation based on the classification parameters K. In the present study, we employ standard
statistical measures [12] to classify the wave input Eq. (8). Following the simple Monte Carlo requirement
for the exceedance probability of 2 · 10−3 , we first generate N = 5 · 104 initial surface elevations for the
time duration T , and classify the wave input heuristically based on 10 classification parameters K1−10
(scaled by their maximum values) as [12]
• K1 - the maximum crest elevation at x = 0.
• K2 - the wave input variance - second moment σ 2 .
• K3 - the wave input skewness - third moment.
• K4 - the wave input kurtosis - fourth moment.
• K5 - the wave input root mean square (RMS).
• K6 - the wave input approximate entropy, which measures complexity.
• K7 - the wave input percentile for 50%.
• K8 - the wave input percentile for 75%.
• K9 - the wave input percentile for 90%.
• K10 - the wave input mode as the most frequent value within the surface elevation.

4

Numerical experiments

We illustrate the proposed approach on two offshore problems. The first example uses the modified
Kortweg-de Vries equation (KdV22) [31]. The second application, involving a simple OceanWave3D
benchmark with wave propagation over a slope [24], demonstrates the applicability of the proposed
classification approach to a fully nonlinear model. As the computations are intensive, the quantification
of extreme events using standard methods is infeasible. Generally, we assume that the computational
budget is limited.
The quantity of interest is the maximum crest elevation ηmax at the reference location x∗ for an
offshore structure,
ηmax = max{η(x∗ , t), 0 ≤ t ≤ T }.
(9)
The objective is to estimate the short-term exceedance probability for ηmax based on a predefined sea
state. For both cases, we employ the JONSWAP spectrum, which is typically used for extreme events
analyses. Due to the computation limitations, we employ short numerical simulations to examine the
advantages and the disadvantages of our approach. The calculations are executed on a personal laptop
with Intel Core i5-6200U CPU @ 2.30GHz × 4.
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Figure 1: The wave input classification data generated using HS = 6.8m and TP = 15s. (a) U -design
points for the pure quadratic trend, and (b) U -design points for the linear trend.

4.1

A simple shallow-water wave model

Let us consider unsteady water waves defined by the Korteweg-de Vries equation (KdV) for onedimensional nonlinear surface flows under the influence of gravity [4, 31],
r
r
p
3 g
g 3
1
η(x, t)ηx (x, t) + + (β + )
h ηxxx (x, t) + βh2 ηxxt (x, t) = 0. (10)
ηt (x, t) + g · h · ηx (x, t) +
2 h
6
h
Here η(x, t) is the free surface elevation, measured upwards from the still water level, β = 19/60, h is the
seabed depth, x is the horizontal coordinate, t is time, and g is the gravitational acceleration. The flow
is assumed to be inviscid and irrotational, and the seabed flat with a depth of h = 20m. We propagate
waves for T = 600s with ∆t = 0.0824s and a high-cut frequency value of 0.3Hz. The present version of
the equation with β = 19/60 provides improved dispersion properties with a Padé[2,2] fit of the linear
phase speed. We select HS = 6.8m and TP = 15s, as representative values of a 100-year return period.
First, we generate N = 5 · 104 wave input samples with the predefined sea state. For each wave input,
we estimate the scaled classification parameters K1−10 . To visualize the data in a two-dimensional figure,
we plot the sum of the squares of the classification parameters along the vertical axis, and the scaled
classification parameter K1 of the input maximum crest elevation ηmax (0, t) along the horizontal axis,
see Fig. 1. Each blue sample is one wave input (i.e., time-series). On Fig. 1, orange points (i.e.,
initial design points) are used for initial training of a surrogate model, while yellow points (i.e., U -design
points) are used for active learning. Figure 1 shows the correlation between K1 and the squared sum
of the classification parameters. It is similar to the correlation between the wave group amplitudes and
lengths in the work of Mohamad et al. [19].
Figure 2a shows the Pearson correlations between the classification parameters. It is worth noting
that the variance factor K2 has a significant positive correlation with the root mean squared factor K5 and
the percentile parameters for 75% and 90% (K8 and K9 ) as expected, while it has a significant negative
correlation with the approximated entropy factor K6 . We find the global sensitivity of the 10 classification
parameters K1−10 using the Pearson correlation and N reference evaluations of the KdV22 model, see
Fig. 2b. The term correlation here concerns the intensity and direction of the linear relationship between
two parameters. The most important parameter turns out to be the most frequent value |K10 | within
the wave input time-series. Typically, in offshore engineering, the skewness is recognized to be important
for the quantification of extreme events. In this case, the relation is insignificant. We find that the least
relevant parameter is the time-series percentile for 50%, with virtually zero Pearson correlation.
Using the factorial design, the construction of a quadratic response surface requires at least NGP =
(d + 1)(d + 2)/2 observations [6]. We use this relation as the reference point for the Gaussian process
design. For the 10-dimensional case, the number of samples is NGP = 66. However, as we focus on the
sequential improvement of Gaussian models, we can select NGP = 60 wave input samples randomly. As
seen in Fig. 1a, we choose to have the wave input samples equally spread.
6

Figure 2: (a) The correlation matrix for the wave generation classification parameters K1−10 at x = 0.
(b) The correlation relations between the quantity of interest ηmax and the classification parameters
K1−10 at the reference location x = x∗ .

Figure 3: The initial estimation of the short-term exceedance probability P̂F for the KdV22 model using
the Gaussian surrogate model with (a) the quadratic trend, and (b) the linear trend.
For each wave input, we evaluate the KdV22 model and collect the output value ηmax to construct
the training set SK := {(K1−10,j , ηmax,j ), j = 1, . . . , NGP }. Using the training set SK , we define
the Gaussian process based on the anisotropic squared exponential kernel with the pure quadratic and
the linear trend, respectively. We evaluate the N = 5 · 104 generated wave input samples to estimate
the short-term exceedance probability, see Fig. 3. There, we plot the results obtained by the initial
Gaussian process with the pure quadratic and linear trend with NGP = 60. The performance of these
processes are compared with the simple Monte Carlo method with N = 5·104 evaluations. As the KdV22
model is simple, we can generate N = 5 · 104 realizations within one day. The initial Gaussian models
are inadequate for extreme events, with a pronounced discrepancy occurring for PF ≤ 10−2 . Typical
offshore reliability requirements for exceedance probabilities are in the range 10−4 to 10−3 . The initial
lin
value of the stopping criterion in Eq. (7) is estimated at εpure
9.45 = 10.96 and ε9.45 = 10.96, respectively,
for each of the trends and for γ = 9.45m, see Fig. 3.
Figure 4 shows the final results after the learning process based on the U -design improvement (i.e.,
Algorithm 1) has terminated after reaching the threshold ξ = 2. For the pure quadratic trend, we
−3
have εpure
, while εlin
9.45 = 1. The choice of the error threshold value of 2 seems reasonable
9.45 = 1.66 at 10
in light of the typical levels of the exceedance probabilities (10−4 or 10−3 ). The pure quadratic trend
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Figure 4: The final estimation of the short-term exceedance probability P̂F for the KdV22 model using
the Gaussian surrogate model with (a) the quadratic trend, and (b) the linear trend.

Method
Simple MC
Pure Quadratic
Linear

P̂F = 10−3
9.48
9.38
9.22

P̂F+ = 10−3
9.67
9.55

P̂F = 10−4
10.48
10.48
10.42

P̂F+ = 10−4
10.54
10.54

Table 1: Estimation of the maximum wave crest ηmax [m] using Gaussian process regression with the
U -function for the KdV22 model and different exceedance levels.
requires more evaluations than the linear trend. However, the performance of the pure quadratic trend
is better, with the mean squared error (MSE) less than 4 · 10−4 , while for the linear trend the MSE
is less than 10−3 . By visually inspecting Fig. 4 and Table 1, it is observed that the model with the
pure quadratic trend performs better. The total number of evaluations generated by the KdV22 for the
pure
lin
= 400, which is around 0.87% of the
pure quadratic trend is NGP
= 434 and for the linear trend NGP
total number of simple Monte Carlo evaluations. Mostly, the design samples are closer to the events
with higher peaks, see Fig. 1. The simple Monte Carlo estimations are accurately recreated for extreme
events with significant differences for PF > 10−3 .

4.2

Application to fully nonlinear wave propagation over a slope

We next apply the classification approach with active learning to compute the short-term exceedance
probability for wave propagation over a slope with a fully nonlinear model, OceanWave3D [10]. OceanWave3D is a finite difference potential flow solver based on the Laplace equation with kinematic and
dynamic free surface boundary conditions. An ad hoc wave breaking filter is included within the model.
A complete derivation of the equations can be found in [11].
We establish our numerical experiment on the benchmark example of OceanWave3D defined for
random waves over a slope [24]. MATLAB codes for this numerical experiment can be found at https:
//github.com/ksehic/OCW3D-F90-UQProbe in the folder UQ − Packages. The sea state parameters for
the JONSWAP spectrum are HS = 4m and TP = 9s. The computation is additionally simplified as
it includes 137 cells with a time duration of 256 seconds and 800 meters of the spatial domain. The
initial sea depth is 50m and gradually decreases to the shallow region of 15m. The reference location
is at the sea depth of approximately 30m, see Fig. 5a. Figure 5b shows the variance estimations for
different spatial locations using the initial runs of OceanWave3D. We choose the reference location for
the short-term exceedance probability P̂F with the highest estimated variance. It is interesting to notice
that the most uncertain location for this example and data is at the sea depth of h ≈ 30m, which is a
depth reduction of 40%.
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Figure 5: (a) Illustration of the sloping seabed with the reference location as the blue line. (b) The
expectation of the squared deviation of ηmax from its mean i.e. the variance for each spatial position.

Figure 6: The wave generation classification data generated based on HS = 4m and TP = 9s with (a)
initial training set N0 , and (b) additional U -samples NU for γ = 4m.
The procedure is the same as previously described for the KdV22 shallow-water model. First, we
generate and classify N = 5·104 wave input samples with the predefined sea state (HS = 4m and TP = 9s)
using K1−10 , see Fig. 6. To define the training set, we randomly select initial NGP = 60 wave input
samples for which we evaluate OceanWave3D, see Fig. 6a. Using this training set, we define the Gaussian
process with the anisotropic squared exponential kernel function based on the pure quadratic regression.
Next, we estimate the short-term exceedance probability as the sample mean with the indicator function
using N generated samples, see Fig. 7a. Initially, we need to select a failure threshold for a numerical
model and active learning. Thus, we select the failure threshold γ = 4m as HS . The initial error measure
Eq. (7) attains the value ε4 = 5.4, see Table 2. This error measure is in this case too optimistic, in that
the confidence interval is significantly narrowed with the error measure close to the predefined stopping
criterion of ξ = 2. It is a clear example that one should consider the confidence interval of a Gaussian
process with skepticism. We can see in Fig. 7a that the tail of the distribution PF ≥ 10−2 is extremely
heavy. The prediction is similar to the initial Gaussian prediction of the KdV22 model, see Fig. 3, which
diverges significantly from its reference solution. If the prediction is true, additional carefully selected
new wave input samples can only improve the stability of the Gaussian process. However, when the
Gaussian process starts to learn and explore the probability space actively, the error measure ε4 starts
to converge to a value that is higher than the initial value. During the learning process (i.e., Algorithm
9

Figure 7: The estimation of the short-term exceedance probability P̂F using the trained Gaussian process
of OceanWave3D based on (a) NGP = 60 initial design points, and (b) NGP = 615 with the additional
U -design points for γ = 4m.

Training set
NGP = 60
NGP = 615
NGP = 845

γ = 3.45m
2
23.9
30

γ = 3.75m
3.2
90
1.1

γ = 4m
5.4
95.7
0.1

γ = 4.6m
2.9
32.4
0

Table 2: The convergence rate based on the error measure εγ , Eq. (7), at different failure levels γ and
training sets for OceanWave3D.
1), in each iteration we add five new wave input samples with lowest U -values. Numerical evaluations
can be run in parallel once optimal wave input samples are selected. After 615 evaluations, we stop the
algorithm and find the lowest error measure ε4 = 95.7 since the beginning of the learning process, see
Fig. 8b. As expected, the wave input samples have mostly populated the area far from the origin, see
Fig. 6.
Visual inspection of Fig. 8a reveals that the Gaussian process reproduces the tail of the distribution.
The Gaussian prediction of the short-term exceedance probability resembles typical offshore exceedance
probabilities and is similar to what we have found with the KdV22 model. Still, the error measures are
significant with high uncertainties in predictions, see Table 3 for NGP = 645. We can see that the failure
threshold for 10−3 , which is our goal, will likely be higher than 4m. Thus, we change the predefined
failure threshold to 4.6m as this threshold may correspond to the exceedance order of 10−3 eventually.
We therefore iteratively include additional 230 evaluations based on the U -function and the new
failure threshold for the learning process, see Fig. 9b. The Gaussian process continues to learn and
improve the predictions until the error measure drops below the stopping criterion of ξ = 2, see Table 3
for NGP = 845. The trained Gaussian process eventually estimates the short-term exceedance probability
with the significantly narrowed confidence interval for the tail, see Fig. 8. The tail of the distribution
is, to a certain extent, what we would expect for this case. With the new failure threshold γ = 4.6, the
Gaussian process explores further in the tail, see Fig. 9b.
In Table 3, we present the results for the maximum crest elevation ηmax at the depth of approximately 30m, for the exceedance probability levels 10−3 and 10−4 . The maximum crest elevation for the
exceedance level of 10−3 is 4.93m. This is an increase of 23.2% with respect to the chosen significant
wave height HS = 4m. The upper bound for the same level is recorded as 5.05m.
Using NGP = 845 training evaluations, we can additionally examine the effect of the slope on the
quantity of interest and classification parameters. In Fig. 10, we plot the normalized histograms at four
different depths. It is worth noticing how the slope, i.e., decreasing depth, causes the initially normal
10

Figure 8: The estimation of the short-term exceedance probability P̂F using the trained Gaussian process
of OceanWave3D based on (a) NGP = 615 training wave input samples for γ = 4m, and (b) NGP = 845
with the additional U -design points after we change the failure threshold to γ = 4.6m.

Figure 9: The samples NU selected by the U -function with the failure threshold (a) γ = 4m, and (b)
γ = 4.67m.

Training set
NGP = 60
NGP = 615
NGP = 845

P̂F = 10−3
6.54
4.69
4.93

P̂F+ = 10−3
7.15
5.52
5.05

P̂F = 10−4
10.06
5.41
5.8

P̂F+ = 10−4
10.9
6.1
5.81

Table 3: Estimation of the maximum wave crest ηmax [m] using Gaussian process regression with the
U -function for a fully nonlinear wave model, OceanWave3D.
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Figure 10: The histograms for different depths using NGP = 845 evaluations of OceanWave3D.
distribution at the depth of 50m to change smoothly to a heavy-tailed distribution.
Figure 11 describes the global sensitivity for the classification parameters K1−10 concerning the
quantity of interest ηmax at four different depths using the Pearson correlation measure. While the
seabed is flat, the classification parameter K1 related to the maximum wave height at x = 0, the kurtosis
K4 , and approximated entropy K6 are the most significant parameters. As the depth decreases, the
parameters related to the variance K2 , such as the root mean square, the time-series percentiles for
75% and 90%, and the variance K2 itself influence the maximum crest elevation more than the rest
of the parameters. It is interesting to notice how the skewness and kurtosis lose their influence, while
the wave input percentiles for extreme events gain significance with decreasing depth. The approximate
entropy K6 , which has a significant negative correlation with the variance, becomes negligible as the sea
depth decreases. This parameter generally quantifies the regularity and unpredictability of time-series
variation.

5

Conclusion and further work

When the high-dimensional input vector of Fourier coefficients is used to generate waves (i.e., time series), standard dimensionality reduction approaches cannot perform sufficiently to allow a quantification
of extreme events with Gaussian process regression efficiently. Therefore, we propose to use time-series
classification parameters (e.g., the variance or time-series percentages) as design parameters to determine a sufficient low-dimensional representation for a sequential design (i.e., active learning). Initially,
we generated different independent realizations of surface elevation required for the simple Monte Carlo
estimation of the short-term exceedance probability. By using the generated data, we defined the classification parameters and selected a few evaluations to train a Gaussian process. The initial Gaussian
process estimated the short-term exceedance probability for the maximum crest elevation at the reference point, which deviated significantly from the reference solution. Thereafter, the surrogate model was
improved actively using the U -function until the confidence interval of predictions dropped below some
prescribed stopping criterion for the predefined failure threshold. The learning criterion based on the
12

Figure 11: Correlation analysis for different depths using NGP = 845 evaluations of OceanWave3D.
U -function emphasizes the predefined failure threshold and uncertain predictions. We demonstrate the
applicability through two offshore problems, one of them involving a weakly nonlinear Korteweg-de Vries
model to reproduce simple shallow-water wave conditions and other the wave propagation over a slope
for a fully nonlinear model, OceanWave3D. Our proposal employs less than 1.7% of the required Monte
Carlo evaluations. As we based our approach on the generated data, the learning process is discrete and
not optimal. The total number of evaluations can indeed be additionally reduced by continuous optimization. We plan to examine how to optimally prepare the data for learning and establish classification
parameters for extreme events. Using the Pearson correlation measure, we can build and explore which
classification parameters we should choose to quantify extreme events accurately and efficiently. In the
present study, we use the stationary description of the wave input (i.e., a time-series). Therefore, we
shall next focus on moving statistics and their influence on extreme events.
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Abstract
We demonstrate that a single 6mm line sample of simulated near-field speckle intensity suffices
for accurate estimation of the concentration of dielectric micro-particles over a range from 104 to
6 · 106 particles per ml. For this estimation, we analyze the speckle using both standard methods
(linear principal component analysis, support vector machine (SVM)) and a neural network, in the
form of a sparse stacked autoencoder (SSAE) with a softmax classifier or with an SVM. Using an
SSAE with SVM, we classify line speckle samples according to particle concentration with an average
accuracy of over 78%, with other methods close behind.

1

Introduction

Transmission of coherent light through a large collection of randomly distributed small particles typically
results in the formation of a speckle pattern, see Fig. 1. There is a substantial literature linking the

Figure 1: Formation of speckle in the transmission of coherent light through an aerosol. Experimental
speckle, green-laser illumination at 532 nm.
statistics of the speckle pattern with the size, refractive index and concentration of the scattering particles,
or more generally with the properties of the phase screen generating the speckle; see, e.g., [4, 5, 8, 19, 22–
26] and the references therein. While there are many alternative optical methods for the estimation of
properties of particle ensembles [1, 17], in this paper we focus on speckle measurement. Speckle analysis
presents a non-invasive and potentially fast and accurate technique for determination of concentration
of different living cell types used in various diagnostic procedures in medicine and research protocols in
1

biomedical and biotech industry. Current methods for prokaryotic and eukaryotic cell counting protocols
used in diagnostics require pathogen isolation, time consuming microscopy or expensive spectrometry
instrumentation together with a trained professional [10, 15, 32].
Speckle-based methods typically rely on the mean intensity or on the "size" of the measured speckle.
"Speckle size" is connected with the variance of the speckle intensity and is often defined to be some
measure of width of the central prominent peak occurring in the autocorrelation function of the speckle
image. As an example of a theoretical link between the speckle intensity and the sample concentration,
Dainty [4, p. 38] gives the relation
hIi = N hα2 i
(1)
between the mean speckle intensity hIi and the number N of illuminated particles; α is determined by
the particle properties. Also, Goodman [7, pp. 36–40, Eq. (2.81) on p. 38 in particular] derives the
autocorrelation function RI (∆x, ∆y) of speckle intensity as


R∞ R∞
2
2
−1 −1


|P
(ξ,
η)|
exp(2πiλ
z
(ξ∆x
+
η∆y))dξdη
R∞ R∞
,
(2)
RI (∆x, ∆y) = hIi2 1 + −∞ −∞


|P (ξ, η)|2 dξdη
−∞ −∞
where |P (ξ, η)|2 is the incident field intensity distribution at the scattering spot, λ is the incident field
wavelength, z is the orthogonal distance between the scattering spot and the observation plane, and
(∆x, ∆y) is the relative displacement between points in the observation plane for which the correlation
is computed. The x- and y-directions in the observation plane are consistent with Fig. 1.
Speckle measurement and interpretation typically involves a two-dimensional image of the speckle.
While the acquisition of 2D speckle is certainly not a problem for standard cameras, the subsequent
data processing can involve large data sets, especially if the dynamic range of the image is high for
better fidelity. It is conceivable that the industrial material identification or characterization by speckle
analysis [14, 20, 30] would favor fast image acquisition and processing, provided the reconstruction quality
is comparable with the 2D case. Also, applications such as wearable sensors for non-invasive glucose
concentration measurement [21] could benefit from simplifying the detector, decreasing the memory
usage, the required processing capability and the power consumption.
The purpose of this paper is to demonstrate that a single line of near-field speckle can be used to
estimate the sample concentration with more than 78% accuracy. Our model problem covers suspensions
of biological cells in phosphate saline buffer (refractive index nm = 1.33411). As we demonstrate, the
maximum and mean speckle intensity, and the speckle size, of line speckle samples is non-robust or
outright unreliable in the estimation of the particle concentration. To overcome this, we use several
techniques ranging from standard linear principal component analysis (PCA), support vector machines
(SVM), to neural networks in the form of stacked sparse autoencoders (SSAE) augmented with softmax
layers or with support vector machines. In particular, SSAE compute sparse, high-level representations
of line speckle signals corresponding to different particle concentrations. We discuss and compare the
performance of our proposed approaches.
Section 2 briefly explains how we compute the near-field speckle throughout this paper, and how a
standard statistical analysis of line speckle would perform in the context of particle concentration estimation. In section 3 we describe stacked sparse autoencoders and softmax classifiers, and in section 4 we
use these autoencoders, augmented with softmax layers or with SVM, to estimate particle concentrations
from line samples of speckle. There, we also compare these concentration estimates with estimates found
using linear PCA and SVM. Finally, section 5 contains our conclusions and an outlook to further work.

2

Computation and standard analysis of speckle

We have implemented a parallelized FORTRAN speckle generator that sums up the full Mie scattering
contributions from all illuminated particles in the sample. We plan to make the speckle generator freely
available online, and to describe it and its use in detail in a separate publication [13]. The program
does not take into account particle-particle interactions. The model allows particles to be immersed in a
medium of arbitrary complex refractive index. At the moment, we only consider an ambient medium with
a real refractive index, i.e., an ambient medium that is transparent at the operating wavelength. Also, our
model currently does not include any additional scattering structures, such as supporting structures, glass
slabs, sample holder etc. We are here interested in the fundamental possibility of extracting information
from line near-field speckle samples, and wish to investigate this possibility under ideal conditions. For
the same reason, the model assumes direct projection of the speckle pattern onto a 1D or 2D sensing array,
2

with no lenses transforming the image or contributing to the distance of image capture. In our simulation,
the image sensing screen is embedded in the ambient medium with the particles. The length Z of directtransmission path of light through sample is the orthogonal distance between the planar 2D image sensing
screen and the planar wavefront that first encounters the sample, see Fig. 1. Since the distance between
our image sensing screen and a particle in the sample may vary from zero to the value of Z, in this case
to 1cm, i.e., approximately 18800λ0 , the computed speckle is a combination of both near-field speckle
components and far-field speckle components propagated in the ambient medium (recall that we do not
include particle-particle interaction in the model.) We choose to call this ’the near-field speckle’ to stress
the fact that we do not perform any near-field-to-far-field transformation of the computed speckle. The
situation thus differs from the typical case where only far-field speckle is measured or computed, at a
screen external to the sample and many wavelengths away from it. Also, we do not take into account the
air-sample interface at the plane where the illumination first contacts the sample. We next refer to Fig. 2,
which shows the geometrical conventions used to describe scattering from a single illuminated sphere in
binc = b
the model. The vector k
z points in the direction of propagation of the incident beam, and the

Figure 2: The coordinate system, vector and angle conventions for light scattering by a particle.
bsca points in the direction from the center of the scattering particle to a chosen observation point
vector k
at the image sensing screen. The angle ϕ is the angle between the scattering plane (the plane spanned
binc and k
bsca ) and the xz-plane, and the angle θ is the angle between the vectors k
binc
by the vectors k
sca
b
and k . With our chosen geometry parameters, the angular ranges of light scattering are from 0 deg to
360 deg for the angle ϕ in Fig. 2 and from 0 deg to arbitrarily close to 90 deg for the angle θ in Fig. 2.
The case θ = 0 is the direct transmission direction, and the reason θ may be arbitrarily close to 90 deg
is that particles in the sample may be arbitrarily close to the image sensing screen. The Mie scattering
regime usually occurs for particle diameters above 1/10 of the operating wavelength. The diameter of
biological cells ranges essentially from 150nm for small bacteria to 800µm for large Amoeba cells [31], and
atmospheric aerosol particles vary in diameter from a few nanometers to approximately 100µm [24, Ch.
7]. Thus, our speckle generator is relevant for suspensions of biological cells and for atmospheric aerosols
with diameter greater than approximately 55nm, assuming all scattering particles are well-approximated
by a single type of homogeneous sphere. Finally, each realization of a sample in our program results in a
new spatial distribution of the particles, since these are uniformly randomly distributed throughout the
illuminated cylinder. In particular, agglomeration of particles is highly unlikely in our samples.
In the current implementation, we use FORTRAN in combination with OpenMP for the parallelization of the code. To obtain a robust and reliable implementation of the Bessel functions Jν±1/2 (κ) and
Yν±1/2 (κ), over a wide range of values for integer ν and double κ, we have chosen to use the FORTRAN90 version of the SPECFUN library (originally from NetLib) implemented by J. Burkardt [2]. In
particular, we use the two functions rjbesl() and rybesl(). We have validated the implementation over
ranges of κ and ν that can be expected to occur in practice, by comparing our results to results from
both Mathematica and MATLAB. To compute the results presented in this paper, we have run our
speckle generator on a machine with the following specifications: 2 × Intel R Xeon R CPU E5-2650 v4
@ 2.20GHz, 256 GB RAM, Scientific Linux 7.3, Intel FORTRAN compiler 18.0.3. We use the following
parameter values in all our 2D speckle computations here:
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• one of 14 particle concentrations c: 0.01; 0.10; 0.50; 1.00; 1.50; 2.00; 2.50; 3.00; 3.50; 4.00; 4.50;
5.00; 5.50 or 6.00 million particles per ml. The classes 1–14 referenced in this paper correspond to
the above 14 different particle concentrations, in order.
• particle radius 7.5µm (biological cell)
• particle refractive index 1.37 (biological cell)
• ambient medium refractive index nm = 1.33411 (phosphate saline buffer)
• operating free-space wavelength λ0 = 532nm (green laser)
• length of direct-transmission path of light through sample Z = 1cm (see Fig. 1)
• laser beam radius rlaser =1mm
• near-field screen side length 6mm
• number of pixels in near-field screen: 2449×2449, i.e., a nearly 6 megapixel camera with 2.45-micron
pixels
With these parameters, the number of illuminated particles in the sample varied from approximately
300 to approximately 190000, requiring computation times for 2D near-field speckle from 200 sec to 32
hours.
We shall here validate our Mie speckle generator by comparing the computed 2D mean speckle
intensity and 2D speckle size with the theoretical predictions from (1) and (2), respectively. Figure 3a
shows an example of 2D near-field speckle intensity I(x, y) = |Ex (x, y)|2 + |Ey (x, y)|2 obtained using our
speckle generator. Here Ex and Ey are the x- and y-components of the total (incident plus scattered)
electric field intensity, and (x, y) are coordinates on the image sensing screen, consistent with the axes
in Fig. 1. To be able to show a more detailed image of the computed speckle in Fig. 3a, we omit the
pixels in the image sensing screen that register speckle intensities above 0.01. These relatively few pixels
are located in the directly illuminated disk portion of the speckle image, which is never included in any
of our subsequent analysis. Figure 4a shows log-transformed speckle intensity distributions (probability
densities) for 2D speckle samples at the 14 considered particle concentrations. The probability densities
seem to have the same shape, and only the mean of the speckle intensity changes (increases) with
increasing particle concentration. Figure 5 shows the mean intensity hIi, the maximum intensity and the
size of the computed 2D near-field speckle, for the 14 considered particle concentrations. In the 2D case,
for Fig. 5c, we compute the speckle size as follows: we first sample I200×200 , which is the first 200 rows
and first 200 columns of the speckle image, see Fig. 3a. We then compute the autocorrelation function
A200×200 of I200×200 , and finally evaluate
speckle size (2D case) =

200 X
200
X

A200×200 (i, j).

(3)

i=1 j=1

We define speckle size by (3) because the graphs of our computed autocorrelation functions consist of
one narrow, high central peak with positive values, surrounded by a large ’flat area’ of small fluctuating
values. The sum of the values of autocorrelation functions yields, in our case, a good and consistent
approximation of the volume under the prominent central peak. Finally, we found it sufficient to base
our computation of the mean speckle intensity on I200×200 , rather than on the whole 2D image without
the directly illuminated region.
The computed mean speckle intensity in the 2D case, Fig. 5a, is rather convincingly a linear function
2
of the particle concentration, consistent with the prediction in (1), with the slope V hα2 i = rlaser
πZhα2 i ≈
−12
2
−4
5.83 · 10 , corresponding to the particle-dependent factor hα i ≈ 1.86 · 10 . Next, we compared the
computed autocorrelation matrices A200×200 , for all 14 concentrations, with the predictions from Eq. (2).
For Eq. (2), we chose the parameter values λ = λ0 /nm = 532nm/1.33411 ≈ 398.77nm and z = 1cm, as
well as the incident field intensity distribution
(
2
1, ξ 2 + η 2 ≤ rlaser
,
2
|P (ξ, η)| =
0 otherwise.
The case c = 3.5 · 106 ml−1 is representative, and Fig. 6 shows for this case the log-transformed relative
difference between the values A200×200 (101 : 200, 101) and the values from Eq. (2) with ∆x ∈ [0, 6mm],
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∆y = 0. This comparison thus involves the values of the computed and the predicted autocorrelation
function starting at the top of the prominent central peak (A200×200 (101, 101) and ∆x = ∆y = 0) and
along increasing ∆x displacement, with ∆y always zero, up to the displacement ∆x = 6mm. We can
allow to restrict the comparison to the above line due to the radial symmetry of our autocorrelation
function. All 14 obtained relative differences between the computed and the theoretical autocorrelation
function were under 10−1.5 , i.e., under 3.2%.
Figure 3b shows the top horizontal line of the speckle image in Fig. 3a. We call such line samples
of speckle images ’1D speckle samples.’ The densities for 1D speckle samples (b) show clear evidence
of being based on significantly fewer speckle intensity values compared to the densities for 2D speckle
samples (a). Figure 7 shows the mean intensity hIi, the maximum speckle intensity and the speckle
size for 1D line samples of the computed speckle, for the 14 considered particle concentrations. For
Fig. 7, every 1D line sample was taken to be the top horizontal line of the corresponding computed 2D
speckle image. In the 1D case, for Fig. 7c, we compute the autocorrelation function A2449 of the full 1D,
2449-pixel signal and define the speckle size to be
speckle size (1D case) =

2449
X

A2449 (i).

(4)

i=1

We justify our definition (4) of size of 1D speckle using the same argument we presented for the definition (3) of 2D speckle size.
Before we begin assessing how well-suited the speckle information in Figs. 5 and 7 is for estimating
the particle concentration, let us investigate numerically the effect of different spatial distribution of
particles in different realizations of samples with the same concentration. We have computed the speckle
intensity distributions, mean and maximum speckle intensities, as well as speckle sizes, for 100 realizations of samples with particle concentration 104 ml−1 and for 100 realizations of samples with particle
concentration 106 ml−1 . Figures 8 and 9 show the speckle intensity distributions in the two cases. Based
on these results, we do not expect significant change in the speckle parameters of Figs. 5 and 7 as the
spatial distribution of the particles changes to another instance of uniformly distributed particles. In the
case c = 104 ml−1 and 2D speckle computation, the 100 realizations gave a mean speckle intensity with
mean value 5.88 · 10−8 and variance 1.69 · 10−18 , maximum speckle intensity with mean value 1.04 · 10−7
and variance 3.44 · 10−17 , and speckle size with mean value 1.39 · 10−10 and variance 3.75 · 10−23 . In the
case c = 104 ml−1 and 1D speckle, the 100 realizations gave a mean speckle intensity with mean value
5.74 · 10−8 and variance 2.45 · 10−18 , maximum speckle intensity with mean value 5.43 · 10−8 and variance
1.09 · 10−16 , and speckle size with mean value 1.06 and variance 0.01. In the case c = 106 ml−1 and 2D
speckle computation, the 100 realizations gave a mean speckle intensity with mean value 5.90 · 10−6 and
variance 1.03·10−15 , maximum speckle intensity with mean value 1.04 · 10−5 and variance 4.16 · 10−13 ,
and speckle size with mean value 1.39 · 10−6 and variance 2.30 · 10−16 . In the case c = 106 ml−1 and
1D speckle, the 100 realizations gave a mean speckle intensity with mean value 5.80 · 10−6 and variance
1.84·10−14 , maximum speckle intensity with mean value 5.62 · 10−6 and variance 1.30 · 10−12 , and speckle
size with mean value 1.08 and variance 0.01. Our analysis in the rest of this paper is based on a single
realization of a 2D speckle pattern for each considered particle concentration.
Figure 5 shows that the mean and maximum speckle intensity and the speckle size of the 2D speckle
image can in principle be used to estimate a wide range of particle concentrations. Intuitively, both the
maximum and the mean speckle intensity should exhibit an increase with increasing particle concentration, at least over a considerable range of concentrations, since more scattering spheres means more of
the incident beam energy being directed away from the directly illuminated portion of the image sensing
screen. In the case of 1D speckle sampling, the mean speckle intensity, Fig. 7a, can in principle be
used to estimate the particle concentration. However, in both the 1D and the 2D case, and over the
whole concentration range, the variation of the mean speckle intensity is only approximately 3.5 · 10−5
of the incident field amplitude, which may imply instability in the estimation of concentration and the
need for sensitive equipment and noise suppression. The maximum speckle intensity and speckle size,
Fig. 7b and Fig. 7c, are manifestly a poor basis for the estimation of the particle concentration c. This
is perhaps unsurprising; the ratio of the directly illuminated area to the full near-field screen area is
2
rlaser
π/a2 = (1 · 10−3 )2 · π/(6 · 10−3 )2 = π/36 ≈ 0.087, so the 1D speckle to 2D speckle data ratio is
here approximately only 2449/[(1 − 0.087) · 24492 ] ≈ 4.5 · 10−4 . Fig. 4 helps visualize the difference
in the data content of 1D and 2D speckle samples. The maximum speckle intensity there appears to
have an approximately linear dependence on the particle concentration up to approximately 2 million
particles per ml. However, this simple dependence breaks down for higher particle concentrations and,
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(a)

(b)
Figure 3: (a): the logarithm of the computed near-field speckle intensity with particle concentration
c = 6 · 106 ml−1 , radius R = 7.5 µm and refractive index n = 1.37. The central bright disk is the region
of direct transmission of incident laser light. The 200-by-200 pixel sample I200×200 in the top left corner
is used in the estimation of 2D speckle mean intensity and 2D speckle size. (b): values from the first
horizontal line of the graph in (a).
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(a)

(b)
Figure 4: Probability densities for computed near-field speckle intensity at 14 particle concentrations.
(a): the 2D speckle case. (b): the case with line samples of computed 2D speckle patterns. The directly
illuminated region of the image sensing screen is ignored in all cases.
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(a)

(b)

(c)
Figure 5: Statistics for computed 2D near-field speckle patterns as in Fig. 3a. The directly illuminated
portion of the image sensing screen is ignored. (a): mean speckle intensity, as function of particle
concentration. (b): maximum speckle intensity as function of particle concentration. (c): speckle size
(see Eq. (3)) as function of particle concentration.
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Figure 6: Log-transformed relative difference between computed and theoretically predicted autocorrelation function for speckle intensity.
even worse, the maximum speckle intensity attains approximately the same value for several different
particle concentrations. This may be since the drastically reduced number of sampled pixels on the image
sensing screen (in the 1D sampling case) significantly reduces the chance that the full actual range of the
pixel intensities is seen in a single 1D sample. Figure 7c indicates that the speckle size, computed for 1D
speckle samples, lacks a systematic dependence on the particle concentration over the whole considered
range of concentrations. This may be because, unlike the maximum speckle intensity, the speckle size
does not depend on single pixel values, but is rather determined by the correlation of several neighboring
pixel values. Reducing the speckle sampling from a 2D image to a single line may destroy a significant
portion of the information carried by the 2D image in relation to actual speckle size.
Instead of considering the statistics in Fig. 7, another standard way to classify 1D speckle data would
be via linear principal component analysis (PCA) [11, 16], a widely used and generally applicable method
of dimension reduction for large data sets. We start by collecting a training data set, taking a number
of line samples from the computed 2D speckle corresponding to each of the 14 concentrations. Next,
we find the principal components by computing the eigenvalues and the eigenvectors of the covariance
matrix of the training data set. Figure 10 shows the projection of the training set samples along the
first two principal components. Evidently, if we work directly with the computed values of the speckle
intensity then the projections of the training data yield no clear classification of any but the lowest of
the considered concentrations. Therefore, we log-transform the speckle intensity to increase the linearity
in the data and estimate again the eigenvectors and eigenvalues of the covariance matrix, Fig. 11. The
significant spectral gap between the first and the second eigenvalue indicates that the variance of the
data is mostly preserved in the direction of the first eigenvector, Fig. 11. Computing the ratio [6]
PNPCA
i=1 λPCA, i
κ = PD
,
PCA
i=1 λPCA, i

(5)

we can see that this single direction preserves over 99.9% of the variance of the data. Here, NPCA is the
number of eigenvalues summed up in the numerator in (5), and DPCA is the total number of eigenvalues.
Thus, the maximum classification success rate for the linear PCA can in this case be obtained using
only the first two eigenvectors. We process the projected training data set with a softmax classifier,
described in the next section. This results in a supervised learning approach. The performance of this
approach is shown in Fig. 14 for original speckle intensity test data, and in Fig. 15 for log-transformed
speckle intensity test data. The training data set and the test data set are disjoint. The resulting success
rates in concentration classification are 64.10% and 70.90%, respectively. Replacing a softmax classifier
with a support vector machine [3, 12, 18], we can improve the success rate for the linear PCA with
log-transformed data to 77.76%, see Fig. 17. A support vector machine (SVM) is a standard supervised
classifier defined by a separating hypersurface. For a given set of labeled training data, this method
produces an optimal hypersurface that categorizes samples. Using SVM directly on the log-transformed
1D speckle data produces the success rate of 75.24%, see Fig. 16.
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(a)

(b)

(c)
Figure 7: Statistics for computed single lines of near-field speckle as in the first horizontal line in Fig. 3a,
also shown in Fig. 3b. The directly illuminated portion of the image sensing screen is never sampled
here. (a): mean speckle intensity, as function of particle concentration. (b): maximum speckle intensity
as function of particle concentration. (c): speckle size (see Eq. (4)) as function of particle concentration.
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(a)

(b)
Figure 8: Probability densities for speckle intensity produced by 100 realizations of particle samples with
concentration c = 104 ml−1 .
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(a)

(b)
Figure 9: Probability densities for speckle intensity produced by 100 realizations of particle samples with
concentration c = 106 ml−1 .
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Figure 10: Projection of training set samples along the first two principal components, (a) prior to and
(b) after taking the logarithm of the speckle intensity.

3

Stacked sparse autoencoder for classification of concentration

A stacked sparse autoencoder (SSAE) [9, 27, 28, 33] is a neural network with multiple layers of sparse
autoencoders, where the output of each layer is connected to the input of the next layer. Application
of an SSAE can be viewed as nonlinear principal component analysis of the input. An SSAE has the
architecture as depicted in Fig. 12, and it is trained in an unsupervised manner to recreate input data.
It consists of three parts: encoder, decoder and latent space/bottleneck. An encoder is a system of
connected hidden layers with the purpose to compress the input data to a latent space from which, by
a decoder, the input data are again recreated. With reference to Fig. 12, we have
h = g1 (W x + b)

c h + bb),
and x
b = g2 (W

(6)

c are weight matrices, and b, bb are bias vectors for the
where g1 and g2 are activation functions, W and W
encoder and decoder, respectively [28].
To best recreate the input data, an SSAE is trained to minimize an adjusted mean square loss function
L of the form
c , bb) =
L(W, b, W

N K
1 XX
(xki − x
bki )2 + λ · (L2 overfitting term) + β · (sparsity term).
N i=1

(7)

k=1

Here x is the input vector, x
b the reconstructed vector, N is the number of training samples, K is the
number of features within a sample, λ is the coefficient of a regularization term that prevents overfitting,
and β is the coefficient of a regularization term that promotes sparsity [28].
For this work, an SSAE was assembled with five hidden layers consisting of 1200, 400, 100, 50 and
20 hidden units, respectively (Fig. 12). For all layers, the logistic sigmoid function was used for the
encoders and the decoders. The layers 1–3 were trained within the maximum of 400 epochs, and with
the parameter values λ = 0.004, β = 4 and sparsity proportion of 0.15. The layers 4–5 were trained
within the maximum of 1000 epochs, and with the parameter values λ = 0.002, β = 4 and sparsity
proportion 0.1. The network was trained using the scaled conjugate gradient descent function with
greedy layer-wise training [28]. After the SSAE training, the latent space representation of the input,
present in the bottleneck of the SSAE, Fig. 18, was used to train a softmax classifier [9, 33] over 1000
epochs in a supervised fashion. Prior to the final classification, the encoder of the SSAE and the softmax
layer, see Fig. 13, were additionally fine-tuned with extra training epochs. Unlike a support vector
machine, whose outputs are classification scores for each class, a softmax classifier gives a probabilistic
interpretation [9, 33]. This is accomplished by using a logistic vector function (fi ), called the softmax
function, Eq. (8), which takes a vector hi of real-valued scores for each of the classes i = 1, . . . , M , and
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Figure 11: (a): eigenvalues λPCA, i of the covariance matrix of the log-transformed 1D speckle training
data. Note the relatively large first eigenvalue λPCA, 1 . (b): ratio of the sum of the eigenvalues λPCA, i ,
i = 1, . . . , NPCA to the complete sum λPCA, i , i = 1, . . . , DPCA (see Eq. (5)).

Figure 12: Neural network architecture of a stacked sparse autoencoder (SSAE).
compresses it to a vector of values
exp (hi )
fi (h) = PM
j exp (hj )

(8)

between 0 and 1, the components of which sum up to 1.

4

Numerical inversion of 1D speckle samples

The training data were comprised of 200 1D line samples of near-field speckle patterns, see Fig. 3b,
from each of the 14 computed near-field speckle images corresponding to the 14 considered particle
concentrations. The test data were comprised of 150 1D speckle samples from each of the 14 speckle
images. For each concentration, we computed and sampled only one 2D speckle image, and such that the
training data set and the test data set were disjoint. We wrote the principal component analysis code in
MATLAB, and used MATLAB’s Deep Learning toolbox for the training of stacked sparse autoencoders,
softmax layers and support vector machines.
Our first approach to concentration classification was to feed the PCA projections, Fig. 10, to a
softmax classifier. As already mentioned, PCA ideally exploits any linearity in the data to project the
data to a low-dimensional subspace and to expose clustering of the projections. Figure 10 demonstrates

14

Figure 13: The encoder part of a stacked sparse autoenconder (SSAE) with the bottleneck attached to
the softmax classifier.
an advantage of the log-transformation of our 1D speckle intensity samples, in that the data are somewhat
linearized and the projections become more clustered. We fed the projected data to a softmax classifier
layer trained over 1000 epochs. We validated the softmax classifier over a set of test data, resulting
in the confusion matrices of Figs. 14 and 15. The vertical axis of a confusion matrix describes the
output of a trained network classifier, while the horizontal axis gives the true classification of the sample.
The ’accuracy’ value above our confusion matrices is the mean classification performance for a trained
network. The diagonal values in a confusion matrix represent the individual classification accuracies
for each class. Off-diagonal values indicate false predictions. In the test data, we had 150 samples for
each class. The classification accuracy of the application of the PCA-softmax layer on the test data
without the log-transformation was 64.1%, and 70.9% with the 1D speckle intensities log-transformed.
The classifier without the log-transformation could not distinguish the classes 1 and 2. In all cases, there
was difficulty in resolving neighboring classes.
By training an SSAE with a softmax layer, we improved the classification performance to 77.62% on
average. While our improvement is a modest 6% on average, it does significantly, by 11.37% on average,
boost the classification performance for the classes 9–14, that is, for the high particle concentrations
from 3.5 to 6 million per ml. This boost is evident from the confusion matrices in Figs. 15 and 19. It
is evident from Fig. 10 that the linear PCA approach has difficulty discerning these high-concentration
classes, as expected since the relative difference in concentrations of neighboring classes becomes smaller
for increasing concentration. The SSAE encoded and compressed the training data to a 20-dimensional
latent space, Fig. 12. This latent space representation, as well as the classification performance of the
SSAE, can be visualized using the t-Distributed Stochastic Neighbor Embedding (t-SNE), see Fig. 18.
Contrary to principle component analysis, t-SNE is based on a probabilistic interpretation. As explained
in the original paper [29], t-SNE minimizes the divergence between two distributions: a distribution that
measures pairwise similarities of the input objects and a distribution that measures pairwise similarities
of the corresponding low-dimensional points in the embedding.
The performance of our trained SSAE with a softmax layer is shown in Fig. 19. The network classified
the cases 1–6, i.e., the concentrations from c = 104 ml−1 to c = 2 · 106 ml−1 , as well as class 14, with
c = 6 · 106 ml−1 , with the average success rate of 95.4%. The network identified the concentrations
between 2.5 · 106 ml−1 and 5.5 · 106 ml−1 with the average success rate of 60.1%. The misclassifications
were generally made between neighboring classes. The class 13, with c = 5.5 · 106 ml−1 , had a success
rate of less than 50%. The network misidentified the class 13 as the class 14 in 38.9% of instances, and it
misidentified the class 8 for class 9 in 42.3% of instances. The data for these classes were too similar for
the network to have better predictions. To test the classification method in a situation with increased
distance between the neighboring classes, we next considered only the 6 classes with concentrations 1,
2, 3, 4, 5 and 6 million particles per ml. The classification accuracy increased to 89.33%, as shown in
Fig. 21.
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Figure 14: Confusion matrix for linear PCA analysis without the log-transformation of speckle intensity
with a softmax classifier.
Replacing a softmax classifier with a support vector machine (SVM) with linear kernel function
improves the classification success rates. For the linear PCA with log-transformed data, the classification
rate improves to 77.76%, which is slightly better than the SSAE with a softmax layer, see Fig. 17 and
Fig. 19. Comparing with the PCA approach with a softmax layer, see Fig. 15, the improvements for the
high-concentration classes 9–14 (3.5 to 6 million particles per ml) are significant and 11% on average.
Combining SSAE with SVM improves the classification rate for 1D speckle intensity to 78.76%. In
particular, this rate also improves for the classes 9–13, see Fig. 20. Before feeding it to the SVM, we
log-transform the encoded training data. Even then, class 13 is recognized at a rate of less than 50%,
while for the rest of the classes the classification rates are above approximately 60%, with 7 of the classes
above 75%. Our results indicate that combining SSAE or PCA with SVM allows better classification
of 1D speckle samples than combining the two techniques with a softmax layer. Also, we find that a
single line of speckle contains enough information to allow reasonably reliable classification of particle
concentration.

5

Conclusion

Using a sparse stacked autoencoder with a support vector machine, we have achieved a higher than
78% average success rate in the classification, according to particle concentration, of 1D line samples
of synthetic near-field speckle patterns for a set of 14 particle concentrations between 104 and 6·106
per ml. We achieved slightly lower average success rates using other estimation techniques, including
an autoencoder with a softmax layer. Fast, inexpensive, non-invasive and accurate methods for the
determination of concentration of particles are needed in various industrial applications. Thus, 1D
speckle acquisition with high dynamic range sensors and subsequent analysis deploying a machine learning
algorithm may be the approach that combines all these desired attributes. The autoencoder classifier may
show improved performance if the size of the training set is increased, and if details of its architecture are
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Figure 15: Confusion matrix for linear PCA analysis of log-transformed speckle intensity data with a
softmax classifier.
improved. For example, one may use a convolutional autoencoder instead of a sparse stacked autoencoder.
Finally, examination of the speckle intensities computed by our speckle generator program showed that
the pixels in the produced speckle images took on approximately 5.5 million unique values, significantly
more than what is available in, say, a 16-bit camera. It will be interesting to see what effect a coarser
measurement, both in terms of the number of gray-scale levels and the number of pixels, has on the
interpretation of 1D speckle.
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Figure 16: Confusion matrix for support vector machine analysis of log-transformed speckle intensity
data

Figure 17: Confusion matrix for linear PCA analysis of log-transformed speckle intensity data with a
support vector machine (SVM).
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Figure 18: T-Distributed Stochastic Neighbouring Entities (t-SNE) projection of latent space representations for the training set.

Figure 19: Confusion matrix for the SSAE with a softmax layer.
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Figure 20: Confusion matrix for the SSAE with a support vector machine (SVM).

Figure 21: Confusion matrix for the SSAE with a softmax layer, trained on the concentrations c =
1; 2; 3; 4; 5 and 6 · 106 ml−1 .
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