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Abstract
Growing concerns about climate change drive a world-wide decarbonization of energy and
transportation systems. The share of intermittent and distributed renewable generation and
the usage of electric vehicles increase, elevating uncertainty and complexity for power system
operation. To ensure secure power system operation, these developments necessitate the explicit
representation of uncertainty in operational tools such as the non-convex AC optimal power
flow (AC-OPF). At the same time, the increased uncertainty requires system operators to identify
potential failure risks and take corrective actions to ensure system security closer to real-time,
leading to computational challenges. Machine learning including neural networks has significant
potential to accelerate and enhance operational tools such as system security assessment. However,
the lack of high-quality datasets and the black-box nature of neural networks present barriers
for its successful application in practice. This thesis proposes convex optimization methods for
secure power system operation which explicitly represent uncertainty, and methods to remove
these barriers for machine learning in safety-critical power system applications.
To account for uncertainty associated with intermittent generation and stochastic loads, this thesis
introduces the first convex formulation of a chance-constrained AC-OPF problem which can obtain
AC-feasible solutions with near-global optimality guarantees. This formulation extends to power
system security criteria and interconnected AC and HVDC grids. Chance constraints define a
maximum allowable probability of constraint violation and tractable formulations are derived for
Gaussian and robust uncertainty sets, assuming piecewise affine approximations of the system
state as a function of the uncertainty realizations. Semidefinite relaxations of the non-convex
AC-OPF problems allow to obtain near-global optimality guarantees. Two metrics are proposed to
characterize inexact convex relaxations and an in-depth investigation of these for a large number of
power networks demonstrates that solutions to inexact convex relaxations can exhibit substantial
distances to AC-feasibility. To obtain AC-feasible solutions for the proposed chance-constrained
AC-OPF formulations, a penalization method and systematic procedures to choose penalty weights
are introduced. Decomposition techniques including Benders decomposition and iterative solution
algorithms address scalability. Using realistic wind forecast data and a range of case studies, the
proposed formulation ensures compliance with the chance constraints and obtains tight near-global
optimality guarantees, while existing methods relying on the DC-OPF approximation lead to
constraint violations.
Machine learning including neural networks shows promising performance for a range of power
system applications, e.g., by performing security assessment at a fraction of the time required by
conventional approaches. However, its successful application requires large-scale datasets with
sufficiently balanced classes of secure and insecure operating points and a detailed description
of the security boundary. These datasets are challenging to obtain as historical data of abnormal
operating conditions is highly limited and the problem dimensionality is substantial. To efficiently
create datasets with these properties, this thesis proposes modular and parallelizable algorithms.
xi
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ABSTRACT

Infeasibility certificates using convex relaxations are proposed to a-priori classify large parts of the
possible operating region as insecure. Then, directed walks using sensitivity measures traverse the
remaining unclassified operating region, and characterize the security boundary in detail. For a
range of test cases, simulation results show drastic reductions in the initial unclassified operating
regions, balanced datasets are created, and illustrative data-driven applications are evaluated.
Besides the lack of high-quality datasets, the black-box nature of neural networks presents a
major barrier towards their adoption for safety-critical power system applications. To remove
this barrier, this thesis introduces, for the first time, a framework to obtain formal guarantees
of neural network behavior in power systems, leveraging mixed-integer linear reformulations
of trained neural networks. First, formal guarantees are obtained using security classifiers as a
guiding example. These guarantees take the form of certificates for continuous input regions which
guarantee that the neural network predicts the same classification. Using this framework, the
neural network robustness is evaluated by identifying adversarial examples and neural networks
are systematically re-trained to improve robustness. Second, formal guarantees are obtained for
neural networks trained to predict solutions to DC-OPF problems. Solving mixed-integer linear
programs allows to obtain worst-case guarantees for neural network predictions related to physical
constraint violations, distances from predicted to optimal decision variables, and sub-optimality.
The proposed methodology is demonstrated for a range of case studies, and has the potential
to build the missing trust of system operators in neural networks, unlocking their potential for
safety-critical applications.

Resumé
Voksende bekymringer omkring klimaforandringer driver en verdensomspændende dekarbonisering af energi og transportsystemer. Andelen af fluktuerende og distribueret vedvarende
elproduktion og brugen af elektriske køretøjer stiger, hvilket øger usikkerheden og kompleksiteten
ved drift af elsystemet. For at garantere sikker drift af elsystemet kræver disse udviklinger en
eksplicit repræsentation af usikkerhed i driftsværktøjer såsom det ikke-konvekse AC optimal
effektflow (AC-OPF). Samtidig kræver den øgede usikkerhed, at systemoperatører identificerer
potentielle fejlrisici og træffer korrigerende handlinger for at sikre systemsikkerhed tættere på
realtid, hvilket fører til beregningsmæssige udfordringer. Maskinlæring inklusiv neurale netværk
har et betydeligt potentiale til at fremskynde og forbedre operationelle værktøjer såsom systemsikkerhedsvurdering. Manglen på datasæt af høj kvalitet og de neurale netværkers black-box natur
udgør imidlertid hindringer for dens vellykkede anvendelse i praksis. Denne afhandling foreslår
konvekse optimeringsmetoder til sikker drift af elsystemet, som eksplicit repræsenterer usikkerhed,
og metoder til at fjerne disse barrierer til maskinlæring i sikkerhedskritiske elsystemapplikationer.
For at redegøre for usikkerheden forbundet med fluktuerende elproduktion og stokastiske belastninger, introducerer denne afhandling den første konvekse formulering af et chance-constrained
AC-OPF-problem, som kan opnå AC-feasible løsninger med næsten globale optimeringsgarantier.
Denne formulering udvider til elsystemets sikkerhedskriterier og sammenkobler AC- og HVDCnetter. Chance constraints bruges til at definere en maksimalt tilladelig sandsynlighed for
overtrædelse af bi-betingelser og håndterbare formuleringer udledes for gaussiske og robuste
usikkerhedssæt under antagelse af stykvis-affine tilnærmelser af systemtilstanden som funktion
af usikkerhedsrealiseringerne. Semi-definite relakseringer af de ikke-konvekse AC-OPF problemer gør det muligt at opnå en næsten global optimalitetsgaranti. To metrikker foreslås for at
karakterisere ikke-eksakte konvekse relakseringer og en dybdegående undersøgelse af disse for et
stort antal elnet viser, at løsninger på ikke-eksakte konvekse relakseringer kan udvise betydelig
afstand til AC-feasability. For at opnå AC-feasible løsninger til de foreslåede chance-constrained
AC-OPF-formuleringer introduceres en penalisering og systematiske procedurer til at vælge
penaliseringsvægte. Dekompositionsteknikker inklusive Benders dekomposition og iterative
løsningsalgoritmer adresserer skalerbarheden. Ved hjælp af realistiske vindprognosedata og
en række casestudier sikrer den foreslåede formulering overholdelse af chance constraints og
opnår tætte næsten-globale optimalitetsgarantier, mens eksisterende metoder, der er afhængige af
DC-OPF tilnærmelsen, fører til overtrædelse af bi-betingelser.
Maskinlæring inklusive neurale netværk viser lovende ydelse for en række elsystemapplikationer, fx
ved at udføre sikkerhedsvurderinger på en brøkdel af den tid, der kræves af konventionelle tilgange.
Imidlertid kræver dens vellykkede anvendelse store datasæt med tilstrækkelig afbalancerede
klasser af sikre og usikre driftspunkter og en detaljeret beskrivelse af sikkerhedsgrænsen. Disse
datasæt er udfordrende at få, da historiske data om unormale driftsforhold er meget begrænsede,
og problemdimensionaliteten er betydelig. For effektivt at oprette datasæt med disse egenskaber
xiii
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RESUMÉ

foreslår denne afhandling modulære og parallelliserbare algoritmer. Infeasibility-certifikater,
der bruger konvekse relakseringer, foreslås for at a-priori klassificere store dele af den mulige
driftsregion som usikre. Derefter anvendes orienterede vandringer ved brug af følsomhedstiltag
til at krydse det resterende uklassificerede driftsområder og karakterisere sikkerhedsgrænsen i
detaljer. I en række testtilfælde viser simuleringsresultater drastiske reduktioner i de oprindelige
uklassificerede driftsregioner, der oprettes afbalancerede datasæt, og illustrative datadrevne
applikationer evalueres.
Udover manglen på datasæt af høj kvalitet, udgør den black-box karakter af neurale netværk
en stor barriere for deres vedtagelse til sikkerhedskritiske elsystemapplikationer. For at fjerne
denne barriere introducerer denne afhandling for første gang en ramme til opnåelse af formelle
garantier for neurale netværks adfærd i elsystemer, idet der udnyttes lineær reformulering af
blandet heltal af trænede neurale netværk. For det første opnås formelle garantier ved hjælp
af sikkerhedsklassifikatorer som vejledende eksempel. Disse garantier har form af certifikater
for kontinuerlige inputregioner, der garanterer, at det neurale netværk forudsiger den samme
klassificering. Ved hjælp af denne ramme evalueres det neurale netværks robusthed ved at
identificere adversariale eksempler, og neurale netværk bliver systematisk genuddannet for at
forbedre robustheden. For det andet opnås formelle garantier for neurale netværk, der er trænet til
at forudsige løsninger på DC-OPF-problemer. Løsning af lineære blandet heltal programmer giver
mulighed for at opnå garantier i worst-case for neurale netværksforudsigelser, der er relateret til
overtrædelse af fysiske bi-betingelser, afstande fra forudsagte til optimale beslutningsvariabler og
suboptimalitet. Den foreslåede metode demonstreres for en række casestudier og har potentialet
til at opbygge den manglende tillid hos systemoperatører i neurale netværk og frigøre deres
potentiale til sikkerhedskritiske applikationer.

CHAPTER

1
Introduction

1.1

Context and motivation

Growing concerns about climate change drive a world-wide decarbonization of energy and
transportation systems. The share of intermittent and distributed renewable generation in the
energy mix, such as wind and solar energy, is increasing substantially. In Denmark in 2019, the
average share of generated wind power amounted to 47% of the national electricity demand [1],
and on the 15th of September the wind power production exceeded the national electricity demand
for 24 consecutive hours [2]. At the same time, the electrification of transportation systems and the
heat sector lead to an increase in the stochasticity of electricity demand. These changes result in a
higher stress on the electric power grid while public resistance precludes required upgrades of
transmission lines [3]. This necessitates the adequate representation of uncertainty associated with
both renewable generators and stochastic loads in operational tools to ensure secure power system
operation.
The reliability of the electric power system is fundamental to the functioning of modern society. The
electric power system is a highly complex dynamical system governed by physical laws, such as the
non-linear AC power flow equations. To operate the power system securely, a range of static and
dynamic security criteria need to be satisfied. Historically, electric transmission and distribution
systems, and conventional generation units were operated by a single vertically integrated utility,
which could utilize the available controllability to maintain system security. With the liberalization
of electricity markets, this utility has been unbundled to foster competition, leading to the
transmission system operator being established as a separate entity. The responsibilities of the
transmission system operator include to translate market outcomes into secure power system
operation. This can require to take redispatch actions to ensure system security, e.g., adjustments
to the dispatch of conventional generation units or curtailment of renewable generation [4].
As distributed renewable generators progressively replace large conventional generation units, the
observability and controllability available to the transmission system operator decreases. Together
with the inherent uncertainty from renewable generation and stochastic loads, this results in the
power system being operated closer to its limits and system operators having to increasingly rely
on costly redispatch measures to maintain system security [3]. This trend can be observed for
example in the case of Germany, where detailed statistics on the volume and cost of redispatch
measures are available [5]. The re-dispatched energy volume grew from 306 GWh in the year
2010 to 15’529 GWh in the year 2018, with the associated costs increasing by more than a factor
of 25, from 13 Million e to 355 Million e. The main driver for this development is the substantial
increase of wind power in Northern Germany, and the resulting congested transmission corridor
towards large-scale industrial loads in Southern Germany.
As the controllability from conventional generation diminishes, system operators need to utilize
cost-effective alternatives, such as the available controllability from high-voltage direct current
1
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(HVDC) converters or large-scale wind farms. HVDC transmission lines are used to interconnect
asynchronous areas and to connect renewable generation from remote locations to the transmission
grid. In Europe, HVDC grids are envisioned, connecting several countries with large-scale offshore
wind farms in the North Sea [6]. Current operational tools mainly rely on linearized power
system representations, prohibiting to fully utilize the controllability provided by wind farms
and HVDC converters, such as reactive power control to maintain secure voltage levels. Overall,
these challenges call for the development of novel operational tools which a) accurately model the
complexity of the non-linear power system, b) explicitly represent uncertainty, c) ensure system
security, and d) utilize the available controllability to reduce system costs.
To minimize the risk of system failure and cascading outages leading to black-outs, the transmission
system operator performs security assessments over different time horizons, screening large
numbers of scenarios that represent possible future operating points for potential risks. This
complex task is computationally very expensive as the problem dimensionality is high and assessing
dynamic security criteria requires time-domain simulations. With the increase in intermittent
renewable generation, the number of scenarios, such as wind forecast error realizations, which
need to be considered grows rapidly. At the same time, system operators have to take corrective
actions to ensure system security closer to real-time, leading to computational challenges. The
wide-spread deployment of phasor-measurement units (PMUs) and installation of smart meters
make large-scale historical datasets available to system operators, presenting opportunities to
utilize data-driven methods for secure power system operation [7].
The availability of historical data together with the advances in deep learning and its remarkable
performance in areas such as game-play, image recognition and natural language processing [8]
have sparked renewed interest for machine learning applications in power systems [9]. Machine
learning including neural networks has demonstrated significant potential to accelerate and
enhance operational tools such as security assessment, achieving speed-ups of several orders
of magnitude compared to conventional methods [10]. However, there are several barriers for
the successful adoption of machine learning for safety-critical power system applications. First,
historical data does not usually describe abnormal system conditions, and does not characterize
the security boundary in detail, which are prerequisites for a data-driven identification of potential
failure risks. Second, neural networks are applied as black-box tools without any performance
guarantees, posing high risk of power system failures in case of erroneous neural network behaviour.
Removing theses barriers would unlock the potential of machine learning for secure power system
operation.

1.2

Research directions

The research in this thesis follows two main directions. The first direction focuses on developing
novel operational tools which address the increased uncertainty from intermittent renewable
generation and stochastic loads, such as wind forecast errors, while utilizing the available
controllability to ensure secure and cost-efficient power system operation. The second direction
aims to remove barriers for machine learning in safety-critical power system applications, in
particular the lack of high-quality datasets and the black-box nature of neural networks.
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Figure 1.1: Illustration of the concepts of exact and inexact convex relaxation and their relation to
the original non-convex set.

1.2.1

Convex optimization for secure power system operation under uncertainty

To accurately model the power system and its components, it is essential to consider the underlying
non-linear AC power flow equations in operational tools such as the AC optimal power flow
(AC-OPF). The AC-OPF is an optimization problem which minimizes an objective function (e.g.,
generation cost) subject to the AC power flow equations and the operational constraints of the
power systems (e.g., limits on the transmission line flows and bus voltages). The non-linearities
from the AC power flow equations render the AC-OPF problem non-convex and generally NP-hard
[11, 12]. As a result, solutions identified with non-convex local solvers only satisfy conditions for
local optimality, and the distance to the globally optimal solution cannot be specified. Furthermore,
there are no guarantees that a non-convex local solver converges to or identifies a feasible solution
even if it exists. The current practice in most operational tools is to instead rely on the linear
DC-OPF approximation, which neglects voltage magnitudes, power losses and reactive power,
and can exhibit substantial errors, in particular under stressed system conditions [13].
As a promising alternative, convex relaxations of the AC-OPF problem have been proposed
[14], such as the semidefinite relaxation [15] and quadratic convex (QC) relaxation [16]. These
achieve to relax the non-convex AC-OPF to a convex problem and for several test instances they
are exact, i.e., they provably yield the global optimum to the original non-convex problem [17].
Besides global optimality guarantees, convex formulations of AC-OPF problems have several
additional advantages, including that decomposition methods are guaranteed to converge and
bi-level programs are more tractable. However, for the majority of available test cases convex
relaxations are inexact and only a lower bound on the objective function can be provided. The
obtained solution is then not AC-feasible, i.e., the solution does not satisfy the constraints of the
original AC-OPF problem. This implies that applying the obtained control set-points to the power
system would lead to violation of operational constraints.
The concepts of exact and inexact convex relaxation and their relation to the original non-convex set
are illustrated in Fig. 1.1. The illustrated optimization problem has two locally optimal solutions,
out of which one is globally optimal. If the convex relaxation is exact, its optimal solution
corresponds to the globally optimal solution of the original problem. If the convex relaxation is
inexact, its optimal solution is not contained in the original non-convex set, and its objective value
only provides a lower bound to the original problem.
In literature, detailed characterizations of the obtained solutions from inexact convex relaxations
are lacking, e.g., the magnitude of the constraint violations if the obtained control set-points would
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be applied to the power system. Previous work, such as [16] and [18], has mainly focused on the
optimality gap, i.e., 1 minus the ratio of the objective value of the solution to the inexact convex
relaxation and the best locally optimal solution obtained with non-convex solvers. The distances of
the obtained decision variables from inexact convex relaxations to AC-feasible or locally optimal
solutions to the non-convex AC-OPF problem have not been investigated, presenting an obstacle
towards the reliable use of convex relaxations in operational tools.
To maintain secure power system operation, the uncertainty associated with forecast errors of
renewable generation and stochastic loads needs to be represented in operational tools such as the
AC-OPF. A wide range of approaches to model uncertain variables in optimization problems exists,
including scenario-based, robust, and chance-constrained optimization. Scenario-based approaches
enforce system constraints for a number of discrete scenarios of sampled uncertainty realizations,
whereas robust optimization considers worst-case realizations over entire uncertainty sets [19].
Chance constraints on the other hand define a maximum allowable constraint violation probability.
Under specific assumptions on the underlying probability distribution of the uncertain variables,
such as Gaussian distributions, chance constraints can admit an analytical reformulation and result
to tractable optimization problems [20]. In general, for approaches modeling uncertain variables in
power system operation, there exists a trade-off between the conservativeness, expressed through
the size of the uncertainty set or the assumptions on the underlying probability distributions, and
the resulting system cost to ensure security against the specified uncertainty [21].
The majority of existing OPF formulations considering uncertainty, such as [22] and [23], relies
on the linear DC-OPF approximation to achieve tractability. As this approximation does not
model reactive power and voltage magnitudes, satisfaction of operational constraints related
to these state variables cannot be guaranteed. Additionally, the available controllability, e.g.,
by reactive power provision from wind farms and HVDC converters, cannot be fully utilized.
Conversely, non-convex AC-OPF formulations considering uncertainty, such as [24] and [25],
require linearizations and iterative solution techniques, and are not guaranteed to converge. Using
convex relaxations of the AC-OPF problem allows to instead formulate convex AC-OPF problems
considering uncertainty [26]. These could allow to obtain global optimality guarantees. However,
the exactness of the convex relaxations and the AC-feasibility of the obtained solutions have not
been investigated. The latter is crucial for the practical application of these tools as obtained
solutions must satisfy operational constraints. To this end, one of the research goals of this thesis is
to develop a framework for convex AC-OPF formulations considering uncertainty, which a) can
provide global optimality guarantees, b) ensures AC-feasibility of obtained solutions, and c) allows
to utilize the full available controllability.

1.2.2

Removing barriers for machine learning in power systems

Besides convex optimization methods, machine learning holds significant potential for secure
power system operation. However, the performance of machine learning in power system
applications, e.g., classifiers trained for security assessment, is heavily dependent on the quality of
the dataset used for training. Historical data contains only limited information of abnormal system
conditions. To train classifiers which reliably identify failure risks, the utilized datasets should
encompass sufficiently balanced classes of operating points classified as secure and insecure with
respect to static and dynamic security criteria, and should characterize the security boundary
in detail. Operating points are defined by control variables such as generator active power and
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Figure 1.2: An illustrative comparison of two dataset creation methods for data-driven power
system applications.

voltage set-points, and by realizations of uncertain power injections such as wind generation
or stochastic loads. The resulting dimensionality of the possible operating space is extremely
large, making brute-force sampling approaches intractable already for medium-sized systems. For
example, to evaluate the operating space of the PGLib-OPF [27] 162 bus test case, it is required to
evaluate 1031 possible operating points, considering only the generator active power set-points
with a discretization interval of 1 MW. More importantly, the operating space is highly imbalanced
with large parts corresponding to operating regions that do not satisfy security criteria.
Existing approaches to create datasets1 such as [30] utilize importance sampling which biases the
sampling towards regions of interest. This procedure, however, can fail to identify the secure space.
Another approach relies on historical data that is enriched through sampling methods such as
composite modelling approaches [31] and vine-copulas [32]. Nevertheless, this can neglect parts of
the secure space or might not capture abnormal operating regions, and depends on the quality of
the historical data available. We show an illustrative comparison of two dataset creation methods
in Fig. 1.2. The first dataset (depicted on the left) has been created with a brute-force method which
samples operating points with a grid search over the entire operating space, leading to highly
unbalanced classes of secure and insecure operating points. The second dataset (depicted on the
right) has been instead created with an efficient method which characterizes the security boundary
in detail and obtains balanced classes. As illustrated in Fig. 1.2, to achieve satisfactory classifier
performance, it is necessary to develop computationally efficient methods to create datasets which
a) quickly discard large parts of the insecure operating space, b) obtain balanced classes, and
c) characterize the security boundary in detail.
In addition to the lack of high-quality datasets, the black-box nature of neural networks presents a
major barrier towards their practical implementation. Removing this barrier becomes a prerequisite
for safety-critical applications, such as security assessment and operation, where erroneous neural
network behaviour can lead to system failure. Research in machine learning has shown that
neural networks are vulnerable to so-called adversarial examples. These are very small targeted
input perturbations which lead to false neural network predictions. They were first discovered
1 Please note that throughout this thesis, we refer to the process of generating a collection of labeled samples for machine
learning applications as “creation of datasets”, following the terminology used in the machine learning community, see
e.g. [28]. In the power systems community, the term “database generation” is often used instead, see e.g. [29].
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Figure 1.3: Definition of near-global optimality guarantees. Adapted from [Pub. B] and [Pub. D].

for image classification where slightly modifying images imperceptible to the human eye led
to mis-classification of the modified images with high confidence [33]. Using classification of
power quality disturbances and forecasting of building loads as illustrative examples, it has been
demonstrated that adversarial examples also exist for power system applications [34], posing
significant risks for the real-world application of neural networks. This highlights the need to
develop methods to a) assess and improve the robustness of neural networks with respect to
adversarial examples, and b) obtain formal guarantees of neural network behaviour, such as
identifying continuous input regions for which provably no adversarial examples exist.

1.3

Contributions

The main objectives of this Ph.D. thesis are to develop convex optimization methods for secure power
system operation which explicitly represent uncertainty associated with intermittent renewable
generation and stochastic loads, and to introduce methods to remove barriers for machine learning
in safety-critical power system applications. In the following, the main contributions of this thesis
are detailed, represented by the scientific publications [Pub. A] – [Pub. H].
Focusing on convex optimization for secure power system operation, in [Pub. A], we provide
an in-depth investigation of the solution characteristics when convex relaxations are inexact and
assesses the most promising methods to recover AC-feasible solutions including penalization
methods. We propose two metrics to quantify the distance of the solutions to inexact convex
relaxations with respect to AC-feasibility and local optimality. We perform a comprehensive
analysis of 96 different PGLib-OPF test cases and show that (i) despite an optimality gap of
less than 1%, several test cases still exhibit substantial distances to both AC-feasibility and local
optimality, and the newly proposed metrics characterize these deviations, and (ii) penalization
methods can fail to recover AC-feasible solutions. These insights underline the importance of
ensuring AC-feasibility of the obtained solutions from convex relaxations.
In [Pub. B], we propose the first framework for AC-OPF problems under uncertainty which uses
the semidefinite relaxation and is able to obtain AC-feasible solutions with near-global optimality
guarantees. This framework uses chance constraints to address uncertainty, a piecewise affine
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approximation to parametrize the solution space, and achieves tractable formulations of the chance
constraints for Gaussian and robust uncertainty sets. This framework is extended to account for
the N-1 security criterion in [Pub. C], and for interconnected AC and HVDC grids in [Pub. D].
We introduce a penalty term on active power losses which allows to obtain AC-feasible solutions
with near-global optimality guarantees. As illustrated in Fig. 1.3, the near-global optimality
guarantees are defined with respect to the original non-convex chance-constrained AC-OPF with
the parametrized solution space. We propose a systematic procedure to choose the penalty weights
in [Pub. C], and in [Pub. D] show that this results in tighter near-global optimality guarantees
compared to existing penalty terms using reactive power. The proposed framework allows to
utilize the available controllability including to adjust the reactive power set-points of wind
farms, and the active and reactive power set-points of HVDC converters. We address scalability
with a solution algorithm which iteratively identifies binding constraints in [Pub. C], and with
Benders decomposition in [Pub. D]. Using realistic forecast data and Monte Carlo simulations, we
demonstrate our methodology for a range of case studies and compare its performance to existing
chance-constrained DC-OPF formulations. We show that our approach achieves tight near-global
optimality guarantees and compliance with the chance constraints, whereas chance-constrained
DC-OPF formulations lead to constraint violations.
Turning to removing barriers for machine learning in power systems, we introduce parallelizable
and modular methods in [Pub. E] and [Pub. F] to create balanced datasets of secure and insecure
operating points with a detailed description of the security boundary. First, we propose infeasibility
certificates using convex relaxations of the AC-OPF which allow to a-priori classify large parts of
the possible operating space as infeasible to the operational constraints. In [Pub. E], we utilize
hyperspheres as infeasibility certificates, and in [Pub. F] we improve upon these by introducing an
efficient algorithm to minimize the unclassified operating space using separating hyperplanes as
infeasibility certificates. This algorithm describes the remaining unclassified operating space as a
convex polyhedron. Second, in [Pub. E] we introduce directed walks using sensitivity measures to
identify the security boundary characterized by static and dynamic security criteria. Focusing
on static security criteria in [Pub. F], we instead sample uniformly from the convex polyhedron
and identify the security boundary by solving AC-OPF problems. For a range of PGLib-OPF test
cases, we demonstrate that the infeasibility certificates allow us to characterize large parts of the
input space a-priori as infeasible. Focusing on the remaining unclassified input spaces, we create
high-quality datasets considering both static and dynamic security criteria. Finally, for the created
datasets, we evaluate illustrative data-driven applications.
To address the black-box nature of neural networks for safety-critical power system applications,
this thesis proposes for the first time a framework to obtain formal guarantees of neural network
behaviour in [Pub. G] and [Pub. H]. Focusing on security assessment in [Pub. G], we formulate
mixed-integer linear programs (MILPs) which can provably guarantee a neural network classification for continuous ranges of neural network input. At the same time, this allows to assess neural
network robustness by systematically identifying adversarial examples or determining neural
network input regions for which provably no adversarial examples exist. For several security
classifiers, we assess their robustness, obtain formal guarantees on their behaviour, and improve
their robustness by re-training on datasets enriched with adversarial examples. Focusing on neural
networks predicting solutions to DC-OPF problems in [Pub. H], we formulate MILPs to obtain
worst-case guarantees for neural network predictions related to constraint violations, distances
between predicted and optimal decision variables, and sub-optimality. For a range of PGLib-OPF
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networks up to 300 buses, we show that the worst-case guarantees can be up to one order of
magnitude larger than the empirical lower bounds calculated with conventional methods. More
importantly, we show that the worst-case predictions appear at the boundaries of the training
input domain, and we demonstrate how we can systematically reduce the worst-case guarantees
by training on a larger input domain than the domain they are evaluated on.

1.4

Thesis structure

This thesis presents the contributions of the scientific publications encompassing this Ph.D. project.
Chapter 2 places the main focus on addressing uncertainty for secure power system operation
through the use of convex relaxations and chance constraints. First, the fundamentals of the
AC-OPF problem and its convex relaxations are reviewed. Two metrics to characterize solutions to
inexact convex relaxations are proposed and methods to recover AC-feasible solutions are identified.
Key insights from an in-depth investigation of these metrics and methods are summarized. Next,
the chance-constrained AC-OPF formulations and their convex relaxations are presented, including
N-1 security and interconnected AC and HVDC grids. Tractable formulations of the chance
constraints for both a robust and Gaussian uncertainty set are achieved, utilizing the available
controllability from wind farms and HVDC converters. Penalization methods to recover ACfeasible solutions and several techniques to maintain scalability are introduced. Finally, the main
findings from several case studies including a comparison to state-of-the art methods in literature
are presented.
Chapter 3 deals with removing barriers for machine learning applications in power systems. The
first part provides the machine learning fundamentals including neural networks and gives a
short overview of the relevant literature. Then, methods to efficiently create datasets are presented,
including a comparison of the proposed infeasibility certificates. The next part introduces a
framework to obtain formal guarantees for neural network behaviour, leveraging mixed-integer
reformulations of trained neural networks. Optimization problems are formulated to evaluate
neural network robustness and to obtain worst-case guarantees, and insights from several case
studies are presented. Finally, the next steps towards a real-world application of machine learning
in power systems are defined.
Chapter 2 and Chapter 3 present a summary of the scientific contributions related to this Ph.D.,
while the scientific publications are attached in the Appendix for the details on the literature review,
methodology, and simulation results.
Chapter 4 provides a conclusion summarizing the main contributions, and describes future
directions of research.
The notation has been adjusted compared to the original mathematical formulations in the scientific
publications to allow for a coherent notation throughout this thesis. Vectors and matrices are
denoted bold faced, whereas scalars are non-bold faced. The operators <{·} and ={·} denote the
real and imaginary part of a variable. The trace operator Tr{·} sums the diagonal entries of a
matrix. The operator | · | denotes the absolute value for variables, and the dimensionality for sets.
The transpose is denoted with the operator {·}> . The operator || · ||∞ denotes the ∞-norm, i.e., in
case of a vector the largest absolute element of that vector.
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2

Convex Optimization for Secure
Power System Operation under
Uncertainty
In Chapter 2.1, we introduce the AC-OPF problem and give an overview of various convex
relaxations with a particular focus on the semidefinite relaxation. In Chapter 2.2, we summarize
the key results from an in-depth investigation of solutions to inexact convex relaxations and
methods to recover AC-feasible solutions. In the main part, in Chapter 2.3, we present tractable
formulations of the chance-constrained AC-OPF using semidefinite relaxations, including the N-1
security criterion and interconnected AC and HVDC grids. We utilize controllability, introduce
penalization methods to obtain AC-feasible solutions and address scalability. We summarize the
findings from several illustrative case studies. Finally, we outline directions for future research in
Chapter 2.4.

2.1

Fundamentals of AC optimal power flow

In the following, we state a formulation of the non-convex AC-OPF problem in Chapter 2.1.1 and
give an overview of various convex relaxations in Chapter 2.1.2, providing a brief introduction to
the fundamentals required for the remainder of this thesis.

2.1.1

AC optimal power flow formulation

A power grid consists of a number of electrical buses (denoted with the set N ) which are connected
by a number of transmission lines (denoted with the set L). Each line connects one bus l ∈ N
to another bus m ∈ N , i.e., (l, m) ∈ L. The electrical properties of the transmission lines such as
their resistance and reactance, and the connectivity are described in the admittance matrix Y. A
number of buses denoted with the set G (a subset of N ) have a controllable generator connected.
The state variables of each bus include the associated active and reactive power demand PD and
QD , and active and reactive power generation PG and QG , respectively. Additionally, each bus is
characterized by a complex voltage V̄ with voltage magnitude V and voltage angle θ.
In its standard form, the AC-OPF problem is an optimization problem which minimizes an objective
function, such as the generation cost, subject to the AC power flow equations and the operational
constraints. The AC-OPF problem is central to a range of applications within power system
operation and planning, and electricity markets, such as determining commitment decisions of
generators or ensuring compliance with power system security criteria [35]. Focusing on the
standard AC-OPF problem, there exist a range of mathematically equivalent formulations, mainly
11
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differing in the representation of the complex bus voltages. These include the formulation of
the bus voltages in their polar and rectangular form. For a detailed overview of these AC-OPF
formulations please refer to [36]. For brevity, in the following we rely on the formulation of the
AC-OPF problem from [17], based on the rectangular form. This formulation allows us to naturally
formulate the semidefinite relaxation, which we will use throughout this chapter.
The AC-OPF formulation in [17] introduces the matrix W as decision variable, which is defined as
the squared product of the real and imaginary parts of the complex voltage vector:

> 

W = <{V̄} ={V̄}
<{V̄} ={V̄}

(2.1)

The AC-OPF formulation relies on a range of auxiliary variables Yk , Ȳk and Mk for each bus
k ∈ N , and Ylm and Ȳlm for each line (l, m) ∈ L, which are derived from the admittance matrix.
We provide their mathematical formulation in the Appendix A in (4.1) – (4.7). Based on these, the
objective function which corresponds to the cost of generation and is minimized can be stated as:
X
2
{c2k (Tr{Yk W} + PDk ) +c1k (Tr{Yk W} + PDk ) +c0k }
(2.2)
{z
}
|
{z
}
|
k∈G

PGk

PGk

The terms c2k , c1k and c0k denote the quadratic, linear and constant cost term associated with each
generator k ∈ G. The operational constraints can be formulated as:
max
Pmin
Gk ≤ Tr{Yk W} + PDk ≤ PGk

∀k ∈ N

(2.3)

∀k ∈ N

(2.4)

∀k ∈ N

(2.5)

max
−Pmax
linelm ≤ Tr{Ylm W} ≤ Plinelm

∀(l, m) ∈ L

(2.6)

2
(Smax
linelm )

∀(l, m) ∈ L

(2.7)

Qmin
Gk

Qmax
Gk

≤ Tr{Ȳk W} + QDk ≤
2
Vkmin ≤ Tr{Mk W} ≤ (Vkmax )2
2

2

Tr{Ylm W} + Tr{Ȳlm W} ≤

The active and reactive generator output is constrained between minimum and maximum limits,
max
min
max
denoted with Pmin
G and PG in (2.3), and QG and QG in (2.4), respectively. For buses without

a generator connected, the corresponding minimum and maximum limits are zero, and the
corresponding two inequality constraints are modelled as one equality constraint instead. The
voltage magnitudes are constrained by lower and upper limits Vmin and Vmax in (2.5). The active
max
and apparent branch flow are constrained by an upper limit Pmax
line in (2.6) and upper limit Sline in

(2.7), respectively. Depending on the specifications, usually either the active branch flow limit in
(2.6) or the apparent branch flow limit in (2.7) is enforced.
In its standard form, the AC-OPF problem minimizes the objective function in (2.2) subject to
the constraints in (2.1) and (2.3)–(2.7), with the system matrix W and the complex voltage vector
V̄ as decision variables. The non-linear AC power flow equations are represented in (2.3)–(2.7)
through the multiplication of the auxiliary matrices with the squared real and imaginary part of
the voltages. These render the AC-OPF problem non-convex, and, as a result, solutions obtained
from non-convex local solvers are only locally optimal and the distance to the globally optimal
solution cannot be defined. Furthermore, there are no guarantees related to the convergence of
non-convex local solvers and the successful identification of feasible solutions even if they exist.

2.1.2

Convex relaxations

The challenges stemming from the non-convexity of the AC-OPF problem have spurred significant
research into convex relaxations of the AC-OPF problem in the last decade; for a detailed survey
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please refer to [14]. The proposed convex relaxations include the second-order cone (SOC)
relaxation [37], the semidefinite (SDP) relaxation [15], the quadratic convex (QC) relaxation [38],
and higher-order moment relaxations [39]. The SDP relaxation dominates the SOC relaxation
in terms of tightness of the relaxation whereas the SDP relaxation does not dominate nor is
dominated by the QC relaxation [16]. The higher-order moment relaxations of [39] generalize the
SDP relaxation, and can achieve improvements in terms of tightness at the computational cost of
larger semidefinite constraints. Significant research effort has been directed towards tightening
the originally proposed formulations of the convex relaxations. Three tightened formulations of
the SOC relaxation are proposed in [40]. The work in [41] strengthens the QC relaxation using
optimization-based bound tightening. The work in [18] augments the SDP relaxation with convex
envelopes, bound tightening, and valid inequalities. In the following, we focus on the semidefinite
relaxation as formulated in [17] due to to the following reasons: First and foremost, it has been
shown to be exact for a range of IEEE test instances, i.e., the globally optimal solution to the original
non-convex AC-OPF can be recovered. Second, it is tighter than the standard SOC relaxation.
Third, it is computationally more tractable than the higher-order moment relaxations. Note that
the following formulations can also be extended, e.g., to include tightened bounds on the decision
variables.
To formulate the semidefinite relaxation in [17], the first step includes the reformulation of the
non-convex AC-OPF problem defined in (2.1) – (2.7), so that it becomes linear in the matrix variable
W. To this end, we introduce the vector α as an auxiliary decision variable, with each entry
corresponding to one generator bus, and we reformulate the objective function minimizing (2.2) as:
X

(2.8)

αk

k∈G

To complete the reformulation of the objective function, we include the following constraints on
the auxiliary variable α:
"
c1k Tr{Yk W} − αk + c0k + c1k PDk
√
√
c2k Tr{Yk W} + c2k PDk

√

c2k Tr{Yk W} +

√

c2k PDk

−1

#
0

∀k ∈ G

(2.9)

In addition, we rewrite the apparent branch flow constraint (2.7):


2
−(Smax
linelm )


Tr{Ylm W}
Tr{Ȳlm W}

Tr{Ylm W}

Tr{Ȳlm W}

−1

0

0

−1



0

∀(l, m) ∈ L

(2.10)

The constraints in (2.9) and (2.10) are semidefinite constraints, and can also be reformulated as
second-order cone constraints. Finally, we reformulate the non-convex constraint (2.1):
W0

(2.11)

rank (W) = 1

(2.12)

The constraint in (2.11) enforces positive-semidefiniteness of the matrix W, and the rank of the
matrix W is forced to be equal to 1 in (2.12). The convex relaxation is achieved by removing
the non-convex rank constraint (2.12), relaxing the non-linear, non-convex AC-OPF to a convex
semidefinite program (SDP). This SDP minimizes the objective function in (2.8), subject to the
constraints in (2.3)–(2.6), (2.9), (2.10) and (2.11), with the matrix W of voltage products and the
auxiliary variable α as decision variables. The work in [17] provides a proof that if the rank of
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W obtained from the SDP relaxation is 1, with the voltage angle of the slack bus fixed to 0, then
the semidefinite relaxation is exact, i.e. the obtained objective value corresponds to the globally
optimal solution to the non-convex AC-OPF problem. If the slack bus constraint is not included, the
rank of W has to be at most 2 for the semidefinite relaxation to be exact, as one additional degree
of freedom is available. The corresponding rank-1 solution and optimal voltage vector V̄ can be
obtained following the procedure described in [42]. In addition, the work in [17] demonstrates
for several IEEE test instances that the semidefinite relaxation is exact (under the assumption of a
minimum non-zero resistance of 10−5 per unit for each branch), and the globally optimal solution
can be recovered.

2.2

Inexact convex relaxations of AC optimal power flow problems

As mentioned previously, convex relaxations of the AC-OPF problem including the semidefinite
relaxation have attracted substantial interest as it has been shown for several test cases that they
provably yield the global optimum to the original non-convex problem [17]. However, for the
majority of available test cases, convex relaxations are inexact, the obtained solutions are not
AC-feasible, and only a lower bound on the objective value is obtained. Previous research has
demonstrated that the optimality gap, i.e., 1 minus the ratio between the objective value of the
inexact relaxation and the best objective value reported by non-convex local solvers, is often less
than 1% for these instances [16] [40]. The optimality gap alone, however, does not provide any
information on the quality of the obtained decision variables. Obtaining solutions which are
AC-feasible, i.e., satisfy operational constraints, is essential for the use of convex relaxations in
operational tools. To this end, in [Pub. A], we provided an in-depth investigation of the quality of
the solutions obtained from inexact convex relaxations, and an assessment of the most promising
methods to recover AC-feasible solutions.
In the following, in Chapter 2.2.1, we present two novel metrics characterizing the distance of
solutions from inexact convex relaxations to AC-feasibility and local optimality and, in Chapter 2.2.2,
we review existing penalization methods to recover AC-feasible solutions. We summarize key
insights from comprehensive computational studies using the PGLib-OPF test case library [27].

2.2.1

Characterizing inexactness

While previous research has investigated theoretical conditions which guarantee either exactness
[43] [44] or inexactness [45] [46] of convex relaxations, these conditions often assume radial grid
structures and they do not hold for the majority of available meshed transmission grid test instances.
This motivates us to define two novel metrics to empirically characterize the distance of solutions
from inexact convex relaxations to AC-feasibility and local optimality.
Optimality gap
First, as reference, we provide the definition of the optimality gap as it is the predominant metric
in literature to assess convex relaxations:


relax
fcost
1 − local × 100%
fcost

(2.13)

relax
local
The term fcost
denotes the objective value of the convex relaxation, and fcost
the objective value of

the best locally optimal solution obtained with a non-convex solver. A small value of the optimality
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gap, e.g. less than 1%, does not necessarily imply that the distances of the decision variables
obtained from the inexact convex relaxation to an AC-feasible or a locally optimal solution are
small. For example, in case of an objective function that is very flat with respect to changes in the
decision variables, these distances could be substantial. An AC-feasible solution refers here to a
solution which satisfies the constraints of the non-convex AC-OPF problem, and a locally optimal
solution refers to a solution identified by a non-convex solver which satisfies the conditions for
local optimality to the non-convex AC-OPF problem. Note that the closest solution feasible to the
operational constraints might not correspond to the closest solution which is locally optimal to the
non-convex AC-OPF problem. To characterize both distances, we introduce two novel metrics:
The cumulative normalized constraint violation to specify the distance to AC-feasibility, and the
average normalized distance to a local solution to specify the distance to local optimality.
Cumulative normalized constraint violation
To specify the distance to AC-feasibility, we run an AC power flow with the generator active
power and voltage set-points fixed to the set-points obtained from the inexact convex relaxation
and evaluate the resulting violations of operational constraints. Each bus in the power system
is characterized through four state variables, namely active and reactive power injection, and
voltage magnitude and angle. Two out of these can be chosen independently and the other two
are implicitly defined through the non-linear AC power flow equations. As the convex relaxation
is inexact, the obtained state variables do not satisfy the AC power flow equations. We model
the generator buses as P V buses, i.e., specifying their active power and voltage set-points, and
solve an AC power flow to determine the remaining state variables satisfying the AC power
flow equations. Then, we assess the distance to AC-feasibility through the resulting violations
of operational constraints. As the convex relaxation is inexact, constraint violations must occur,
as otherwise the obtained solution to the convex relaxation would be AC-feasible, and hence
exact and globally optimal. As the first quantitative metric, we define the cumulative normalized
constraint violation xviol for each considered variable vector x with corresponding set X as the
sum of the non-negative constraint violations normalized by the constraint limits:

X max xAC-PF − xkmax , xkmin − xAC-PF , 0
k
k
xviol =
× 100%
xkmax − xkmin
k∈X

(2.14)

The term xAC-PF denotes the value of the state variables obtained by the solution of the AC
power flow. In our analysis, we consider the following variables PG , QG , V, θ, Sline , with the
apparent branch flow denoted with Sline , and the corresponding sets G, G, N , L, L, respectively. The
minimum and maximum operational limits for each state variable are xmin and xmax , respectively.
We use the maximum operator to account for non-negative constraint violations only. With this
metric, we consider the magnitude of the constraint violations as larger violations indicate a larger
distance to AC-feasibility. We normalize the constraint violations with respect to the corresponding
limits to allow for comparability between different types of violations. We chose to not normalize
by the number of buses or constraints, as only a very low percentage of constraints is usually
violated, as we demonstrate in [Pub. A].
Average normalized distance to a local solution
To specify the distance to local optimality, we first compute a locally optimal solution with a
non-convex local solver. As the second quantitative metric, we define the average normalized
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Figure 2.1: The correlation of the optimality gap with the cumulative normalized constraint
violation (left figure) and the average normalized distance to a local solution (right figure).
Adapted from [Pub. A].

distance to a local solution xdist for each considered variable vector x as the sum of the absolute
difference of the variables from the inexact convex relaxation and the locally optimal solution,
normalized by the constraint limits and the number of elements in each set:
opt

xdist

relax
1 X xk − xk
=
× 100%
|X |
xkmax − xkmin
k∈X

(2.15)

The term xrelax denotes the value of the state variable from the inexact convex relaxation and xopt
the value of the same variable from the locally optimal solution. As for the previous metric, in
our analysis, we consider the following variables PG , QG , V, θ, Sline , with the corresponding sets
G, G, N , L, L, respectively. Similar to the first metric, we normalize the distances with respect
to the corresponding variable limits to allow for comparability between different variable types.
Additionally, we chose to normalize the metric by the number of generators, buses and transmission
lines, respectively, to allow for fair comparison between different test cases.
Correlation with optimality gap
As part of a comprehensive computational study, we evaluate the optimality gap and both proposed
metrics for 96 different test cases from the PGLib-OPF networks in [27], ranging from 14 to 3120
buses, and using the semidefinite and QC relaxation. The detailed simulation setup and results
are provided in [Pub. A], and in the following we highlight the key insights. The Fig. 2.1 is
reproduced from [Pub. A] and shows the optimality gap with respect to the cumulative normalized
constraint violation (left figure) and the average normalized distance to a local solution (right
figure) for both the QC and SDP relaxations. For the first metric we consider the 84 test cases for
which the AC power flow converged, and for the second metric all 96 test cases. We analysed
the correlation between the optimality gap and the two newly proposed metrics using Pearson’s
and Spearman’s rank correlation coefficients [47]. In general, these correlation coefficients can
admit values between -1 and 1, with 0 indicating no correlation, and -1 and 1 indicating maximum
negative and positive correlation, respectively. The obtained correlation coefficients range between
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0.32 and 0.59, showing that the optimality gap is not strongly correlated with both metrics. More
importantly, even for cases that have an optimality gap of less than 1%, both the distances to
AC-feasibility and local optimality characterized by the newly proposed metrics can be substantial.
This implies that the optimality gap alone is not a representative metric for the quality of the
obtained solutions, and it is essential to analyse the distances to AC-feasibility and local optimality
for the reliable application of convex relaxations in operational tools.

2.2.2

AC-feasibility recovery

In case convex relaxations are inexact, the obtained solutions are not AC-feasible and do not satisfy
operational constraints. To recover AC-feasible solutions, two of the most promising directions are
to warm-start non-convex local solvers and to use penalization methods. We provide a detailed
investigation of the performance of warm-starting both interior-point and sequential quadratic
programming solvers with the solutions to inexact convex relaxations in [Pub. A], which we omit
for brevity. In the following, we focus on penalization methods for the semidefinite relaxation
which we will also use in Chapter 2.3.7.
Penalization methods
The semidefinite relaxation is exact, i.e., we provably obtain the global optimum to the non-convex
problem, if the rank of the matrix W describing the voltage products has a rank of 1. Conversely, if
the rank is larger than 1, the semidefinite relaxation is inexact and the obtained decision variables
are not AC-feasible. In literature, penalization terms have been added to the objective function
of the semidefinite relaxation to drive the solution towards a rank-1 solution [48] [49]. Note that
the penalized formulation is not a relaxation of the original problem. Nevertheless, it has been
shown that the obtained solutions can correspond to near-globally optimal solutions, i.e., the
obtained generation cost is close to the globally optimal generation cost of the inexact non-penalized
problem.
In the following, we focus on three penalty terms for the semidefinite relaxation. First, the nuclear
norm proposed by [50] is commonly used as a penalty term for the general rank-minimization
problem:
fpen = fcost + µTr{W}

(2.16)

We denote the penalty weight with µ, the term fcost corresponds to the original objective function
defined in (2.2), and fpen is the penalized objective function. Second, specific for the semidefinite
relaxation of the AC-OPF problem, the work in [48] proposes to penalize the sum of the reactive
generator outputs:
fpen = fcost + µ

X

Q Gk

(2.17)

k∈G

Third, the work in [49] introduces an apparent branch flow loss penalty to the objective function of
the semidefinite relaxation:
fpen = fcost + µ

X

|Slinelm − Slineml |

(2.18)

(l,m)∈L

The term |Slinelm − Slineml | represents the absolute apparent power loss on the line from bus l to
bus m. Both the works in [48] and [49] show that certain choices of penalty weights µ result in a
successful recovery of an AC-feasible and near-globally optimal solution for selected test instances.
However, a detailed analysis for a wide range of test cases and ranges of penalty weights is lacking
in literature, which we present in the following.
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Table 2.1: Performance of penalization methods for the semidefinite relaxation evaluated on
PGLib-OPF test cases up to 300 buses. Adapted from [Pub. A].
Penalty
term

Additional
rank-1 cases (%)

Range of
µmin (%)

Minimum
opt. gap (%)

Range of
µmax (%)

Maximum
opt. gap (%)

42.2
17.8
31.1

10−5 – 109
10−5 – 107
10−5 – 1010

0.0 – 24.0
0.0 – 24.0
0.0 – 27.3

108 – 1010
105 – 1010
105 – 1010

0.2 – 39.2
0.0 – 31.0
0.0 – 47.7

Q Gk
Tr{W}
|Slinelm − Slineml |

Results for PGLib-OPF test cases
In the following, we summarize key insights from [Pub. A] related to the performance of
penalization methods, using 45 PGLib-OPF test cases up to 300 buses. Out of these 45 test cases, the
semidefinite relaxation is exact for 22.2%, i.e., 10 test cases, and globally optimal and AC-feasible
solutions are obtained. In Table 2.1, for the three penalization terms, we list the share of additional
cases for which we can recover a rank-1 solution matrix, the range of the minimum penalty weights
µmin to obtain a rank-1 matrix and the corresponding minimum optimality gaps, and the range of
the maximum penalty weights µmax to obtain a rank-1 matrix and the corresponding maximum
optimality gaps. Note that we define the penalty weight in percent of the original objective function
value fcost of the semidefinite relaxation with no penalty term included.
In Table 2.1, the following observations can be made: First, the reactive power penalty is most
successful at recovering additional AC-feasible solutions, for 42.2% of the test instances. Second, the
range of the minimum penalty weight necessary to obtain rank-1 matrices for all three penalization
terms varies significantly from 10−5 up to 1010 %. Third, the maximum optimality gap can be
substantial and up to 47.7% of the objective value of the original non-penalized semidefinite
relaxation. Fourth, in 35.6% of the test cases, none of the three penalization terms successfully
recovers an AC-feasible solution. Overall, these findings highlight the difficulty of choosing
an appropriate penalty weight to recover an AC-feasible solution which at the same time is
near-globally optimal. In [Pub. A], we demonstrate how a fine-tuning of the penalty weights using
the newly proposed distance metrics can recover rank-1 solutions for additional cases.

2.3

Chance-constrained AC optimal power flow using convex relaxations

With careful consideration of the properties of convex relaxations, we turn our focus to convex
optimization methods for secure power system operation under uncertainty, summarizing our
methodology and key results from [Pub. B], [Pub. C] and [Pub. D].
We provide a brief literature review on methods for power system operation under uncertainty
in Chapter 2.3.1, and state the chance-constrained AC-OPF formulation in Chapter 2.3.2, using
the semidefinite relaxation. We formulate two tractable formulations using robust and Gaussian
uncertainty sets in Chapter 2.3.3. We outline how to extend the proposed framework to the N-1
security criterion in Chapter 2.3.4, and to interconnected AC and HVDC grids in Chapter 2.3.5. We
explain how our formulation utilizes the available controllability in Chapter 2.3.6. In Chapter 2.3.7,
we introduce penalization methods to recover rank-1 solution matrices, and in Chapter 2.3.8 we
comment on techniques to address scalablity. Finally, we provide key insights from three case
studies in Chapter 2.3.9.
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Literature review

The AC-OPF problem is in its standard form a deterministic optimization problem, and assumes
both that the system demand is known in advance and that the available generation is fully
controllable to meet the system demand and compensate for the active power losses. With the shift
from conventional to intermittent renewable generation and the increase of stochastic loads such
as electric vehicles, the AC-OPF problem has to be modeled as a stochastic optimization problem
to ensure secure power system operation.
To achieve tractability of the AC-OPF problem under uncertainty, a large body of research including
[22, 23, 51–53] utilize the linear DC-OPF approximation and methods from robust [22], scenariobased [51], and chance-constrained [23, 52, 53] optimization to model uncertainty. While the
resulting linear or second-order cone programs can be solved efficiently and reliably, the DC-OPF
approximation does not model voltage magnitudes, reactive power and active power losses, and
can exhibit substantial errors [13]. Furthermore, satisfaction of operational constraints related to
voltage magnitudes and reactive power cannot be enforced, and controllability associated with
these state variables cannot be utilized.
To overcome these shortcomings, approaches based on the full AC-OPF formulation such as
[24–26, 54–56] have been developed. The approaches in [24, 25] formulate a non-convex chanceconstrained AC-OPF problem, and propose a tractable solution algorithm by iteratively linearizing
the AC power flow equations. While the scalability of this approach has been demonstrated
for large-scale systems, it requires iteratively solving non-convex optimization problems and no
convergence guarantees can be obtained. The second-order cone relaxation has been utilized
in robust formulations of the AC-OPF problem under uncertainty [54, 55]. Using strengthened
SOC relaxations, the approach in [55] proposed a two-stage adaptive robust AC-OPF model.
The work in [26] proposes a tractable formulation of the chance-constrained AC-OPF problem,
using the semidefinite relaxation. However, the exactness of the relaxations in [26] has not been
investigated. More recently, a range of approaches leverage distributionally robust optimization to
model uncertainty, for both the linear DC-OPF approximation [57] and the non-linear AC-OPF
problem [56].
Related to modeling the AC-OPF problem under uncertainty, the contributions of this thesis
include two tractable convex formulations of a chance-constrained AC-OPF which allow to obtain
AC-feasible solutions with near-global optimality guarantees. To this end, we use the semidefinite
relaxation of [17] and piecewise affine approximations of the system state as a function of uncertainty
realizations. The first formulation makes no assumptions on the underlying distribution of the
forecast errors, and considers a robust uncertainty set, building on [26]. The second formulation
assumes Gaussian distributions of the forecast errors and analytically reformulates the scalar
chance constraints. We extend this framework to account for the N-1 security criterion and
interconnected AC and HVDC grids, utilizing the available controllability from wind farms and
HVDC converters. Most importantly, we evaluate the exactness of the semidefinite relaxation,
introduce a penalty term on active power losses and a systematic procedure to choose penalty
weights, obtaining AC-feasible and near-globally optimal solutions.

2.3.2

Accounting for uncertainty with chance constraints

In the following, we formulate the chance-constrained AC-OPF problem using the semidefinite
relaxation of [17], which was described in Chapter 2.1.2. Without loss of generality, we focus on
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uncertain wind generation. Other uncertain generators such as photo-voltaic units or stochastic
loads can be included using the same methodology. We introduce a number nW of wind farms,
with the set W denoting the set of buses with a wind farm connected. The active power injections
of the wind farms are modelled as:
PWk = PfWk + ζk

∀k ∈ W

(2.19)

The term PW denotes the wind infeed in real-time, PfW the forecasted wind infeed, and ζ the wind
forecast error. The latter corresponds to the stochastic variable. To account for the uncertainty in
the wind power injections, we formulate the chance-constrained AC-OPF using the semidefinite
relaxation as follows:
X

min
α,W0 ,W(ζ)

(2.20)

αk

k∈G

f
max
s.t. Pmin
Gk ≤ Tr{Yk W0 } + PDk − PWk ≤ PGk

∀k ∈ N

(2.4) − (2.6), (2.9), (2.10), and (2.11) for W = W0
n
f
max
P Pmin
∀k ∈ N
Gk ≤ Tr{Yk W(ζ)} + PDk − PWk − ζk ≤ PGk
o
(2.4) − (2.6), (2.10), and (2.11) for W = W(ζ) ≥ 1 − 

(2.21)
(2.22)

(2.23)

The decision variables are the forecasted system state, denoted with W0 , the system state as a
function of the forecast error realizations, denoted with W(ζ), and the auxiliary variable α. The
chance-constrained AC-OPF minimizes the generation cost of the forecasted system state. Note
that we reformulated the objective function using the auxiliary variable α to achieve a formulation
linear in W0 . We include the first set of constraints in (2.21)–(2.22) for the forecasted system state.
The second set of constraints in (2.23) accounts for the uncertainty using a joint chance constraint
with maximum allowable violation probability , i.e., all operational constraints have to be satisfied
with probability higher than the confidence interval 1 − . We chose to use a joint chance constraint
which ensures that all operational constraints are secure against the uncertainty for the defined
confidence interval. This formulation is desirable from the point of view of the system operator.
As the system state W(ζ) is a function of continuous uncertain forecast error realizations, the
optimization problem defined in (2.20) – (2.23) is infinite-dimensional and it is generally agreed
that this problem is intractable [26]. It is therefore necessary to define a suitable approximation of
W(ζ) to achieve tractable formulations of the chance constraints [58].

2.3.3

Tractable formulations of chance constraints

In [Pub. B] we propose two tractable formulations of the convex chance-constrained AC-OPF
problem in (2.20) – (2.23) using piecewise affine approximations of the system state as a function
of the forecast error realizations. For the first formulation, without any prior assumption on
the forecast error distributions, we enforce the chance constraints for a robust uncertainty set,
building on the work in [26]. For the second formulation, we assume Gaussian distributions of the
forecast errors, and achieve an analytical reformulation of the linear chance constraints. In the
following, we outline the key steps required for both formulations. For the detailed mathematical
formulations, we refer the reader to [Pub. B].
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Figure 2.2: Illustration of the tractable formulation of the chance constraints for the robust
uncertainty set (a) and the Gaussian uncertainty set (b). To achieve tractability, we introduce a
piecewise affine approximation between the forecasted system state denoted with a diamond and
the operating points denoted with circles. Adapted from [Pub. B].

Robust uncertainty set
The first approach determines the bounds on the forecast errors using a scenario-based approach
from [59] without making any assumptions on the underlying distribution of the forecast errors.
Assuming an appropriately selected confidence parameter β, we can define the robust uncertainty
set which with probability 1 − β contains 1 −  of the probability mass by drawing at least the
following number of scenarios Ns :
Ns ≥

1 e
e−1



1
log + 2nW − 1
β

(2.24)

We denote with e Euler’s number. The minimum and maximum bounds on the forecast error ζ min
and ζ max correspond to the minimum and maximum over the Ns samples. In other words, the
robust uncertainty set corresponds to the smallest box uncertainty set enclosing all Ns scenarios.
Based on the obtained robust uncertainty set, we approximate the system state W(ζ) using a
piecewise affine interpolation between the forecasted system state and the system states with
forecast error realizations corresponding to the vertices of the uncertainty set. Compared to a
linearization around the operating point, this approximation allows us to model large power
deviations more accurately. This concept is illustrated for a two-dimensional uncertainty set
in Fig. 2.2 (a). Compared to the affine policy in [26] which linearizes between the vertices, our
piecewise affine approximation includes a system matrix W0 for the forecasted system state as well.
The exactness of the relaxation for this system state is of particular importance as the generation
cost of the forecasted system state is minimized in the objective function. As we will show in
Chapter 2.3.6, the piecewise affine approximation of the system state allows us to define suitable
corrective control policies to react to realizations of forecast errors. This approximation requires
us to introduce one matrix Wv for each vertex v ∈ V of the uncertainty set; we denote the set of
vertices with V. Using this approximation renders the joint chance constraint in (2.23) linear for the
operational constraints defined in (2.3)–(2.6), and semidefinite for the constraints defined in (2.10)
and (2.11). To achieve tractability of the chance constraints, we rely on a theorem from robust
optimization in [59] which states that if constraints are linear, monotone or convex with respect to
the stochastic variables, then these will take the maximum values at the vertices of the uncertainty
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set. Therefore, it is sufficient to enforce the joint chance constraint in (2.23) at the vertices of the
uncertainty set, introducing one set of operational constraints for each vertex. The full formulation
in [Pub. B] of the resulting semidefinite program minimizes the generation cost for the forecasted
system state subject to the operational constraints for the forecasted system state and each vertex
of the uncertainty set, and includes coupling constraints, which are detailed in Chapter 2.3.6.
Gaussian uncertainty set
In our second approach, we assume a Gaussian distribution of the forecast errors described by a
mean and covariance matrix. The corresponding uncertainty set for a defined confidence interval
is an ellipsoid. We approximate the system state W(ζ) using a piecewise affine interpolation
between the forecasted system state and the operating points corresponding to the end-points of the
ellipsoid axes. This is illustrated for a two-dimensional uncertainty set in Fig. 2.2 (b). To achieve a
tractable formulation of the joint chance constraint, we first approximate the joint chance constraint
with individual chance constraints using the same maximum allowable violation probability. This
enforces for each constraint in (2.23) individually a maximum allowable violation probability of .
Then, the individual chance constraints can be classified as linear chance constraints corresponding
to the operation constraints defined in (2.3) - (2.6), and as semidefinite chance constraints for (2.10)
and (2.11). The individual linear chance constraints can be analytically reformulated as secondorder cone constraints [60]. For the semidefinite chance constraints no analytical reformulation
is known [60], and we instead safely approximate them by enforcing them deterministically for
the operating points that correspond to the end-points of the ellipsoid axes. This results to the
semidefinite constraints being satisfied for the smallest box enclosing the ellipsoid as illustrated
with dotted lines in Fig. 2.2 (b). The full formulation of the resulting semidefinite program is
provided in [Pub. B].
In the remainder of this chapter, the main focus is placed on the first tractable formulation of the
chance constraints based on the robust uncertainty set. This formulation has been introduced in
[Pub. B], and is extended to N-1 security in [Pub. C] and to interconnected AC and HVDC grids in
[Pub. D].

2.3.4

N-1 security

The N-1 security criterion is a central paradigm in power system operation, and stipulates that
the outage of any single component should not lead to violations of operational constraints.
While a range of AC-OPF formulations considering the N-1 security criterion have been proposed
(refer to [35] and [61] for a comprehensive review), approaches which consider both the N-1
security criterion and uncertainty have so far been mainly limited to the DC-OPF approximation
[52, 53, 62]. In [Pub. C], we extend the tractable chance-constrained AC-OPF formulation for the
robust uncertainty set to account for the N-1 security criterion. To this end, we consider a number
of nc single line outages with the corresponding line indices defined in the set C. Then, in the
semidefinite relaxation of the AC-OPF stated in Chapter 2.1.2, we account for the N-1 security
criterion by introducing a matrix Wc for each contingency c ∈ C. These matrices Wc describe the
system state for the outaged system states. We use the matrix W0 to describe the intact system
state, i.e., no outages have occurred. To link the intact to the outaged system states, we assume
preventive control of generators, i.e., both active power and generator voltage set-points remain
fixed in case an outage occurs. This assumes that the system operator does not have sufficient time
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available to adjust the set-points. A-priori defined corrective control policies in case outages occur
could be considered in future extensions of our framework.
Turning to uncertainty, to achieve tractability of the N-1 security and chance-constrained AC-OPF
formulation using the semidefinite relaxation, we rely on the tractable formulation for the robust
uncertainty set outlined in Chapter 2.3.3. As a result, we enforce the chance constraints for each
vertex of the robust uncertainty set for the intact and each outaged system state, denoted with
the system matrix Wvc , for each contingency c ∈ C, and each vertex v ∈ V. A penalty term on
active power losses, and an iterative systematic procedure to choose penalty weights allows us to
obtain AC-feasible and near-globally optimal solutions. We will detail this penalization method
in Chapter 2.3.7. As the number of required Wvc matrices grows linearly with the number of
outages nc , and exponentially with the number of wind farms nW , we propose an iterative solution
algorithm to identify binding vertex and outage combinations in Chapter 2.3.8.

2.3.5

Interconnected AC and HVDC grids

As a further extension of the proposed framework, we consider the operation of interconnected
AC and HVDC grids under uncertainty in [Pub. D]. Several previous works [63, 64] have modeled
interconnected AC and HVDC grids in the AC-OPF problem, and second-order cone [65] and
semidefinite relaxations [66] of the resulting non-convex optimization problem have been proposed.
As for the case of the N-1 security criterion, most of the existing approaches in literature which
additionally consider uncertainty utilize the DC-OPF approximation [67, 68]. This has two
main disadvantages: First, the DC-OPF approximation does not model reactive power, voltage
magnitudes and power losses, and can lead to substantial errors [13]. Second, as reactive power is
not modelled, the control capabilities of HVDC converters cannot be fully utilized. The work in
[69] proposes an AC-OPF formulation for the operation of interconnected AC and HVDC grids
under uncertainty. However, it is assumed that any power mismatch resulting from forecast error
realization is balanced locally at each bus, which could lead to large amounts of curtailment in
practice, e.g. for large-scale offshore wind farms. In [Pub. D], we build on the formulation of the
semidefinite relaxation for AC-DC grids in [66], and to account for uncertainty use a joint chance
constraint including the operational constraints of the AC and DC grids, and the HVDC converters.
We include a quadratic loss model for the converter active power loss, and model the AC and
DC grids with individual matrices W which are coupled through the HVDC converter power
balance. Then, assuming a robust uncertainty set and a piecewise affine approximation similar
to Chapter 2.3.3, we achieve a tractable formulation of the joint chance constraint by enforcing it
for the vertices of the uncertainty set. Penalization methods allow us to obtain AC-feasible and
near-globally optimal solutions. We address the scalability by introducing Benders decomposition
which we will discuss in Chapter 2.3.8, and utilize both the active and reactive power control
capabilities of HVDC converters which we will discuss in the following Chapter 2.3.6.

2.3.6

Controllability

One main benefit of relying on the full AC-OPF formulation instead of the linear DC-OPF
approximation is that system operators can utilize the full available controllability. To this end,
we introduce corrective control policies for conventional generators, wind farms and HVDC
converters.
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During steady-state power system operation, the active power generation always has to compensate
the system demand and the active power losses. If an imbalance occurs, e.g., due to forecast errors
of renewable generation, designated controllable generators in the grid will adjust their power
output accordingly to restore the power balance. The share of power mismatch compensated by
each generator is defined as the participation factor and denoted with dGk for each generator k ∈ G.
P
The sum of the participation factors has to add up to 1, i.e., k∈G dGk = 1, to fully compensate the
active power mismatch introduced by forecast error realizations.
Focusing on the chance-constrained AC-OPF formulation for the robust uncertainty set of Chapter 2.3.3, we include the generator response by coupling the generator active power dispatch of the
forecasted system state with each vertex of the uncertainty set according to its participation factor.
To this end, we introduce the following coupling constraints:
Tr{Yk Wv } − Tr{Yk W0 } = ∆PW,v dGk (1 + γv ) ∀k ∈ G
{z
}
|

∀v ∈ V

(2.25)

PGk ,v −PGk ,0

The terms PG,0 and PG,v denote the active power dispatch of the generators for the forecasted
system state and the system state corresponding to the vertex v of the uncertainty set, respectively.
The term ∆PW,v is the summation of all forecast error realizations ζ for each vertex, i.e., the total
amount of power mismatch to be compensated, and the term γv is a slack variable for each vertex.
The slack variable is required as the change in system losses between forecasted system state and
each vertex is non-linear. This change needs to be compensated by the generators according to their
participation factors. As we will show in the subsequent Chapter 2.3.7, in case the semidefinite
relaxation is inexact, including a penalty term in the objective function minimizing γv allows us to
obtain rank-1 solution matrices W.
Besides the response of generators to account for the active power mismatches that occur, the
proposed framework allows us to include a range of corrective control policies to react to different
realizations of forecast errors. First, we adjust voltage set-points of generators as a function of the
forecast errors. Second, we model the reactive power capabilities of wind farms specified in Grid
Codes [70]. To this end, we include in the AC-OPF formulation a reactive power set-point for each
of the wind farms. Finally, we model HVDC converters as being able to control their active and
reactive power independently, and define control policies which allow to adjust both their active
and reactive power set-points to react to forecast error realizations, e.g. by relieving congestion
in the power grid. All of these four corrective control policies take the form of piecewise affine
policies, resembling the piecewise affine approximation of the system state. More specifically, we
allow the set-points to be determined independently for the forecasted system state and each of
the vertices, taking operational constraints into account. Then, we can compute the set-points for
a particular forecast error realization as a piecewise affine interpolation between the forecasted
system state and the corresponding closest vertices.

2.3.7

Penalization methods to ensure AC-feasibility

Investigating the exactness of AC-OPF formulations using convex relaxations is essential, as
inexact relaxations can exhibit substantial distances to both AC-feasibility and local optimality
as demonstrated in Chapter 2.2.1. While the previous work using the semidefinite relaxation for
AC-OPF under uncertainty in [26] did not investigate the exactness of the semidefinite relaxation,
in our case studies in [Pub. B], [Pub. C] and [Pub. D] we show empirically that the proposed
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chance-constrained AC-OPF formulations in Chapter 2.3.3 do not obtain rank-1 solution matrices,
and, as a result, the semidefinite relaxations are inexact.
To recover rank-1 solution matrices, we introduce in [Pub. B] a penalty term in the objective
function in (2.20) related to the change in active power losses:
fpen =

X

αk + µ

X

γv

(2.26)

v∈V

k∈G

We demonstrate in [Pub. B] that this active power loss penalty term with suitably chosen penalty
weight µ allows us to obtain AC-feasible and near-globally optimal solutions. As a reminder, as
shown in Fig. 1.3, the near-global optimality guarantees are defined with respect to a non-convex
AC-OPF formulation using the piecewise affine approximation to parametrize the solution space.
In [Pub. C], as outlined in Chapter 2.3.4, we take both N-1 security and uncertainty into account,
and this requires to introduce one system matrix Wvc for each contingency c ∈ C and vertex v ∈ V
of the uncertainty set. Consequently, we also include a slack term γvc for each contingency c ∈ C
and vertex v ∈ V, and the penalized objective function can be written in this case as:
fpen =

X

αk + µ

XX

γvc

(2.27)

c∈C v∈V

k∈G

As identifying one suitable penalty weights in (2.27) and (2.26) to obtain rank-1 solution matrices
can be challenging, we assign one individual penalty term to each of the slack variables instead,
replacing the scalar penalty term µ with a vector µ of penalty weights:
fpen =

X

αk +

k∈G

XX

µcv γvc

(2.28)

c∈C v∈V

This allows us to introduce the following systematic procedure to identify suitable penalty weights.
First, we solve the chance-constrained AC-OPF problem with all penalty weights µcv set to zero.
Then, if we do not obtain rank-1 W solutions for all vertex and outage combinations, we increase
the penalty weight by a defined step size ∆µ only for the vertex and outage combinations for
which we do not obtain rank-1 W solutions. We solve the penalized chance-constrained AC-OPF
problem and repeat this procedure until all obtained W matrices are rank-1.
As an alternative to the active power loss penalization in (2.26), in [Pub. D], we show that a
penalization term minimizing the reactive power generation can also obtain rank-1 solution
matrices. The penalty term can be formulated as follows:
fpen =

X
k∈G

αk +

X
v∈V

µv

X

QGk ,v

(2.29)

k∈G

The term QGk ,v denotes the reactive power set-point of the generator at bus k ∈ G for the operating
point corresponding to the vertex v ∈ V of the robust uncertainty set. As we demonstrate in
[Pub. D] and in the case study in Chapter 2.3.9, the penalization term based on active power losses
is able to obtain tighter near-global optimality guarantees and requires fewer iterations to recover
rank-1 solution matrices, compared to the penalty term based on reactive power.

2.3.8

Addressing scalability

The semidefinite relaxation of the AC-OPF problem in its deterministic form with one system matrix
W, i.e., without considering uncertainty, is shown to be tractable for systems with thousands of
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buses [71]. To achieve tractable formulations considering uncertainty, as we show in Chapter 2.3.3,
it is necessary to introduce one additional system matrix W for each vertex of the robust uncertainty
set, or one additional system matrix W for each end-point of the ellipsoid axes of the Gaussian
uncertainty set. As a result, the problem complexity both in terms of number of variables and
number of constraints grows exponentially or linearly with the number of wind farms for the
robust or Gaussian uncertainty set, respectively. Including possible outaged system states to
account for the N-1 security criterion or modeling several interconnected AC and HVDC grids
increases the complexity further, necessitating to address scalability. To this end, we introduce
three techniques. First, we use a chordal decomposition to reduce the computational complexity of
semidefinite constraints. Second, we iteratively identify binding constraints, and finally, we use
Benders decomposition.
Chordal decomposition
The main computational complexity of the semidefinite relaxation relates to the size of the semidefinite constraint for the system matrix W in (2.11). The work in [72] proposes to exploit the sparsity
underlying the power network to decompose this semidefinite constraint into smaller equivalent
semidefinite constraints. This is achieved by first computing a maximum clique decomposition of
a chordal extension of the power network graph. Then, by enforcing the semidefinite constraint
in (2.11) only for each clique, the positive semidefinite matrix completion theorem allows to
complete the remaining unspecified entries of the matrix W to a positive semidefinite matrix [72].
In our chance-constrained formulation, we utilize this chordal decomposition for the semidefinite
constraints for each W matrix , including for the system matrices describing HVDC grids. The
resulting reduction of the number of considered W matrix entries allows to significantly accelerate
semidefinite programming solvers [42].
Iteratively identifying binding constraints
To ensure N-1 security in our chance-constrained formulation, as outlined in Chapter 2.3.4, we
introduce one system matrix W for each outaged system state and for each vertex of the robust
uncertainty set. As a result, the problem complexity can grow significantly. On the other hand,
we observed that in practice only a small subset of these outage and vertex combinations are
binding, i.e., only few of these outage and vertex combinations require changes to the dispatch of
the forecasted system state to be secure against all outage and vertex combinations. Based on these
insights, in [Pub. C], we propose an iterative solution algorithm to identify binding vertex and
outage combinations. As first step, we solve the OPF formulation without considering uncertainty
and security. Then, as second step, for each vertex and outage combination, we run an AC power
flow with the set-points obtained from the OPF solution and check if constraints are violated. If no
constraints are violated, we terminate the algorithm, otherwise we continue. As third step of the
algorithm, we filter the vertex and outage combinations based on a contingency filtering method
in [73]. This includes identifying the vertex and outage combinations for which the resulting
constraint violation magnitudes dominate all other combinations. As the fourth step, we include
the system matrices and constraints for the dominant combinations in the OPF formulation, and
re-solve the OPF problem. Then, we return to the second step and repeat this procedure until the
obtained set-points of control variables ensure constraint satisfaction for all outage and vertex
combinations. In [Pub. C], we present a detailed case study using the IEEE 118 bus test case with
11 line outages and 3 wind farms, and show that the proposed iterative solution algorithm allows
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us to reduce the number of considered vertex and outage combinations to less than 10% of the
original full formulation.
Benders decomposition
As an alternative method to address scalability, we introduce Benders decomposition in [Pub. D]
for the chance-constrained AC-OPF formulation considering interconnected AC and HVDC grids
and a robust uncertainty set. The complicating variable is the active generation dispatch of the
forecasted system state PG,0 , which couples the forecasted system state with the system state for
each vertex of the uncertainty set. This coupling is enforced through the equality constraint in
(2.25). If PG,0 is assumed to be fixed, then the OPF formulation decomposes in one sub-problem
for each vertex and a master problem for the forecasted system state. Benders decomposition can
then be applied as follows: We formulate the master problem including the system constraints
for the forecasted system state, an auxiliary variable in the objective function and corresponding
optimality cuts, and feasibility cuts. The auxiliary variable in the objective function is necessary
due to the penalized objective function in (2.26). For each vertex with a non-zero penalty weight,
we solve an optimality sub-problem, and if feasible, we add an optimality cut to the master
problem based on the obtained Lagrangian multipliers. For the remaining vertices which are either
infeasible or have a zero penalty weight, we solve feasibility sub-problems allowing for curtailment.
The Benders decomposition algorithm converges if both the value of the auxiliary variable reaches
the sum of the objective value of the sub-problems and the feasibility sub-problems do not require
curtailment. The full mathematical formulation can be found in [Pub. D].
The benefits of using Benders decomposition are the following. First, the master and each of the subproblems have similar computational complexity as the original deterministic AC-OPF problem.
Assuming that each of the sub-problems can be solved in parallel, a substantial computational
speed-up can be achieved allowing to consider a larger number of uncertain variables while
maintaining computational tractability. Second, as our original problem is convex, Benders
decomposition is theoretically guaranteed to converge. In [Pub. D], we demonstrate the successful
convergence of Benders decomposition for a 241-bus AC-DC system, solving on average the master
and each of the sub-problems in less than 1 second, and converging after 41 iterations.

2.3.9

Case studies

In the following, we present three selected case studies to illustrate our methodology for AC-OPF
problems under uncertainty. The first case study demonstrates that the systematic procedure to
choose penalty weights allows us to obtain rank-1 solution matrices with near-global optimality
guarantees. The second case study compares the proposed active power loss penalty term with a
reactive power penalty term from literature and finds that the active power loss penalty term allows
to obtain tighter near-global optimality guarantees and requires fewer iterations to identify rank-1
solution matrices. Finally, the third case study compares the proposed chance-constrained AC-OPF
formulations based on robust and Gaussian uncertainty sets to two existing approaches [22, 24] in
literature, using realistic wind forecast data. For the sake of brevity, for the three following case
studies, we omit most of the specific details regarding the simulation setup and the evaluation
methodology, and focus instead on the key insights. For the full details refer to the corresponding
publications.
In all three case studies, to identify whether we obtain rank-2 W solution matrices, as we did not
include the slack bus angle constraint in the OPF formulation, we compute the ratio of the second
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Figure 2.3: The upper figure shows the eigenvalue ratio ρ of the system matrices W as a function
of the number of iterations of the systematic procedure to choose penalty weights. In the middle
figure we show the corresponding generation cost increase and the penalty term, and in the lower
figure we show the maximum constraint violation. Adapted from [Pub. D].

to the third eigenvalue of the W matrices, denoted with ρ. We select the value of 105 as minimum
threshold for the matrix to be rank-2, taking into account the numerical precision limitations of
SDP solvers. The corresponding rank-1 solution can be recovered following the procedure in
[42]. Note that in the following we only refer to the final obtained rank-1 solutions. To specify
the near-global optimality guarantees obtained from the penalized semidefinite relaxations, we
follow [48]. We define this guarantee as the ratio between the generation cost of the non-penalized
pen

base
relaxation fcost
with respect to the generation cost of the penalized relaxation fcost for which the

selected penalty weights allow to obtain rank-1 solution matrices, i.e.,

base
fcost
pen
fcost

× 100%.

Identifying rank-1 solution matrices
In the first case study, we demonstrate the systematic procedure to choose penalty weights to
obtain rank-1 solution matrices from Chapter 2.3.7. In [Pub. D], we consider a test case with two
IEEE 24 bus systems that are interconnected with a 5 bus multi-terminal HVDC grid and two
onshore and one offshore wind farms. We consider a robust uncertainty set, and as a result, the
chance-constrained AC-OPF formulation includes the forecasted system state W0 and the system
states corresponding to the 8 vertices of the uncertainty set W1−8 . For the full details please
refer to [Pub. D]. In Fig. 2.3, for an illustrative uncertainty set, we show the eigenvalue ratios
of the system matrices W, the generation cost, the penalty term and the maximum constraint
violations as a function of the number of iterations of the systematic procedure to choose penalty
weights. First, we can observe that the non-penalized AC-OPF formulation does not allow to
obtain rank-1 solution matrices for all vertices of the uncertainty set, i.e., the relaxation is inexact.
As a result, if the obtained set-points are applied to the system by running AC power flows, we
can observe that the maximum constraint violation, normalized by the corresponding minimum
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Figure 2.4: Comparison of the active power loss and reactive power penalty term. Adapted from
[Pub. D].

and maximum constraint limits, can be substantial, up to 17%. After 20 iterations, the penalized
AC-OPF formulation obtains rank-1 solution matrices, all eigenvalue ratios ρ are larger than 105 ,
and no constraint violations occur. In addition, the obtained solution is near-globally optimal as
the increase in generation cost amounts only to 0.4%, i.e., the near-global optimality guarantee
evaluates to 99.6%, compared to the objective value of the convex non-penalized AC-OPF problem.
In this test case only, we extend the number of iterations to 40 to further investigate the relationship
between eigenvalue ratio and penalty weights. For this purpose, once we reach the defined
minimum eigenvalue ratio of 105 , we double it. We can observe that until up to 34 iterations we
obtain rank-1 solution matrices for the forecasted system state and all vertices, and afterwards, the
solution matrix W0 does not admit a rank-1 solution.
Comparison of penalization methods
In the second case study, we compare the penalty term based on minimizing active power losses in
(2.28) with the penalty term based on minimizing reactive power generation in (2.29). For both
penalty terms, we use the systematic procedure explained in Chapter 2.3.7 to choose the penalty
weights to recover rank-1 solution matrices. We rely on the same test case as in the previous case
study, i.e., two IEEE 24 bus systems interconnected with a 5 bus HVDC grid and 3 wind farms,
and we use one hourly time step of realistic wind forecast data to construct the robust uncertainty
set. In Fig. 2.4 from [Pub. D], we compare the active power losses Plosses , the reactive power
generation, the generation cost increase ∆fcost , and the penalty term magnitude as a function
of the iterations of the systematic procedure to choose penalty weights. We show the iterations
for each penalty term until the procedure identifies solution matrices W that have a rank of 1.
All quantities are normalized in percent by the corresponding values of the forecasted system
state for the non-penalized AC-OPF problem and the active power losses and the reactive power
generation are averaged over all vertices of the uncertainty set. We can make several observations:
First, both penalty terms decrease the active power losses and the reactive power generation as the
corresponding penalty weights are increased. However, the penalty term magnitude necessary to
recover rank-1 solution matrices related to reactive power generation is two orders of magnitude
larger than for the penalty term related to active power losses. Second, the active power loss
penalty requires fewer iterations to recover rank-1 solution matrices. As a result, the obtained
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Figure 2.5: Realistic wind forecast data and robust bounds on the forecast errors are shown in (a)
and the robust and Gaussian uncertainty set based on the sampled scenarios are shown for the
fourth time step in (b). Adapted from [Pub. B].

near-global optimality guarantee for the active power loss penalty amounts to 99.5% and the
generation cost increases by 0.5% compared to the non-penalized formulation. This guarantee
is substantially tighter than the guarantee of 92.2% for the reactive power penalty, where the
generation cost increases by 8.5% compared to the non-penalized formulation. These findings are
confirmed for the remaining time steps considered in the case study in [Pub. D], indicating the
effectiveness of the active power loss penalty at recovering near-globally optimal solutions.
Comparison with existing approaches
In the third case study from [Pub. B], we compare both of the proposed tractable formulations
in Chapter 2.3.3 using the robust and Gaussian uncertainty sets with two existing approaches
considering uncertainty from literature, and with the deterministic formulation of the semidefinite
relaxation of the AC-OPF. The first existing approach from [22] utilizes the DC-OPF approximation
and considers a robust uncertainty set. The second existing approach from [24] considers the
non-convex chance-constrained AC-OPF formulation, and iteratively linearizes the system state
to achieve a tractable formulation assuming a Gaussian uncertainty set. For the comparison, we
rely on an IEEE 118 bus test case with two wind farms, and use realistic wind forecast data for 5
illustrative hourly time steps. The wind forecast data and corresponding bounds for the robust
uncertainty set are shown in Fig. 2.5. The total rated wind power corresponds to 24.1% of the total
system demand. In addition, for the fourth hour we show how we obtain the Gaussian and robust
uncertainty set based on the forecast samples. We draw a number Ns = 314 samples for each of
the 5 hourly time steps according to (2.24), and fit a Gaussian distribution to the drawn samples to
define the corresponding mean and covariance. This test cases considers the active power in (2.6)
for limiting the transmission line capacities. The full details for the simulation setup are provided
in [Pub. B].
For the comparison, we focus on two metrics: First, the cost of uncertainty is defined as the
difference between the generation cost of each of the approaches considering uncertainty with the
cost of the deterministic semidefinite relaxation, normalized by the latter and expressed in percent.
Second, we calculate the violation probability of the chance constraints, grouped by constraint
types, by using a Monte Carlo Analysis with 10’000 samples drawn from the realistic wind forecast
data. We select a maximum allowable chance constraint violation probability of  = 5% for all
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Table 2.2: Comparison of the cost of uncertainty. Adapted from [Pub. B].
Time step (h)

1

2

3

4

5

0.774

0.740

0.755

0.921

1.562

-2.782

-2.826

-2.824

-2.673

-2.165

AC-OPF with SDP relaxation (Gaussian) (%)

0.515

0.461

0.467

0.489

0.512

Iterative non-convex AC-OPF (Gaussian) [24] (%)

0.519

0.465

0.473

0.494

0.516

AC-OPF with SDP relaxation (Robust) (%)
DC-OPF (Robust) [22] (%)

Table 2.3: Empirical violation probabilities of the joint chance constraints on bus voltage, active
branch flow and active generator power. Adapted from [Pub. B]. Insecure instances are marked in
bold.
Time step (h)

1

2

3

4

5

0.0

0.1

0.2

1.0

4.3

100.0

100.0

100.0

100.0

100.0

AC-OPF with SDP relaxation (Robust) (%)

0.0

0.0

0.0

0.0

0.0

AC-OPF with SDP relaxation (Gaussian) (%)

0.7

1.9

4.3

7.2

7.6

Iterative non-convex AC-OPF (Gaussian) [24] (%)

0.0

0.0

0.0

0.0

0.0

AC-OPF with SDP relaxation (Without uncertainty) (%)

17.7

18.8

14.9

32.5

46.5

DC-OPF (Robust) [22] (%)

0.0

0.0

0.0

2.8

0.0

AC-OPF with SDP relaxation (Robust)

0.0

0.0

0.0

0.0

0.0

AC-OPF with SDP relaxation (Gaussian) (%)

4.6

3.7

0.9

2.6

5.8

Iterative non-convex AC-OPF (Gaussian) [24](%)

1.6

2.0

3.6

4.2

5.3

AC-OPF with SDP relaxation (Without uncertainty) (%)

46.4

48.8

45.9

45.5

40.9

DC-OPF (Robust) [22] (%)

34.3

38.6

30.1

14.5

2.0

AC-OPF with SDP relaxation (Robust)

0.0

0.0

0.0

0.0

0.0

AC-OPF with SDP relaxation (Gaussian) (%)

0.0

0.2

0.4

2.3

0.7

Iterative non-convex AC-OPF (Gaussian) [24] (%)

2.9

4.1

3.0

3.3

5.7

Bus voltage magnitudes
AC-OPF with SDP relaxation (Without uncertainty) (%)
DC-OPF (Robust) [22] (%)

Active power line limit

Active generator limit
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approaches considering uncertainty.
Table 2.2 compares the generation cost for the four approaches. The approach in [22] amounts
to a negative cost of uncertainty, as the DC-OPF approximation does not consider active power
losses. Both the approach from literature [24] and our approach assuming a Gaussian distribution
of the forecast errors have a lower cost of uncertainty compared to our proposed approach using a
robust uncertainty set. As we did not make any assumption on the distribution of the forecast
errors, the resulting robust uncertainty set is larger than the Gaussian uncertainty set, as shown in
Fig. 2.5, translating to a higher generation cost increase to secure the system against the specified
uncertainty.
Using Monte Carlo simulations with 10’000 scenarios, the empirical violation probability of the
chance constraints are shown in Table 2.3 for the five considered time steps. Note that we list
the empirical joint chance constraint violation probability grouped according to the constraints
on bus voltages, active branch flows and active generator power. We can make the following
observations: The deterministic formulation of the semidefinite relaxation leads to significant
violations of the operational constraints for all considered time steps, highlighting the need to
account for uncertainty to ensure secure system operation in the presence of intermittent renewable
generation. The DC-OPF approximation considering uncertainty leads to significant violations
of the constraints related to the voltage magnitudes and the active generator limits. This can
be attributed to the properties of the DC-OPF approximation which does not model voltage
magnitudes and active power losses. For both approaches using the Gaussian uncertainty set, we
can observe that for some of the time steps the chance constraint violation limit of 5% is violated. As
we demonstrate in [Pub. B], this is due to the mismatch between the true distribution underlying
the realistic wind forecast data and the assumed Gaussian distribution. We show that when we
sample 10’000 scenarios from the assumed Gaussian distribution, then both approaches comply
with the limit of 5%. As we will explain in Chapter 2.4, distributionally robust optimization
techniques could take other underlying distributions into account. Finally, our proposed approach
using the robust uncertainty set achieves compliance with the joint chance constraint limit of 5%
for all time steps, and we observe nearly zero constraint violations for this approach. Furthermore,
using a penalty weight µ of 100 p.u. in (2.26), with both of our proposed formulations we achieve
tight near-global optimal guarantees of 99.99% for all five considered time steps.

2.4

Future perspectives

Based on the gained insights related to convex optimization for secure power system operation,
we formulate two possible directions for future research.
First, as we demonstrated in the third case study in Chapter 2.3.9 from [Pub. B], the proposed
chance-constrained AC-OPF formulation considering a robust uncertainty set achieves compliance
with the maximum allowable joint chance constraint violation probability of 5%, albeit nearly
zero constraint violations occur using Monte Carlo simulations with 10’000 scenarios. At the
same time, the cost increase due to accounting for uncertainty is larger than for the proposed
chance-constrained AC-OPF formulation assuming a Gaussian distribution of forecast errors.
The latter approach can, however, lead to empirical chance constraint violations higher than the
specified maximum allowable limit, as the true forecast error distribution is not fully captured by a
Gaussian distribution, and we approximated the joint chance constraint with individual chance
constraints. To calibrate the trade-off between conservativeness and cost, distributionally robust
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optimization (DRO) has emerged as a powerful tool [74]. Developing a tractable formulation of
the semidefinite chance-constrained AC-OPF formulation using DRO would allow to more closely
match the target maximum allowable violation probability while reducing the generation cost,
compared to the formulation considering a robust uncertainty set.
Second, for operational tools, the feasibility of the obtained solutions from convex relaxations
with respect to the power system constraints is a requirement to ensure system security. As we
have shown in Chapter 2.2.1, the distance of obtained solutions from inexact convex relaxations to
solutions feasible to the operational constraints can be substantial. Penalization methods such as
the active loss power penalty with the systematic procedure to choose suitable penalty weights can
recover AC-feasible solutions. While we have shown in Chapter 2.3.9 that this procedure allows to
obtain AC-feasible solutions with tight near-global optimality guarantees, the proposed heuristic
method is not guaranteed to identify AC-feasible solutions. Recent advances have been made
towards iterative penalized convex relaxations with guarantees to recover AC-feasible solutions
[75]. Including these in the proposed framework would present an important step towards its
application as an operational tool for secure power system operation.

CHAPTER

3

Removing Barriers for Machine
Learning in Power Systems
In Chapter 3.1, we start with a brief introduction to neural networks and machine learning
applications in power systems. We continue with our methodology to remove barriers for machine
learning in power systems. To this end, in Chapter 3.2, we propose algorithms to efficiently create
balanced datasets with a detailed security boundary description, and, in Chapter 3.3, we introduce
a framework to obtain formal guarantees for security classifiers and for neural networks predicting
solutions to DC-OPF problems. Finally, in Chapter 3.4, we discuss the next steps required for the
real-world application of machine learning in power systems.

3.1

Machine learning fundamentals

In Chapter 3.1.1, we give a short introduction to neural network architectures and training
procedures. Throughout this chapter, we focus on neural networks as it has been shown that
they are universal approximators, i.e., they can in theory learn any function [76]. In recent years,
through the advances made in deep learning, neural networks have demonstrated remarkable
performance in a wide range of areas such as game-play, image recognition and natural language
processing [8]. With an emphasis on neural networks, in Chapter 3.1.2, we provide a brief survey
of recent machine learning applications for secure power system operation.

3.1.1

Neural networks

The general architecture of a feed-forward neural network is shown in Fig. 3.1. The neural network
consists of a number K of fully-connected hidden layers, each of which comprises a number of
neurons Nk , with k = 1, ..., K. The output of each layer, except the last layer, is denoted with zk ,
with k = 1, ..., K − 1. The neural network input vector is denoted with x and the output vector of
the final layer is denoted with y. The input to the first and subsequent hidden layers ẑk of the
neural network is defined as:
(3.1)

ẑ1 =W1 x + b1
ẑk+1 =Wk+1 zk + bk+1

∀k = 1, ..., K − 1

(3.2)

The weight matrices Wk have dimensions Nk+1 × Nk and the bias vector b has dimension Nk+1 .
At each neuron in the hidden layers a non-linear activation function is applied to the input.
Throughout the remainder of this chapter, we assume that the activation function is the non-linear
rectified linear unit (ReLU) function. The ReLU function is used by the majority of neural network
applications in recent years, as it has been found to accelerate neural network training [77]. The
ReLU activation function can be expressed as:

zik = max ẑik , 0 ∀k = 1, ..., K
35

∀i = 1, ..., Nk

(3.3)
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Figure 3.1: Illustration of a general feed-forward neural network architecture. Adapted from
[Pub. H].

The ReLU activation function in (3.3) outputs 0 if the input is negative, otherwise it propagates the scalar input. Note that the max operator is applied element-wise to the vector
k >
ẑk = [ẑ1k ẑ2k . . . ẑN
k ] . The output of the final layer of the neural network can be computed as:

y = WK+1 zK + bK+1

(3.4)

In this thesis, we consider neural networks for both classification and regression tasks. For
classification, the output vector y corresponds to the predicted class membership based on the
input vector. For the example of classifying the power system security, the input vector characterizes
an operating point, and the output vector has two entries, i.e., y = [y1 y2 ]> . If the first entry is
larger, i.e., y1 > y2 , this operating point corresponds to a ’secure’ operating point. Conversely, if the
second entry is larger, i.e., y2 > y1 , it corresponds to an ’insecure’ operating point. Alternatively,
for regression, the output vector is a vector of continuous variables based on the values of the
input vector. For the example of learning to predict solutions to OPF problems, the input vector
characterizes the loading of the power system, whereas the output vector is the corresponding
optimal generation dispatch.
To train neural networks, the standard procedure entails to split a dataset of mappings from input
x to true output labels ȳ in a training and test dataset. During training, the weights and biases of
the neural network are optimized to minimize a loss function over the training dataset samples,
using e.g. stochastic gradient descent. The cross-entropy function or the mean squared error
between neural network prediction and training dataset labels are often used as loss function for
neural networks for classification or regression tasks, respectively. The generalization capability of
the trained neural network is evaluated by computing the predictive accuracy and other statistical
metrics on the unseen training dataset samples. For a detailed explanation of neural network
training please refer to e.g. [78].

3.1.2

Applications in power systems

Machine learning including neural networks has been applied to power systems in literature since
several decades [79]. The advances made in deep learning have sparked renewed interest for
data-driven applications in power systems, with a particular focus on neural networks [9]. For
a recent comprehensive survey please refer to [80]. Main areas of application related to secure
power system operation include predicting solutions to power flow problems [81] and optimal
power flow problems [82, 83], and power system security assessment [10, 84, 85].
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The work in [81] proposes a deep neural network architecture to predict transmission line flows
based on the system generation and loading. Changes in the power system topology, i.e., outages
of transmission lines, are encoded as activations inside the hidden layers. Training the neural
network on a dataset of single line outages allows to generalize to unseen simultaneous outages of
two lines, i.e., to generalize from the N-1 security criterion to the computationally much harder
N-2 security criterion. To predict the optimal generation dispatch to DC-OPF problems as a
function of the system loading, the work in [82] demonstrates that neural networks are two orders
of magnitude faster than conventional optimization solvers. For the full non-convex AC-OPF
problem, the work in [83] proposes a training procedure for neural networks based on Lagrangian
dual methods and penalizes violation of system constraints. This allows to predict solutions to the
non-convex AC-OPF problem with high accuracy while being several orders of magnitude faster
than conventional non-convex optimization solvers. Turning to security assessment, the work in
[85] proposes a deep autoencoder to reduce the high dimensionality of power system operation to
a lower feature space, and demonstrates that training security classifiers on the extracted features
improves performance compared to classifiers trained on the full high-dimensional space. Neural
networks trained to assess operating points with respect to the N-1 security criterion [84], and
the combined N-1 security and small-signal stability criterion [10] are shown to be two orders of
magnitude faster than conventional approaches, while achieving high accuracy.
These works [10, 81–85] represent an illustrative cross-section of the growing body of literature on
machine learning in power systems [80], and they demonstrate the significant potential of machine
learning methods to accelerate and enhance system security assessment and other operational
tools. To safely use these tools for safety-critical applications in power systems, however, requires
to remove barriers which include the lack of high-quality balanced datasets with a detailed security
boundary description, and the lack of formal guarantees on neural network behaviour.

3.2

Efficient creation of datasets

To remove the first barrier, i.e., the lack of high-quality balanced datasets with a detailed security
boundary description, we propose efficient methods to create datasets of secure and insecure
operating points with these desired properties in [Pub. E] and [Pub. F]. This task is highly
computationally challenging as the possible space of power system operation is high-dimensional,
and large parts correspond to insecure operating regions. As a result, as demonstrated in Fig 1.2,
brute-force grid searches of the possible operating space can fail to identify the secure operating
region, and are intractable for small discretization intervals or power systems larger than a few
buses. Existing approaches in literature utilize importance sampling [29, 30], composite modeling
[31] or vine-copulas [32]. Importance sampling biases the sampling towards regions of interest
through multiple rounds of directed sampling. As the secure operating region is only a very small
fraction of the entire possible operating space, importance sampling can fail at recovering secure
samples and obtaining balanced datasets. Composite modeling and vine-copulas enrich historical
data, and are therefore highly dependent on the quality of the available historical data. While
our proposed approaches in [Pub. E] and [Pub. F] to efficiently create datasets do not require
historical data, they can leverage historical data and are modular. As a key component of both our
approaches, we introduce infeasibility certificates which allow us a-priori to reduce the unclassified
operating region drastically, i.e., large parts of the operating region can be classified as insecure
before detailed sampling is performed.
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Figure 3.2: Comparison of the infeasibility certificate using hyperspheres and hyperplanes.
Adapted from [Pub. F]. Note that the sets are not drawn to scale.

In Chapter 3.2.1, we first present the infeasibility certificates based on hyperspheres from [Pub. E]
and hyperplanes from [Pub. F], including a comparison. In Chapter 3.2.2, we explain the
overall algorithms to create balanced datasets with a detailed boundary identification. Finally, in
Chapter 3.2.3, we analyse the properties of several created datasets from [Pub. F] for the PGLib-OPF
networks [27] up to 500 buses.

3.2.1

Infeasibility certificates

The compliance with the power system operational constraints and static security criteria such as
the N-1 criterion are pre-requisites for the analysis of more computationally intensive dynamic
security criteria such as small-signal or transient stability. In other words, if operating points
do not satisfy the operational constraints or static security criteria, we can avoid carrying out
more computationally intensive dynamic security assessments. As outlined in Chapter 2.1.1,
the operational constraints and static security criteria are described in the non-convex AC-OPF
problem. Leveraging convex relaxations of the AC-OPF problem allows to obtain infeasibility
certificates. These characterize operating regions guaranteed not to satisfy static security criteria
and, as a result, allow us to focus further analysis on the remaining unclassified operating region.
In [Pub. E], we rely on infeasibility certificates based on hyperspheres from [86], whereas in
[Pub. F] we propose hyperplanes as infeasibility certificates and an efficient algorithm using these
to minimize the unclassified space.
In Fig. 3.2 we show an illustrative comparison of the two infeasibility certificates. We assume each
operating point is characterized by a vector x which can include the active generator dispatch,
generator voltage set-points, system loading, and realizations of uncertain renewable infeed. Given
an operating point x̂, we compute the closest dispatch x∗ feasible to the convex relaxation of the
AC-OPF. We achieve this by solving a convex optimization problem which minimizes the euclidean
distance between x̂ and x∗ subject to the constraints of the convex relaxation. If the resulting
distance R∗ is non-zero, i.e., the initial operating point x̂ is not part of the feasible space of the
convex relaxation, we obtain the provable guarantee that no input inside the hypersphere with
radius R∗ and center x̂ exists which satisfies the static security criteria. In [Pub. F], we show that
in fact all operating points on the left-hand side of the hyperplane in Fig. 3.2 are guaranteed to
be infeasible to the AC-OPF problem. To formalize this, any operating point is guaranteed to be
infeasible which satisfies:
→
−
n > (x − x∗ ) < 0

(3.5)

Unclassified Volume
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Figure 3.3: For case39_epri and case162_ieee_dtc, we compare the remaining unclassified volume
using infeasibility certificates based on hyperspheres or hyperplanes. Adapted from [Pub. F].

−
The normal of the hyperplane is defined as →
n = x∗ − x̂.
Besides covering a significantly larger volume of the operating space, the benefit of the infeasibility
certificate based on hyperplanes compared to hyperspheres is that multiple hyperplanes together
with the initial operational limits form a convex polyhedron. This convex polyhedron describes
the remaining unclassified operating region. Efficient methods to sample uniformly from inside
a convex polytope are available, e.g., “Hit-and-Run” sampling [87]. Based on these insights, in
[Pub. F], we propose an efficient algorithm to minimize the unclassified input space described by
the convex polyhedron. To this end, we initialize the description of the convex polyhedron based
on the operational limits defined for each of the entries of the vector x characterizing the operating
point, e.g., the lower and upper voltage limits defined for generator voltage limits. Then, we
perform a bound tightening by minimizing and maximizing each entry of the vector x subject to
the constraints of the convex relaxation. This can lead to a reduction of the volume of the possible
secure operating space. This concludes the initialization of the algorithm. We define a maximum
number N1 of iterations of the following iterative part of the algorithm. First, we start by drawing
a uniform sample x̂ from the current description of the convex polyhedron. Then, we compute
the closest sample x∗ feasible to the convex relaxation. If the resulting radius R∗ is larger than 0,
then we update the description of the convex polyhedron by adding a separating hyperplane to its
description. If the upper number of iterations has not been reached, we return to the first step, and
draw another uniform sample from the current description of the convex polyhedron. The key
feature of this algorithm is that the samples are always drawn from the updated unclassified input
region described by the convex polyhedron, which successively reduces the unclassified input
volume. For a complete mathematical description of this algorithm please refer to [Pub. F].
To demonstrate the improvements achieved with the hyperplanes compared to the hyperspheres,
we compare in Fig. 3.3 from [Pub. F] the unclassified volume as a function of the number of
iterations. The initial volume of the operating region is normalized to 1, i.e., 100 . For the
hyperspheres, we draw the samples from the entire operating region, and use rejection sampling
with 106 samples to estimate the unclassified volume. For the hyperplanes, we use the efficient
algorithm described in the previous paragraph, and use volesti [88] to approximate the volume
of the convex polyhedron. As test cases, we consider case39_epri and case162_ieee_dtc from [27].
As shown in Fig. 3.3, the infeasibility certificate based on hyperplanes substantially reduces the
unclassified volume within few iterations up to 10−5 . Contrary, the infeasibility certificates based
on hyperspheres only reduce it to 10−1 after 50 iterations. As illustration, the volume reduction
from the initial volume of 1 to 10−5 implies that in expectation at least 105 random samples are
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required to identify 1 potential feasible sample. All samples that are outside the description of
the convex polyhedron are guaranteed to be infeasible. This demonstrates that brute force grid
searches as depicted in Fig. 1.2 can fail to identify the secure space, and highlight the need for
methods such as infeasibility certificates to classify a-priori large parts of the possible operating
space as insecure, and focus further detailed sampling on the unclassified operating region.

3.2.2

Overall algorithms to create datasets

In [Pub. E] we propose an algorithm to create datasets considering the combined N-1 (and N-2)
security and small-signal stability criterion, and create datasets for test systems up to 11 control
variables, i.e., the dimensionality of the vector x describing the operating points is |x| = 11. In
[Pub. F] we focus on N-1 security, uncertainty and operational constraints, and create datasets for
test systems with up to |x| = 125 control variables, one order of magnitude larger than in [Pub. E].
In the following, we briefly outline the key steps of each algorithm, and we refer the reader to the
corresponding publications [Pub. E] and [Pub. F] for the full details.
In [Pub. E], we first compute infeasibility certificates based on hyperspheres to reduce the initial
unclassified input volume. Then, we identify critical line contingencies based on complex network
theory to reduce the computational burden of the N-1 (and N-2) security analysis. Using these
critical contingencies, we use so-called directed walks starting from sampled operating points
to traverse the remaining unclassified operation region until the security boundary is reached.
Afterwards, we move along the boundary, performing high-density sampling to characterize the
security boundary in detail. The proposed directed walks follow gradient descent steps using a
sensitivity measure based on the security criteria. For the case of small-signal stability, this is the
sensitivity of the damping ratio with respect to the control variables and can be computed using
a numerical gradient scheme. The directed walks can be executed fully in parallel. Finally, for
all obtained operating points a full N-1 (and N-2) contingency check and small-signal stability
analysis is performed, to ensure correct classifications.
In [Pub. F], for the first step, we instead rely on infeasibility certificates based on hyperplanes.
For a given number of iterations N1 , we minimize the unclassified input space described by a
convex polyhedron, using the efficient algorithm described previously. Then, we uniformly draw
a number of N2 samples from inside the final description of the convex polyhedron, and classify
these according to their compliance with the N-1 security criterion and operational constraints.
For the samples classified as “insecure”, we solve an AC-OPF problem to compute the closest
feasible dispatch. This step serves to characterize the security boundary. As third step, we fit a
multivariate normal distribution (MVND) to the obtained secure samples. We estimate the mean
and covariance matrix based on the secure samples, and bias the sampling towards inside the
secure space by multiplying the covariance matrix with a factor smaller than 1. We draw a large
number N3 samples from this fitted distribution to characterize the secure space and the boundary
in detail. Note that other probability distributions might yield more detailed characterizations of
the secure space, however, in [Pub. F], we did not observe improvements when fitting a Gaussian
mixture model to the obtained secure samples.
An overview of the proposed methodology to create datasets is given in Fig. 3.4. The methodology
is modular and parallelizable. Historical data, if available, can be leveraged, e.g., in the final stage
of the algorithm in [Pub. F] where a MVND is fitted to the secure samples. As an alternative
sampling procedure in that stage, composite modeling or vine-copulas could be used. Finally,
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Infeasibility certificates
a) Hyperspheres in [Pub. E]
b) Convex polyhedron in [Pub. F]
Sampling from the remaining
unclassified operating region
Security boundary identification
a) Directed walks in [Pub. E]
b) Closest feasible point in [Pub. F]
Characterizing the secure space
a) Sampling from fitted MVND in [Pub. F]

Figure 3.4: Overview of methodology to create datasets from [Pub. E] and [Pub. F].

importance sampling could be utilized instead of uniform sampling to draw samples from inside
the convex polyhedron describing the remaining unclassified operating region. A promising
extension of the dataset creation methods is to integrate convex restrictions [89, 90] to characterize
the secure space.

3.2.3

Created datasets for PGlib-OPF networks

In the following, we describe the characteristics of several of the created datasets from [Pub. F]. We
select the QC relaxation from [16] as the convex relaxation used for constructing the infeasibility
certificates, and use two bound tightening techniques from [41, 91] to strengthen the QC relaxation.
We consider two security criteria: First, the operational constraints, i.e., feasibility to the AC-OPF
problems. Second, the N-1 security criterion, and uncertainty in both generation and loading. For
the first security criteria we consider 13 PGLib-OPF networks from [27] with up to 500 buses and
number of control variables up to 125. For the second security criteria, we consider the case39_epri
and case162_ieee_dtc from [27], with 5 transmission line outages, 3 uncertain loads and 3 uncertain
renewable generators. In total, we consider 15 different test cases. We choose the following
sampling sizes: N1 = 103 , N2 = 104 , and N3 = 105 . The remaining details of the simulation setup
can be found in [Pub. F].
In Table 3.1 we show the unclassified input volumes for selected PGLib-OPF networks. Please
note that the initial volume defined by the operational limits is normalized to 1, i.e., 100 . The
term |x| denotes the number of control variables, the term V BT the volume of the unclassified
operating region after the bound tightening of the operational limits, and V HP the volume of
the convex polyhedron after N1 iterations of the algorithm to minimize the unclassified space. It
can be observed that the bound tightening allows to a-priori reduce the unclassified operating
space, and that this reduction is test-case dependent. Using the efficient algorithm based on the
hyperplanes as infeasibility certificates allows to significantly reduce the unclassified input space
for all 15 considered test cases, with the reductions ranging from 10−2 up to 10−40 , and a median
value of 10−8 for all 15 test cases, i.e., 13 test cases for the first security criterion and 2 test cases for
the second security criterion.
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Table 3.1: Problem dimensionality, and unclassified input volumes for selected PGLib-OPF
networks and two different security criteria. Note that the median is computed over all test cases
in [Pub. F]. Adapted from [Pub. F].

|x|

Power system case

V BT

V HP

AC-OPF without N-1 security and without uncertainty
case30_ieee

7

6.2e-03

8.8e-06

case73_ieee_rts

62

1.0e+00

6.1e-16

case300_ieee

125

1.0e-12

3.4e-40

AC-OPF considering N-1 security and uncertainty
case39_epri

25

2.6e-01

2.0e-05

case162_ieee_dtc

29

2.2e-04

6.0e-10

Median all 15 cases

23

8.6e-02

7.0e-08

Table 3.2: Share of secure dataset samples for selected PGLib-OPF networks for the different stages
of the dataset creation method. Adapted from [Pub. F].

Power system case

Boundary
N2 = 104

Inside
(MVND)
N3 = 105

Overall
secure

Total number
of operating
points in dataset

AC-OPF without N-1 security and without uncertainty
case30_ieee

75.0%

50.2%

54.0%

124’944

case73_ieee_rts

63.9%

51.1%

52.7%

222’730

case300_ieee

50.0%

32.6%

34.7%

163’087

AC-OPF considering N-1 security and uncertainty
case39_epri

58.2%

78.2%

75.2%

139’756

case162_ieee_dtc

50.0%

17.9%

23.2%

121’358

Average all 15 cases

59.7%

44.2%

46.5%

152’424

In Table 3.2, we report the share of obtained secure dataset samples for the different stages of
the dataset creation algorithm of [Pub. F]. First, for the boundary identification, we can observe
that secure samples can be identified by directly sampling from the convex polyhedron. This
is indicated by values larger than 50%, as for each insecure sample the closest secure sample
is computed. If by sampling directly from the convex polyhedron only insecure samples are
identified, then this value corresponds to 50%. Second, sampling from the fitted MVND allows
to characterize the inside of the secure space, and identifies secure samples. Finally, the datasets
containing all operating points analysed throughout the entire algorithm are sufficiently balanced
for a range of test cases, demonstrating the efficacy of the proposed approach.
In [Pub. E], we create datasets for the IEEE 14 bus system, and the NESTA 162 bus system
considering combined N-1 (and N-2) security and small-signal stability. We demonstrate how
our approach quickly identifies the security boundary, and requires less than 10% of the time
compared to approaches based on importance sampling. In [Pub. F], we demonstrate an illustrative

3.3. FORMAL GUARANTEES OF NEURAL NETWORK BEHAVIOUR

43

data-driven application using the created datasets, and in [Pub. G] we evaluate the robustness of
neural network security classifiers trained on these datasets. We have omitted a detailed treatment
for brevity, and refer the reader to the corresponding publications for the full details.

3.3

Formal guarantees of neural network behaviour

To remove the second barrier, we introduce a framework to obtain formal guarantees of neural
network behaviour in [Pub. G] and in [Pub. H], leveraging mixed-integer reformulations of trained
neural networks [92]. So far, the performance of neural networks in power system applications is
mainly evaluated by analysing statistical metrics such as the predictive accuracy on the unseen
test set data. This, however, does not provide any guarantees on the neural network behaviour,
such as the worst-case performance over the input domain. It has been shown that so-called
adversarial examples, i.e., small input perturbations leading to a wrong mis-classification, exist
for neural networks for a range of applications such as image recognition [33]. These adversarial
examples also exist for power system applications such as power quality assessment and building
load forecasting [34], representing a major barrier towards the safety-critical application of neural
networks.
In Chapter 3.3.1, we state the mixed-integer reformulation of trained neural networks, and
present several approaches to address scalability. Focusing on power system security classifiers in
Chapter 3.3.2, we formulate MILPs to systematically identify adversarial examples and evaluate
neural network robustness. Additionally, we provide guarantees for continuous input regions
with a guaranteed neural network classification in Chapter 3.3.3. Finally, in Chapter 3.3.4, we
provide worst-case guarantees for neural networks learning solutions to DC-OPF problems. The
worst-case performance is characterized in terms of maximum constraint violations, maximum
distances from predicted to optimal solutions, and maximum sub-optimality. We illustrate our
methodology through several case studies from [Pub. G] and [Pub. H].

3.3.1

Mixed-integer reformulations of trained neural networks

We state the mixed-integer reformulation of trained neural networks from [92], and comment on
several techniques to address the scalability of the resulting mixed-integer programs.
Reformulation of ReLU activation functions
After the training of the neural network is completed, as outlined in Chapter 3.1.1, the weight
matrices W and bias vectors b are fixed. To include the trained neural network equations in an
optimization framework, we follow [92] and reformulate the maximum operator in the ReLU
activations (3.3) using binary variables rk ∈ {0, 1}Nk for all k = 1, ..., K and suitable minimum and
maximum bounds on the neuron output ẑmin and ẑmax :
zik ≤ ẑik − ẑmin,i
1 − rik
k
zik

≥

zik ≤
zik



∀k = 1, ..., K

∀i = 1, ..., Nk

(3.6)

ẑik

∀k = 1, ..., K

∀i = 1, ..., Nk

(3.7)

ẑmax,i
rik
k

∀k = 1, ..., K

∀i = 1, ..., Nk

(3.8)

∀k = 1, ..., K

∀i = 1, ..., Nk

(3.9)

≥0
Nk

rk ∈ {0, 1}

∀k = 1, ..., K

(3.10)
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The minimum and maximum bounds on the neuron output ẑmin and ẑmax have to be chosen
large enough to not be binding and as small as possible to facilitate tight bounds for the branchand-bound algorithm in a mixed-integer programming solver. The reformulation considers two
cases: First, if the input to the i-th neuron in layer k, denoted with ẑik , is smaller than 0, then the
corresponding binary variable rik evaluates to 0 (as (3.6) otherwise would lead to infeasibility) and
(3.8) and (3.9) fix the neuron output zik to 0. Second, if the input ẑik is larger than 0, then the binary
variable rik evaluates to 1 (as (3.8) otherwise would lead to infeasibility) and (3.6) and (3.7) fix the
neuron output zik to the input ẑik . In case the input ẑik is 0, the corresponding binary variable can be
either 0 or 1, and the output of the neuron is fixed to zero. The mixed-integer linear reformulation
of the trained neural network consists of (3.1), (3.2), (3.4), (3.6)–(3.10).
Addressing scalability
The reformulation of the maximum operator of the ReLU activations in (3.3) to (3.6)–(3.10)
introduces one binary variable for each neuron in the hidden layers. To increase the computational
tractability of the resulting mixed-integer programs, we leverage three techniques combined from
[92] and [93], namely weight sparsification, ReLU stability, and tightening of the bounds on the
neuron output.
With weight sparsification, starting from fully-connected dense weight matrices W, we gradually
enforce during training a defined share of the matrix entries to be zero, e.g., at the end of training
it is specified that 70% of the weight matrix entries are zero. This can lead to a reduction in
neural network accuracy. We show in [Pub. G] that this reduction is small, while it results to
substantial computational speed-ups when solving the resulting MILPs. To enforce ReLU stability,
we identify the ReLU activations which are always active or always inactive both on the training
and test dataset and fix these in (3.10). This allows to eliminate the corresponding binaries in
the mixed-integer program. Finally, we use a three-stage procedure to tighten the minimum and
maximum bounds on the neuron output ẑmin and ẑmax . We start with initializing the bounds using
interval arithmetic from [92], which is a computationally cheap approach to obtain loose bounds.
For brevity, refer to [92] or [Pub. G] for the full mathematical formulation. Then, to tighten these
bounds, we minimize and maximize the output of each neuron in the hidden layers subject to a
linear relaxation of the trained neural network equations (3.1), (3.2), (3.4), (3.6)–(3.10) and a defined
input domain to the neural network. For the linear relaxation, we replace the binary variables in
(3.10) with:
0 ≤ rik ≤ 1

∀k = 1, ..., K

∀i = 1, ..., Nk

(3.11)

In case of security classifiers, the input domain is defined by the operational limits on the input
vector x. In case of neural networks learning solutions to DC-OPF problems, the input vector is
the power system demand, and we assume in [Pub. H] that the input domain is then specified as
a convex polytope. As a final stage of the bound tightening procedure, we again minimize and
maximize the output of each neuron in the hidden layers with the difference that instead of the
linear relaxation we use the full mixed-integer formulation.
As we demonstrate in [Pub. G] and [Pub. H], these three techniques allow to maintain scalability
of the resulting mixed-integer programs, achieving substantial speed-ups compared to directly
reformulating neural networks trained with fully dense weight matrices and without enforcing
ReLU stability and tightening the neuron bounds.
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Identifying adversarial examples and evaluating robustness

In the following, we focus on identifying adversarial examples and evaluating the robustness
of power system security classifiers. Here, a security classifier is a neural networks which takes
an operating point of the power system as an input x. The operating point can be specified,
e.g., by the active generator set-points and the active power demand. Then, the neural network
predicts a binary classification as an output, i.e., y = [y1 y2 ]> , with the first classification y1 > y2
corresponding to a “secure” operating point and the second classification y1 < y2 corresponding
to an “insecure” operating point. As it has been demonstrated in a range of works such as
[10] and [84], neural networks trained as security classifiers can achieve speed-ups of several
orders of magnitude compared to conventional methods, while achieving high predictive accuracy.
However, the discovery of adversarial examples [33, 34] and the resulting brittleness of neural
networks presents a major barrier towards their adoption for safety-critical power system security
assessment.
In [Pub. G], for power system security classifiers, we introduce a framework to systematically
identify adversarial examples and provably determine input regions for which no adversarial
examples exist. To this end, we leverage the mixed-integer reformulation of trained neural
networks presented previously, using (3.1), (3.2), (3.4), (3.6)–(3.10). For a given reference operating
point xref with correct classification safe (y1 > y2 ), we can formulate the following optimization
problem to determine whether a potential adversarial example in a neighbourhood of  around
xref exists:
min

x,z,ẑ,y,r

s.t.

y1 − y2

(3.12)

(3.1), (3.2), (3.4), (3.6) − (3.10)

(3.13)

||x − xref ||∞ ≤ 

(3.14)

We choose to use the ∞-norm in (3.14) as a distance metric due to two reasons: First, it is intuitive
as it allows to change each dimension by at most . Second, and more importantly, it allows to
formulate the resulting optimization problem as a mixed-integer linear program. If we solve this
MILP to zero optimality gap, i.e, to global optimality, and the optimal objective value is positive,
i.e., y1 > y2 , then we obtain the provable guarantee that no input to the neural network around the
reference operating point xref exists which changes the classification. If we solve this MILP to zero
optimality gap, and the optimal objective value is negative, i.e., y2 > y1 , then we have obtained a
potential adversarial example. To check whether we have in fact identified an adversarial example,
or we have moved across the true security boundary, we compute the ground-truth classification
using conventional methods. If the ground-truth classification remains the same as for the given
reference operating point, then we have identified an adversarial example. Conversely, if the
ground-truth classification changes, the neural network has correctly identified that we have
crossed the security boundary. For an operating point with correct classification unsafe (y2 > y1 ),
we minimize y2 − y1 in (3.12) instead.
To evaluate the robustness of neural networks, we can compute the so-called adversarial accuracy
for different magnitudes of  and systematically identify adversarial examples. The adversarial
accuracy is defined as the share of training or test dataset samples for which an input perturbation
of magnitude  exists which changes the neural network classification from the ground-truth
classification of the corresponding training or dataset sample to the opposite class. For a
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Figure 3.5: Three identified adversarial examples marked with blue stars are shown for a power
system security classifier. Reproduced from [Pub. G].

perturbation magnitude of  = 0, this corresponds to the training or test set accuracy. Based on the
identified perturbed samples for  > 0 which lead to a change in the neural network classification,
we compute the ground-truth classification of the perturbed sample to identify whether the change
occurred as we moved across the security boundary or we have in fact identified an adversarial
example. The latter indicates a wrong security boundary prediction by the neural network.
To showcase the identification of adversarial examples, we present the key findings from one of
the case studies in [Pub. G], using an IEEE 14-bus system from [94]. We train a neural network
classifier to predict whether operating points satisfy the combined N-1 security and small-signal
stability criterion. The operating points are characterized by the active generation dispatch, i.e.,
x = [PG2 PG3 PG4 PG5 ]> . The input vector to the neural network is element-wise normalized
between 0 and 1 according to the corresponding active power generator limits in (2.3). The voltage
magnitudes and the system loading is assumed to be fixed. For the details on how to evaluate these
security criteria and the detailed simulation setup please refer to [Pub. G]. We train the classifier
using a dataset of 10’000 samples, created with a simple brute-force sampling strategy. Note that the
resulting dataset is highly imbalanced as only 1.36% of the datasets are classified as “secure”. We
train a three-layer neural network with 50 neurons for each layer, i.e., K = 3, N1 = N2 = N3 = 50,
and enforce a sparsification of 80% of the weight matrices. The predictive accuracy of the trained
neural network evaluates to 99.8% for both training and test dataset. As the dataset composition is
highly imbalanced, it is necessary to evaluate the robustness of the trained neural network. To
this end, for all test dataset samples and using perturbation magnitudes of  = 0.5% and  = 1%,
we solve the MILPs in (3.12) – (3.14) to identify potential adversarial examples. For each of the
obtained potential adversarial examples, we compute the ground-truth classification. As outcome,
we identify three adversarial examples marked as blue stars in Fig. 3.5. To create Fig. 3.5, we focus
on a subsection of the possible operating space, draw 400 new equally spaced samples, and classify
them using the trained neural network to visualize the predicted security boundary in detail.
Fig. 3.5 shows that the adversarial examples occur as the neural network boundary prediction is
incorrect and a detailed re-sampling of the boundary region could improve the neural network
robustness, using for example the methodology proposed in Chapter 3.2.
In [Pub. G], we evaluate the robustness of power system classifiers for 9- and 162-bus systems,
treating N-1 security and uncertainty. To this end, we utilize one of the created datasets of [Pub. F]
described in Table 3.2. Additionally, we compute the adversarial accuracy, and show how by
re-training a power system classifier for a 9-bus system with adversarial examples identified on
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Figure 3.6: The regions around four reference operating points in which the neural network
classification is guaranteed not to change are shown. Adapted from [Pub. G].

the training dataset improves both neural network robustness and predictive accuracy. Refer to
[Pub. G] for the full details.

3.3.3

Continuous input regions with guaranteed classification

Besides identifying adversarial examples, we can utilize the mixed-integer reformulation of trained
neural networks to determine the largest continuous input regions around a given reference sample
with the same guaranteed neural network classification. To this end, for a reference operating point
xref with ground-truth classification “secure” (y1 > y2 ), we formulate the following optimization
problem:
min

x,z,ẑ,y,r,

s.t.



(3.15)

(3.1), (3.2), (3.4), (3.6) − (3.10)

(3.16)

||x − xref ||∞ ≤ 

(3.17)

y1 ≤ y2

(3.18)

This optimization problem is a MILP, and if solved to global optimality, i.e., zero optimality gap,
we identify the closest operating point to the reference xref which leads to a change in the neural
network prediction from “secure” to “insecure” (y1 ≤ y2 ). At the same time, this serves as a
provable guarantee that no input closer to the reference exists which can change the neural network
classification. Note that this does not guarantee that the ground-truth classification does not
change within this region. Similar, for a reference operating point with ground-truth classification
“insecure”, we can compute the closest “secure” operating point and obtain the largest region
around the reference sample with the same guaranteed neural network classification “insecure”
(y2 > y1 ) by replacing (3.18) with y2 ≤ y1 .
In Fig. 3.6, from [Pub. G], we show several obtained input regions for which we can guarantee
that all continuous inputs inside these regions lead to the same neural network classification. To
this end, we solve the MILP (3.15)–(3.18) for a range of different reference operating points xref ,
which we call verification samples. We provide the details for this case study in the following. For
an IEEE 9-bus system from [94], we train a neural network classifier to predict the feasibility to
the N-1 security-constrained DC-OPF problem for operating points characterized by the active
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generation dispatch, the wind power production PW1 , and the uncertain power demand PD3 , i.e.,
x = [PG2 PG3 PD3 PW1 ]> . The input vector to the neural network is element-wise normalized
between 0 and 1 according to the corresponding active power generator limits, and defined limits
on the uncertain wind power production and demand. For the full details on the simulation
setup please refer to [Pub. G]. The neural network comprises three hidden layers with 50 neurons
each and is trained using 10’000 operating points sampled with Latin hypercube sampling [95].
We enforce a sparsity for the neural network weights of 80%. The resulting training and test set
accuracy evaluates to 97.8% and 97.3%, respectively. In Fig. 3.6, for visualization purposes, the
load PD3 and wind level PW1 are fixed to 40% and 1’000 new samples are created and classified
according to the trained neural network classifier. For four selected reference operating points xref ,
also called verification samples, we show the regions around which we can guarantee that the
neural network classification remains the same. At the same time, this certifies that inside these
regions no adversarial input exists which changes the neural network classification. This highlights
the benefit of this approach, as sampling approaches cannot guarantee that between samples no
adversarial examples exist. At the same time, computing these regions for a large number of
samples unveils the mapping of the neural network, making the neural network interpretable to
system operators.

3.3.4

Worst-case guarantees for learning DC optimal power flow

The AC-OPF problem is an essential tool for power system operation and planning, and electricity
markets, described in detail in Chapter 2.1.1. As the AC-OPF problem is non-convex, the linear
DC-OPF approximation is often used instead. With the increase in uncertainty in both generation
and demand, operators need to solve OPF repeatedly and closer to real-time. To ensure secure
power system operation, a larger number of possible operating scenarios need to be considered,
which leads to computational challenges. As we have shown in Chapter 3.1.2, a range of works
such as [82, 83] successfully trained neural networks to predict solutions to OPF problems, several
orders of magnitude faster than conventional optimization solvers while achieving high accuracy.
However, the lack of any guarantees on the worst-case performance of the trained neural networks
presents a barrier towards their application for power system operation. As the outcomes of
these tools would be applied to the physical power system, erroneous predictions leading to,
e.g., large constraint violations could potentially trigger cascading failures and black-outs. To
provide worst-case performance guarantees, in [Pub. H], we leverage the mixed-integer linear
reformulations of trained neural networks presented in Chapter 3.3.1, and provide worst-case
guarantees related to maximum physical constraint violations, maximum distances from predicted
to optimal decision variables, and maximum sub-optimality. While existing works [92, 93] and our
previous work [Pub. G] has focused on obtaining local robustness certificates against adversarial
examples, in [Pub. H] we obtain global certificates on the worst-case performance for the entire
neural network input domain.
In the following, we first state the DC-OPF formulation, and explain how to learn solutions to
DC-OPF problems with neural networks. Then, we introduce the formulations of the MILPs to
obtain worst-case guarantees for neural network performance. We illustrate our methodology on a
range of PGLib-OPF networks up to 300 buses, obtaining exact worst-case guarantees. Finally, we
demonstrate that the worst-case predictions appear at the boundary of the input domain, and that
the worst-case guarantees can be systematically reduced by training on a larger input domain than
the domain the worst-case guarantees are evaluated on.
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DC-OPF formulation
The DC-OPF approximation can be derived from the full AC-OPF problem by neglecting reactive
power, active power losses, and voltage magnitudes. For a detailed derivation please refer to
[96]. Following the notation of the AC-OPF problem in Chapter 2.1.1, the DC-OPF problem can be
formulated as:
min

PG ,θ

s.t.

c>
1 PG

(3.19)

MG PG − MD PD = Bbus θ

(3.20)

max
− Pmax
line ≤ Bline θ ≤ Pline

Pmin
G

≤ PG ≤

Pmax
G

(3.21)
(3.22)

The objective function in (3.19) minimizes the cost of generation, with a unique linear cost term
associated with each generator. We introduce the mapping matrices MG and MD . We denote with
nB , nG , and nD the number of buses, generators and loads in the power network, respectively. The
first matrix MG of size nB × nG maps from the generators to the corresponding buses. The second
matrix MD of size nB × nD maps from the loads to the corresponding buses. Contrary to the
AC-OPF formulation in (2.1)–(2.7), we follow a vectorized formulation, and the vectors PG , and
PD are here specified only for the nG generator and nD load buses in the network, respectively, not
for the entire nB buses. The active power balance is enforced with (3.20). The matrices Bbus and
Bline denote the bus and line admittance matrix, for brevity, refer to [96] for their definition. The
active line flows are constrained in (3.21), and the active generator limits in (3.22). The resulting
optimization problem in (3.19)–(3.22) is a linear program.
Learning solutions to DC-OPF problems
We use a feed-forward neural network architecture as shown in Fig. 3.1 to learn the mapping from
the power system demand to the optimal generation dispatch based on past solved instances. The
input x to the neural network is defined as the power system demand PD :
(3.23)

x = PD
The output of the neural network is the prediction of the optimal generation dispatch P̂G :
y = P̂Gnsb

(3.24)

Note that the neural network only predicts the nG − 1 entries of the generation dispatch P̂G
excluding the slack bus generator, denoted with subscript ‘nsg’. The active power generation at
the slack bus P̂Gslack , denoted with subscript ‘slack’, is determined through the remaining variables
to compensate the mismatch between generation and demand:
X
X
P̂Gslack =
P Di −
P̂Gi
i∈N

(3.25)

i∈G\slack

We assume that the input domain PD ∈ D, i.e., the domain of the power system demand, is
restricted to a convex polytope characterized by matrix AD and vector bD :
AD PD ≤ bD

(3.26)

On this load domain, we assume that the mapping from the power system demand to the optimal
generation dispatch is unique. It is demonstrated in [97] that this holds almost surely in an
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appropriate space. This is necessary as the neural network only learns one (and not multiple)
mappings from the power system demand to the optimal generation dispatch. While previous
works such as [82, 83] analyse statistical metrics such as the test set accuracy to evaluate the
performance of neural networks for this task, this does not allow to obtain any guarantees related
to the worst-case performance of the trained neural network over the entire input domain PD ∈ D.
Worst-case guarantees for constraint violations
We formulate optimization problems to obtain the exact worst-case guarantees on the physical
constraint violations on the entire load input domain PD ∈ D. To this end, we define the maximum
violation of the constraints on the active generator limits νG in (3.22) and on the active line flows
νline in (3.21) as:


min
νG = max P̂G − Pmax
G , PG − P̂G , 0



νline = max Bline B̃−1
M
P̂
−
M
P
G
G
D
D
bus

nsb

(3.27)

− Pmax
,
0
line

(3.28)

Note that both max-operators in (3.27) and (3.28) are taken over the entire vectors, and return a
scalar non-negative value for the worst-case violation. In (3.28), to compute the active line flow as a
function of the system loading and generation, we remove the column and the row corresponding
to the slack bus from the bus admittance matrix, invert the resulting reduced bus admittance
matrix B̃bus , substitute (3.20) into (3.21), and take the absolute value of the line flow, denoted with
the operator | · |.
To obtain the worst-case generator violation for the entire defined load domain, we solve:
max

νG

(3.29)

(3.1), (3.2), (3.4), (3.6) − (3.10), (3.23) − (3.26), (3.27)

(3.30)

P̂G ,PD ,r,z,ẑ,νG ,x,y

s.t.

This optimization problem is a MILP. If this MILP is solved to zero optimality gap, i.e., to global
optimality, then we obtain the provable guarantee that no input exists in the entire defined load
domain which leads to an active generator constraint violation larger than the obtained exact value
of νG . At the same time, we obtain the input to the neural network, i.e., the system loading, which
leads to the identified exact worst-case constraint violation. To obtain the worst-case guarantee on
the maximum violation of the line limits, we maximize νline , and replace (3.27) with (3.28). Note
that we solve all MILPs to zero optimality gap in our simulation studies in [Pub. H], and in the
results shown in Table 3.3.
Worst-case guarantees for distance of predicted to optimal decision variables and for
sub-optimality
Leveraging the mixed-integer reformulation of trained neural networks, we can formulate optimization problems to obtain exact worst-case guarantees for the distance of the predicted to the
optimal generation dispatch νdist and for the sub-optimality of predicted solutions νopt . We define
these two metrics as follows:

νdist = max 
νopt

P̂G − PG

min
Pmax
G − PG


= c>
P̂
−
P
G
G
1




(3.31)
(3.32)
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In (3.31), we define νdist as the scalar maximum absolute difference between the predicted P̂G and
optimal generation dispatch PG , with each element normalized by the difference between the
corresponding maximum and minimum generator limit defined in (3.22). In (3.32), we define the
sub-optimality νopt as the difference between the predicted and optimal generation cost.
To obtain the worst-case guarantees for the distance of the predicted to the optimal generation
dispatch νdist for the entire defined load domain, we solve:
max
P̂G ,PG ,PD ,r,z,ẑ,νdist ,x,y

s.t.

νdist

(3.33)

(3.1), (3.2), (3.4), (3.6) − (3.10), (3.23) − (3.26), (3.31)

(3.34)

PG ∈ arg min {(3.19) s.t. (3.20) − (3.22)}

(3.35)

PG ,θ

The resulting optimization problem is a bi-level program. The lower-level in (3.35) includes
the DC-OPF problem, and the upper level maximizes the distance between the neural network
prediction and the optimal generation dispatch defined by the lower-level problem, based on the
system loading. In [Pub. H], we show how we can reformulate this problem as a MILP. First, we
replace the lower-level problem with its Karush-Kuhn-Tucker (KKT) conditions. Second, we use
the Fortuny-Amat McCarl linearization [98] to reformulate the non-linear complementary slackness
conditions in the KKT conditions using binary variables and large non-bindings constants. For the
full details please refer to [Pub. H]. If the resulting MILP is solved to zero optimality gap (and
if constraint qualifications for global optimality to the bi-level program are satisfied [99]), then
we obtain the exact worst-case guarantee on the distance from predicted to optimal generation
dispatch for the defined load input domain. Similar, we can obtain the exact worst-case guarantee
on the sub-optimality by maximizing νopt , and replacing (3.31) with (3.32).
Obtained worst-case guarantees for PGLib-OPF networks
For a range of test cases from [27, 94], we train neural networks to predict solutions to DC-OPF
problems, and evaluate the proposed worst-case guarantees. For each test case, we consider an
input domain PD ∈ D in (3.26) that is specified as:
max
0.6Pmax
D ≤ PD ≤ 1.0PD

(3.36)

The term Pmax
D denotes the maximum loading as specified in [27, 94]. This implies that each
load can fluctuate individually between 60% and 100% of its maximum loading. To create the
training and test datasets, we draw 100’000 samples from this input domain, using Latin hypercube
sampling. The neural network architecture consists of three hidden layers with 50 neurons each,
with a sparsification of 80% of the weight matrices, i.e., 20% of the weight matrix entries are
non-zero.
After training, the mean absolute error of the neural network prediction normalized by the
generator limits evaluates to less than 1% for all considered test cases on the corresponding test
dataset. Additionally, the average largest violation of active generator and active line limits are less
than 0.5% of the total maximum system loading for all considered test cases on the corresponding
test dataset. This follows the standard evaluation procedure of neural network performance and
indicates satisfactory generalization capability of the neural network. However, as we demonstrate
in [Pub. H] and in the following, the worst-case case performance can be up to two orders of
magnitude larger than the average performance on the test set.
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Table 3.3: Empirical lower bounds and exact worst-case guarantees for neural networks trained to
predict optimal solutions to DC-OPF problems. Adapted from [Pub. H].
Empirical lower bound
Test cases

Exact worst-case guarantee for entire load input domain

νG
(MW)

νline
(MW)

νdist
(%)

νopt
(%)

(MW)

νG
(ratio)

νline
(MW)
(ratio)

(%)

νdist
(ratio)

(%)

νopt
(ratio)

case9

2.5

1.8

1.2

3.3

2.8

1.1x

1.9

1.1x

1.4

1.2x

3.8

1.1x

case30

1.7

0.6

2.0

0.6

3.6

2.1x

3.1

4.9x

6.4

3.2x

2.5

3.8x

case39
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Figure 3.7: The worst-case guarantees are shown as a function of the input domain reduction δ for
case39 and case118. Adapted from [Pub. H].

In Table 3.3, for a range of test cases, we show the empirical lower bounds and exact worst-case
guarantees for the four metrics νG , νline , νdist , and νopt , in (3.27), (3.28), (3.31) and (3.32), respectively.
To compute the empirical lower bounds for the four metrics, we take the maximum values over all
dataset samples, including the training and test dataset. To compute the worst-case guarantees,
we solve MILPs of the form (3.29)–(3.30), and (3.33)–(3.35), replacing (3.26) with (3.36). We solve
all MILPs to zero optimality gap. Comparing the exact worst-case guarantees with the obtained
empirical lower bounds, we find that they are on average 7.8 times and up to 37.9 times larger. For
the case57, we obtain a provable certificate that no input inside the load input domain in (3.36) exists
which can lead to a violation of the active line constraints in (3.21). Overall, these findings highlight
that standard approaches which only consider the average performance on the dataset or rely on
estimating the worst-case performance based on the dataset can significantly underestimate the
exact worst-case performance of neural networks. This poses a risk for safety-critical application,
and requires to take appropriate mitigation methods.
Reducing the input domain
One possible approach to improve the worst-case performance of neural networks is to train them
on a larger input domain than the domain the worst-case guarantees are evaluated on. To this end,
we reduce the input domain that we use to compute the solution to the MILPs by introducing a
term δ ∈ [0.0 0.2] in (3.36):
max
(0.6 + δ) Pmax
D ≤ PD ≤ (1.0 − δ) PD

(3.37)

In Fig. 3.7, we show the worst-case guarantees as a function of the input domain reduction δ
for case39 and case118. We normalize the values to 100% with respect to the worst-case values
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reported in Table 3.3. First, we can observe that the worst-case inputs appear at the boundary
of the input domain, and second, we can systematically reduce them by reducing the input
domain the worst-case guarantees are evaluated on. For both the shown test cases, we can reduce
all worst-case guarantees to below 20% by reducing each load input dimension by δ = 0.08.
This demonstrates that training neural networks on a larger input domain than the worst-case
guarantees are evaluated on presents a possible approach to improve their worst-case performance
and meet desired specifications.

3.4

Towards real-world applications

The availability of data such as measurements from PMUs and smart meters together with the rapid
development of the capabilities of machine learning tools present significant potential for machine
learning applications in power systems. However, there exist barriers towards the real-world
application of these tools in safety-critical contexts, as we discussed throughout this chapter. These
barriers include the lack of high-quality datasets and the lack of formal guarantees. We introduced
methods to address these in Chapter 3.2 and Chapter 3.3.
In the following, we outline potential additional barriers for machine learning in safety-critical
power system applications. First, so far, existing physical models are not utilized to improve
the performance and robustness of machine learning tools, and neural networks are trained
physics-agnostic. Second, neural networks are treated as black-box tools. While we demonstrate
in Chapter 3.3 how to obtain formal and worst-case guarantees on their behaviour, the underlying
internal reasoning of the neural network remains unknown. Addressing the lack of interpretability
of neural networks is necessary to build the missing trust of system operators [80]. Finally, we
provide an overview of a unified framework to enable the adoption of machine learning including
neural networks for real-world safety-critical applications.
As we demonstrated in Chapter 3.3.4, training neural networks without the knowledge of the
underlying physical constraints can lead to neural network predictions with substantial worst-case
constraint violations. On the other hand, physical models of power systems with different levels
of modeling detail have been developed over decades. A promising direction to improve both
performance and robustness is to train neural networks physics-informed [100]. This could be
achieved by including an additional term in the loss function which penalizes the violations
of constraints or the deviations from modelled physical equations. In [Pub. K], we take a first
step towards this direction and train physics-informed neural networks to predict solutions to
differential equations describing the frequency dynamics of power systems. We demonstrate
substantial computational speed-ups compared to conventional methods, while requiring less data
compared to standard neural network training.
To build the trust of power system operators into machine learning tools, it is necessary to improve
their interpretability by providing explanations for their decisions. These explanations can take
the form of attribution maps which specify the relative importance of each feature to e.g. the
classification decision. For image classification, it has been shown that so-called Clever Hans neural
network predictors exist, which rely on spurious correlation in the data for classification decisions.
In [101], a Clever Hans predictor relied on the source tags in images to detect horses, instead of
identifying the horse in the image. By inserting the source tag into a picture of an automobile,
the prediction could be successfully changed to a horse. In particular for power system security
assessment, comparing the intuition of the human operator with the attribution map of a security
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classifier would present an important step towards real-world application, including to assess
whether the trained classifiers rely on spurious correlations. The uncertainty estimation of neural
network predictions [102] is a related promising research direction. This would, besides the neural
network prediction, provide a measure of confidence in the prediction, allowing to investigate
predictions with low measure of confidence in more detail by system operators.
Overall, the presented methods should be considered under a unified framework. This framework
entails the dataset creation, the neural network training, and the performance evaluation. In the
dataset creation, the methodology presented in Chapter 3.2 can be utilized and, if available, historical
data can be leveraged. In the neural network training, besides the standard training procedures,
physics-informed training procedures are of high interest. In the performance evaluation, the
statistical metrics such as accuracy should be complemented with formal guarantees of neural
network behaviour, introduced in Chapter 3.3, and explanations and uncertainty estimations of
the neural network predictions. Additionally, problem-specific metrics can be considered. If
the performance is not satisfactory, either the neural network needs to be directly re-trained, or
the dataset creation needs to modified. Two examples of such an iterative approach to improve
neural network performance are the reduction of the neural network input domain for computing
worst-case guarantees, discussed in Chapter 3.3.4, and enriching the dataset with identified
adversarial examples, discussed in Chapter 3.3.2. If the neural network performance is satisfactory
with respect to these different performance dimensions, the machine learning tool could be tested
in a real-world application.

CHAPTER

4
Conclusion

The main contributions and findings of this thesis are summarized in Chapter 4.1, and future
directions of research are outlined in Chapter 4.2.

4.1

Summary

The contributions of this thesis can be summarized along two main directions. The first one
addressed the increased uncertainty from intermittent renewable generation and stochastic loads in
operational tools such as the AC-OPF, through the use of convex relaxations and chance constraints.
The second one removed barriers for the safety-critical application of machine learning including
neural networks in power systems. These barriers include the lack of high-quality datasets and the
black-box nature of neural networks.
To enable the application of convex relaxations in operation tools, we provided in [Pub. A] an
in-depth investigation when convex relaxations fail to be exact and assessed the most promising
AC-feasibility recovery methods, using a wide range of PGLib OPF test cases. We proposed two
metrics to characterize the distance of solutions from inexact convex relaxations to AC-feasible
and locally optimal solutions. The key insights are that the distance of obtained solutions to
inexact convex relaxations to solutions feasible to the operational constraints can be substantial
and that penalization methods can fail at recovering AC-feasible solutions. This highlights that
investigating the exactness of convex relaxations and the AC-feasibility of obtained solutions are
essential for operational tools using convex relaxations.
With careful consideration of the properties of convex relaxations, we provided the first convex
formulation of chance-constrained AC-OPF problems in [Pub. B] which can obtain AC-feasible
solutions with near-global optimality guarantees. The chance constraints limit the maximum
allowable probability of constraint violation, and we achieved tractable formulations for robust
and Gaussian uncertainty sets. We extended the proposed framework to include the N-1 security
criterion in [Pub. C], and to model interconnected AC and HVDC grids in [Pub. D]. To obtain ACfeasible solutions, we introduced a penalty term minimizing active power losses and a systematic
procedure to choose suitable penalty weights. We utilized the controllability available from
wind farms and HVDC converters, and proposed an iterative solution algorithm and Benders
decomposition to maintain scalability. Using realistic forecast data and a range of case studies, we
demonstrated that our approach achieves tight near-global optimality guarantees and compliance
with the chance constraints, whereas existing chance-constrained formulations using the DC-OPF
approximation lead to constraint violations, jeopardizing system security.
Focusing on removing barriers for machine learning in power systems, we introduced parallelizable
and modular methods in [Pub. E] and [Pub. F] to create balanced datasets of secure and insecure
operating points with a detailed description of the security boundary. We proposed infeasibility
certificates using convex relaxations based on hyperspheres and hyperplanes, and an efficient
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algorithm to minimize the unclassified operation region. To characterize the security boundary in
detail, we used directed walks and sensitivity measures, and enriched the dataset by sampling from
a distribution fitted to the identified secure samples. We demonstrated for a range of PGLib OPF
test cases that the infeasibility certificates allow us to a-priori drastically reduce the unclassified
input volumes. As our approaches are modular, they can utilize historical data and integrate
alternative methods such as importance sampling or vine copulas.
Besides the efficient methodology to create datasets, we introduced for the first time a framework to
obtain formal guarantees of neural network behaviour for power system applications, leveraging
mixed-integer linear reformulations of trained neural networks. In [Pub. G], using neural networks
for security assessment as a guiding example, we formulated MILPs to assess the robustness
of neural networks, and to obtain continuous input regions with guaranteed neural network
classification. For a range of case studies, we evaluated the robustness of neural networks,
obtained formal guarantees, and re-trained neural networks to improve robustness. In [Pub. H],
we focused on using neural networks to predict solutions to DC-OPF problems, and formulated
MILPs to obtain worst-case guarantees related to the maximum constraint violation, distance of
predicted to optimal decision variables and sub-optimality. For a range of PGLib-OPF test cases,
we demonstrated that the obtained worst-case guarantees can be up to one order of magnitude
larger than the empirical lower bounds on the entire dataset, and that the worst-case guarantees
can be systematically reduced by training on a larger input domain than on which the guarantees
are evaluated on.

4.2

Perspectives for future research

The insights gained in this thesis related to convex optimization and machine learning for secure
power system operation open up several perspectives for future research. While we have provided
suggestions for future research throughout the main chapters of this thesis, in the following, we
highlight three of the most promising directions.
For operational tools, the feasibility of the obtained solutions from convex relaxations with respect
to the power system constraints is a requirement to ensure system security. As we have shown
in [Pub. A], the distance of solutions to inexact convex relaxations to solutions feasible to the
operational constraints can be substantial. Penalization methods such as the active loss power
penalty proposed in [Pub. B] can recover AC-feasible solutions and in [Pub. C] we proposed a
systematic procedure to choose suitable penalty weights. While we have shown that this procedure
allows to obtain AC-feasible solutions with tight near-global optimality guarantees, the proposed
heuristic method is not guaranteed to identify AC-feasible solutions. Recent advances have been
made towards iterative penalized convex relaxations with guarantees to recover AC-feasible
solutions [75]. Including these in the proposed framework would present an important step
towards its application as operational tool for secure power system operation.
Current training procedures for neural networks used e.g. in [Pub. G] and in [Pub. H] minimize
statistical metrics such as the cross-entropy or the mean squared error using the training dataset
samples. They are physics-agnostic, i.e., they do not take prior knowledge of the power system
physics such as operational constraints into account. As the simulation results in [Pub. H]
demonstrate, this can result to neural networks predictions leading to substantial violations
of system constraints and jeopardizing system security if no suitable mitigation measures are
taken. On the other hand, rich physical models describing static and dynamical aspects of power
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systems have been developed over the last decades. Leveraging these and instead training neural
networks physics-informed, e.g., by penalizing constraint violations or adjusting the neural network
architecture to reflect physical equations [100], presents a promising future direction for research.
This would combine the accuracy of physical modeling with the high computational speed of neural
networks. The work in [Pub. K] takes a first step towards this direction, training physics-informed
neural networks for predicting solutions to differential equations describing frequency dynamics,
and demonstrating substantial computational speed-ups compared to conventional methods.
This thesis has removed barriers to enable the safety-critical application of machine learning
including neural networks in power systems. To develop reliable machine learning tools for
secure power system operation, the next step should consider a unified framework using the
dataset creation methods proposed in [Pub. E] and in [Pub. F] and the methods to obtain formal
guarantees of neural network behaviour proposed in [Pub. G] and [Pub. H]. This framework
would entail the following steps: First, the efficient creation of high-quality datasets utilizing
historical data if available. Second, the neural network training, potentially physics-informed.
Finally, the evaluation of the trained neural network performance. The last step would include,
besides evaluating statistical metrics such as accuracy, to assess the robustness and to obtain formal
guarantees. If performance and robustness requirements specified by system operators are not
met, the datasets have to be further enriched, e.g., by increasing their size or adding identified
adversarial examples. Then, this procedure has to be repeated until all requirements are satisfied.
As an outcome, we would obtain robust machine learning tools with formal guarantees, potentially
unlocking a range of new applications in power systems.
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A. Auxiliary Matrices
The following auxiliary variables are introduced for each bus k ∈ N and line (l, m) ∈ L in [17]:
Ŷk := ek eTk Y

(4.1)

Ŷlm := (ȳlm + ylm )el eTl − (ylm )el eTm
"
#
1 <{Ŷk + (Ŷk )T } ={(Ŷk )T − Ŷk }
Yk :=
2 ={Ŷk − (Ŷk )T } <{Ŷk + (Ŷk )T }
"
#
1 <{Ŷlm + (Ŷlm )T } ={(Ŷlm )T − Ŷlm }
Ylm :=
2 ={Ŷlm − (Ŷlm )T } <{Ŷlm + (Ŷlm )T }
"
#
−1 ={Ŷk + (Ŷk )T } <{Ŷk − (Ŷk )T }
Ȳk :=
2 <{(Ŷk )T − Ŷk } ={Ŷk + (Ŷk )T }
"
#
−1 ={Ŷlm + (Ŷlm )T } <{Ŷlm − (Ŷlm )T }
Ȳlm :=
2 <{(Ŷlm )T − Ŷlm } ={Ŷlm + (Ŷlm )T }
"
#
ek eTk
0
Mk :=
0
ek eTk

(4.2)
(4.3)
(4.4)
(4.5)
(4.6)
(4.7)

Matrix Y denotes the bus admittance matrix of the power grid, ek the k-th basis vector, ȳlm the
shunt admittance and ylm the series admittance of line (l, m) ∈ L.
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Inexact Convex Relaxations for AC Optimal
Power Flow: Towards AC Feasibility
Andreas Venzke, Spyros Chatzivasileiadis, and Daniel K. Molzahn

Abstract—Convex relaxations of AC optimal power flow (ACOPF) problems have attracted significant interest as in several
instances they provably yield the global optimum to the original
non-convex problem. If, however, the relaxation is inexact, the
obtained solution is not AC-feasible. The quality of the obtained
solution is essential for several practical applications of AC-OPF,
but detailed analyses are lacking in existing literature. This paper
aims to cover this gap. We provide an in-depth investigation of
the solution characteristics when convex relaxations are inexact,
we assess the most promising AC feasibility recovery methods for
large-scale systems, and we propose two new metrics that lead to
a better understanding of the quality of the identified solutions.
We perform a comprehensive assessment on 96 different test
cases, ranging from 14 to 3120 buses, and we show the following:
(i) Despite an optimality gap of less than 1%, several test cases
still exhibit substantial distances to both AC feasibility and local
optimality and the newly proposed metrics characterize these
deviations. (ii) Penalization methods fail to recover an AC-feasible
solution in 15 out of 45 test cases. (iii) The computational benefits
of warm-starting non-convex solvers have significant variation,
but a computational speedup exists in over 75% of cases.
Index Terms—Convex quadratic optimization, optimal power
flow, nonlinear programming, semidefinite programming.

I. I NTRODUCTION
The AC optimal power flow (AC-OPF) problem is fundamental for the efficient operation of power systems [1].
Formulations of AC-OPF have found practical use in tools
that minimize system losses and optimize setpoints of reactive power sources (e.g., synchronous condensers). Moreover,
AC-OPF is being increasingly considered for market clearing
procedures. The AC-OPF minimizes an objective function
(e.g., generation cost) subject to the power system operational
constraints (e.g., limits on the transmission line flows and
bus voltages). However, nonlinearities from the AC power
flow equations result in the AC-OPF problem being nonconvex and generally NP-hard [2], [3]. To address this issue,
different convex relaxations of the AC-OPF problem have
been proposed during the last decade, including second-order
cone programming (SOCP) [4], semidefinite programming
(SDP) [5], [6], and quadratic convex (QC) relaxations [7].
These relaxations have attained significant interest as in several
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Energy Systems Division, Argonne National Laboratory, Lemont, IL 60439
USA, e-mail: molzahn@gatech.edu.
This work is supported by the multiDC project, funded by Innovation
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under contract DE-AC-02-06CH11357.

test cases they provably yield the global optimum to the
original non-convex problem [6], [8], i.e., they are exact, and
are shown to be tractable for test cases with thousands of
buses [7], [8]. Besides obtaining a global optimality certificate,
solving a convex instead of a non-convex problem has major
advantages in various applications of AC-OPF. For example,
several decomposition techniques are only guaranteed to converge for convex problems [9]. Moreover, robust and chanceconstrained programs arising in AC-OPF under uncertainty
are more tractable [10]–[12]. Additional examples include
applications of convex relaxations for distributed AC-OPF in
microgrids [13], and for reactive power control in distribution
networks [14].
If, however, the convex relaxations of AC-OPF problems are
inexact, the obtained solutions are not AC-feasible, yielding
only a lower bound on the objective value [15], [16]. This
poses a barrier for practical applications. Understanding when
convex relaxations fail to be exact and characterizing the most
promising options to obtain an AC-feasible (near-)globally
optimal solution becomes fundamental for enabling the use of
these methods in practice. This paper aims to cover this gap.
To this end, we provide an in-depth analysis of the solution
characteristics when convex relaxations are inexact, we assess
promising AC feasibility recovery methods in a wide range
of cases, and we propose new metrics that lead to a better
understanding of the quality of the identified solutions.
A related strand in research investigates theoretical conditions which guarantee exactness of convex relaxations of
AC-OPF problems. These are, however, mainly limited to
radial networks (see, e.g., [17] for a comprehensive review) or
impose restrictive assumptions on network parameters [18]. On
the other hand, there are several works [19], [20] which define
sufficient conditions for inexactness of convex relaxations.
The work in [19] focuses on radial networks, and explores
conditions for which the SDP relaxation is inexact. The work
in [20] provides conditions for arbitrary networks under which
the solution to the SDP relaxation will have rank larger than
one, i.e., be inexact. The motivation for our work is that
the derived conditions on exactness and inexactness do not
apply to a large set of meshed transmission grid test instances.
Instead, using an comprehensive empirical analysis, we investigate the solution quality when relaxations are inexact,
define two metrics to evaluate the distance to AC-feasibility
and local optimality, and evaluate the most promising ACfeasibility recovery procedures.
First, we assess the quality of the identified solutions when
convex relaxations are inexact. Previous research has shown
that although convex relaxations are inexact for the majority
of available test cases [21], optimality gaps (i.e., the difference
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between the objective value of the relaxation and the objective
value reported by a non-convex solver) of less than 1% can
be achieved in many instances. While much of the literature
(e.g., [7], [22]) focuses on further reducing the optimality
gap, the quality of the obtained solution is often neglected.
However, the quality of the obtained decision variables is
essential for various applications of AC-OPF, e.g., in certain
bi-level programs [10] or where an AC-feasible solution is
a requirement. As we show in this paper, it is important to
realize that even a zero optimality gap does not guarantee that
the obtained solution is AC-feasible.
In this paper, we provide a comprehensive assessment of
the inexact solutions to the QC and SDP relaxations with
respect to both AC feasibility and local optimality. From our
analysis, it becomes obvious that the optimality gap alone is
an insufficient metric for assessing the quality of the obtained
solution. To address this limitation, we propose two new
metrics: i) the cumulative normalized constraint violation, and
ii) the average normalized distance to local optimality. While
existing related studies have focused only on radial distribution
networks and the obtained voltage magnitudes for inexact
SOCP relaxations [23], in our comprehensive assessment, we
use a wide range of meshed transmission network PGLib OPF
test cases from [21] and consider all AC-OPF state variables.
Second, we rigorously evaluate two of the most promising
directions for recovering an AC-feasible solution on up to
96 different test cases, ranging from 14 up to 3120 buses.
The first focuses on modifying the objective functions of
convex relaxations with penalization terms to guide them
towards an AC-feasible solution [24]–[27]. We show how the
newly proposed metrics can assess and improve the performance of penalization methods. This paper focuses on penalty
terms based on reactive power [24] and apparent branch flow
losses [25], as they have been shown to be tractable for larger
systems and to result in near-globally optimal solutions for
certain test cases.
The second direction to recover an AC-feasible solution
uses the result of the inexact convex relaxation to warmstart a general non-linear solver. While prior work in [22],
[28] has solely focused on warm-starting interior-point solvers
with solutions to the inexact SOCP relaxation, this paper
investigates warm-starting both interior-point and sequential
quadratic programming solvers with inexact solutions to the
QC and SDP relaxations.
The main contributions of this paper are:
1) This is the first work to provide an in-depth assessment
of the quality of the solution obtained through convex relaxations, measuring the distance of the decision
variables for both the QC and SDP relaxations to AC
feasibility and local optimality in 96 test cases, ranging
from 14 to 3120 buses. We propose two empirical
metrics complementary to the optimality gap: i) the
cumulative normalized constraint violation, and ii) the
average normalized distance to local optimality. We
show that despite an optimality gap of less than 1%,
several test cases still exhibit substantial distances to AC
feasibility and local optimality, highlighting the added
value of the two metrics.

2) We provide a rigorous analysis of three different penalization methods for the SDP relaxation on 45 PGLib
OPF test cases up to 300 buses. We show that they fail to
recover an AC-feasible solution for 35.6% of test cases
and can incur significant sub-optimality of up to 47.7%.
We characterize the obtained solutions from penalized
SDP relaxations using our proposed metrics. We also
show that in cases where penalization methods fail, they
often exhibit substantial distances to both AC-feasibility
and local optimality. For failed test instances with small
distances, we show how our proposed metrics inform
a fine-tuning of penalty weights to obtain AC-feasible
solutions.
3) We investigate warm-starting interior-point and sequential quadratic programming solvers with the solutions
to the inexact convex relaxations compared to initializations with a flat start or the solutions to the DC optimal
power flow. Examining 96 test cases with up to 3120
buses, we show that benefits in terms of computational
speed, solver reliability, and solution quality strongly
depend on solver and test case, which corroborates the
complexity of the AC feasibility recovery problem. The
warm-started interior point solver IPOPT [29] achieves
the best performance, gaining a computational speed-up
in over 75% of the cases.
This paper is structured as follows: Section II formulates the
AC-OPF problem and the considered QC and SDP relaxations.
Section III proposes two metrics to assess the distances to AC
feasibility and local optimality of inexact convex relaxations.
Section IV reviews different methods for recovering ACfeasible or locally optimal solutions from inexact convex relaxations. Section V provides extensive computational studies
using the PGLib OPF benchmarks. Section VI concludes.

II. AC O PTIMAL P OWER F LOW AND R ELAXATIONS
The AC-OPF problem has a variety of different mathematically equivalent formulations. For a detailed survey on ACOPF and convex relaxations, the reader is referred to [30].
Here, for brevity, we follow the AC-OPF formulation of [7]
to facilitate the derivation of the SDP and QC relaxations.
A power grid consists of the set N of buses, a subset of
those denoted by G have a generator. The buses are connected
by a set (i, j) ∈ L of power lines from bus i to j. The
optimization variables are the complex bus voltages Vk for
each bus k ∈ N and the complex power dispatch of generator
SGk for each bus k ∈ G. The objective function fcost minimizes
the cost associated with active power dispatch:
min fcost :=

V,SG

X

k∈G

ck2 <{SGk }2 + ck1 <{SGk } + ck0

(1)

The terms ck2 , ck1 and ck0 denote quadratic, linear and
constant cost terms associated with generator active power
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dispatch, respectively. The following constraints are enforced:
(Vkmin )2 ≤ Vk Vk∗ ≤ (Vkmax )2
min
max
SG
≤ SGk ≤ SG
k
k
max
|Sij | ≤ Sij

SGk − SDk =

∀k ∈ N

Skj

(k,j)∈L

Sij = Yij∗ Vi Vi∗ − Yij∗ Vi Vj∗

max
max
− θij
≤ ∠(Vi Vj∗ ) ≤ θij

(2b)

∀k ∈ N

(2d)

∀(i, j) ∈ L

(2e)

|Sij |2 ≤ Wii lij

∀(i, j) ∈ L

Wij = Vi Vj∗

(2c)

(2f)

(3)

This facilitates the reformulation of (2a), (2e), and (2f) as:

Sij =
Sij =

Yij∗ Wii − Yij∗ Wij
Yij∗ Wjj − Yij∗ Wij∗

max
tan(−θij
)

≤

={Wij }
<{Wij }

≤

max
tan(θij
)

T

∀k ∈ G

The bus voltage magnitudes are constrained in (2a) by upper
and lower limits Vkmin and Vkmax . The superscript ∗ denotes the
complex conjugate. Similarly, the generators’ complex power
min
outputs are limited in (2b) by upper and lower bounds SG
k
max
and SG
,
where
inequality
constraints
for
complex
variables
k
are interpreted as bounds on the real and imaginary parts. The
max
apparent branch flow Sij is upper bounded in (2c) by Sij
.
The nodal complex power balance (2d) including the load SD
has to hold for each bus. The apparent branch flow Sij is
defined in (2e). The term Y denotes the admittance matrix of
the power grid. The branch flow is also limited in (2f) by an
max
upper limit on the angle difference θij
. As proposed in [6],
[7], an additional auxiliary matrix variable W is introduced,
which denotes the product of the complex bus voltages:

(Vkmin )2 ≤ Wkk ≤ (Vkmax )2

Wkk = vk2

D
EM
<{Wij } = hvi vj iM hcos(θi − θj )iC
D
EM
={Wij } = hvi vj iM hsin(θi − θj )iS

∀(i, j) ∈ L

X

(2a)

N , and squared current flows, lij ∀(i, j) ∈ L, are added; and
convex constraints and envelopes are introduced [7]:

∀k ∈ N

(4a)

∀(i, j) ∈ L

(4b)

∀(i, j) ∈ L

(4d)

∀(i, j) ∈ L

(4c)

The only source of non-convexity is the voltage product (3).
A. DC Optimal Power Flow (DC-OPF) Approximation
The DC-OPF, which serves here as benchmark, is an
approximation that is often used in, e.g., electricity markets
and unit commitment problems. This approximation neglects
voltage magnitudes, reactive power, and active power losses.
The state variables are the active generation PG and the voltage
angles θ. Depending on whether a quadratic cost term is
included, the optimization problem is either a linear program
(LP) or a quadratic program (QP). For brevity the formulation
is omitted, but can be found in, e.g., [31]. Since solver
reliability is very important, most system operators currently
use the DC power flow approximation, which, however, can
exhibit substantial errors [32].
B. Quadratic Convex (QC) Relaxation
The QC relaxation proposed in [7] uses convex envelopes
of the polar representation of the AC-OPF problem to relax
the dependencies among voltage variables. The non-convex
constraint (3) is removed; variables for voltages, vi ∠θi ∀i ∈

Sij + Sji = Zij lij

∀k ∈ N

(5a)

∀(i, j) ∈ L

(5b)
(5c)

∀(i, j) ∈ L

(5d)

∀(i, j) ∈ L

(5e)

∀(i, j) ∈ L

The superscripts T, M, C, S denote convex envelopes for the
square, bilinear product, cosine, and sine functions, respectively; for details, see [7]. The term Zij denotes the line
impedance. The resulting optimization problem is an SOCP
that minimizes (1) subject to (2b)–(2d), (4), and (5). The
QC relaxation dominates the SOCP relaxation of [4] in terms
of tightness at a similar computational complexity, and is
particularly effective for meshed transmission networks with
tight angle constraints. We therefore omit the SOC relaxation.
C. Semidefinite (SDP) Relaxation
In the semidefinite (SDP) relaxation proposed in [5], [6],
the non-convex constraint (3) is reformulated in matrix form:
W 0

rank(W ) = 1

(6a)
(6b)

The non-convexity of the resulting formulation is encapsulated
in the rank constraint (6b), which is subsequently relaxed.
The resulting optimization is an SDP that minimizes the
objective function (1) subject to (2b)–(2d), (4), and (6a). In
terms of theoretical tightness, the QC neither dominates nor
is dominated by the SDP relaxation [7].
Higher-order moment relaxations generalize the SDP relaxation of [6], facilitating global solutions to a broader
class of problems at the computational cost of larger SDP
constraints [33], [34]. To reduce the size of these constraints,
the work in [35] proposes a method to exploit sparsity by
sequentially enforcing higher-order moment constraints only
for parts of the network which corresponds to higher rankcomponents in matrix W . As this approach is not as computationally mature as the SDP and QC relaxations, and its use
for various further application of the AC-OPF, e.g. distributed
AC-OPF and bi-level programs, is not explored yet, we leave
its detailed computational analysis for future work.
III. D ISTANCE M ETRICS FOR I NEXACT S OLUTIONS
The optimality gap is a widely used distance metric for
assessing the quality of inexact solutions obtained from convex
relaxations. The optimality gap between the solution to the
convex relaxation and the best known feasible point for the
non-convex AC-OPF problem is defined as follows:
(1 −

relax
fcost
local )
fcost

× 100%

(7)

relax
The term fcost
denotes the lower objective value bound from
local
the relaxation and fcost
is the objective value of the best
known feasible point obtained from a local non-convex solver.
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If the relaxation is inexact, the magnitude of the optimality gap
does not necessarily indicate the decision variables’ distances
to feasibility or local optimality for the original non-convex
AC-OPF problem; e.g., for cases with very flat objective
functions, solutions with small optimality gaps could still
exhibit substantial distances to both. Additionally, the closest
solution that is AC-feasible might not coincide with the closest
locally optimal solution. To assess both these distances for
a wide range of test cases, we propose two new alternative
metrics: i) the cumulative normalized constraint violation and
ii) the average normalized distance to a local solution.
A. Cumulative Normalized Constraint Violation
To assess the distance to AC feasibility, we run an AC
power flow (AC-PF) with set-points obtained from an inexact
convex relaxation and evaluate the constraint violations. For
each bus k ∈ N , there are four state variables: the voltage magnitude |Vk |, the voltage angle θk , the active power
injection <{SGk − SDk }, and the reactive power injection
={SGk − SDk }. If the solution to the convex relaxation is
inexact, the resulting state variables do not fulfill the AC
power flow equations and are hence AC-infeasible. To recover
a solution that satisfies the AC power flow equations, an AC
power flow (AC-PF) can be computed with the set-points
obtained from the convex relaxation.
Theoretically, it is possible to model generator-connected
buses as P V , P Q, or V θ buses. Please note that for all
three options discussed in the following we assume that one
of the generator is designated as slack bus, and is therefore
modelled as V θ bus. We exclude the possibility to model all
generators as V θ buses due to two reasons: First, the voltage
angles are not readily available for the SDP relaxation, and, if
estimated, would likely of lower quality than P , Q and V setpoints directly obtained from the solution to the relaxation.
Second, specifying voltage angles at multiple buses within
the AC power flow has to our knowledge not been reported
in literature, and we expect poor convergence performance.
Regarding modeling as P Q buses, we also observed issues
with the convergence of AC power flows in our computational
experiments. Accordingly, we choose to use the setpoints for
active power injections and voltage magnitudes at generatorconnected buses from the relaxation’s solution, i.e., modeling
generators as P V buses.
We propose the cumulative normalized constraint violation
resulting from this power flow solution as a metric to quantify
the distance to AC feasibility. This metric can be computed
by taking the sum of constraint violations from the AC-PF
solution, normalized by the respective upper and lower constraint bounds. For each variable x := {PG , QG , |V |, θij , Sij }
and corresponding set X = {G, G, N , L, L} we define the
cumulative normalized constraint violations xviol as:
X max(xAC-PF −xmax ,xmin −xAC-PF ,0)
k
k
k
k
× 100%
(8)
xviol :=
xmax −xmin
k∈X

k

k

The term xAC-PF
refers to to the value of the variable from
k
the AC power flow solution. The minimum and maximum
constraints on the variable are represented by the terms xmax
k
and xmin
k , respectively. We take the magnitude of the violation

into account since larger violations indicate a larger distance
to AC-feasibility. We normalize each violation with respect to
the upper and lower constraint limits, which allows for a fair
comparison between different type of violations. We choose
not to normalize by the number of buses or constraints since
only a very low percentage of constraints are usually violated
in our studies, as can be seen in Fig. 1. We found that this
metric carries more information than assessing the average
or maximum constraint violations since only a small subset
of the constraints are active in typical AC-OPF problems.
This metric allows for a comparison of the distance to AC
feasibility among relaxations for a given system. Note that it is
not averaged by the number of buses, and as a result, inexact
convex relaxations of AC-OPF problems for larger systems
may exhibit larger values.
We note that the accuracy of any power system model
inherently relies on appropriate values for parameters such
as transmission line limits, impedances, etc. These parameters can vary with changes in the weather and operating
conditions, leading to differences between the modeled and
actual system behavior. While analyses of these differences
are not in the scope of this paper, we refer the reader to other
research which proposes models that incorporate the effects of
temperature, weather, frequency variations, etc. on the model
parameters [36]–[39].
B. Average Normalized Distance to a Local Solution
To assess the distance to local optimality, we propose an
additional metric defined as the averaged normalized distance
of the variable values obtained with the inexact convex relaxation to a locally optimal solution obtained with a non-convex
solver.1 This metric can be computed by taking the absolute
difference between the variable value from the relaxation’s
solution and the value from the local optimum, normalized by
the difference in the upper and lower variable bound, and then
averaging over all variables. As this metric is averaged by the
number of variables, which is a function of the system size, it
allows for fair comparison among relaxations for systems with
different sizes. For each variable x := {PG , QG , |V |, θij , Sij }
and corresponding set X = {G, G, N , L, L}, we define the
average normalized distance xdist as:
X |xrelax −xopt |
k
k
× 100%
(9)
xdist := |X1 |
xmax −xmin
k∈X

k

k

The terms xrelax
and xopt
k
k are the values of the variable defined
by the solution to the convex relaxation and by a locally
optimal solution to the original non-convex AC-OPF problem,
respectively.
IV. R ECOVERY OF AC-F EASIBLE AND L OCAL S OLUTIONS
A. Penalization Methods for SDP Relaxation
For a variety of test cases, the SDP relaxation has a small
optimality gap but the obtained solution W does not satisfy
1 Note that no AC-OPF problems with multiple local solutions were identified in the numerical results for our large-scale test cases with any of the
three different solvers or in [40]. This could indicate that no spurious locally
optimal solutions exist, i.e., solutions that are locally but not globally optimal,
and the identified solutions are in fact the globally optimal solutions.

the rank-1 condition (6b); see, e.g., [8], [15], [16], [24]. To
drive the solution towards a rank-1 point in order to recover an
AC-feasible solution, several works [24], [25] have proposed
augmenting the objective function of the semidefinite relaxation fcost with penalty terms, denoted with fpen . Note that the
penalized formulations are not relaxations of the original ACOPF problem, but can still be useful for recovering feasible
points. We focus on the following three penalty terms. First,
the nuclear norm proposed by [41] is a widely used penalty
term for the general rank-minimization problem:
fpen = fcost + pen Tr{W }

(10)

The penalty weight is denoted with pen and the term Tr{ · }
indicates the trace of the matrix W , i.e., the sum of the
diagonal elements. Second, specific for the AC-OPF, the work
in [24] proposes penalization of the reactive generator outputs:
X
fpen = fcost + pen
={SGk }
(11)
k∈G

The term ={SGk } denotes the reactive power output of the
generator connected to bus k. Finally, the work in [25] suggests
adding an apparent branch flow loss penalty to the objective
function:
X
fpen = fcost + pen
|Sij − Sji |
(12)
(i,j)∈L

The term |Sij − Sji | represents the absolute apparent power
loss on the line from bus i to bus j. Both the works [24], [25]
show that certain choices of pen result in successful recovery
of an AC-feasible and near-globally optimal operating points
for selected test cases. In Section V-C, we will present a
counterexample and provide a detailed empirical analysis of
the different penalty terms for a wide range of test cases. Note
that to the knowledge of the authors, penalization methods
have not been applied to address inexact solutions resulting
from the QC relaxation.
The two proposed metrics in Section III-A and Section III-B
complement the evaluation of penalization methods as follows.
First, by evaluating the cumulative normalized constraint violation for different penalty weights pen , we can quantify if
a solution obtained from the penalized SDP relaxation is ACfeasible as well as how different magnitudes of penalty weights
compare in terms of distance to AC-feasibility, e.g., we can
assess whether increasing the penalty moves the obtained
solution closer to AC-feasibility. Second, by evaluating the
average normalized distance to local optimality, we can assess
whether the penalization terms drive the solution towards
the solution provided by a non-convex solver, or otherwise
towards regions with sub-optimal costs. Note that in theory the
penalization could also drive the solution towards a different
locally optimal solution or the globally optimal solution, which
may have lower objective values. For the large-scale test
cases in our simulation study, we did not observe multiple
locally optimal solutions, and the penalization did not drive the
solution towards an AC-feasible solution with lower objective
value. Third, if both metrics remain substantial for a wide
range of penalty weights pen , then this indicates that the
penalty term under study might not be able to recover an
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Fig. 1. The overall share of constraints violated in the AC-PF with the
generators’ setpoints for active power outputs and voltage magnitudes fixed
to the values obtained from the DC-OPF, the QC relaxation, and the SDP
relaxation for the successfully convergent 84 instances.

AC-feasible solution. Refer to Section V-C for a detailed
computational analysis.
B. Warm-Starting Non-Convex Local Solvers
When penalization methods are not successful at recovering
a rank-1 solution, non-convex solvers can be warm started
with the solution of convex relaxations in order to recover an
AC-feasible and locally optimal solution. Compared to a flat
start of Vk = 1∠0, ∀k ∈ N , which is a common initialization
for non-convex solvers, warm-starting could lead to i) reduced
computational time and ii) improved solution quality. For these
purposes, we utilize two types of non-convex solvers:
1) Sequential Quadratic Programming (SQP): To compute
a search direction, this method iteratively solves second-order
Taylor approximations of the Lagrangian which are formulated
as Quadratic Programs (QP). Line-search or other methods
are used to determine an appropriate step size. In theory, this
solution method is well suited for being warm-started [42].
We will use KNITRO [43] as the reference SQP solver.
2) Interior-Point Methods (IPM): To deal with the constraint inequalities in the optimization problem, a logarithmic
barrier term is added to the objective function with a multiplicative factor. This factor is decreased as the interior-point
method converges, and the resulting barrier term resembles the
indicator function. Interior point methods are challenging to
efficiently warm start since the logarithmic barrier term initially keeps the solution away from inequality constraints that
are binding at optimality [44]. While theoretical performance
guarantees on warm-starting interior-point methods for linear
programs exist (see e.g. [45], [46]), common practice in the
literature for non-convex programs (see, e.g., [47]) is to follow an empirical approach based on extensive computational
experiments. We will use both KNITRO [43] and IPOPT [29]
as reference IPM solvers as they are among the most robust
and scalable solvers for AC-OPF [40].
V. S IMULATIONS & R ESULTS
First, we specify the simulation setup. For the PGLib OPF
test cases, we then evaluate the distance to AC feasibility and
local optimality for the DC-OPF solution and solutions to the
QC and SDP relaxations. We also study how these distances
are correlated with the optimality gap. We use the DC-OPF as
a computationally inexpensive benchmark. We next investigate
the robustness and potential sub-optimality of penalization
methods. Finally, we focus on warm-starting of non-convex
solvers with solutions of inexact convex relaxations.
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A. Simulation Setup
We use the implementations of the AC-OPF, DCOPF, QC relaxation, and SDP relaxation provided in
PowerModels.jl [48], a computationally efficient open-source
implementation in Julia. In PowerModels.jl, we use KNITRO
and IPOPT to solve the non-convex AC-OPF, MOSEK to
solve the DC-OPF and the SDP relaxation, and IPOPT to
solve the QC relaxation. The analysis in this work uses the
PGLib OPF Benchmarks v18.08 [21], in particular, the test
cases ranging from 14 to 3120 buses under typical, congested,
and small angle difference conditions. We exclude the test
case case2000 tamu since the SDP relaxation fails for this
test case. For the remaining 96 test cases, the QC and SDP
relaxations return the optimal solution, although it should be
noted that MOSEK reports “stall” in some of the test cases due
to numerical issues. For the small angle difference conditions,
the DC-OPF is infeasible for several instances. For these, we
iteratively relax the angle difference constraints in the DC-OPF
problem in 10% steps until we obtain a feasible solution. All
simulations are carried out on a laptop.
B. Distances to AC Feasibility and Local Optimality
1) AC Feasibility: In the following, we evaluate the constraint violation resulting from AC power flow solutions in
MATPOWER [49] obtained using the generators’ setpoints
for active power outputs and voltage magnitudes from the
DC-OPF, QC relaxation, and SDP relaxation. Note that the
generator voltage set-points are fixed to 1.0 p.u. for the DCOPF. For this purpose, we make the following assumptions:
The largest generator is selected as slack bus. A numerical
tolerance of 0.1% is considered as minimum constraint violation limit. Note that out of 96 test cases considered, the
AC power flow does not converge for four test cases under
any of the three loading configurations due to numerical illconditioning, i.e., in total 12 AC power flows do not converge.
The characteristics of these four test cases, which model parts
of the French transmission network, are detailed in [50]. These
AC power flows also do not converge using PowerModels.jl
with IPOPT. The underlying reasons for power flow nonconvergence are outside the scope of this work. The following
AC feasibility analysis uses the results of the MATPOWER ACPF and focuses on the remaining 84 convergent test cases.
In Fig. 1, we investigate the fraction of constraints violated
and show that, in terms of fraction of constraints violated, the
lower 75th percentiles for the QC and SDP relaxations (2.9%
and 2.7%, respectively) are lower than for DC-OPF (4.2%).
In Fig. 2, we show the cumulative normalized constraint
violation for each constraint type and for the entire ACOPF problem. We can make the following observations: First,
for active power constraints, the 75th percentile for the SDP
relaxation do not exhibit constraint violation, whereas for the
DC-OPF this holds true only for the 25th percentile. The
cumulative violation of generator reactive power constraints
represents a significant share of the overall cumulative violation, with the SDP and QC relaxations exhibiting lower
constraint violations than DC-OPF. For the voltage magnitude,
all three initializations of the AC-PF lead to similar cumulative

violations. For the apparent branch flow constraints, it can be
observed that AC power flows initialized with the solution
to the SDP relaxation lead to significantly smaller constraint
violations compared to DC-OPF and QC relaxation. Regarding
the overall cumulative constraint violation, the lower 25th
percentile for the SDP relaxation (11.8%) is lower than the
QC relaxation (33.7%) and the DC-OPF (239.5%), as these
test cases are very close to a rank-1 solution. Furthermore, the
lower 75th percentile of the cumulative constraint violation for
the QC and SDP relaxations are 54.1% and 63.5% lower than
for the DC-OPF, respectively, highlighting that the obtained
solutions are closer to AC feasibility. We also evaluate the
type of constraint leading to the maximum constraint violation
and we find that this is the generator reactive power in 71.1%,
50.6% and 49.4% of test cases for the DC-OPF, QC relaxation
and SDP relaxation, respectively. If we enforce the reactive
power limits in the AC-PF, whenever possible, active generator
power and voltage limit violations occur more often instead.
Developing systematic procedures to convert P V to P Q buses
when generator reactive power limits are violated in the AC
power flow is an interesting direction for future work. The
cumulative constraint violation relates to the distance to an
AC-feasible solution, which is not necessarily the same as the
distance to a local optimum. We analyze the latter next.
2) Local Optimality: For the 96 considered test cases, we
compute the average normalized distance between the locally
optimal solution found by the non-convex solver IPOPT and
the solutions to the DC-OPF, the QC relaxation, and the SDP
relaxation. Fig. 3 shows the average distance for each state
variable and for the average of all state variables. Considering
all state variables, the lower 75th percentiles for the SDP and
QC relaxations are less than 10% (9.0% and 9.9%), and significantly smaller than the DC-OPF solution (19.3%). Looking
at the individual state variables, the SDP and QC relaxations’
solutions are significantly closer to the local solution than the
DC-OPF, particularly for the reactive generator power QG
and voltage magnitude |V |. For generator active power and
the apparent branch flow, the SDP relaxation is the closest
(less than 5% for the lower 75th percentile). Since obtaining
the voltage angles from the SDP relaxation’s solutions is not
straightforward, the angles are set to zero, and we do not report
the distance in Fig. 3. The closeness of solutions from the QC
and SDP relaxations relative to the local solution motivates
our investigation of warm-starting techniques in Section V-D.
3) Correlation with Optimality Gap: We investigate the
correlation between the optimality gaps and both the averaged
normalized distance and cumulative constraint violation for the
QC and SDP relaxations as shown in Fig. 4. Note that both
axes are on a logarithmic scale and the values are thresholded
at 10−6 . We use the locally optimal solution obtained from
IPOPT as the best known feasible point to compute the
optimality gap. Even for cases with optimality gaps that are
less than 1%, both the distances to local optimality and
the cumulative constraint violations can still be substantial,
suggesting that the optimality gap does not adequately capture
the tightness of a relaxation in terms of the decision variable
accuracy.
Furthermore, there is a group of test cases with non-
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Fig. 2. Cumulative normalized constraint violation for the AC-PF solution with the generators’ setpoints for active power outputs and voltage magnitudes
fixed to the values obtained from the DC-OPF, the QC relaxation, and the SDP relaxation, considering constraints corresponding to each state variable PG ,
QG , |V |, Θij , Sij (left figure), and accumulated for all state variables (right figure) for the successfully convergent 84 instances.
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Fig. 3. Averaged normalized distance of the solution variables of the DC-OPF, QC and SDP relaxations to the locally optimal solution reported by IPOPT
considering each state variable PG , QG , |V |, Θij , Sij (left figure), and averaged for all state variables (right figure) for all considered 96 test cases. Note
that the voltage angles are not available from PowerModels.jl if the SDP relaxation is not exact. The underlying reason is that the voltage angles cannot be
directly extracted if the matrix variable W is not rank-1.
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Fig. 4. Correlation of the optimality gap with the cumulative constraint
violation and the averaged distance to local optimality for the QC and SDP
relaxations. Note that the axes are logarithmic. The red diamonds correspond
to the SDP relaxation, and the blue circles correspond to the QC relaxation.
Note that for the first metric we consider the 84 convergent cases, and for the
second metric we consider all 96 test instances.

negligible distances to local optimality and substantial constraint violations that nevertheless have optimality gaps which
are almost zero. The outliers are the following four test
cases: case2383wp k api, pglib opf case2746wop k api,
case2746wp k api, case3012wp k api, which are some of
the test cases representing the Polish grid under congested
operation conditions (api). A possible explanation is that the
objective functions for these test cases are very flat with
respect to the change in the active generator dispatch, i.e., there
are many generators with the same cost parameters for these
four test cases. Note that all four test cases only have linear
cost parameters (the quadratic and constant cost terms are
zero). To test this hypothesis, we created variants of these four
test cases where we assigned a random linear cost function to
each generator. To this end, we took random samples between
the minimum and maximum linear cost parameters of the
original test case. When recomputing optimality gaps and
distances to AC-feasiblity and local optimality for these test
cases, we observed that the obtained optimality gaps are nonzero, thus supporting our hypothesis.

For the correlation analysis, we use Spearman’s rank and
Pearson’s correlation coefficient. The first coefficient relates
to the (possibly non-linear) monotonicity of the optimality
gap with the two metrics described in Section III. For the
Pearson correlation coefficient, we identify the strength of
possible linear relationships between the base-10 logarithms of
the optimality gaps and these metrics. For both coefficients,
the obtained values can range between -1 and 1, where the
minimum and maximum values correspond to perfect negative
or positive correlation, and the value of 0 expresses that the
quantities are uncorrelated in this statistical measure. With
regard to both the cumulative constraint violation and distance
to local optimality metrics, the resulting Spearman’s rank and
Pearson correlation coefficients are in an interval between 0.32
and 0.59, showing both metrics are not strongly correlated with
the optimality gap.
C. Penalization Methods for SDP Relaxation
The previous section shows that the SDP relaxation’s solution is close to both AC feasibility and local optimality in
various test cases. To drive the solution towards rank-1 and
consequently AC feasibility, we have presented three penalty
terms from the literature in Section IV-A. In this section, we
provide a detailed analysis of the robustness of these heuristic
penalization methods for recovering an AC-feasible solution
and show how the proposed metrics can be used to assess
the quality of the solutions obtained from penalized SDP
relaxations. We also quantify the sub-optimality incurred by
modifying the original objective function. First, we present
a five-bus test case serving as an illustrative example where
penalty terms can fail to recover both an AC-feasible solution
and a near-globally or locally optimal solution. Then, we
provide a detailed numerical analysis on the PGLib OPF
test case database considering all test cases with up to 300
buses. To facilitate comparability, as the absolute objective
function values of the different test cases vary significantly, we
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Fig. 5. The upper plot shows a comparison of penalization methods applied
to the SDP relaxation for the five-bus test case from [51]. The solid lines
represent the regions within which a rank-1 solution matrix is obtained and
hence the SDP solution is AC-feasible. Conversely, the dotted lines correspond
to higher-rank solution matrix for which the SDP solution is not AC-feasible.
The two horizontal lines indicate the objective values of the local and global
optima. The bottom plot shows the results from the penalization methods
projected on the disconnected feasible space with respect to the active power
generation PG2 and PG5 . The feasible space is reproduced from [52]. Note
that the trajectory associated with the matrix trace penalty term does not pass
through the spurious locally optimal solution but leads to a different part of
the feasible space.

define the penalty weight in percent of the original objective
0
of the SDP relaxation with no penalty
function value fcost
term included. As an illustrative example, a penalty weight of
0
pen = 1% corresponds to pen = 0.01 × fcost
. While previous
works have used heuristic measures for the rank-1 property
of the obtained W matrix, in particular requiring the ratio of
the first and second eigenvalue of the obtained matrix W to
be at least between 104 and 106 , we directly compute the
cumulative normalized constraint violation defined in (8) to
assess whether the obtained decision variables are AC-feasible
or not. This is based on our observations that despite having
an eigenvalue ratio of larger than 104 , several of the test cases
exhibit non-zero distances to AC-feasibility, i.e., constraint
violations occur. Note that, due to numerical inaccuracies, if
the cumulative normalized constraint violation is below 0.1%,
we assume that no constraint violations occur, i.e., the solution
is AC-feasible.
1) Five-Bus Test Case: We investigate the five-bus test case
from [51]. The feasible space of this system is visualized
in [52] and shown to be disconnected with one local solution in
addition to the global optimum. The upper plot in Fig. 5 shows
the objective value versus the penalty weight for the three
different penalty functions. We use a fine penalty step size
∆pen of 100.05 % ranging from 10−3 % to 105 %. The solid line
sections represent the region within which each penalty term
yields a rank-1 solution matrix W . The lower plot in Fig. 5
shows the feasible space and the corresponding results of the
penalization methods projected onto the disconnected feasible
space with respect to the active power generation PG1 and
PG2 . We make the following observations: The SDP relaxation
without a penalty term included is inexact, but very close to the
global optimum. Excluding the voltage angles (which are not
available from the PowerModels.jl implementation of the SDP
relaxation), the normalized distances to the local and global
optima are 4.2% and 0.1%, respectively. The MATPOWER ACPF, however, does not converge if initialized with the solution

TABLE I
P ERFORMANCE OF PENALIZATION METHODS ON PGL IB OPF TEST CASES
Penalty
term
QG
Tr{W }
|Sij − Sji |

Add. rank-1
cases (%)
42.2
17.8
31.1

Range of
min
pen (%)

min. opt. Range of max. opt.
gap (%) max
gap (%)
pen (%)

10−5 –109 0.0–24.0 108 –1010 0.2–39.2
10−5 –107 0.0-24.0 105 –1010 0.0-31.0
10−5 –1010 0.0-27.3 105 –1010 0.0-47.7

of the inexact SDP relaxation. The performance of the three
penalization terms is compared: By including a reactive power
penalty, the solution is moving towards the local optimum and
away from the global optimum. If the reactive power penalty
weight is chosen high enough, we obtain a rank-1 matrix,
represented by the solid part of the line, and we obtain the
locally optimal solution for a small interval of penalty weights
(pen ≈ 0.5% to 0.7%). As we increase the penalty weight
beyond 0.7%, the solution is driven towards a different rank-1
(and hence AC-feasible) point which incurs sub-optimalities of
19.7% and 4.7% for the globally and locally optimal solutions,
respectively. For the matrix trace, a sufficiently high penalty
term of 4.5% yields a rank-1 solution. In this case, we cannot
obtain the locally optimal solution, but incur at least a suboptimality of 20.3% and 5.2% with respect to the global
and local optima, respectively. As seen in the plot of the
feasible space, increasingly penalizing the matrix trace results
in movement toward the same portion of the feasible space
as increasing the reactive power penalty, but does not result
in passing through the locally optimal solution. The apparent
branch loss penalty term fails to recover a rank-1 solution.
2) PGLib OPF Test Cases up to 300 Buses: We investigate
the performance of the three penalization methods on 45
PGLib OPF test cases with up to 300 buses. Of these, the SDP
relaxation is exact for 22.2%, i.e., an AC-feasible and globally
optimal solution can be recovered. For the remaining 77.8%
of test cases, we evaluate a wide range of penalty weights
from pen = {10−5 , 10−4 , ..., 109 , 1010 }% and determine the
number of additional test cases which lead to an AC-feasible
solution. For each successful test case, we evaluate the range of
max
minimum and maximum penalty weights min
pen , pen that allow
recovery of an AC-feasible solution. For both the minimum
and maximum penalty, we report the range of minimum and
maximum optimality gap with respect to the non-penalized
0
objective value fcost
of the SDP relaxation.
The results are shown in Table I. Note that we display a
range of values over all 35 investigated test cases (15 test
cases are AC-feasible without penalization). The penalty term
for reactive power is the most effective at recovering rank-1 solutions. Specifically, AC-feasible solutions are obtained for an
additional 42.2% test cases. Note that the test cases recovered
by the apparent branch loss and the matrix trace are a subset
of those recovered by the reactive power penalty. As a result,
in 35.6% of the test cases, none of these penalties successfully
recover a rank-1 solution and the penalization heuristics fail to
obtain an AC-feasible solution. For the reactive power penalty
in particular, the spread of the minimum optimality gap over all
test cases to obtain an AC-feasible solution is 24.0%, ranging
from 0.0% to 24.0%. The sub-optimality for the reactive power
penalty can increase up to 39.2%, indicating that a large
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TABLE II
PGL IB OPF TEST CASES SOLVED TO LOCAL OPTIMALITY (%)
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Fig. 6. We show a) the optimality gap versus the average normalized distance
to local optimality for test cases where the penalization has been successful,
and b) the cumulative normalized constraint violation versus the average
normalized distance to a locally optimal solution for test cases where the
penalization has failed. Both axes are logarithmic. Note that for a) we report
the metrics for the minimum (non-zero) magnitude of penalty term min
necessary to achieve an AC-feasible solution. For b) we report the metrics for
the minimum cumulative normalized constraint violation, i.e., the magnitude
of penalty term for which the solution variables are closest to AC-feasibility.

sub-optimality can be incurred by assigning a sub-optimal
penalty weight. Similar observations hold true for the apparent
branch flow and matrix trace penalization terms. Note the
minimum penalty weight necessary to recover an AC-feasible
solution for the different test cases and different penalty terms
varies considerably, with the interval for the minimum reactive
−5
power penalty min
% to 109 %. Since a
pen ranging from 10
detailed screening of a wide range of penalty terms is likely
to be computationally prohibitive, these results highlight the
challenge of choosing a penalty weight that both recovers an
AC-feasible solution and is small enough to obtain a nearglobally optimal solution. Some works (e.g. [25]) propose
using a combination of penalty terms with individual penalty
weights to obtain an AC-feasible solution, which, however,
leads to an exponential increase in possible penalty weight
combinations.
To provide more insight into the quality of the solutions
obtained from the three different penalization techniques, we
show in Fig. 6 a) the optimality gap versus the average
normalized distance to local optimality for test cases where
the penalization has been successful, and b) the cumulative
normalized constraint violation versus the average normalized
distance to a locally optimal solution for test cases where
the penalization failed. Note that for a) we report the metrics
for the minimum (non-zero) magnitude of penalty term min
necessary to achieve an AC-feasible solution. For b) we report
the metrics for the minimum value of the distance to ACfeasibility in (8), i.e., the magnitude of penalty term for which
the solution variables are closest to AC-feasibility.
First, focusing on Fig. 6a), we observe the wide spread between the minimum optimality gaps for the different test cases
and penalization terms (corresponding to the third column in
Table I). We observe that the average distance to the locally
optimal solution provided by a non-convex solver can also be
substantial (larger than 10%). This confirms the findings of the
5-bus test case in the previous subsection that the penalization
terms do not necessarily drive the solution towards the locally

Flat start

DC-OPF

QC

SDP

85.4
99.0
100.0

75.0
92.7
100.0

81.3
97.9
100.0

81.3
93.8
100.0

optimal solution, but instead toward other parts of the nonconvex feasible space with higher costs. This highlights that
AC-feasible solutions obtained by penalized SDP relaxations
might incur substantial sub-optimality compared to the solution obtained by a non-convex solver.
Second, focusing on Fig. 6b), we can observe that for the
majority of cases for which at least one of the penalization
methods did not achieve an AC-feasible solution, both the
distance to AC-feasibility and distance to the locally optimal
solution is substantial. This showcases that the penalty terms
can also drive the solution towards portions of the feasible
space of the convex relaxation that are not close to the feasible
space of the non-convex AC-OPF. Only 5 out of the 64
combinations of test cases and penalty terms have a distance
to AC-feasibility that is below 1%. For these 5 test cases only,
we re-run the penalization with penalization weights sampled
close to the penalty weight that lead to the smallest cumulative
normalized constraint violation in (8). As a result, we identify
penalty weights for these test cases that lead to an ACfeasible solution. To conclude, applying the proposed metrics
for penalization methods allows us to fine-tune the penalty
weights to obtain AC-feasible solutions. On the other hand,
as evident in Fig. 6b), there exist several test cases (33.3%
of test cases examined) for which none of the penalization
methods resulted in recovery of an AC-feasible solution.
The penalized solutions have substantial distances both to
AC-feasibility and to the locally optimal solution provided
by a non-convex solver. This motivates the investigation of
warm-starting non-convex solvers with the inexact solutions
of convex relaxations to recover an AC-feasible solution in
the next section. We compute both the Spearman’s rank and
Pearson’s correlation coefficient to quantify the correlations
in Fig. 6. The correlation coefficients range from -0.28 to
0.53, thus showing that neither of the quantities have a strong
correlation using both correlation coefficients.
D. Warm-Starting Non-Convex Solvers
This section investigates whether non-convex solvers can be
efficiently warm-started in the search for local optima when
initialized with solutions of convex relaxations. To this end,
we use the SQP solver in KNITRO (algorithm 4), and the IPM
solvers provided by KNITRO (algorithm 1) and IPOPT. We
deactivated the presolve in KNITRO, as enabling the presolve
resulted in significantly longer solver times. An upper time
limit of 2000 seconds is enforced. For the remaining options,
we use the default values. We first look at the solver reliability,
then study the variation in computational speed for different
initializations, and finally evaluate the solution quality.
1) Solver Reliability: Table II shows the share of the 96
considered PGLib OPF test cases which are solved to local
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Fig. 7. Variation in computational speed relative to a flat start resulting from
warm-starting the SQP solver in KNITRO, the IPM solver in KNITRO, and
IPOPT using the solutions of the DC-OPF, the QC relaxation, and the SDP
relaxation. Note the y-axis is shown on a logarithmic scale. The value of 100%
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Fig. 8. PGLib OPF instances solved versus computational time for the DCOPF, the QC and SDP relaxations as well as for the SQP solver in KNITRO,
the IPM solver in KNITRO, and IPOPT when initialized with a flat start.

optimality for the different initializations and solvers. IPOPT
is the most reliable solver, with 100% of the test cases solved
to local optimality irrespective of the initialization. The IPM
and SQP solvers in KNITRO are less reliable, and achieve their
highest reliability for the flat start initialization. For the other
instances solved by KNITRO, either the time limit of 2000
seconds was reached or the solver reported local infeasibility.
2) Computational Speed: Fig. 7 shows the variation in
computational speed relative to a flat start for the warmstarted non-convex solvers initialized with the solutions to
the DC-OPF and the QC and SDP relaxations. Note that we
only consider instances solved to local optimality, and we do
not include the computational time required to compute the
initializations. Warm-starting can have a positive or negative
effect on computational speed for both solution methods and
all three solvers. The interior-point solver IPOPT shows the
best performance with the lower 75th percentiles exhibiting
speed improvements when initalized with solutions to the DCOPF and the QC and SDP relaxations as well as median
speed improvements of 25.8% for DC-OPF, 23.9% for the QC
relaxation, and 17.4% for the SDP relaxation. This does not
confirm that SQP methods are usually more suitable for warmstarting as stated in Section IV-B. The IPM solver in KNITRO
performs worse, with only the lower 50th percentile of test
cases exhibiting a speed improvement. The SQP solver in
KNITRO has better computational speed than the IPM solver
in KNITRO but has significantly lower solver reliability as
shown in Table II. Both the Pearson’s and Spearman’s rank
correlation coefficients for the computational speed-up and the
i) optimality gaps, ii) cumulative constraint violations, and iii)
the distances to local optimality lie in a range between -0.22
and 0.49, thus showing that these three metrics are not strongly
correlated with the computational speed-up in these statistical
measures.

Fig. 8 shows the solution times of all the non-convex solvers
initalized with a flat start and the solution times for the DCOPF, the QC relaxation, and the SDP relaxation. The DC-OPF
is by far the fastest, as it involves only solving an LP or QP.
The SDP relaxation in PowerModels.jl is faster than the QC
relaxation for small and medium systems but is approximately
an order-of-magnitude slower for large systems. It can be
observed that interior-point solvers, in particular IPOPT, are
significantly faster than SQP solvers for the AC-OPF problem
as the SQP solvers do not scale well with increasing system
size. Note that the computational time for solving the QC
and SDP relaxation (as shown in Fig. 8) is larger than the
computational time for solving the AC-OPF with an interiorpoint solver and a flat start initialization in most instances.
As a result, even if a very large speed-up is achieved by
initializing the non-convex solver with the solution to the QC
and SDP relaxation, the overall combined computational time
still will be larger than directly solving the AC-OPF with
a flat start. This finding highlights that there is a need for
computationally efficient methods to recover an AC-feasible
solution from inexact convex relaxations.
3) Solution Quality: For the evaluated cases, all non-convex
solvers which converge to local optimality from all starting
points obtain the same objective value to within a small
numerical tolerance of 10−5 . This confirms the finding of the
study [40] that non-convex solvers report the same objective
value for a wide range of cases and different spurious locally
optimal solutions are not identified. For the five-bus test case
from [51] discussed earlier, IPOPT and the SQP solver in
KNITRO return the spurious locally optimal solution, i.e. not
the globally optimal one, when initialized with the flat start.
All warm-started local solvers return the globally optimal
solution to this problem; thus, in this case, warm-starting the
solvers yields an improvement in solution quality.
VI. C ONCLUSIONS AND O UTLOOK
Using the PGLib OPF benchmarks from [21], we provided
a comprehensive study regarding the distance of the inexact
solutions to the QC relaxation and the SDP relaxation relative
to both AC feasibility and local optimality for the original
non-convex AC-OPF problem. We investigated penalization
methods for recovering AC-feasible solutions and warmstarting of non-convex solvers for recovering locally optimal
solutions. Based on our detailed results, we summarize our
main conclusions and outline directions for further research:
1) To quantify the distances to AC feasibility and local
optimality, we proposed two empirical metrics to complement
the optimality gap for analyzing the relaxations’ accuracy.
For both the QC and SDP relaxations, we have shown that
these metrics are not strongly correlated with the optimality
gap, and despite an optimality gap of less than 1%, several
test cases still exhibit a substantial distance to AC feasibility
and local optimality, thus highlighting the added value of the
two metrics. Detailed investigations of these cases and of four
outliers could provide additional insights into the QC and SDP
relaxations.
2) Heuristic penalization methods for the SDP relaxation
can be successful in recovering an AC-feasible and near-
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globally optimal solution. However, choosing an appropriate
penalty weight can be challenging since detailed screenings
of a wide range of penalty terms might be computationally
prohibitive. Furthermore, there exists a range of test cases for
which all three penalization methods fail to recover an ACfeasible solution. We characterize the obtained solutions from
the penalized SDP relaxation using our proposed metrics, and
show that most instances for which penalization methods fail
exhibit substantial distances to both AC-feasibility and local
optimality. For failed test instances with small distances, we
show how our proposed metrics inform a fine-tuning of penalty
weights to obtain AC-feasible solutions. A direction for improvement is to develop systematic and scalable methods to
choose penalty weights and penalty terms in order to reliably
recover AC-feasible and near-globally optimal solutions.
3) We investigated warm-starting non-convex solvers with
the solutions of the inexact convex relaxations. We have shown
that the sequential quadratic programming solver in KNITRO
is not scalable to large instances and exhibits issues with solver
convergence when warm started. Conversely, the interiorpoint solver in IPOPT is highly reliable and computationally
efficient: in more than 75% of the considered PGLib OPF test
cases, a computational speed-up can be achieved by warmstarting with the solution of an inexact convex relaxation. A
future direction is to improve the warm-starting of the interiorpoint method by a) decreasing the initial logarithmic barrier
term in the objective function, b) using dual information, or
c) learning optimal warm-starts points [53].
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A PPENDIX
This appendix provides detailed results for the obtained
optimality gaps as well as distances to AC-feasbility and local
optimality for PGLib OPF test cases from [21] in Table III,
Table IV, and Table V for the base case benchmarks, heavily
loaded test cases (api), and small phase angle difference cases
(sad), respectively.
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TABLE III
O PTIMALITY GAPS , DISTANCES TO AC- FEASIBILITY AND LOCAL OPTIMALITY FOR PGL IB OPF TEST CASES FROM [21] (BASE CASE BENCHMARKS )
QC relaxation

Test cases
pglib opf case14 ieee

SDP relaxation

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

0.11

1.01e+00

1.30

0.00

0.00e+00

1.17

pglib opf case24 ieee rts

0.01

4.09e-01

0.71

0.00

4.11e-07

1.52

pglib opf case30 as

0.06

0.00e+00

1.34

0.00

0.00e+00

0.91
0.49

pglib opf case30 fsr

0.39

4.70e+00

8.11

0.00

8.62e-03

pglib opf case30 ieee

10.78

3.08e+01

3.35

0.00

9.41e-05

0.72

pglib opf case39 epri

0.48

3.47e+01

5.31

0.01

1.42e+01

1.43

pglib opf case57 ieee

0.46

3.08e+01

2.36

0.00

7.61e-06

1.14

pglib opf case73 ieee rts

0.03

3.71e+01

1.19

0.00

2.71e-05

1.53

pglib opf case89 pegase

0.73

3.26e+01

5.67

0.01

5.29e+01

1.71

pglib opf case118 ieee

2.19

2.62e+02

5.82

0.18

1.33e+02

4.09

pglib opf case162 ieee dtc

7.54

2.07e+02

7.68

2.26

1.02e+03

6.08

pglib opf case179 goc

0.12

2.04e+03

8.26

0.06

2.04e+03

7.98
0.29

pglib opf case200 tamu

0.00

5.27e-01

0.42

0.00

2.27e-02

pglib opf case240 pserc

3.80

7.30e+02

10.88

2.27

6.69e+02

9.80

pglib opf case300 ieee

2.55

2.13e+02

3.10

0.11

2.00e+01

1.78

pglib opf case500 tamu

5.38

7.43e+02

1.96

2.11

8.81e+03

3.39

pglib opf case588 sdet

1.67

8.20e+03

7.42

0.67

3.06e+02

4.37

pglib opf case1354 pegase

2.39

3.79e+03

3.96

0.56

1.62e+03

2.31

pglib opf case1888 rte

1.81

n.a.

10.70

1.74

n.a.

10.47

pglib opf case1951 rte

0.11

n.a.

2.53

0.01

n.a.

1.73

pglib opf case2316 sdet

2.21

7.81e+03

6.37

0.73

2.32e+03

4.51

pglib opf case2383wp k

0.99

1.11e+04

4.60

0.38

5.12e+03

3.58

pglib opf case2736sp k

0.29

1.22e+04

2.56

0.02

1.36e+03

0.36

pglib opf case2737sop k

0.25

1.53e+04

1.87

0.03

8.48e+02

0.46

pglib opf case2746wop k

0.36

2.99e+05

2.88

0.06

1.39e+04

0.52

pglib opf case2746wp k

0.32

3.44e+04

2.55

0.01

1.71e+03

0.41

pglib opf case2848 rte

0.12

n.a.

4.42

0.04

n.a.

3.94

pglib opf case2853 sdet

1.43

5.30e+03

7.64

0.54

4.81e+03

5.64

pglib opf case2868 rte

0.10

n.a.

2.16

0.20

n.a.

2.29

pglib opf case2869 pegase

1.07

9.80e+03

2.86

0.41

1.28e+03

1.78

pglib opf case3012wp k

0.98

5.24e+03

4.03

0.16

1.05e+04

0.99

pglib opf case3120sp k
0.53
1.01e+04
3.35
0.11
5.20e+03
n.a. – The AC power flows in MATPOWER did not converge for these test cases.

0.75
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TABLE IV
O PTIMALITY GAPS , DISTANCES TO AC- FEASIBILITY AND LOCAL OPTIMALITY FOR PGL IB OPF TEST CASES FROM [21] ( HEAVILY LOADED TEST CASES
( API ))
QC relaxation

SDP relaxation

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

api

1.77

3.21e+00

1.13

0.00

1.62e-06

2.16

pglib opf case24 ieee rts api

13.01

6.89e+01

9.24

2.06

1.91e+01

8.27

pglib opf case30 as api

44.60

5.50e+01

12.60

1.41

1.74e+00

2.07
1.01

Test cases
pglib opf case14 ieee

pglib opf case30 fsr

api

2.75

2.14e+01

13.32

0.28

1.55e+00

pglib opf case30 ieee

api

3.72

2.46e+01

5.80

0.00

7.22e-01

1.58

pglib opf case39 epri

api

1.57

5.80e+01

8.25

0.18

8.18e+00

2.68

pglib opf case57 ieee

api

0.07

2.15e+01

2.27

0.00

3.65e+00

0.94

pglib opf case73 ieee rts api

11.06

1.05e+02

7.37

2.91

2.14e+01

7.35

pglib opf case89 pegase

api

8.13

4.02e+01

7.39

6.88

3.11e+01

6.26

pglib opf case118 ieee

api

28.63

3.64e+02

16.46

11.14

3.30e+02

10.51

pglib opf case162 ieee dtc

api

5.44

1.03e+02

5.74

1.71

3.43e+02

4.72

pglib opf case179 goc

api

7.17

2.38e+03

9.92

0.64

2.12e+03

8.96

pglib opf case200 tamu api

0.02

1.16e-01

0.68

0.00

4.10e-05

0.45

pglib opf case240 pserc api

0.79

4.19e+02

7.53

0.33

3.68e+02

7.16

api

0.88

1.52e+02

3.81

0.03

3.79e+01

2.25

pglib opf case500 tamu api

0.07

1.98e+00

1.16

0.00

3.25e-03

0.48

pglib opf case300 ieee
pglib opf case588 sdet

api

0.92

1.88e+03

5.32

0.53

2.39e+02

3.82

pglib opf case1354 pegase

api

0.85

2.97e+04

5.55

0.38

3.76e+04

4.40

pglib opf case1888 rte

api

0.28

n.a.

6.44

0.17

n.a.

5.84

pglib opf case1951 rte

api

0.43

n.a.

3.44

0.19

n.a.

3.01

pglib opf case2316 sdet

api

1.95

4.76e+03

7.34

0.61

1.16e+03

3.92

pglib opf case2383wp k api

0.00

1.52e+03

4.97

0.00

3.43e+03

9.46

pglib opf case2736sp k api

12.97

1.58e+03

5.98

2.60

1.57e+03

3.50

pglib opf case2737sop k api

3.66

1.07e+03

9.87

2.83

1.10e+03

2.04

pglib opf case2746wop k api

0.00

1.05e+04

4.52

0.00

1.58e+04

8.06

pglib opf case2746wp k api

0.00

4.79e+03

4.46

0.00

7.82e+03

7.94

pglib opf case2848 rte

api

0.21

n.a.

3.71

0.05

n.a.

2.87

pglib opf case2853 sdet

api

2.30

4.26e+03

7.91

0.95

4.41e+03

4.59

pglib opf case2868 rte

api

0.18

n.a.

2.36

0.19

n.a.

2.04

pglib opf case2869 pegase

api

1.31

6.83e+02

2.84

0.92

5.98e+02

2.25

pglib opf case3012wp k api

0.00

1.88e+03

5.56

0.00

3.79e+03

6.70

pglib opf case3120sp k api
24.14
2.41e+03
8.13
9.59
n.a. – The AC power flows in MATPOWER did not converge for these test cases.

5.16e+03

4.99
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TABLE V
O PTIMALITY GAPS , DISTANCES TO AC- FEASIBILITY AND LOCAL OPTIMALITY FOR PGL IB OPF TEST CASES FROM [21] ( SMALL PHASE ANGLE
DIFFERENCE CASES ( SAD ))
QC relaxation

SDP relaxation

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

opt. gap
(%)

distance to
AC-feas.
(%)

distance to
local opt.
(%)

sad

7.16

3.82e+01

5.04

0.03

6.00e+00

4.56

pglib opf case24 ieee rts sad

2.93

2.93e+01

5.71

2.52

1.48e+01

10.19

pglib opf case30 as sad

2.31

1.18e+01

7.65

0.16

9.39e+00

5.40

pglib opf case30 fsr sad

5.57

Test cases
pglib opf case14 ieee

0.41

4.78e+00

9.03

0.02

1.70e+00

sad

3.41

9.57e+00

2.72

0.00

4.80e-05

2.36

pglib opf case39 epri sad

0.19

9.63e+00

2.39

0.02

2.17e+01

5.54

pglib opf case57 ieee

pglib opf case30 ieee

sad

0.83

1.17e+02

2.77

0.08

6.38e+01

4.96

pglib opf case73 ieee rts sad

2.53

6.20e+01

4.72

1.47

6.69e+01

8.83

pglib opf case89 pegase sad

0.82

9.40e+01

5.44

0.05

3.67e+02

4.77

sad

9.48

1.24e+02

8.12

3.70

7.00e+01

7.55

sad/pglib opf case162 ieee dtc sad

pglib opf case118 ieee

8.02

3.10e+02

6.97

2.28

1.25e+03

7.66

sad

1.04

1.11e+03

8.03

0.95

2.56e+03

10.68

pglib opf case200 tamu sad

0.00

1.17e+00

0.51

0.00

2.42e-02

1.73

pglib opf case240 pserc sad

5.24

7.73e+02

10.32

4.17

7.33e+02

10.37

sad

2.35

1.61e+02

2.64

0.11

1.87e+01

2.90

pglib opf case500 tamu sad

7.89

1.66e+01

1.33

7.59

1.72e+03

3.06

sad

6.26

3.56e+03

9.49

5.75

6.57e+02

9.01

pglib opf case1354 pegase sad

2.36

4.09e+03

3.63

0.59

1.76e+03

3.18

pglib opf case1888 rte sad

2.72

n.a.

9.23

2.67

n.a.

10.18

pglib opf case1951 rte sad

pglib opf case179 goc

pglib opf case300 ieee
pglib opf case588 sdet

0.41

n.a.

2.32

0.28

n.a.

2.96

sad

2.17

6.93e+03

6.35

0.73

2.32e+03

5.03

pglib opf case2383wp k sad

2.15

1.45e+04

5.26

0.56

9.59e+03

4.25

pglib opf case2736sp k sad

1.53

1.74e+04

5.14

0.18

1.94e+04

2.90

pglib opf case2316 sdet

pglib opf case2737sop k sad

1.92

1.29e+04

4.28

0.51

2.22e+04

2.76

pglib opf case2746wop k sad

2.00

4.03e+05

6.08

0.36

2.89e+04

2.65

pglib opf case2746wp k sad

1.67

3.66e+04

6.00

0.19

1.80e+04

2.56

pglib opf case2848 rte sad
pglib opf case2853 sdet

0.27

n.a.

6.33

0.20

n.a.

7.27

sad

2.39

4.95e+03

8.16

1.42

3.98e+03

6.86

pglib opf case2868 rte sad

0.54

n.a.

2.34

0.51

n.a.

4.41

pglib opf case2869 pegase sad

1.41

9.49e+03

3.20

0.42

1.46e+03

2.90

pglib opf case3012wp k sad

1.40

4.80e+03

4.39

0.45

1.22e+04

1.84

pglib opf case3120sp k sad
1.41
7.83e+03
4.29
0.60
n.a. – The AC power flows in MATPOWER did not converge for these test cases.

4.16e+03

2.98
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Convex Relaxations of Chance Constrained
AC Optimal Power Flow
Andreas Venzke, Student Member, IEEE, Lejla Halilbasic, Student Member, IEEE, Uros Markovic, Student
Member, IEEE, Gabriela Hug, Senior Member, IEEE, and Spyros Chatzivasileiadis, Member, IEEE

Abstract—High penetration of renewable energy sources and
the increasing share of stochastic loads require the explicit representation of uncertainty in tools such as the optimal power flow
(OPF). Current approaches follow either a linearized approach or
an iterative approximation of non-linearities. This paper proposes
a semidefinite relaxation of a chance constrained AC-OPF which
is able to provide guarantees for global optimality. Using a
piecewise affine policy, we can ensure tractability, accurately
model large power deviations, and determine suitable corrective
control policies for active power, reactive power, and voltage.
We state a tractable formulation for two types of uncertainty
sets. Using a scenario-based approach and making no prior
assumptions about the probability distribution of the forecast
errors, we obtain a robust formulation for a rectangular uncertainty set. Alternatively, assuming a Gaussian distribution of the
forecast errors, we propose an analytical reformulation of the
chance constraints suitable for semidefinite programming. We
demonstrate the performance of our approach on the IEEE 24
and 118 bus system using realistic day-ahead forecast data and
obtain tight near-global optimality guarantees.
Index Terms—AC optimal power flow, convex optimization,
chance constraints, semidefinite programming, uncertainty.

P

I. I NTRODUCTION

OWER system operators have to deal with higher degrees
of uncertainty in operation and planning. If uncertainty is
not explicitly considered, increasing shares of unpredictable
renewable generation and stochastic loads, such as electric
vehicles, can lead to higher costs and jeopardize system
security. The scope of this work is to introduce a convex
AC optimal power flow (OPF) formulation which is able to
accurately model the effect of forecast errors on the power
flow, can define a-priori suitable corrective control policies
for active power, reactive power, and voltage, and can provide
near-global optimality guarantees.
Chance constraints are included in the OPF formulation
to account for uncertainty in power injections, defining a
maximum allowable probability of constraint violation. It is
generally agreed that the non-linear nature of the AC-OPF
along with the probabilistic constraints render the problem for
most instances intractable [1]. To ensure tractability of these
constraints, either a data-driven or scenario-based approach is
applied, or the assumption of specific uncertainty distributions
is required for an analytical reformulation of the chance
constraints. To deal with the higher complexity of chance
A. Venzke, L. Halilbasic and S. Chatzivasileiadis are with the Department
of Electrical Engineering, Technical University of Denmark, Kongens Lyngby,
Denmark.
U. Markovic and G. Hug are with the Power Systems Laboratory, ETH
Zurich, Zurich, Switzerland.

constrained OPF, existing approaches either assume a DCOPF [2]–[6], a linearized AC-OPF [7]–[10] or solve iteratively
linearized instances of the non-linear AC-OPF [11], [12].
Chance constrained DC-OPF results to a faster and more
scalable algorithm, but it is an approximation that neglects
losses, reactive power, and voltage constraints, and can exhibit
substantial approximation errors [13].
Refs. [2] and [3] formulate a chance constrained DCOPF assuming a Gaussian distribution of the forecast errors.
The work in [2] relies on a cutting-plane algorithm to solve
the resulting optimization problem, whereas the work in [3]
states a direct analytical reformulation of the same chance
constraints. This framework is further extended by the work
in [4] which assumes uncertainty sets for both the mean and
the variance of the underlying Gaussian distributions to obtain
a more distributionally robust formulation. The work in [5]
formulates a robust multi-period chance constrained DC-OPF
assuming interval bounds on uncertain wind infeeds. These
works [2]–[5] include corrective control of the generation units
to restore the active power system balance as a function of the
forecast errors. The work in [6] extends this corrective control
framework to include HVDC converter active power set-points
and phase shifting transformers in an N-1 security context.
Alternatively, the works in [7]–[10] use a linearization of the
AC power flow equations based on [14] to achieve a tractable
formulation of the chance constraints. As the operating point
is not known a-priori, the linearization is performed around
a flat start or no-load voltage, and not the actual operating
point. These works [7]–[10] focus on low-voltage distribution
systems with high share of photovoltaic (PV) production and
minimize PV curtailment subject to chance constraints on
voltage magnitudes. Scenario-based methods are applied to
achieve a tractable formulation. In this framework, line flow
limits and corrective control from conventional generation are
not considered. Furthermore, the utilized linearization in [7]–
[10] is designed for radial distribution grids and assumes no
voltage control capability of generation units.
In Ref. [11], an iterative back-mapping and linearization of
the full AC power flow equations is used to solve the chance
constrained AC-OPF. The recent work in [12] uses an iterative
procedure to calculate the full Jacobian, which is the exact AC
power flow linearization around the operating point. Assuming
a Gaussian distribution of the forecast errors, an analytical
reformulation of the chance constraints on voltage magnitude
and current line flow is proposed. Although this approach can
be shown to scale well, it is not convex and does not guarantee
convergence.
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(I) Non-convex
AC-OPF

(II) Non-convex chance
constrained AC-OPF

(IV) Convex chance
constrained AC-OPF
using affine policy

(III) Non-convex chance
constrained AC-OPF
using affine policy

parametrize solution space
remove
rank-1
relaxation gap

Fig. 1. We restrict the solution space of the non-linear chance constrained
AC-OPF to the parametrization by the affine policy. This problem is relaxed
by dropping the non-convex rank constraint. With relaxation gap we refer to
the gap between problems (IV) and (III).

In this work, we formulate convex relaxations of chance
constrained AC-OPF which allow us to provide guarantees
for the optimality of the solution, or otherwise upper-bound
the distance to the global optimum of the original non-linear
problem. Besides that, we include chance constraints for all
relevant state variables, namely active and reactive power,
voltage magnitudes and active and apparent branch flows. Two
tractable formulations of the chance constraints are proposed.
First, based on realistic forecast data and making no prior
assumptions about the probability distributions, we formulate
a rectangular uncertainty set and, subsequently, the associated
chance constraints. Second, assuming a Gaussian distribution
of the forecast errors, we provide an analytical reformulation
of the chance constraints.
A. Convex Relaxations and Relaxation Gap
In general, the AC-OPF is a non-convex, non-linear problem. As a result, identified solutions are not guaranteed to
be globally optimal and the distance to the global optimum
cannot be specified. Recent advancements in the area of
convex optimization with polynomials have achieved to relax
the non-linear, non-convex optimal power flow problem and
transform it to a convex semidefinite (SDP) or second-order
cone problem [15]–[17]. Formulating a convex optimization
problem results in tractable solution algorithms that can determine the global minimum. Within power systems, finding the
global minimum has two important implications. First, from
an economic point of view, it can result to substantial cost
savings [18]. Second, from a technical point of view, the global
optimum determines a lower or an upper bound of the required
control effort. The term relaxation gap denotes the difference
between the minimum obtained through the convex relaxation
and the global minimum of the original non-convex problem.
A relaxation is tight, if the relaxation gap is small. A relaxation
is exact, if the relaxation gap is zero, i.e. zero relaxation
gap is achieved when the minimum of the convex relaxation
coincides with the global minimum of the original non-convex,
non-linear problem. Since the work in [19] has shown cases in
which the semidefinite relaxation of [15] fails, it is necessary
to investigate the relaxation gap of the obtained solution,
and examine the conditions under which we can obtain zero
relaxation gap. In the work [20] a reactive power penalty is
introduced, which allows to upper bound the distance to global

optimum. In this work, we develop a penalized semidefinite
formulation for a chance constrained AC-OPF, which allows
us as well to determine an upper bound of the distance to
the global optimum. In Fig. 1 we illustrate the previously
explained concepts in the context of our work. With relaxation
gap, we refer to the gap between the semidefinite relaxation
and a non-linear chance constrained AC-OPF which uses the
affine policy to parametrize the solution space.
B. Main Contributions
In this work we propose a framework for a convex chance
constrained AC-OPF. The work in [21] makes a first step
towards such a formulation which takes into account security
constraints and uncertainty. The change of the system state is
described with an affine policy as an explicit function of the
forecast errors. A combination of the scenario approach and
robust optimization is used to ensure tractability of the chance
constraints [22]. For the convex relaxations we build upon the
SDP AC-OPF formulation proposed in [15]. The contributions
of our work are the following:
• To the best of our knowledge, this is the first paper that
proposes a convex formulation for the chance constrained
OPF that (a) is able to determine if it has found the global
minimum of the original non-convex problem1 , and (b)
if not, it is able to determine the distance to the global
minimum through the relaxation gap.
• In this paper, we introduce a penalty term on power
losses which allows us to obtain near-global optimality
guarantees and we investigate the conditions under which
we can obtain a zero relaxation gap.We show that this
penalty term is small in practice, leading to tight nearglobal optimality guarantees of the obtained solution.
• We formulate tractable chance constraints suitable for
semidefinite programming for two types of uncertainty
sets. First, using a piecewise affine policy, we state a
tractable formulation of the chance constrained AC-OPF
with convex relaxations that makes no prior assumptions
on the type of probability distribution. Using existing
data or scenarios, we determine a rectangular uncertainty
set; as the set and the chance constraints are affine or
convex, we can account for the whole set by enforcing
the chance constraints only at its vertices [22]. Second,
assuming Gaussian distributions, we formulate tractable
chance constraints for the optimal power flow equations
that are suitable for semidefinite programming. In that,
we also assume the correlation of different uncertain
variables. To the best of our knowledge, this is the first
paper that introduces a tractable reformulation of the
chance constrained AC-OPF with convex relaxations for
Gaussian distributions.
• The proposed framework includes corrective control policies related to active and reactive power, and voltage.
• Based on realistic forecast data and the IEEE 118 bus test
case, we compare our approach for both uncertainty sets
to the chance constrained DC-OPF formulation in [5],
1 As we will discuss later in this paper, in cases where a penalized SDP
formulation is necessary, this point corresponds to a near-global minimum.
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and the iterative AC-OPF in [12]. Compared to the DCOPF formulation, we find that the formulations proposed
in this paper are more accurate and significantly decrease
constraint violations. For the rectangular uncertainty set,
the affine policy complies with all considered chance
constraints and outperforms all other methods having
the lowest number of constraint violations. At the same
time, we obtain tight near-global optimality guarantees
which ensure that the distance to the global optimum is
smaller than 0.01% of the objective value. For a Gaussian
distribution, both the iterative AC-OPF and our approach
satisfy the constraint violation limit, with our approach
achieving slightly lower costs due to the corrective control capabilities. As the realistic forecast data we used
do not follow a Gaussian distribution, we also observed
that both approaches may exceed the constraint violation
limit at certain timesteps for that dataset.
The remainder of this work is structured as follows: In
Section II the convex relaxation of the chance constrained
AC-OPF problem is formulated. Section III introduces the
piecewise affine policy, defines corrective control policies and
states the tractable OPF formulation for both uncertainty sets.
Section IV states an alternative approach using a linearization
based on power transfer distribution factors (PTDFs). Section V investigates the relaxation gap for a IEEE 24 bus system
and presents numerical results for a IEEE 118 bus system
using realistic forecast data. Section VI concludes the paper.
The nomenclature is provided in Table I. An underline and
overline denote, respectively, the upper and lower bound of a
variable.
II. O PTIMAL P OWER F LOW F ORMULATION
A. Convex Relaxation of AC Optimal Power Flow
For completeness, we outline the semidefinite relaxation
of the AC-OPF problem as formulated in [15]. A power
grid consists of N buses and L lines. The set of generator
buses is denoted with G. The following auxiliary variables are
introduced for each bus k ∈ N and line (l, m) ∈ L:
Yk := ek eTk Y
Ylm :=
Yk :=
Ylm :=
Ȳk :=
Mk :=

(ȳlm + ylm )el eTl − (ylm )el eTm


1 <{Yk + YkT } ={YkT − Yk }
2 ={Yk − YkT } <{Yk + YkT }


T
T
1 <{Ylm + Ylm
} ={Ylm
− Ylm }
T
T
} <{Ylm + Ylm
}
2 ={Ylm − Ylm


T
T
−1 ={Yk + Yk } <{Yk − Yk }
2 <{YkT − Yk } ={Yk + YkT }
 T

ek ek
0
0
ek eTk
T

X := [<{V} ={V}]

(1)
(2)
(3)
(4)

TABLE I
N OMENCLATURE
Power grid
N , L, G
ck2 , ck1 , ck0
Y
ȳlm , ylm
nb
xlm
BAC
PTDFlm

Set of buses, lines and generators in the power network
Quadratic, linear and constant cost term of generator k
Admittance matrix
Shunt and series admittance of line (l, m)
Number of buses in the power network
Reactance of line (l, m)
Admittance matrix based on DC approximation
Power transfer distribution factor for line (l, m)

PGk , QGk
Vk
Plm , Slm
V
X
PDk , QDk
W
W (ζi )
W0
Bi
Biu , Bil
Wv
ρ
δopt

Active and reactive power generation at bus k
Voltage magnitude at bus k
Active and apparent branch flow on line (l, m)
Complex bus voltage vector
Real and imaginary bus voltage vector
Active and reactive power consumption at bus k
Matrix with product of voltages
Matrix W as a function of the forecast errors
Matrix W for forecasted system state
System change for forecast error i
System change for upper/lower limit on forecast error i
Matrix W for vertex v
Ratio of second to third eigenvalue of W
Near-global optimality measure

nW , W
PW
f
PW
ζ

dG
dW
γ
µ
cos(φ)
τ
Ns
β
v
nv , V
ζv
Λ
λ, η
κ

Number of wind farms and set of buses with wind farms
Wind infeeds
Forecasted wind infeeds
Wind forecast errors
Maximum violation probability of chance constraints
Generator participation factors
Wind deviation vector
Slack variable on generator participation factor
Weight for power loss penalty
Power factor of wind farms
Ratio of maximum reactive to active power
Number of scenarios
Confidence parameter
Vertices of rectangular uncertainty set
Number and set of vertices v
Forecast error for vertex v of uncertainty set
Covariance matrix
Eigenvalues and eigenvectors of covariance matrix
Limit on Gaussian forecast error

Optimal power flow

Uncertainty modeling

complex bus voltages. The non-linear AC-OPF problem can
be written using (1) – (7) as
X
min
{ck2 (Tr{Yk W } + PDk )2 +
W

k∈G

ck1 (Tr{Yk W } + PDk ) + ck0 }

(8)

(5)

subject to the following constraints for each bus k ∈ N and
line (l, m) ∈ L:

(6)

QG − QDk ≤ Tr{Ȳk W } ≤ QGk − QDk

(10)

2
k

2
k

(11)

−P lm ≤ Tr{Ylm W } ≤ P lm

(12)

(7)

Matrix Y denotes the bus admittance matrix of the power grid,
ek the k-th basis vector, ȳlm the shunt admittance and ylm the
series admittance of line (l, m) ∈ L, and V the vector of

P Gk − PDk ≤ Tr{Yk W } ≤ P Gk − PDk
k

V ≤ Tr{Mk W } ≤ V

Tr{Ylm W } + Tr{Ȳlm W } ≤
2

2

2
S lm
T

W = XX

(9)

(13)
(14)
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The objective (8) minimizes generation cost, where ck2 , ck1
and ck0 are quadratic, linear and constant cost variables
associated with power production of generator k ∈ G.2 The
terms PDk and QDk denote the active and reactive power
consumption at bus k. Constraints (9) and (10) include the
nodal active and reactive power flow balances; P Gk , P Gk ,
QG and QGk are generator limits for minimum and maximum
k
active and reactive power, respectively. The bus voltages are
constrained by (11) with corresponding lower and upper limits
V k , V k . The active and apparent power branch flow Plm and
Slm on line (l, m) ∈ L are limited by P lm (12) and S lm
(13), respectively. To obtain an optimization problem linear
in W , the objective function is reformulated using Schur’s
complement:
X
min
αk
(15)
W, α

k∈G


c Tr{Yk W } + ak
√k1
ck2 Tr{Yk W } + bk


ck2 Tr{Yk W } + bk
 0 (16)
−1
√
where ak := −αk + ck0 + ck1 PDk and bk := ck2 PDk . In
addition, the apparent branch flow constraint (13) is rewritten:


Tr{Ylm W } Tr{Ȳlm W }
−(S lm )2
0
Tr{Ylm W }
(17)
−1
0
Tr{Ȳlm W }
0
−1
√

The non-convex constraint (14) can be expressed by:
W 0

rank(W ) = 1

(18)
(19)

The convex relaxation is introduced by dropping the rank constraint (19), relaxing the non-linear, non-convex AC-OPF to a
convex semidefinite program (SDP). The work in [15] proves
that if the rank of W obtained from the SDP relaxation is 1,
then W is the global optimum of the non-linear, non-convex
AC-OPF and the optimal voltage vector can be computed
following the procedure described in [23].
B. Inclusion of Chance Constraints
Renewable energy sources and stochastic loads introduce
uncertainty in power system operation. To account for uncertainty in bus power injections, we extend the presented OPF
formulation with chance constraints. A number of nW wind
farms are introduced in the power grid at buses k ∈ W and
modeled as
f
PW k = PW
+ ζk
(20)
k
f
where PW are the actual wind infeeds, PW
are the forecasted
values and ζ are the uncertain forecast errors. To simplify
notation, the resulting upper and lower bounds on net active
and reactive power injections are written in compact form as:
f
P k := P Gk − PDk + PW
+ ζk ,
k

(21)

f
P k := P Gk − PDk + PW
+ ζk
k

(22)

Qk := QG − QDk

(24)

Qk := QGk − QDk
k

(23)

2 In case renewable curtailment costs are assumed, this could introduce
negative linear costs, which may not result in a tight relaxation.

The convex chance constrained AC-OPF problem includes
chance constraints for each bus k ∈ N and line (l, m) ∈ L:
X
min
αk
(25)
W, α

k∈G

s.t. (9), (10), (11), (12), (17), (16), (18) for W = W0 (26)
n
(27)
P P k ≤ Tr{Yk W (ζ)} ≤ P k ,
Qk ≤ Tr{Ȳk W (ζ)} ≤ Qk ,
2
k

V ≤ Tr{Mk W (ζ)} ≤ V

(28)

2
k,

(29)

− P lm ≤ Tr{Ylm W (ζ)} ≤ P lm ,
"
2

Tr{Ylm W (ζ)} Tr{Ȳlm W (ζ)}
−(S lm )
Tr{Ylm W (ζ)}
−1
0
Tr{Ȳlm W (ζ)}
0
−1

W (ζ)  0

o

#

(30)
 0,

(31)
(32)

≥1−

The parameter  ∈ (0, 1) defines the upper bound on the
violation probability of the chance constraints (27) – (32).
The function W (ζ) denotes the system state as a function of
the forecast errors. The chance constrained AC-OPF problem
(25) – (32) is an infinite-dimensional problem optimizing over
W (ζ) which is a function of a continuous uncertain variable
ζ [21]. This renders the problem intractable, which makes it
necessary to identify a suitable approximation for W (ζ) [24].
In the following, an approximation of an explicit dependence
of W (ζ) on the forecast errors is presented.
III. P IECEWISE A FFINE P OLICY
We present a formulation of the chance constraints using a
piecewise affine policy, which approximates the system change
as a linear function of the forecast errors. This allows us
to include corrective control policies for active and reactive
power, and voltages. We propose a tractable formulation for
two types of uncertainty sets. First, using an approach based
on randomized and robust optimization, and making no prior
assumption on the underlying probability distributions, we
determine a rectangular uncertainty set. For that, it is sufficient
to enforce the chance constraints at its vertices. Second,
assuming a Gaussian distribution of the forecast errors, we
can provide an analytical reformulation of the linear chance
constraints and a suitable approximation of the semidefinite
chance constraints.
A. Formulation of Chance Constraints
The main idea is to describe the matrix W (ζ) as the sum
of the forecasted system operating state W0 and the change
of the system state Bi due to each forecast error. Similar to
[21], the matrix W (ζ) is approximated using the affine policy
W (ζ) = W0 +

nw
X

ζi Bi

(33)

i=1

where W0 and Bi are matrices modeled as decision variables.
Eq. (33) provides an affine parametrization of the solution
space for the product of real and imaginary part of bus voltages
described by W (ζ). The main advantages of the affine policy
are that it resembles affine corrective control policies and
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naturally allows to include these as well. Furthermore, as the
system change depends linearly on the forecast error, in case a
Gaussian distribution is assumed, an analytical reformulation
can be applied as we will show in Section III-E. Inserting (33)
in (27) – (32) yields:
nw
n
X
P P k ≤ Tr{Yk W0 } +
ζi Tr{Yk Bi } ≤ P k
(34)
Qk ≤ Tr{Ȳk W0 } +

i
nw
X

V 2k ≤ Tr{Mk W0 } +

ζi Tr{Ȳk Bi } ≤ Qk

i
nw
X
i

(35)
2

ζi Tr{Mk Bi } ≤ V k

− P lm ≤ Tr{Ylm W0 } +

nw
X
i

(36)

ζi Tr{Ylm Bi } ≤ P lm (37)

 2

Q
−S lm ΞP
lm Ξlm
 ΞP
−1
0 0
lm
Q
Ξlm
0
−1
nw
o
X
ζi Bi  0 ≥ 1 − 
W0 +

(38)
(39)

i

PnW
The terms ΞP
lm W0 } +
lm := Tr{Y
i=1 ζi Tr{Ylm Bi } and
P
nW
ΞQ
:=
Tr{
Ȳ
W
}
+
ζ
Tr{
Ȳ
B
lm 0
lm i } denote the active
i=1 i
lm
and reactive power flow on transmission line (l, m) ∈ L as a
function of the forecast errors. Note that the chance constraints
(34) – (39) are convex and can be classified in two groups: The
constraints (34) – (37) are linear scalar chance constraints and
the constraints (38) – (39) are semidefinite chance constraints.
B. Corrective Control Policies
The affine policy allows to include corrective control policies related to active power, reactive power, and voltage in the
AC-OPF formulation. In this work, the implemented policies
are generator active power control, generator voltage control,
and wind farm reactive power control.
Throughout the transmission system operation, generation
has to match demand and system losses. If an imbalance occurs, automatic generation control (AGC) restores the system
balance [25]. Hence, designated generators in the power grid
will respond to changes in wind power by adjusting their
output as part of secondary frequency control. The generator
participation factors are defined in the vector dG ∈ Rnb . The
term nb denotes the number of buses. The sum of the change
in generator active power set-points
P should compensate the
deviation in wind generation, i. e. k∈G dGk = 1. The wind
vector diW ∈ Rnb for each wind feed-in i in [1, nW ] has a
{−1} entry corresponding to the bus where the i-th wind farm
is located at. The other entries are zero. The line losses of
the AC power grid vary non-linearly with changes in wind
infeeds. To compensate for this change in system losses, we
add a slack variable γi to the generator set-points. This results
in the following constraints on each matrix Bi , bus k ∈ N
and wind feed-in i in [1, nW ]:
Tr{Yk Bi } = dGk (1 + γi ) + diWk

(40)

As a result of (40), it is ensured that each generator compensates the non-linear change in system losses according to its

participation factor. To constrain the magnitude of the slack
variable, a penalty term is added to the objective function (25),
where the term µ ≥ 0 is a penalty weight:
min

W, α, γ

X

αk + µ

k∈G

nw
X

γi

(41)

i

This penalty guides the optimization to a physically meaningful solution, i.e. it allows us to obtain rank-1 solution
matrices. The increase in losses due to deviations in wind infeeds is minimized. With this penalized semidefinite AC-OPF
formulation, near-global optimality guarantees can be derived
specifying the maximum distance to the global optimum [20].
The numerical results show that while this penalty is necessary
to obtain zero relaxation gap, in practice the deviation from
the global optimum is very small. This is investigated in detail
in Section V.
In power systems, automatic voltage regulators (AVR) are
installed as part of the control unit of generators. They keep
the voltages at the generator terminals to a value fixed by
the operator or a higher level controller [26]. The voltage setpoint at each generator k ∈ G is changed as a function of the
forecast errors [21] and can be retrieved using:
Vk (ζ)2 =Tr{Mk W0 } +

nw
X
i=1

ζi Tr{Mk Bi }

(42)

According to recent revisions in Grid Codes [27], renewable
generators such as wind farms have to be able to provide or
absorb reactive power up to a certain extent. This
q is2 often
P
specified in terms of a power factor cos φ :=
P 2 +Q2 . In
this paper, we include the reactive power capabilities of the
wind farms in the optimization. Note that these vary depending
on the magnitude of the actual wind infeed. For each k ∈ W
the constraints (23) and (24) are replaced by:
f
Qk := QGk − QDk + τ (PW
+ ζk )
k

(43)

f
τ (PW
k

Qk := QG − QDk −
+ ζk )
(44)
k
q
2
φ
where τ := 1−cos
cos2 φ . Using this procedure, active and reactive power set-points of FACTS devices and HVDC converter
can also be included in the optimization.
C. Piecewise Affine Policy
In Fig. 2 the affine policy for a wind infeed PWi is depicted.
By choosing an affine policy in the form of (33), the maximum
and minimum bounds of the uncertainty set are linearly
connected using the matrix Bi , and the OPF solution at the
bounds can be recovered. As the OPF is a non-linear problem,
the true system variation will likely not coincide with the
linearization. Hence, the affine policy of [21] is not exact at
the operating point W0 , but returns only an estimate W00 , i.e. a
non-physical higher rank solution. To obtain an exact solution
for W0 , i.e. a rank-1 solution, we introduce a modification to
the conventional affine policy by separating the linearization
between the maximum and minimum value into an upper part
Biu and a lower part Bil , and thereby introducing a piecewise
affine policy. Thus, we linearize between the operating point
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W00 + ζ i Bi

System change

W0 +

ζ i Biu

W00
Bi
W00 + ζ i Bi

Biu

Bil
W0

convex. Hence, it suffices to enforce the chance constraints at
the vertices v ∈ V of the uncertainty set.
The vector ζv ∈ RnW collects the forecast error bounds
for each vertex, i.e. the entries of this vector correspond to
the the deviation of each wind farm for a specific vertex v.
For each vertex, a corresponding slack variable γv is defined.
Based on our experience with the SDP solvers, we introduce
the following more numerically robust formulation:

W0 + ζ i Bil

f
PW
+ ζi
i

Wv := W0 +
f
PW

i

f
PW
+ ζi

PWi

i

Fig. 2. Piecewise affine policy: The linearization between upper and lower
limit is split into two corresponding piecewise linearizations starting from
the exact operating point W0 . The red line indicates the true system behavior
and the dashed lines the approximation which is made with the corresponding
affine policy. This modification allows us to obtain the exact rank-1 solution
W0 , not the higher-rank approximation W00 .

and the maximum and minimum value of the uncertainty set,
respectively. We extend the work of [21], by ensuring that the
obtained solution is exact at the operating point. An additional
benefit of our approach is that we get a closer approximation
of the true system behavior, while the obtained control policies
are piecewise linear.
D. Tractable Formulation for Rectangular Uncertainty Set
In this section, we provide a tractable formulation of the
chance constraints for a rectangular uncertainty set. The proposed procedure is a combination of robust and randomized
optimization from [22] and which is applied to chance constrained AC-OPF in [21]. A scenario-based method, which
does not make any assumption on the underlying distribution
of the forecast errors, is used to compute the bounds of
the uncertainty set. Two parameters need to be specified,
 ∈ (0, 1) is the allowable violation probability of the chance
constraints and β ∈ (0, 1) a confidence parameter. Then, the
minimum volume hyper-rectangular set is computed, which
with probability 1 − β contains 1 −  of the probability mass.
According to [21], it is necessary to include at least the
following number of scenarios Ns to specify the uncertainty
set:
1 e
1
Ns ≥
(ln + 2nW − 1)
(45)
e−1 β

The term e is Euler’s number. The minimum and maximum
bounds on the forecast errors ζi ∈ [ζ i , ζ i ] are retrieved by
a simple sorting operation among the Ns scenarios and the
vertices, i.e. the corner points, of the rectangular uncertainty
set can be defined.
To obtain a tractable formulation of the chance constraints,
the following result from robust optimization is used: If
the constraint functions are linear, monotone or convex with
respect to the uncertain variables, then the system variables
will only take the maximum values at the vertices of the
uncertainty set [22]. The chance constraints (34) – (37) are
linear and the semidefinite chance constraints (38), (39) are

nW
X

ζ vi B i

(46)

i=1

The matrix Wv denotes the power flow solution at the corresponding vertex v. The active and reactive power limits for
each bus k ∈ N and vertex v ∈ V can be written as:
v

f
Qk := QGk − QDk + τ (PW
+ ζvk )
k

Qvk
v
Pk
P vk

:= QG −
k

:= P Gk −

:= P Gk −

f
QDk − τ (PW
+ ζvk )
k
f
PDk + PWk + ζvk
f
PDk + PW
+ ζvk
k

(47)
(48)
(49)
(50)

We provide a tractable formulation of chance constraints (34)
– (39) for each vertex v ∈ V, bus k ∈ N and line (l, m) ∈ L:
v

P vk ≤ Tr{Yk Wv } ≤ P k

Qvk
V 2k

≤

≤

(51)

v
Tr{Ȳk Wv } ≤ Qk
2
Tr{Mk Wv } ≤ V k

− P lm ≤ Tr{Ylm Wv } ≤ P lm
"
2

−(S lm )
Tr{Ylm Wv } Tr{Ȳlm Wv }
Tr{Ylm Wv }
−1
0
Tr{Ȳlm Wv }
0
−1

(52)
(53)
#

(54)
0

Wv  0
nW
X
Tr{Yk (Wv − W0 )} =
ζvi (dGk (1 + γv ) + diWk )

(55)
(56)
(57)

i=1

The constraint (57) links the forecasted system state to each
of the vertices. To enforce the semidefinite chance constraint
(39) for the uncertainty set, it suffices that Wv is positive
semidefinite at the vertices of the uncertainty set, i. e. (56)
is fulfilled. For illustrative purposes, in Fig. 3 a rectangular
uncertainty set is depicted for two uncertain wind infeeds PW1
and PW2 . The resulting optimization problem for a rectangular
uncertainty set of dimension nw minimizes the objective (41)
subject to constraints (26) and (51) – (57). Note that the
proposed formulation holds for an arbitrary high-dimensional
rectangular uncertainty set.
E. Tractable Formulation for Gaussian Uncertainty Set
In the following, it is assumed that the forecast errors ζ are
random variables following a Gaussian distribution with zero
mean and covariance matrix Λ. Assuming a Gaussian distribution can be helpful when there is insufficient amount of data at
hand, as it can provide a suitable approximation of the power
system operation under uncertainty. At the same time, through
the covariance matrix, geographical correlations between wind
farms, solar PV plants, or other types of uncertainty can be
captured. We give a direct tractable formulation of the chance
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f
PW
2

PW2
W4

PW2

W1

+ζ 2

W0 + κ2 B̃2u
(I)

f
PW
2

f
PW
2

W0

f
PW
2

+ζ 2

W3
f
PW
+ ζ1
1

f
PW
1

f
PW
+ ζ1
1

With B̃i we denote the matrices of the affine policy rotated in
the direction of the ellipsoid axes and (40) has to hold:
Tr{Yk B̃i } = d˜Gk (1 + γi ) + d˜iWk

(59)

Second, we use theoretical results on chance constraints from
the work in [28], which presents the theory for an analytical
reformulation of linear scalar chance constraints. To apply
the reformulation, we approximate the joint probability of
the chance constraint violation (34)–(39) with the violation
probability of each individual chance constraint. Applying the
reformulation to the chance constraints (34) – (37) yields for
each bus k ∈ N and line (l, m) ∈ L:
v
u nw
uX
P k ≤ Tr{Yk W0 } ± t
κ2i Tr{Yk B̃i }2 ≤ P k
(60)
i

(61)

i

v
u nw
uX
2
2
V k ≤ Tr{Mk W0 } ± t
κ2i Tr{Mk B̃i }2 ≤ V k
−P lm

W0 − κ2 B̃2l
PW1

Fig. 4. Uncertainty set resulting from a Gaussian distribution of the forecast
errors considering correlation. The directions of approximation for the affine
policy are rotated corresponding to the eigenvectors of the covariance matrix.
The circles denote the points for which the definite chance constraint is
enforced. As a result, it holds for the whole dotted rectangular shape. The
indices (I) – (IV) denote the four quadrants of the uncertainty set for each of
which the complete set of constraints (55), (59) and (60) – (64) is included.

The term κi := Φ−1 (1 − )ζ˜i is introduced, where Φ−1
denotes the inverse Gaussian function. The chance constraint
(39) is P
a linear matrix inequality which ensures that the matrix
n
W0 + i w ζ̃i B̃i is positive semidefinite inside a confidence
interval 1 − . An analytical reformulation of this type of
constraint is not known [28].
Pn As a safe approximation, it
suffices to enforce that W0 + i w ζ̃i B̃i is positive semidefinite
at maximum corresponding deviations ±κi to ensure that (32)
is fulfilled. We include the following semidefinite constraints
for each ellipsoid axis i ∈ [1, nW ]:
W0 ± κi B̃i  0

(64)

This results in (39) holding for the outer rectangular approximation of the ellipsoid uncertainty set. The semidefinite
chance constraint on the apparent branch power flow can be
conservatively approximated by enforcing it for the smallest
rectangular set enclosing the ellipsoid, i.e. by including the
constraint (55) in the optimization.
The assumption of a multivariate Gaussian distribution of
the forecast errors leads to an uncertainty set which in two
dimensions can be described as an ellipse. For the case of
two wind farms with uncertain infeeds PW1 and PW2 this
configuration is depicted in Fig. 4. Incorporating the results on
the modification of the affine policy presented in Section III-C,
we add the constraints (60) – (63) not for B̃i but for both
B̃iu and B̃il and each of their combinations, splitting the
uncertainty set into four quadrants (I) – (IV) as depicted
in Fig. 4. The resulting optimization problem corresponds to
minimizing objective function (41) subject to constraints (26),
(55), (59) and (60) – (64) for each quadrant of the ellipsoid.

(62)

v
u nw
uX
≤ Tr{Ylm W0 } ± t
κ2i Tr{Ylm B̃i }2 ≤ P lm (63)
i

(III)

f
PW
1

constrained AC-OPF, as the work in [3] presented for the
chance constrained DC-OPF.
For a defined confidence interval 1 − , the uncertainty set
for a Gaussian distribution of the forecast errors is an ellipsoid.
First, the direction of linearization of the B matrices is rotated
to correspond to the ellipsoid axes which are described by the
eigenvectors ηi of the covariance matrix. The eigenvalues λi
describe the squared dimension of the ellipsoid in the direction
of its axes. Similar to the rectangular uncertainty set, we
introduce the following auxiliary variables for each ellipsoid
axis i in [1, nW ] and bus k ∈ W:
p
d˜G := dG ||ηi ||, d˜iWk := ηi , ζ˜i := λi
(58)

i

(II)

W0

PW1

Fig. 3. Rectangular uncertainty set derived from a scenario-based method
displayed for two wind farms. It is sufficient to enforce the chance constraints
at the vertices of the uncertainty set. The vertices are denoted with circles.

v
u nw
uX
Qk ≤ Tr{Ȳk W0 } ± t
κ2i Tr{Ȳk B̃i }2 ≤ Qk

(IV)

W0 − κ1 B̃1l

W2

W0 + κ1 B̃1u

IV. L INEARIZATION USING PTDF S
In the following, an alternative approach is presented which
is used as benchmark for comparison with the rest of the
approaches presented in this paper. To describe the system
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change as a function of the forecast errors, in this section we
introduce a linear approximation based on DC power flow.
This linear approximation uses the so-called power transfer
distribution factors (PTDFs) to estimate the change in line
loading due to a change in active power injections. This
approach has been used in the works in [3] and [29] in the
context of DC- and AC-OPF, respectively.
The PTDFs use the DC power flow representation, i. e.
assuming that the voltage magnitudes of all buses are equal
to 1 p.u. and the resistances of branches are neglected.
Hence, line losses are neglected and the generator participation
factors are defined without including the slack term γ. As we
assume constant voltage magnitudes, the semidefinite (32), the
voltage (29) and the reactive power (28) chance constraints
are dropped and the focus is on approximating the chance
constraints for the active power bus injection and active power
branch flow, Eqs. (27) and (30). The admittance matrix BDC is
constructed using only the line reactances xlm . The resulting
matrix is singular. Thus, one column and the corresponding
row are removed to obtain B̃DC . The vectors dG and diW
collect the generator participation factors and wind injections,
and d˜G and d˜iW denote the corresponding vectors with the first
entry removed. The PTDF for each line (l, m) ∈ L is defined
as follows:
−1
1
B̃DC
PTDFlm = (el − em )T xlm

(65)

The PTDFs provide an approximate linear relation between a
change in bus power injections and the change of the active
power flow over a transmission line. Assuming the maximum
and minimum bounds of the forecast errors are described by a
rectangular uncertainty set with vertices ζv from the previously
described scenario-based approach, we formulate a tractable
approximation of (27) and (30) for each bus k ∈ N , line
(l, m) ∈ L and vertex v ∈ V:
P vk

≤ Tr{Yk W0 } +

nW
X

ζvi (dGk +

diWk )

i

≤

v
Pk

(66)

−P lm ≤ Tr{Ylm W0 }+
nW
X
PTDFlm ζvi (d˜G + d˜iW ) ≤ P lm (67)
i

Assuming the forecast errors follow a Gaussian distribution
with zero mean and co-variance matrix Λ, we formulate a
tractable approximation of (27) and (30) for each bus k ∈ N
and line (l, m) ∈ L:
q
P k ≤ Tr{Yk W0 } ± Φ−1 (1 − ) d2Gk 1T Λ1 ≤ P k (68)
√
−P lm ≤ Tr{Ylm W0 } ± Φ−1 (1 − ) ΨT ΛΨ ≤ P lm (69)
The term 1 ∈ RnW denotes the vectors of ones. The vector
Ψ ∈ RnW contains for each wind feedin i ∈ [1, nW ] the
approximated change in line loading:
Ψi = PTDFlm (d˜G + d˜iW )

(70)

V. S IMULATION A ND R ESULTS
In this section, we first describe the simulation setup.
Subsequently, using the IEEE 24 bus test case, we investigate

the relaxation gap of the obtained solution matrices as a
function of the penalty weight. Detailed results on the IEEE
118 bus test case using realistic forecast data are provided
and our proposed approaches are compared to two alternative
approaches described in the literature.
A. Simulation Setup
The optimization problem is implemented in Julia using the
optimization toolbox JuMP [30] and the SDP solver MOSEK
8 [31]. A small resistance of 10−4 has to be added to each
transformer, which is a condition for obtaining zero relaxation
gap [15]. To investigate whether the relaxation gap of an
obtained solution matrix W is zero, the ratio ρ of the 2nd
to 3rd eigenvalue is computed, a measure proposed by [23].
This value should be around 105 or larger for zero relaxation
gap to hold, which means that the obtained solution matrix
is rank-2. The respective rank-1 solution can be retrieved by
following the procedure described in [23]. According to [15],
the obtained solution is then a feasible solution to the original
non-linear AC-OPF problem.
The work in [20] proposes the use of the following measure
to evaluate the degree of the near-global optimality of a
penalized SDP relaxation. Let f˜1 (x) be the generation cost
of the convex OPF without a penalty term and f˜2 (x) the
generation cost of the convex OPF with a penalty weight
sufficiently high to obtain rank-1 solution matrices. Then,
the near-global optimality can be assessed by computing the
˜
· 100%. The closer this parameter is to
parameter δopt := ff˜1 (x)
2 (x)
100%, the closer the solution is to the global optimum. Note
that this distance is an upper bound to the distance from global
optimality.
B. Investigating the Relaxation Gap
This section investigates the relaxation gap of the obtained
matrices. With relaxation gap, we refer to the gap between the
SDP relaxation and a non-linear chance constrained AC-OPF
which uses the affine policy to parametrize the solution space.
The IEEE 24 bus system with parameters specified in [32]
is used. The allowable violation probability is selected to be
 = 5%. Two wind farms with a forecasted infeed of 50 MW
and 150 MW and a maximum power of 150 MW and 400 MW
are introduced at buses 8 and 24, respectively. For illustrative
purposes, the forecast error for the rectangular uncertainty
is assumed to be bounded within ±50% of the forecasted
value with 95% probability. For the Gaussian uncertainty set,
a standard deviation of 25% of the forecasted value and
no correlation between both wind farms is assumed. Each
generator adjusts its active power proportional to its maximum
active power to react to deviations in wind power output.
For the rectangular uncertainty set, Fig. 5 shows the eigenvalue ratios ρ of the matrices W0 − W4 as a function of the
penalty weight µ. A certain minimum value for the weight
µ = 175 is necessary to obtain solution matrices with rank-1,
i.e. eigenvalue ratio ρ higher than 105 , at the operating state
W0 and the four vertices of the rectangular uncertainty set
W1 − W4 . The near-global optimality at µ = 175 for this test
case evaluates to a tight upper bound of 99.74%. If the penalty
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Fig. 5. Eigenvalue ratios ρ, generation cost and penalty term as a function of
the power loss penalty weight µ for a IEEE 24 bus test case with two wind
farms and a rectangular uncertainty set.
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100
150
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Fig. 6. Eigenvalue ratios ρ, generation cost and penalty term as a function of
the power loss penalty weight µ for a IEEE 24 bus test case with two wind
farms and a Gaussian uncertainty set.

weight is increased beyond µ = 375 a higher rank solution is
obtained for the forecasted system state.
A similar observation can be made if a Gaussian distribution
is assumed for the forecast errors. Fig. 6 shows the eigenvalue
ratios ρ as a function of the penalty weight µ for the Gaussian
uncertainty set. A certain minimum value for the weight µ =
10 is necessary to obtain solution matrices with rank-1 at the
operating state W0 and the four end-point of the ellipsoid axes.
The generation cost is almost flat with respect to increasing
penalty weight and the near-global optimality at µ = 10 for
this test case evaluates to an upper bound larger than 99.99%.
As it is also observed, the necessary magnitude of the penalty
weight µ to obtain rank-1 solution matrices depends on the
test case and configuration.
C. IEEE 118 Bus Test Case
In this section, our proposed approaches using the affine policy and PTDFs are compared with two alternative approaches
described in the literature [5], [12]. We use the IEEE 118 bus
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5
Bounds
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Time (h)
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5

Fig. 7. Forecast data from hour 1 to hour 5. The bounds correspond to
the minimum and maximum values from the Ns sampled scenarios for the
rectangular uncertainty set.
1
PW2 (p.u.)

Cost ($/h) Cost ($/h)

Eigenvalue ratio ρ
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0.4
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0.8
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1

Fig. 8. Comparison of rectangular and Gaussian uncertainty set obtained from
the Ns scenarios sampled for hour 4.

test case with realistic forecast data for the wind farms, and
Monte Carlo simulations to evaluate the constraint violations.
1) Simulation Setup: We use the IEEE 118 bus specifications from [33] with the following modifications: The bus
voltage limits are set to 0.94 p.u. and 1.06 p.u. As the upper
branch flow limits are specified in MW, the active line flow
limit is considered for branch flows. The line flow limits are
decreased by 30% and the load is increased by 30% to obtain a
more constrained system. Two wind farms with a rated power
of 300 MW and 600 MW are placed at buses 5 and 64. The
rated wind power corresponds to 24.1% of total load demand.
Realistic day-ahead wind forecast scenarios from [34] and [35]
are used for both wind farms. To create the scenarios, the
methodology described in [34] is used. The forecasts are based
on wind power measurements in the Western Denmark area
from 15 different control zones collected by the Danish transmission system operator Energinet. We select control zone 1
to correspond to the wind farm at bus 5 and zone 7 to the wind
farm at bus 64. We allow a constraint violation of  = 5% for
all considered approaches. In order to construct the rectangular
uncertainty set, the confidence parameter β = 10−3 is selected.
Then, a minimum of 314 scenarios are required according to
(45). The forecast is computed as mean value of the scenarios.
For the Gaussian uncertainty set, we compute the co-variance
matrix based on these 314 scenarios. Fig. 7 shows the forecast
data from hour 1 to hour 5 with the upper and lower bounds
specified by the maximum and minimum scenario values,
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respectively. In Fig. 8 the rectangular and Gaussian uncertainty
set for hour 4 are shown.
In the following, the parameters for the corrective control
policies are specified. A participation factor of 0.25 is
selected for the generators at buses i = {12, 26, 54, 61}, i.e.
dGi = 0.25. Wind farms have a reactive power capability of
0.95 inductive to 0.95 capacitive according to recent Grid
Codes [27]. The approaches using PTDFs assign a fixed
power factor cos φ to each wind farm. The affine policy
includes a generator voltage and wind farm reactive power
corrective control, assigning an updated set-point to generators
and wind farms based on the actual realization of the forecast
errors. To facilitate comparability, we use the same scenarios
for all approaches to compute the respective uncertainty sets.
We evaluate the constraint violations using Monte Carlo
simulations with 10’000 scenarios and MATPOWER AC
power flows [32]. We enable the enforcement of generator
reactive power limits in the power flow, i.e. P V buses
are converted to P Q buses once the limits are reached, as
otherwise high nonphysical overloading of the limits can
occur [36]. Furthermore, we distribute the loss mismatch
from the active generator set-points among the generators
according to their participation factors and rerun the power
flow to mimic the response of automatic generation control
(AGC).
2) Numerical Comparison to Alternative Approaches: In
the following, the main modeling assumptions of the respective
approaches and the type of chance constraints they include
are outlined. All approaches considering chance constraints
include corrective control of the active generator set-points.
•

•

Chance constrained DC-OPF [5] (DC-OPF): A robust formulation based on DC-OPF includes chance constraints
on active generator power and active branch flow. Interval
bounds on the forecast errors are assumed. Hence, we use
the scenarios to compute the interval bounds. A power
factor of 1 is assumed for wind farms.
Iterative chance constrained AC-OPF [12] (Iterative): At
each iteration the Jacobian is computed and the uncertainty margins resulting from the chance constraints
are updated until convergence is reached. The forecast
errors are assumed to follow a Gaussian distribution. The
covariance matrix constructed from the Ns scenarios is
used. Chance constraints on active and reactive generator
limits, voltage magnitudes and apparent line flows are
included in the formulation. A power factor of 1 is
assumed for wind farms, as no reactive power corrective
control is included in [12].

These two approaches are compared to the following approaches based on the formulations presented in this work:
•
•

•

AC-OPF with convex relaxations but without chance
constraints (AC-OPF) [15]
Chance constrained AC-OPF with convex relaxations,
using an affine policy for a Gaussian uncertainty set
(AP (Gauss)) including corrective control for wind farms,
generator voltages and generator active power.
Chance constrained AC-OPF with convex relaxations,

TABLE II
C OST OF UNCERTAINTY: G ENERATION COST IN RELATION TO AC-OPF
WITH CONVEX RELAXATIONS WITHOUT CONSIDERATION OF
UNCERTAINTY

Time step (h)

1

2

3

4

5

AP (Rect) (%)

0.774

0.740

0.755

0.921

1.562

PTDF (Rect) (%)

0.785

0.748

0.767

0.931

1.588

DC-OPF [5] (%)

-2.782

-2.826

-2.824

-2.673

-2.165

AP (Gauss) (%)

0.515

0.461

0.467

0.489

0.512

PTDF (Gauss) (%)

0.523

0.468

0.477

0.497

0.520

Iterative [12] (%)

0.519

0.465

0.473

0.494

0.516

•

•

using an affine policy for a rectangular uncertainty set
(AP (Rect)) including corrective control for wind farms
and generator voltages and generator active power.
Chance constrained AC-OPF with convex relaxations,
using PTDFs (PTDF (Gauss)) for a Gaussian uncertainty
set.
Chance constrained AC-OPF with convex relaxations,
using PTDFs (PTDF (Rect)) for a rectangular uncertainty
set.

In Table II the cost of uncertainty for the different approaches
and considered time steps are shown. The cost of uncertainty
represents the additional cost incurred by considering the
stochastic variables, and is defined as the difference between
the solution of the chance constrained and a baseline. In
this paper, the AC-OPF with convex relaxations but without
considering uncertainty is assumed as the baseline cost. From
Table II, we make the following observations. First, the DCOPF (with chance constraints) leads to a cost reduction, as no
losses are considered compared to the AC-OPF. Second, the
approaches stemming from robust optimization lead to a cost
increase of approximately 0.8% for time step 1 compared to
an increase of approximately 0.5% for the same time step
for the approaches assuming a Gaussian distribution. This
shows that the Gaussian uncertainty set is less conservative
as indicated in Fig. 8. For the rectangular uncertainty set,
the affine policy reduces the cost compared to the approach
using PTDFs. Comparing the approaches for the Gaussian
uncertainty set, again the affine policy results to the lowest
cost of uncertainty compared to the approach using PTDFs
and the iterative chance constrained AC-OPF. The reason for
that is that the affine policy includes corrective control for
voltages and both active and reactive power.
In Table III the violation probability of the chance constraints on active power, voltages, and active branch flows
are shown. Monte Carlo simulations using 10’000 scenarios
with MATPOWER AC power flows are conducted. A minimum violation limit of 10−3 p.u. for active generator limits
and 0.1% for voltage and line flow limits is considered to
exclude numerical errors. In all considered time steps, the ACOPF without consideration of uncertainty leads to insecure
instances and violates constraints on line and generator limits
on active power.
First, investigating the robust approaches using the rectangu-
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TABLE III
V IOLATION PROBABILITY OF THE CHANCE CONSTRAINTS ON BUS
VOLTAGE , ACTIVE BRANCH FLOW AND ACTIVE GENERATOR POWER FOR
THE FORECAST DATA . M ONTE C ARLO SIMULATIONS USING 10’000
SCENARIOS WITH MATPOWER AC POWER FLOWS ARE CONDUCTED .
I NSECURE INSTANCES ARE MARKED IN BOLD .
Time step (h)

1

2

3

4

5

Bus voltage
AC-OPF (%)

0.0

0.1

0.2

1.0

4.3

DC-OPF [5] (%)

100.0

100.0

100.0

100.0

100.0

PTDF (Rect) (%)

19.5

20.9

14.6

13.0

12.9

AP (Rect) (%)

0.0

0.0

0.0

0.0

0.0

PTDF (Gauss) (%)

20.0

21.2

15.0

13.5

13.0

AP (Gauss) (%)

0.7

1.9

4.3

7.2

7.6

Iterative [12] (%)

0.0

0.0

0.0

0.0

0.0

Active power line limit
AC-OPF (%)

17.7

18.8

14.9

32.5

46.5

DC-OPF [5] (%)

0.0

0.0

0.0

2.8

0.0

PTDF (Rect) (%)

0.0

0.0

0.0

0.0

0.0

AP (Rect) (%)

0.0

0.0

0.0

0.0

0.0

PTDF (Gauss) (%)

4.6

11.1

13.1

9.3

7.8

AP (Gauss) (%)

4.6

3.7

0.9

2.6

5.8

Iterative [12] (%)

1.6

2.0

3.6

4.2

5.3

40.9

Active generator limit
AC-OPF (%)

46.4

48.8

45.9

45.5

DC-OPF [5] (%)

34.3

38.6

30.1

14.5

2.0

PTDF (Rect)

0.0

0.0

0.0

0.0

0.0

AP (Rect) (%)

0.0

0.0

0.0

0.0

0.0

PTDF (Gauss) (%)

2.6

3.6

2.8

3.1

5.5

AP (Gauss) (%)

0.0

0.2

0.4

2.3

0.7

Iterative [12] (%)

2.9

4.1

3.0

3.3

5.7

lar uncertainty set the following observations can be made: The
robust DC-OPF formulation in [5] leads to insecure instances
for all time steps and violates both voltage and generator active
power constraints. The AC-OPF approach using PTDFs for
the chance constraints reduces the voltage violations but does
not comply with the 5% confidence interval. The AC-OPF
using the affine policy complies with the chance constraints
for all time steps while slightly decreasing the generation
cost compared to the approach using PTDFs. As the scenario
based method is conservative, there are nearly zero violations
occurring for the considered 10’000 samples for the approach
using the affine policy.
Second, we compare the different approaches which assume
a Gaussian distribution of the forecast errors. The affine policy
improves upon the approach using PTDFs and results to a
secure operation for time steps 1 to 3. For time steps 4 and 5
we observe a slight violation of the active power line and bus
voltage limit. This is due to the fact that we do not sample out
of a Gaussian distribution but out of a set of realistic forecast
scenarios, that apparently are not Gaussian distributed. The

TABLE IV
C OMPARISON OF VIOLATION PROBABILITY OF THE CHANCE
CONSTRAINTS ON BUS VOLTAGE , ACTIVE BRANCH FLOW AND ACTIVE
GENERATOR POWER FOR AFFINE POLICY AND ITERATIVE AC-OPF WITH
10’000 SAMPLES FROM A G AUSSIAN DISTRIBUTION .
Time step (h)

1

2

3

4

5

Bus voltage
AP (Gauss) (%)

0.1

0.4

0.5

0.8

0.7

Iterative [12] (%)

0.0

0.0

0.0

0.0

0.0

Active power line limit
AP (Gauss) (%)

2.2

1.7

2.1

2.1

2.1

Iterative [12] (%)

1.5

1.7

1.7

2.1

2.1

Active generator limit
AP (Gauss) (%)

2.4

2.7

2.7

2.6

2.5

Iterative [12] (%)

2.7

2.6

2.3

2.4

2.1

iterative approach results to a secure operation for time steps
1 to 4 and slightly violates the active generator and branch
flow limit in time step 5.
In order to verify if these violations occur due to the mismatch between actual distribution and the assumed Gaussian
we repeat the 10’000 scenario evaluations for both affine
policy and the iterative chance constrained AC-OPF from [12].
We sample from the Gaussian distribution assumed for the
uncertainty set. The results are shown in Table IV. For all
5 time steps, both approaches comply with the 5% violation
probability. Hence, the occurring violations in Table III stem
from the mismatch between Gaussian distribution and actual
probability distribution. As shown in Table II, the affine policy
results in a slightly lower generation cost than the iterative ACOPF, as it includes corrective control policies. This leads us
to the following conclusions. First, that if the forecast errors
do follow a normal distribution both approaches demonstrate
good performance and do not exceed the violation limit. If the
data are not normally distributed, as is the case for the results
shown in Table III, none of the two methods can guarantee
that the violation probability will be below . The differences
in performance in that case are, as it would be expected, dataand system-specific. However, independent from the fact if
the underlying probability distribution is Gaussian or not, one
difference that remains is that the approach proposed in this
paper is more rigorous, since it provides guarantees regarding
the global optimality of the obtained solution and allows to
include corrective control policies related to reactive power
and voltage.
Table V lists the penalty weights and obtained near-global
optimality guarantees for the 5 time steps. Note that it is
sufficient to define for both uncertainty sets a penalty weight of
µ = 100 p.u. to obtain zero relaxation gap, i.e. rank-1 solution
matrices and a near-global optimality guarantee of larger than
99.99%. This means that the maximum deviation from the
global optimum is smaller than 0.01% of the objective value.
Table VI lists the computational time of the different approaches. The optimization problems are solved on a desktop
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TABLE V
P OWER LOSS PENALTY WEIGHT AND NEAR - GLOBAL OPTIMALITY
GUARANTEES FOR IEEE 118 BUS TEST CASE FOR ALL CONSIDERED TIME
STEPS

Penalty weight µ
(p.u.)

Near-global optimality
guarantee δopt (%)

AP (Rect)

100

AP (Gauss)

100

≥ 99.99
≥ 99.99

TABLE VI
S OLVING TIME FOR IEEE 118 BUS TEST CASE
AP (Rect)

AP (Gauss)

PTDF (Rect)

30 sec

10 min

15 sec

PTDF (Gauss)

DC-OPF [5]

Iterative [12]

15 sec

≤ 1 sec

4 sec

computer with an Intel Xeon CPU E5-1650 v3 @ 3.5 GHz and
32 GB RAM. For all optimization problems except the iterative
approach, MOSEK V8 [31] is used. The iterative approach
utilizes the MATPOWER AC-OPF. The DC-OPF formulation
is the fastest, as the optimization problem is a linear program.
The computational time increases with increasing constraint
complexity. The SOC constraints in the formulation for the
Gaussian uncertainty set are computationally the most challenging. We observe that the iterative approach, despite the
need for computing a number of iterations, converges faster
than all approaches that utilize convex relaxations and an
SDP solver. Current trends expect the need of more rigorous
optimal power flow approaches in the future, that e.g. can
guarantee a global minimum. In that case the need for further
research to improve both the optimization solvers and the
convex formulations of the AC-OPF problem is apparent.
Possible directions to increase the computational speed of the
proposed approaches are the chordal decomposition technique,
outlined in [23], and distributed optimization techniques, e.g.
the alternating direction method of multipliers (ADMM) for
sparse semidefinite problems in [37]. The chordal decomposition technique can be applied to reduce the computational
burden of the semidefinite constraints on W0 and Bi (18). As
shown in [38] a speed-up by several orders of magnitude can
then be expected for large systems.
VI. C ONCLUSIONS
In this work, a convex formulation for a chance constrained
AC-OPF is presented which is able to provide near-global
optimality guarantees. The OPF formulation considers chance
constraints for all relevant variables, and has an explicit
representation of corrective control policies. Two tractable
formulations are proposed: First, a scenario-based method
is applied in combination with robust optimization. Second,
assuming a Gaussian distribution of forecast errors, we provide
an analytical reformulation of the chance constraints. Detailed
case studies on the IEEE 24 and 118 bus test systems are
presented. For the latter, we used realistic forecast data and

Monte Carlo simulations to evaluate constraint violations.
Compared to a chance constrained DC-OPF formulation,
we find that the formulations proposed in this paper are
more accurate and significantly decrease constraint violations.
Compared with iterative non-convex AC-OPF formulations,
both our piece-wise affine control policy and the iterative
AC-OPF do not exceed the constraint violation limit for
the Gaussian uncertainty set. Most importantly, our proposed
approach obtains tight near-global optimality guarantees which
ensure that the distance to the global optimum is smaller than
0.01% of the objective value. In our future work, besides
investigating chordal decomposition techniques, we include
security constraints in the proposed formulation by defining
a matrix W s (ζ) for each outage s of a generation unit or
transmission line.
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Abstract—System operators have to ensure an N-1 secure
operation, while dealing with higher degrees of uncertainty.
This paper proposes a semidefinite relaxation of the chance
and security constrained optimal power flow (SCOPF). Our
main contributions are the introduction of systematic methods
to obtain zero relaxation gap, providing a tractable chance
constrained SCOPF formulation, and addressing scalability. We
introduce a systematic procedure to obtain zero relaxation gap
using a penalty term on power losses. To achieve tractability
of the joint chance constraint, a piecewise affine approximation,
and a combination of randomized and robust optimization is
used. To address scalability, we propose an iterative solution
algorithm to identify binding constraints, and we apply a chordal
decomposition of the semidefinite constraints. We demonstrate
the performance of our approach on IEEE 24 and IEEE 118 bus
system using realistic day-ahead forecast data and obtain tight
near-global optimality guarantees.
Index Terms—Chance constraints, contingency filtering, convex optimization, security constrained optimal power flow.

I. I NTRODUCTION
To ensure power system security during steady-state operation, system operators require the fulfillment of the N-1
security criterion at all times. This stipulates that an outage
of any single component or line does not lead to a violation
of system constraints. Traditionally, the N-1 security criterion
is evaluated by checking the determined operating set-point
against a predefined set of critical contingencies. However,
the increased integration of varying renewable generating
sources and stochastic loads require tools that can determine
optimal set-points considering both uncertainty and security
constraints [1]. In this work, we propose a tractable convex
formulation of the security constrained optimal power flow
(SCOPF) under uncertainty, which models all AC power flow
variables, includes corrective and preventive control policies
related to active power, reactive power, and voltage, and can
provide guarantees for global optimality. Our proposed method
can be used by system operators to anticipate in day-ahead the
impact of forecast errors on the N-1 security criterion.
The authors in [1] and [2] review the current state of the
art of SCOPF formulations and identify the incorporation of
uncertainty as a further development need. In the literature, to
address the increasing uncertainty in power system operation,
chance constraints which define a maximum allowable probability of constraint violation are included in SCOPF. Existing

approaches [3]–[5] are limited to the DC-OPF approximation,
which neglects losses, reactive power and voltage magnitudes.
In the work [3], an analytical reformulation of a probabilistic security constrained DC-OPF is proposed which models
the forecast errors of wind farms as Gaussian uncertainty
distributions. This framework is extended in [4] to account
for corrective control policies including HVDC and phaseshifting transformers. Making no prior assumptions on the
uncertainty distributions, the work in [5] applies a combination
of randomized and robust optimization to achieve a tractable
formulation of the chance constraints. However, as the DCOPF formulation can exhibit substantial errors [6], the remainder of this paper will focus on the AC-OPF formulation.
To the authors’ knowledge, the only works using an ACOPF formulation to address the SCOPF under uncertainty is
[7]. This work uses the semidefinite relaxation of [8], and
applies an affine approximation of the system state as a function of the forecast errors, and a combination of randomized
and robust optimization to achieve tractability of the chance
constraint. If the relaxation achieves zero relaxation gap, its
solution corresponds to the global optimum of the non-convex
AC-OPF with the affine approximation. However, in [7] the
relaxation gap of the obtained solutions is not investigated.
In the literature, several security constrained AC-OPF formulations exist that do not consider uncertainty. For formulations related to the non-convex AC-OPF formulation, the
interested reader can refer to references listed in [1]. For
formulations related to the AC-OPF with convex relaxations,
the work in [9] extends the semidefinite relaxation of [8]
introducing security constraints and uses a loss penalty term
on specific lines to achieve zero relaxation gap.
In our previous work [10], we introduced a comprehensive
framework to handle chance constraints for a semidefinite formulation of the AC-OPF problem, including Gaussian distributions, and we investigated the relaxation gap. In this work, we
introduce a security constrained OPF under uncertainty which
uses the full AC-OPF formulation with convex relaxations and
provides guarantees regarding the (near-)global optimality of
the solution. Besides handling both security constraints and
uncertainty in the original non-linear AC-OPF problem, the
main contributions of this work are:
• We introduce a systematic procedure to obtain global
optimality guarantees. By using a penalty term on power

losses, we propose a method to identify suitable penalty
terms for zero relaxation gap, i.e. we obtain solutions
which are feasible to the original non-convex AC-OPF.
• Using a piecewise affine approximation of the system
state as a function of the forecast errors, and applying a
combination of randomized and robust optimization, we
provide a tractable formulation of the chance constrained
SCOPF. We include corrective and preventive control
policies related to active power and voltage set-points of
generators, and power factor set-points of wind farms.
• We propose two techniques to achieve scalability of
our approach. First, we introduce a solution algorithm
which iteratively determines binding constraints. In a
filtering step, dominant contingencies and forecast errors
in terms of maximum constraint violation magnitude are
identified. Second, we propose a chordal decomposition
of the semidefinite constraints.
• Using realistic forecast data, the performance of our
proposed AC-SCOPF approach is evaluated on a IEEE
118 bus system and compared to the chance constrained
DC-SCOPF of [5]. We find that our approach is more
accurate and complies with the joint chance constraint
whereas the DC-SCOPF violates both active generator
limits and voltage limits. For the considered time steps,
the near-global optimality guarantee is higher than 99.5%.
This paper is structured as follows. Section II outlines the
semidefinite relaxation of SCOPF and includes chance constraints. Section III proposes a tractable OPF formulation, and
introduces a systematic method to obtain zero relaxation gap.
Section IV addresses scalability. Section V presents results on
the IEEE 24 and 118 bus test case. Section VI concludes.
II. O PTIMAL P OWER F LOW F ORMULATION
A. Semidefinite Relaxation of Security Constrained AC-OPF
A power grid can be described as a graph which consists
of buses N and lines L. The set of generator buses is denoted
with G. To include security constraints, the set C contains the
list of possible component outages. The first entry corresponds
to the intact system state without any outage which is denoted
by a 0. The following auxiliary variables are introduced for
each bus k ∈ N , line (l, m) ∈ L and outage c ∈ C:
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For each outage c ∈ C, matrix Y c denotes the bus admittance
c
matrix of the power grid, ek the k-th basis vector, and ȳlm
c
the shunt admittance and ylm the series admittance of line
(l, m) ∈ L. Based on [9], the non-linear, non-convex ACSCOPF problem can be written using (1) – (7) as
X
min
{ck2 (Tr{Y0k W 0 } + PDk )2 +
c
W
k∈G
ck1 (Tr{Y0k W 0 } + PDk ) + ck0 }
(8)
subject to the following constraints for each bus k ∈ N , line
(l, m) ∈ L and outage c ∈ C:
c

(9)

QcG ≤ Tr{Ȳk W c } + QDk ≤ QGk
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c
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−P lm
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≤ Tr{Yclm W c }
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c T
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(14)

The objective (8) minimizes the generation cost of the intact
system state. The terms ck2 , ck1 and ck0 are the quadratic,
linear and constant cost variables of generator k ∈ G. The
active and reactive power consumption at bus k ∈ N is
defined in PDk and QDk . Constraints (9) and (10) include
the nodal active and reactive power flow balances, and P cGk ,
c
c
P Gk , QcG and QGk are the generator limits for minimum and
k
maximum active and reactive power for each outage c ∈ C,
respectively. The bus voltages are constrained by (11) with
corresponding lower and upper limits V k , V k . The active and
c
c
apparent power branch flow Plm
and Slm
on line (l, m) ∈ L
c
c
are upper bounded by P lm (12) and S lm (13), respectively.
This models emergency line ratings which allow a higher line
loading for a defined period of time. Note, that each outage
c ∈ C leads to a change of power flows and in turn to a
change of complex bus voltages Vc . In order to link the faulted
system states W c with the intact system state W 0 , preventive
or post-contingency corrective control policies are included.
This will be explained in detail in Section III-C. To obtain an
optimization problem linear in W , the objective function is
reformulated using Schur’s complement:
X
minc
αk
(15)
α, W

k∈G


c Tr{Y0k W 0 } + ak
√k1
ck2 Tr{Y0k W 0 } + bk


ck2 Tr{Y0k W 0 } + bk
 0 (16)
−1
√
where ak := −αk + ck0 + ck1 PDk and bk := ck2 PDk . In
addition, the apparent branch flow constraint (13) is rewritten:


c
c
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The non-convex constraint (14) can be expressed by:
Wc  0
c

rank(W ) = 1

(18)
(19)

The convex relaxation is introduced by dropping the rank
constraint (19), relaxing the non-convex security constrained
AC-OPF to a convex semidefinite program (SDP). The work
in [9] proves that if the rank of all W c matrices obtained from
the SDP relaxation is 1 or 2, the obtained solution is the global
optimum of the non-convex security constrained AC-OPF.
B. Including Chance Constraints
In power system operation, the shares of renewable electricity generation and of stochastic loads increase. To incorporate
the associated forecast uncertainty, we extend the presented
SCOPF formulation with a joint chance constraint [10]. A
number of nW wind farms are introduced in the power grid
at buses k ∈ W and the uncertain infeeds are modeled as
f
PW k = P W
+ ζk
k

(20)

f
PW

where PW are the wind infeeds occurring in real-time,
are
the forecasted values and ζ are the forecast errors. The resulting SCOPF formulation includes the joint chance constraint
for all buses k ∈ N , lines (l, m) ∈ L and outages c ∈ L:
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For each outage c ∈ C, the forecasted system state is denoted
with W0c and the function W c (ζ) describes the changing
system state as a function of the forecast errors. Both the
constraints for the intact and faulted system states (23) – (28)
should be satisfied with a joint probability higher than the
parameter (1 − ) ∈ (0, 1). The chance constrained SCOPF
(21) – (28) is an infinite-dimensional problem optimizing over
a set of matrices W c (ζ) which are a function of a continuous
uncertain variable ζ. It is generally agreed that this renders
the problem intractable and makes it necessary to identify a
suitable approximation for W c (ζ) [7].
III. T RACTABLE O PTIMAL P OWER F LOW F ORMULATION
Using a scenario-based method, we define the uncertainty
set associated with the forecast errors. As the optimization
problem is infinite-dimensional, we select a piecewise affine
approximation of the system state as a function of the forecast
errors. This allows us to include preventive and corrective
control policies of generator active power and voltage setpoints, and of wind farm power factors. To achieve tractability
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Figure 1. Rectangular uncertainty set displayed for two wind farms and
one outage. The left figure corresponds to the intact system state and the
right figure to the faulted system state. The piecewise affine approximation
interpolates the system state between the forecasted system states W00 and
0
1
W01 and the corresponding vertices of the uncertainty set W1−4
and W1−4
for the intact and the faulted system state, respectively.

of the resulting chance constraint, theoretical results from
robust optimization are leveraged. By using a penalty term
on power losses, we introduce a method to identify suitable
penalty terms for zero relaxation gap.
A. Scenario-Based Uncertainty Set
To determine the bounds of the uncertainty set, we use a
scenario-based method from [11], which does not make any assumption on the underlying distribution of the forecast errors.
To this end, we compute the minimum volume rectangular set
which with probability 1 − β contains 1 −  of the probability
mass. The term β is a confidence parameter. According to
[7], it is necessary to draw at least the following number of
scenarios Ns to specify the uncertainty set:
1 e
1
Ns ≥
(ln + 2nW − 1)
(29)
e−1 β
The term e is Euler’s number. The minimum and maximum
bounds on the forecast errors ζk ∈ [ζ k , ζ k ] are retrieved by a
simple sorting operation among the Ns scenarios. The vertices
v ∈ V are the corner points of the rectangular uncertainty set.
For each vertex v ∈ V, the vector ζv ∈ RnW contains the
corresponding forecast error magnitudes of the wind farms.
B. Piecewise Affine Approximation
For the previously obtained rectangular uncertainty set, we
use the piecewise affine approximation from [10] to model the
system change as a function of the forecast errors. To this end,
we introduce a matrix Wvc for each vertex v ∈ V and outage
c ∈ C. The system state as a function of the forecast errors
is computed as a piece-wise affine interpolation between the
forecasted system state W0c and the vertices of the uncertainty
set Wvc for each outage c ∈ C:
v
W c (ζ) = W0c + Ψnv=1
(ζ)(Wvc − W0c )
v
Ψnv=1
(ζ)

(30)

The function
denotes a piecewise linear interpolation
operator of the wind forecast error ζ between all vertices ζv . It
returns a weight for the direction of each vertex, corresponding
to the distance. For the case of two uncertain wind infeeds and
one considered outage, this concept is illustrated in Fig. 1.

C. Corrective and Preventive Control Policies

D. Robust Optimization

In the control response, we differentiate between occurring
forecast errors and line outages. We assume that the system
operator can respond to forecast errors by including a corrective control policy for generator active power and voltage
set-points, i.e. the system operator sends updated set-points
based on the realization of forecast errors. As outages can
happen instantaneously, we assume in this case that the setpoints remain fixed, that is we need to preventively anticipate
the system change due to line outages.
During steady-state power system operation, generation has
to match demand and system losses. If an imbalance occurs
due to e.g. an occurring forecast error, designated generators
in the power grid will respond by adjusting their active power
output as part of automatic generation control (AGC). The vector dG ∈ Rnb defines the generator participation factors. The
term nb denotes the number of buses. The vector diW ∈ Rnb
has a {−1} entry corresponding to the bus where the i-th
wind farm is located at. The sum of the generator participation
factors
P should compensate the deviation in wind generation,
i. e. k∈G dGk = 1. The line losses of the AC power grid
vary non-linearly with changes in wind infeeds and changes
in system topology. To allow for a compensation of the change
in system losses according to the participation factors, we
introduce a slack variable γvc for each vertex and outage.
In order to link the generation dispatch of the forecasted
system state W00 with system states in which forecast errors
occur, the following constraints are introduced for each vertex
v ∈ V\{0}, outage c ∈ C\{0} and wind feed-in i in {1, nW }:

To obtain a tractable formulation of the chance constraint
including the control policies, the following result from robust
optimization is used: If the constraint functions are linear,
monotone or convex with respect to the uncertain variables,
then the system variables will only take the maximum values
at the vertices of the uncertainty set [11]. Using the piecewise
affine approximation of Section III-B, the constraints (23) –
(26) in the optimization problem are linear and the semidefinite
constraints (27) and (28) are convex. Hence, it suffices to
enforce the joint chance constraint at the vertices v ∈ V of
the uncertainty set. We provide a tractable formulation of the
joint chance constraint (23) – (28) for each vertex v ∈ V, bus
k ∈ N , line (l, m) ∈ L and outage c ∈ C:

Tr{Yck Wvc

−

Y0k W00 }

nW
X
=
ζvi (dGk (1 + γvc ) + diWk )

(31)

i

As we assume that the generator active power set-points
remain fixed in case of line outages, the following constraints
should be included for each outage c ∈ C\{0}:
Tr{Yck W0c − Y0k W00 } = dGk γ0c

(32)

We allow for a corrective control of voltage-set points at
generator terminals in case of forecast errors. In case of
outages, the generator voltage set-points remain fixed. Hence,
the following constraints are included for each generator bus
k ∈ G, outage c ∈ C and vertex v ∈ V:
Tr{Mk Wvc } = Tr{Mk Wv0 }

(33)

Grid codes specify reactive power capabilities of wind farms
often in terms of power factor cos φ . We allow for a power
factor set-point begin sent to each wind farm. Note, that our
AC-OPF framework captures the variation of the wind farm
reactive power injection as a function of wind farm active
power. To include the reactive power capabilities, we modify
constraints (10) and (24) and we introduce the reactive power
set-point τk for each wind farm k ∈ W:
q
q
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φ
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Tr{Ȳclm Wvc }

Tr{Yclm Wvc }
−1
0

f
τk (PW
k

P lm
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The chance constrained SCOPF formulation minimizes (21)
subject to (22), (31) – (40) for each vertex v ∈ V. For a
detailed derivation in case outages are not considered, see [10].
E. Systematic Procedure to Obtain Zero Relaxation Gap
With relaxation gap, we refer to the gap between the
semidefinite relaxation and a non-linear chance constrained
SCOPF which uses the piecewise affine approximation to
parametrize the solution space. To obtain zero relaxation gap
for the chance constrained SCOPF, a loss penalty term is added
to the objective function (21), where the terms µcv ≥ 0 are
weighting factors:
X
XX
min
α
+
µcv γvc
(41)
k
c
c
α, Wv , γv

k∈G

c∈C v∈V

We use an individual penalty term µcv for each vertex and
outage instead of a uniform penalty parameter µ as in [10].
We found that this allows us to introduce a robust systematic
method to obtain zero relaxation gap, i.e. identify rank1 solution matrices, as we will show in Section V-B. For
this purpose, we solve the chance constrained SCOPF in an
iterative manner. First, we set all penalty weights µcv to 0 and
solve the OPF problem. If we obtain rank-1 W solutions, we
terminate. Otherwise, we increase the penalty weight µcv only
for higher rank matrices by a defined step-size ∆µ and resolve the OPF problem. We repeat this procedure until rank-1
solution matrices are identified. With this penalized semidefinite AC-OPF formulation, near-global optimality guarantees
can be derived specifying the maximum distance to the global
optimum [12]. The numerical results in Section V show that
while this penalty is necessary to obtain zero relaxation gap,
in practice the deviation from the global optimum is small.

IV. S CALABILITY

V. S IMULATION AND R ESULTS

The size of the chance constrained SCOPF formulation
in terms of number of W matrices grows linearly with the
number of outages and exponentially with the number of wind
farms. To reduce computational complexity, we formulate
a chordal decomposition of the semidefinite constraints and
present an efficient iterative OPF solving strategy.

We specify the simulation setup and apply the systematic
procedure to obtain zero relaxation gap for an IEEE 24 bus
system. We compare our proposed OPF formulation to a
chance constrained DC-SCOPF for an IEEE 118 bus system.

A. Chordal Decomposition

The OPF is implemented in the optimization toolbox
YALMIP [16] and the SDP solver MOSEK [17] is used. A
small resistance of 10−4 per unit has to be added to each
transformer, which is a condition for obtaining zero relaxation
gap [8]. To investigate whether the rank of an obtained solution
matrix W is 2, the ratio ρ of the 2nd to 3rd eigenvalue is
computed for each maximum clique clq, a heuristic measure
proposed by [18]. This value should be around 105 . Then, the
respective rank-1 solution can be retrieved by following the
procedure described in [18].
The work in [12] proposes the use of the following measure
to evaluate the degree of the near-global optimality of a
penalized SDP relaxation. Let f˜1 (x) be the generation cost
of the convex OPF without a penalty term and f˜2 (x) the
generation cost of the convex OPF with a penalty weight
sufficiently high to obtain rank-1 solution matrices. Then,
the near-global optimality can be assessed by computing the
˜ (x)
·100%. According to recent Grid Codes
parameter δopt := ff˜1 (x)
2
[19], we allow for a wind farm power factor ranging from 0.95
c
inductive to 0.95 capacitive. As emergency line rating P lm ,
0
we allow an increased short-term line limit of 120% P lm .
The confidence interval 1 −  of the joint chance constraint is
selected to be 95%.

In the proposed OPF formulation the semidefinite constraint
(40) is included for each considered vertex v and outage
c. To reduce the computational complexity, we formulate a
chordal decomposition. Following [13], in order to obtain a
chordal graph, a chordal extension of the power network is
computed with a Cholesky factorization. Then, we compute
the maximum cliques decomposition of the obtained chordal
graph. We replace the semidefinite constraint (40) for each
outage c ∈ C, vertex v ∈ V with:
(Wvc )clq,clq  0

(42)

The positive semidefinite matrix completion theorem ensures
that if (42) holds for each maximum clique clq, the resulting matrix Wvc can be completed such that it is positive
semidefinite. This allows to substantially reduce the number of
considered matrix entries and the computational burden [13].
B. Iterative Solution Algorithm
We define a possible list of vertices v and outages c to be
considered in the chance constrained SCOPF. We initialize the
algorithm by solving the OPF problem without chance and
security constraints, i.e. minimizing (21) subject to (22) for
W00 , replacing (18) with (42). Then, we follow the iterative
solution algorithm:
1) We run MATPOWER [14] AC power flows for each
possible vertex and outage combination and evaluate
the constraint violations. For the generator active power
and voltage set-points, and wind farm power factor we
consider the OPF control set-points. In case no constraint
violations occur, we terminate the algorithm and have
obtained a N-1 secure dispatch under uncertainty.
2) Otherwise, we apply a constraint filtering based on [15].
That is, we identify the vertex and outage combinations
which for at least one constraint dominate all other
combinations in terms of magnitude of constraint violation, i.e. for at least one specific constraint a dominant
combination has the highest absolute constraint violation
compared to all other combinations.
3) We add the identified dominating vertex and outage
combinations in the OPF formulation by including (31)
– (39) and (42) for each combination. We solve the
resulting chance constrained SCOPF minimizing (41).
4) If we obtain rank-1 solutions for all included entries,
we return to 1). Otherwise, we increase penalty weights
for higher rank matrices by the defined step-size ∆µ
outlined in Section III-E, re-solve the OPF problem until
rank-1 solution matrices are identified and return to 1).

A. Simulation Setup

B. Systematic Procedure to Obtain Zero Relaxation Gap
In this section, we showcase the systematic procedure to
obtain zero relaxation gap, i.e. to identify rank-1 solution
matrices, using the IEEE 24 bus system from [14]. Three wind
farms with a rated power of 150 MW, 200 MW and 200 MW
are placed at buses 3, 10 and 20. For illustrative purposes, we
assume for each wind farm a forecasted infeed of 50% of the
rated power and assume the forecast error bounds are within
±25% of the rated power with 95% probability. For the corrective control in case of forecast errors, each generator adjusts
its active power proportional to its maximum active power.
We include the outage of lines {2, 9}. This results in 27 W
matrices, corresponding to 8 vertices and 3 system states. We
select the step penalty weight step size ∆µ to be 20 and 105
as minimum clique eigenvalue ratio. In Fig. 2 we compare the
eigenvalue ratios for 40 iterations obtained from our proposed
systematic procedure with uniformly increasing the penalty
weight on all matrices as in [10]. In this case, we find that the
latter does not obtain zero relaxation gap, i.e. rank-1 solution
matrices, whereas our proposed systematic procedure allows
us to obtain zero relaxation gap at iteration 30. At this point,
the near-global optimality guarantee evaluates to 99.77%, i.e.
the distance to the global optimum is at most 0.23%. The
proposed procedure allows for a systematic identification of
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Figure 2. The eigenvalue ratios ρ for each iteration of the (b) systematic
procedure are compared to the (a) uniform penalty parameter of [10] for a
IEEE 24 bus test case with three wind farms and two considered line outages.
The systematic procedure would terminate at iteration 30. In this test case only,
we extend the number of iterations to 40 to further investigate the relationship
between eigenvalue ratio and penalty parameter. For this purpose, once we
reach the defined minimum clique eigenvalue ratio, we double it.

suitable penalty weights. This improves upon previous works
[9], [10] which use an ad-hoc defined penalty parameter. In
case simulations with similar setup are rerun, the previously
obtained penalty weights µcv can be used as a hot start.
C. IEEE 118 Bus Test Case
In this section, we compare the chance constrained ACSCOPF from Section IV-B (CC-AC-SCOPF) with a chance
constrained DC-SCOPF formulation (CC-DC-SCOPF) from
[5]. The DC-SCOPF formulation includes a joint chance
constraint on active power and active line flows and uses
the combination of randomized and robust optimization to
achieve a tractable chance constraint formulation. We use
the IEEE 118 bus test case from [20] with the following
modifications. Voltage upper and lower bounds are assumed to
be 1.1 per unit and 0.9 per unit. To obtain a more constrained
system, we increase the active and reactive load demand by
30%. Note that the line limits are defined in terms of active
power. We include 3 wind farms at the buses 5, 37 and 60
with a rated power of 300 MW, 600 MW and 400 MW,
respectively. The total rated wind power corresponds to 24.7%
of total load demand. We assume a confidence parameter
β = 10−3 . To construct the rectangular uncertainty set for
both formulations, we draw NS = 377 samples from realistic
day-ahead wind forecast scenarios from [21]. The forecasts
are based on wind power measurements in the Western Denmark area from 15 different control zones collected by the
Danish transmission system operator Energinet. We select
control zone 2, 4, 10 to correspond to the wind farm at bus
5, 37, and 60, respectively. The forecast data and forecast
error bounds for the 7 considered time steps are shown in
Fig. 3. We consider the following list of outages of lines:
C = {0, 6, 20, 35, 99, 111, 136, 138, 155, 164, 172, 175}. For
corrective control in case of forecast errors, all generation
units with an upper active power limit larger than 100 MW are
assigned a participation factor proportional to their maximum
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Figure 3. Wind forecast from hour 1 to hour 7: The bounds correspond to
the overall minimum and maximum values from the Ns sampled scenarios.
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Figure 4. Cost of security and uncertainty and cost of uncertainty: 100% corresponds to generation cost without consideration of security and uncertainty.

power limit. Due to the numerical accuracy of SDP solvers,
we define 0.5 × 105 as minimum clique eigenvalue ratio for
zero relaxation gap. A penalty step size ∆µ of 25 is used.
In Fig. 4, the relative cost increase for the chance constrained AC-SCOPF compared to an AC-OPF without consideration of security and uncertainty is shown. Furthermore,
we show the cost of uncertainty, i.e. the cost increase when
security constraints are not considered. We find for time step
7 that the cost of security and uncertainty is 0.93% whereas
the cost of uncertainty alone is 0.37%, i.e. the generation
cost increases by including security constraints. The chance
constrained DC-SCOPF evaluates to a lower generation cost
compared to the AC-OPF as power losses are not considered.
We run a Monte Carlo Analysis using MATPOWER AC
power flows with 5’000 samples drawn from the realistic
forecast data to evaluate the constraint violation for all contingencies C. To exclude numerical errors, a minimum violation
limit of 10−3 per unit for generator limits on active power
and 0.1% for voltage and active line flow limits is assumed.
In the AC power flow the generator reactive power limits are
enforced to avoid a possibly high non-physical overloading of
the limits [22]. In Table I the resulting violation probabilities of
the system constraints on active power, bus voltages, and active
TABLE I
C OMPARISON OF CONSTRAINT VIOLATION PROBABILITY FOR OUR
PROPOSED METHOD AND THE CC-DC-SCOPF [5] FOR 5’000 REALISTIC
FORECAST DATA SAMPLES . I NSECURE INSTANCES MARKED WITH BOLD .
Time step (h)

1

2

3

4

5

6

7

Bus voltages (%)
CC-AC-SCOPF

0.0

0.0

0.0

0.0

0.0

0.0

0.0

CC-DC-SCOPF

93.8

100

99.8

99.2

99.9

98.3

100

CC-AC-SCOPF

0.0

0.0

0.0

0.0

0.0

0.0

0.0

CC-DC-SCOPF

0.0

0.0

0.0

0.0

0.0

0.0

0.0

CC-AC-SCOPF

0.0

0.0

0.7

0.0

0.0

0.8

0.0

CC-DC-SCOPF

14.4

13.7

16.9

24.7

34.0

52.8

25.5

Active power line limits (%)

Active generator limits (%)

TABLE II
N EAR - GLOBAL OPTIMALITY GUARANTEES , SHARE OF BINDING VERTEX
AND OUTAGE COMBINATIONS , AND COMPUTATIONAL TIME
Time step (h)
1

2

3

4

5

6

7

Near-global optimality guarantees δopt (%)
99.95

99.92

99.91

99.71

99.72

99.76

99.72

Share of binding vertex and outage combinations (%)
6.5

6.5

24.1

17.8

8.3

9.3

9.3

8.3

7.4

Total SDP solver solution time (s)
60.8

156.9

171.0

116.0

101.8

543.2

369.0

Total computational time (s)
119.0

98.5

264.9

586.6

633.5

branch flows are compared for our approach and the chance
constrained DC-SCOPF. We find that our proposed approach
complies with the joint chance constraint violation probability
of 5%. The DC-SCOPF violates both voltage and active power
generator limits. The voltage violations occur as the DC-OPF
approximation does not model voltage magnitudes. As losses
are neglected, the limits on generator active power are violated.
For the considered time steps, Table II shows that we obtain
tight near-global optimality guarantees higher than 99.5%. The
iterative solution algorithm allows us to reduce the number
of considered vertex and outage combinations in step 3) in
Section IV-B to less than 10%. In our implementation, the 118
bus test case is intractable without applying both the chordal
decomposition and the iterative solution algorithm. Using a
laptop with Intel i7-7820HQ CPU @ 2.90 GHz and 32 GB
RAM, the run-time of the overall iterative solution algorithm
is on average 6 minutes out of which 1.5 minutes are spend
solving the SDP. In future work, we aim to develop a more
efficient implementation and parallelize the computation by
means of distributed optimization techniques.
VI. C ONCLUSIONS
In this work, we propose a chance constrained and security
constrained AC-OPF. Using a piecewise affine approximation,
we can evaluate near-global optimality, and include control
policies related to active power, reactive power, and voltage.
With a penalty term on losses, we introduce a systematic
procedure to obtain zero relaxation gap. For a IEEE 118 bus
test case using realistic forecast data, we show that a chance
constrained DC-SCOPF leads to violations of both active
power and voltage limits whereas our proposed approach
complies with the joint chance constraint violation probability.
Notably, our approach obtains tight near-global optimality
guarantees specifying the distance to the global optimum to
be upper bounded by 0.5% of the objective value. To address
scalability, we propose an iterative solution algorithm which
reduces the problem size in this test case by 90%. Our future
work will focus on including (i) HVDC grids, (ii) Gaussian
distributions and (iii) distributed optimization.
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Abstract—High Voltage Direct Current (HVDC) systems interconnect AC grids to increase reliability, connect offshore wind
generation, and enable coupling of electricity markets. Considering the growing uncertainty in power infeed and the complexity
introduced by additional controls, robust decision support tools
are necessary. This paper proposes a chance constrained ACOPF for AC and HVDC grids, which considers wind uncertainty,
fully utilizes HVDC control capabilities, and uses the semidefinite
relaxation of the AC-OPF. We consider a joint chance constraint
for both AC and HVDC systems, we introduce a piecewise affine
approximation to achieve tractability of the chance constraint,
and we allow corrective control policies for HVDC converters
and generators to be determined. An active loss penalty term
in the objective function and a systematic procedure to choose
the penalty weights allow us to obtain AC-feasible solutions. We
introduce Benders decomposition to maintain scalability. Using
realistic forecast data, we demonstrate our approach on a 53bus and a 214-bus AC-DC system, obtaining tight near-global
optimality guarantees. With a Monte Carlo analysis, we show
that a chance constrained DC-OPF leads to violations, whereas
our proposed approach complies with the joint chance constraint.
Index Terms—AC optimal power flow, convex optimization,
HVDC grids, semidefinite programming, uncertainty.
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I. I NTRODUCTION

He increase of uncertain renewable generation and the
growing electricity demand lead power systems to operate closer to their limits [1]. To maintain a secure operation,
significant investment in new transmission capacity and an
improved utilization of existing assets are necessary. The High
Voltage Direct Current (HVDC) technology is a promising
candidate for enabling increased penetration of volatile renewable energy sources and providing controllability in power
system operation. In China, in order to transport large amounts
of power, e.g. wind, from geographically remote areas to
load centers, significant HVDC transmission capacity has been
built [2]. A European HVDC grid is envisioned, extending
several of the point-to-point connections already in operation
to a multi-terminal grid [3]. In this work, we address the
challenge of the operation of such a system under uncertainty.
To this end, we propose a tractable formulation of the chance
constrained AC optimal power flow (OPF) for interconnected
AC and HVDC grids which includes HVDC corrective control
capabilities.
A. Venzke and S. Chatzivasileiadis are with the Center for Electric Power
and Energy, Technical University of Denmark, Kgs. Lyngby, Denmark. This
work is supported by the multiDC project, funded by Innovation Fund
Denmark, Grant Agreement No. 6154-00020B.

Several works in the literature integrate models of HVDC
grids in the AC-OPF formulation [4]–[6]. The work in [4]
introduces a generalized steady-state Voltage Source Converter (VSC) multi-terminal DC model which can be used
for sequential AC/DC power flow algorithms. The work in
[5] presents probably the first formulation of a securityconstrained AC-OPF which considers the corrective control
capabilities of the HVDC converters. This is further extended
in [6], proposing linear approximations.
To account for uncertainty, chance constraints can be included in the OPF, defining a maximum allowable probability
of constraint violation. Using the DC-OPF approximation,
the work in [7] formulates a chance-constrained DC-OPF
assuming Gaussian distribution of renewable forecast errors
and the work in [8] proposes a robust DC-OPF. In literature, the application of chance constraints in the context of
interconnected AC and HVDC grids is limited to the DC-OPF
formulation [9], [10]. Ref. [9] proposes a tractable formulation
of a probabilistic security constrained DC-OPF with HVDC
lines. This framework is extended to include HVDC grids
in Ref. [10]. There are two main motivations to use an
AC-OPF formulation. First, the DC power flow formulation
neglects voltage magnitudes, reactive power and system losses
and can lead to substantial errors [11]. Second, the AC-OPF
formulation allows to represent and utilize the voltage and
reactive power control capabilities of the HVDC converters.
The works [12], [13] address the chance constrained AC-OPF
problem for AC grids. Using a linearization of the AC system
state around the operating point, the work in [12] achieves
a tractable formulation of the chance constraints assuming
Gaussian distribution of the uncertainty. The work in [13]
proposes a two-stage adaptive robust optimization model for
the multi-period AC-OPF using semidefinite and second-order
cone relaxations and a budget uncertainty set. The scope of
this work is to propose a tractable formulation for the chance
constrained AC-OPF for interconnected AC and HVDC grids.
Several works [14]–[16] use convex optimization techniques
for the AC-OPF problem for AC and HVDC grids without
considering uncertainty. A convex formulation can provide
guarantees for global optimality. The work in [14] proposes
a second-order cone relaxation. In [15], a semidefinite formulation for the voltage-stability constrained OPF is proposed.
The work in [16] introduces a convex relaxation of the ACOPF problem for interconnected AC and HVDC grids, using
the semidefinite relaxation technique in [17] and including a
detailed HVDC converter model. The work in [18] extends this
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Non-convex AC-OPF with joint chance constraint
for interconnected AC and HVDC grids: (I)
parametrize solution space as function of the forecast errors
Non-convex tractable chance constrained AC-OPF
formulation using piecewise affine approximation: (II)
remove rank-1 constraint
Semidefinite relaxation of chance-constrained AC-OPF
formulation using piecewise affine approximation: (III)
introduce active power loss penalty in objective

near-global
optimality
guarantees

Penalized semidefinite relaxation
of chance-constrained AC-OPF (IV)
Fig. 1. Using a piecewise affine approximation, a tractable formulation of
the chance constrained AC-OPF for interconnected AC and HVDC grids is
proposed. This problem is relaxed by dropping the non-convex rank constraint.
If the obtained matrices are not rank-1, a penalized semidefinite relaxation
is proposed that can recover rank-1 solutions and upper bounds the suboptimality with respect to (II).

framework towards a security constrained unit commitment
problem under uncertainty. However, it is assumed that the
forecast errors and resulting generation and load mismatch are
balanced at each bus internally via curtailment, energy storage
or reserve units located at this bus. Hence, the line flows and
voltages do not change as a result of different uncertainty
realizations. This assumption is restrictive and can lead to
high levels of curtailment in practice, e.g. for offshore wind
generation without energy storage.
An overview of the proposed methodology to achieve a
tractable formulation of the chance constrained AC-OPF for
interconnected AC and HVDC grids is illustrated in Fig.1.
First, to address uncertainty in wind power injections, we
include a joint chance constraint which ensures that the AC and
HVDC system constraints are satisfied for a defined probability. We use a scenario-based rectangular uncertainty set. As the
AC power flow is non-linear, a suitable approximation of the
system state as a function of the uncertain variables has to be
introduced. The work in [12] proposes a linearization around
the forecasted operating point. In this work, to accurately
model large uncertainty deviations, we use a piecewise linear
approximation between the forecasted operating point and
the vertices of a rectangular or polyhedral uncertainty set.
Then, we relax the non-convex chance constrained AC-OPF
formulation to a semidefinite program. As the resulting chance
constraints are convex, we enforce them only for the vertices of
the uncertainty set [19]. For the semidefinite relaxation of the
AC-OPF to be feasible to the non-convex AC-OPF, the rank
of the introduced matrix variables has to be equal to 1 [17]. In
case we do not obtain rank-1 solution matrices, we propose a
systematic method using a penalty term on active power losses
to recover rank-1 solution matrices. As we solve a convex
relaxation, we can derive near-global optimality guarantees
that upper bound the distance to the global optimum of
the non-convex AC-OPF. We will show in our simulation
studies that the obtained set-points from the piecewise affine
approximation lead to AC power flow solutions which respect
the joint chance constraint violation probability.
In our previous work [20], we introduced a comprehensive
framework to handle chance constraints for the semidefinite

relaxation of the AC-OPF, including Gaussian distributions,
while in [21] we addressed issues related to the affine approximations of the chance-constrained OPF for the second-order
cone formulation. In [22], we further extended the work of [20]
by considering security constraints. In this paper, we introduce
a tractable formulation of the AC-OPF under uncertainty for
interconnected AC and HVDC grids. The main contributions
of our work are:
•

•

•

•

•

•

•

To the authors’ knowledge, this is the first paper that proposes a tractable formulation of the chance constrained
AC-OPF for interconnected AC and HVDC grids.
We introduce the decomposition of the positive semidefinite matrix variables in separate submatrices, each corresponding to an individual AC or HVDC grid. This
technique increases scalability and improves numerical
stability.
We also introduce piecewise affine corrective control policies for active and reactive power of HVDC converters
in addition to generator active power and voltage, and
utilize wind farm reactive power capabilities, to react to
wind forecast errors.
We enable parallel computation through Benders decomposition to address high-dimensional uncertainty. To this
end, we formulate one subproblem for each vertex of the
rectangular uncertainty set and define suitable feasibility
and optimality cuts. We apply the decomposition strategy
on a 214-bus AC-DC system.
We propose a systematic method to identify suitable
penalty weights to obtain rank-1 solution matrices, by
introducing a penalty term on active power losses. We
show that this penalty term obtains significantly tighter
near-global optimality guarantees than a reactive power
penalty proposed in literature.
Using realistic day-ahead forecast data, we demonstrate
the performance of our approach on two 24 bus systems
interconnected with an HVDC grid and offshore wind
generation. With a Monte Carlo analysis and using ACDC power flows of MATACDC [23], we compare our
approach to a chance constrained DC-OPF formulation.
We find that our approach complies with the considered
joint chance constraint whereas the DC-OPF leads to
violations. For the considered time steps, the obtained
near-global optimality guarantees are higher than 99.5%.
To match the empirical closely with the maximum allowable joint chance constraint violation probability, we
propose a heuristic adjustment procedure for the scenariobased uncertainty set by discarding worst-case samples.
This allows us to reduce the cost of uncertainty.

The rest of this paper is organized as follows. Section II
states the semidefinite relaxation of the AC-OPF for interconnected AC and HVDC grids and includes the joint chance
constraint. Section III defines the scenario-based uncertainty
set, the piecewise affine approximation and formulates corrective control policies. To achieve tractability, a method
from randomized and robust optimization is applied. Then,
Benders decomposition is applied to the AC-OPF formulation.
Section IV presents the results. Section V concludes.
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II. AC O PTIMAL P OWER F LOW F ORMULATION
In this section, we formulate the semidefinite relaxation
of the AC-OPF for interconnected AC and HVDC grids
and include a joint chance constraint. Ref. [17] proposes a
semidefinite relaxation of the AC-OPF by formulating the OPF
as a function of a positive semidefinite matrix variable W
describing the product of real and imaginary bus voltages.
The convex relaxation is obtained by dropping the rank-1
constraint on the matrix W . We build our formulation upon
[16], which extends the initial work [17] to AC-DC grids.
Among the contributions of this paper is that we decompose
the problem, using one matrix W i for each AC and HVDC
grid instead of one matrix W for the entire system, as in [16],
and we include a chordal decomposition of the semidefinite
constraints on matrices W i . This allows for scalability and
increased numerical stability.
A. Semidefinite Relaxation of AC Optimal Power Flow for
Interconnected AC and HVDC Grids
The system of interconnected AC and HVDC grids consists
of a number of ngrid AC and HVDC grids which are interfaced
by a number of nc HVDC converters. Each HVDC grid is
modeled similar to an AC grid, but with purely resistive
transmission lines, and generators operating at unity power
factor. Each AC and HVDC grid i is comprised of N i buses
and Li lines. The set of buses with a generator connected
is denoted with G i . The following auxiliary variables are
introduced for each bus k ∈ N i and line (l, m) ∈ Li :
i
i
i
i
Yki := ek eTk Y i , Ylm
:= (ȳlm
+ ylm
)el eTl − (ylm
)el eTm


i
i
T
i
T
i
1 <{Yk + (Yk ) } ={(Yk ) − Yk }
Yik :=
2 ={Yki − (Yki )T } <{Yki + (Yki )T }


i
i T
i T
i
1 <{Ylm
+ (Ylm
) } ={(Ylm
) − Ylm
}
Yilm :=
i
i T
i
i T
− (Ylm
) } <{Ylm
+ (Ylm
) }
2 ={Ylm


i
i
T
i
i
−1 ={Yk + (Yk ) } <{Yk − (Yk )T }
i
Ȳk :=
2 <{(Yki )T − Yki } ={Yki + (Yki )T }


i
i T
i
i T
−1 ={Ylm
+ (Ylm
) } <{Ylm
− (Ylm
) }
i
Ȳlm :=
i T
i
i
i T
) − Ylm
} ={Ylm
+ (Ylm
) }
2 <{(Ylm
 T

ek ek
0
Mk :=
0
ek eTk


(el − em )(el − em )T
0
Mlm :=
0
(el − em )(el − em )T

For each AC and HVDC grid i, matrix Y i denotes the bus
i
admittance matrix, ek the k-th basis vector, ȳlm
the shunt
i
i
admittance of line (l, m) ∈ L and ylm the series admittance.
The non-linear AC-OPF problem for interconnected AC and
HVDC grids can be written as
min
i
W

ngrid
X
X

i=0 k∈G i

i
{cik2 (Tr{Yik W i } + PD
)2 +
k

i
cik1 (Tr{Yik W i } + PD
) + cik0 }
k

(1)

subject to the following constraints for each bus k ∈ N and
line (l, m) ∈ Li of each power grid i:
i

i

RCk + jXCk

f

Transformer

k

s
j

Phase reactor

Filter

PCs

Bf

SCk = PCk + jQCk

Fig. 2. Model of HVDC VSC connecting AC grid i to HVDC grid j [4].
i

(V ik )2 ≤ Tr{Mik W i } ≤ (V k )2
i
−P lm

Tr{Yilm W i }2
i
i

+

≤ Tr{Yilm W i }
i
Tr{Ȳlm W i }2 ≤
i
i

(4)

i
≤ P lm
i
(S lm )2
i T

W = [<{V } ={V }] [<{V } ={V }]

(5)
(6)
(7)

The objective (1) minimizes generation cost, where
cik1
i
and ck0 are quadratic, linear and constant cost variables
associated with power production of generator k ∈ G i . The
i
terms PD
and QiDk denote the active and reactive power
k
consumption at bus k ∈ N i . Constraints (2) and (3) include
i
the nodal active and reactive power flow balance; P iGk , P Gk ,
i
QiG and QGk are generator limits for minimum and maximum
k
active and reactive power, respectively. The bus voltages are
constrained by (4) with corresponding lower and upper limits
i
i
and
V ik , V k . The active and apparent power branch flow Plm
i
i
i
i
Slm on line (l, m) ∈ L are limited by P lm (5) and S lm (6),
respectively. The vector of complex bus voltages is denoted
with Vi . To obtain an optimization problem linear in W i , the
objective function is reformulated using Schur’s complement
introducing auxiliary variables αi for each power grid i:
min

αi ,W i

"

ngrid
X
X
i=0

αki

k∈G i

cik1 Tr{Yik W i }+aik

√

cik2 ,

cik2 Tr{Yik W i }+bik

(8)
√

cik2 Tr{Yik W i }+bik
−1

#

0

(9)

p
i
i
where aik := −αki + cik0 + cik1 PD
and bik := cik2 PD
. In
k
k
addition, the apparent branch flow constraint (6) is rewritten:
"
#
i
i
2
i
i
i
Tr{Ylm W } Tr{Ȳlm W }
−(S lm )
Tr{Yilm W i }
−1
0
Tr{Ȳilm W i }
0
−1

0

(10)

Fig. 2 shows the model of the HVDC converter with filter
bus f , AC bus k and DC bus s connecting AC grid i to HVDC
grid j. We model the HVDC converters as Voltage Source
Converter (VSC) and make the following assumptions based
on the work in [16]: Each VSC can control the active power
PCk , and either the reactive power QCk or the AC terminal
voltage. A transformer with resistance RTf and reactance XTf
connects the AC grid to the filter bus f . The resistance RCk
of the phase reactor in the VSC is substantially smaller than
its reactance XCk . The set of converters is denoted with the
term C. The converter is able to modulate the voltage from the
AC i to the DC side j by a certain modulation factor m:
Tr{Mk W i } ≤ m2 Tr{Ms W j }

(11)

(12)

i

(2)

The following active power balance has to hold between the
AC bus k and DC bus s:

i

(3)

conv
PCk + PCs + Ploss,k
=0

i
≤ P Gk
P iGk ≤ Tr{Yik W i } + PD
k

QiG ≤ Tr{Ȳk W i } + QiDk ≤ QGk
k

i

RTf + jXTf

4

QCk

Feasible
operating region

The non-convex AC-OPF minimizes the objective (8) subject
to AC and HVDC grid constraints (2) – (5), (7), (9), (10),
and HVDC converter constraints (11), (15) – (16), (18). The
non-convex rank constraint (7) can be expressed by:

|Vk |I k
nom
mc SC
k

Wi  0

PCk
nom
−mb SC
k

i

rank(W ) = 1

Fig. 3. Active and reactive power capability curve of HVDC converter [25].
conv
The term Ploss,k
denotes the converter active power losses.
To determine the exact converter losses a detailed assessment
of the power electronic switching behavior is necessary, which
substantially differs for each converter technology [24]. In this
work, we model converter losses as a sum of a constant ak
and a term that depends quadratically with factor ck on the
converter current magnitude |Ik |:
conv
Ploss,k
= ak + ck |Ik |2

(13)

2
|Ik |2 = (RC
+ XC2 k )−1 Tr{Mkf W i }
k

(14)

It is also possible to include an additional term which depends
linearly on the converter current. As shown in [16], however,
this requires to the introduction of a matrix variable containing
the converter current and its squared value; and a relaxation
of the rank constraint on this variable to achieve a convex
formulation. A penalization term is then required in the objective function to enforce the rank-1 property for this matrix
variable. As this complicates the formulation, we choose here
to use a loss model that uses a constant and quadratic term.
With Ohm’s Law, the current flow magnitude |Ik | from filter
bus f to AC bus k of the converter at AC side i is:
The converter current |Ik | from (14) can be inserted in the
converter power balance (12) using the converter power losses
2
(13) with zCk := ck (RC
+ XC2 k )−1 :
k
2

Tr{Yk W i } + Tr{Ys W j } + ak +

i
i
zCk Tr{Mkf W i } + PD
+ PD
=0
s
k

(15)

The converter has a feasible operating region to inject and
absorb both reactive and active power as depicted in Fig. 3.
The maximum reactive power which can be absorbed or
injected by the converter is lower- and upper-bounded with
positive constants mb and mc as follows [25]:
nom
nom
−mb SC
≤ Tr{Ȳk W } ≤ mc SC
k
k

(16)

|SCk |2 = (PCk )2 + (QCk )2 ≤ (|Vk |I k )2

(17)

The nominal apparent power rating of the converter is given
nom
by SC
. The maximum transferable apparent power SCk is
k
upper-bounded by the converter current limit I k :
The constraint on the apparent branch flow through the converter (17) is rewritten using Schur’s complement:
" I 2 Tr{M W i } Tr{Yi W i }+P i Tr{Ȳi W i }+Qi #
k

k

i
Tr{Yik W i }+PD

k

k

Tr{Ȳik W i }+QiD

k

Dk

k

Dk

1

0

0

1

0

(18)

(19)
(20)

The convex relaxation is introduced by dropping the rank-1
constraint (20), relaxing the non-linear, non-convex AC-OPF
to a convex semidefinite program (SDP). The work in [17]
proves for AC grids that if the rank of W obtained from the
SDP relaxation is 1 or 2, then W is the global optimum of
the non-linear, non-convex AC-OPF and the optimal voltage
vector can be computed following the procedure described in
[26]. Whether the rank is 1 or 2 when the relaxation is exact,
depends on if the slack bus angle is fixed as an additional
constraint in the AC-OPF. In [16], there are two necessary
conditions to obtain zero relaxation gap for interconnected
AC and HVDC grids: First, as in [17], a small resistance of
10−4 p.u. has to be included for each transformer. Second,
a large resistance of 104 p.u. has to be added between the
AC bus k and DC bus s of each converter. This is to ensure
the resistive connectivity of the power system graph. In our
work, we eliminate the need for the second condition. We
formulate the problem not as a function of one matrix W for
the whole grid, as in [16], but one matrix W i for each AC and
HVDC grid. This allows us to eliminate the need for the large
resistance and still obtain zero relaxation gap. This leads to two
desirable effects. First, the numerical stability is increased as
the high value of 104 p.u. used to be causing numerical scaling
problems to the SDP solver in our experiments. Second, the
computational run time is reduced, as we consider a reduced
amount of matrix entries.
In order to further increase scalability, a chordal decomposition of the semidefinite constraints is applied. Following
[27], in order to obtain a chordal graph, a chordal extension of
each AC and HVDC grid graph is computed with a Cholesky
factorization. Then, we compute the maximum cliques decomposition of the obtained chordal graph. We replace the
semidefinite constraint (19) with:
(W i )clq,clq  0

(21)

The positive semidefinite matrix completion theorem ensures
that if (21) holds for each maximum clique clq, the resulting
matrix W i can be completed such that it is positive semidefinite. This allows to substantially reduce the number of considered matrix entries and the computational burden [27]. The
chordal decomposition requires additional equality constraints
between matrix entries of W appearing in several cliques to
ensure consistency. There is a computational tradeoff between
the complexity of the decomposed semidefinite constraint (21)
and the number of those equality constraints. Using heuristic
clique merging, an optimal computational trade-off can be
achieved [26], [28].
B. Inclusion of Chance Constraints
Renewable energy sources and stochastic loads introduce
uncertainty in power system operation. To account for uncer-
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tainty in bus power injections, we extend the presented OPF
formulation with a joint chance constraint. A total number of
nW wind farms are introduced in the system of interconnected
AC and HVDC grids at buses k ∈ W and modeled as
f
PW k = P W
+ ζk
k

,

min

αi ,W0i ,W i (ζ)

i=0

αki

ζ1

ζ2

ζ2

i
PW2 W7

W6i
W0i

W3i

W2i

(23)

PW1
W8i

s.t. (9), (2) – (5), (10), (11), (15), (16), (18), (21)
for W i = W0i
(24)
n
o
P (2) – (5), (10), (11), (15), (16), (18), (21) ≥ 1 − 
(25)

For a given maximum allowable violation probability  ∈
(0, 1), the joint chance constraint (25) ensures that compliance
with the system constraints is achieved with probability higher
than the confidence interval 1 − . The formulation with a
joint chance constraint is desirable from the operator’s point
of view, as it ensures for a given probability that the entire AC
and HVDC system state is secured against the uncertainty.
The system constraints can be classified in two types. The
constraints corresponding to equations (2)–(5), (11), (15) –
(16) are linear scalar constraints and those corresponding to
equations (10), (18), (21) are semi-definite constraints. The
matrix W0i is the forecasted system state and the matrix
W i (ζ) denotes the system state as a function of the forecast
errors which are the continuous uncertain variables ζ. Hence,
the chance constrained AC-OPF problem (23) – (25) is an
infinite-dimensional problem optimizing over W i (ζ) [29].
This renders the problem intractable, which makes it necessary
to identify a suitable approximation for W i (ζ) [30]. In the
following, an approximation of an explicit dependence of
W i (ζ) on the forecast errors is presented.
III. T RACTABLE O PTIMAL P OWER F LOW F ORMULATION
Using a scenario-based method, we define the uncertainty
set associated with forecast errors. As the optimization problem is infinite-dimensional, we use a piecewise affine approximation to model the system state as a function of forecast
errors. This allows us to include corrective control policies of
active and reactive power set-points of HVDC converters, and
of generator active power and voltage set-points. To achieve
tractability of the resulting chance constraint, theoretical results from robust optimization are leveraged. By using a
penalty term on power losses, we introduce a heuristic method
to identify suitable penalty terms to obtain rank-1 solution
matrices. We show how the proposed AC-OPF formulation
can be decomposed using Benders decomposition.

ζ1

Fig. 4. Illustration how the bounds on the forecast errors for two wind farms
are retrieved using [19]. The green circles represent Ns scenarios.

k∈G i

for W i = W i (ζ)

ζ2

(22)

f
where PW are the actual wind infeeds, PW
are the forecasted
k
values and ζ are the uncertain forecast errors. The chance
constrained AC-OPF for interconnected AC and HVDC grids
uses the semidefinite relaxation of the AC-OPF and includes a
joint chance constraint for all buses k ∈ N i , lines (l, m) ∈ Li
and converters (s, k, f, i, j) ∈ C:
ngrid
X
X

ζ1

W5i

PW3

W4i
W1i
Fig. 5. Uncertainty set derived from the scenario-based method for three wind
farms. It is sufficient to enforce the joint chance constraint at the vertices,
i.e. at the obtained maximum bounds on forecast errors. For each grid i,
the piecewise affine approximation interpolates the system state between the
i
forecasted system states W0i and the vertices W1−8
denoted with circles.

A. Scenario-Based Uncertainty Set
To determine the bounds of the uncertainty set for a defined
, we use a scenario-based method from [19], which does not
make any assumption on the underlying distribution of the
forecast errors. To this end, we compute the minimum volume
rectangular set which with probability 1 − β contains 1 − 
of the probability mass. The term β is a confidence parameter
which is usually initially selected to be very low. According to
[19], which builds upon [31], it is necessary to draw at least the
following number of scenarios Ns to specify the uncertainty
set:
1 e
1
Ns ≥
(ln + 2nδ − 1)
(26)
e−1 β
The term e is Euler’s number and the term nδ is the number
of uncertain variables, which in our case is the number of
wind farms nW . The minimum and maximum bounds on the
forecast errors ζ are retrieved by a simple sorting operation
among the Ns scenarios as illustrated in Fig. 4. The resulting
rectangular uncertainty set has a number of nv vertices v ∈
V which are its corner points. For each vertex v ∈ V, the
vector ζ v ∈ RnW contains the corresponding forecast error
magnitudes of the wind farms. Alternatively, the user could
specify a polyhedral uncertainty set, or a number of scenarios
to be included.
B. Piecewise Affine Approximation
For the previously obtained rectangular uncertainty set, we
use the piecewise affine approximation from [20] to model the
system change as a function of the forecast errors. To this end,
we introduce a matrix Wvi for each vertex v ∈ V and power
grid i. The system state of each power grid i as a function
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of the forecast errors is approximated as a piecewise affine
interpolation between the forecasted system state W0i and the
vertices of the uncertainty set Wvi :
v
W i (ζ) := W0i + Ψnv=1
(ζ)(Wvi − W0i )
v
The function Ψnv=1
(ζ) denotes a piecewise affine interpolation
operator of the wind forecast error ζ between all vertices ζ v . It
returns a weight for the direction of each vertex, corresponding
to the distance. For the case of three uncertain wind infeeds,
this concept is illustrated in Fig. 5.

C. Corrective Control Policies
The piecewise affine approximation allows to include corresponding piecewise corrective control policies. We assume
that the system operator can respond to forecast errors with
corrective control of HVDC converters and generator active
power and voltage set-points, i.e. the system operator sends
updated set-points based on the realization of forecast errors.
During steady-state power system operation, generation has
to match demand and system losses. If an imbalance occurs
due to e.g. an occurring forecast error, designated generators
in the power grid will respond by adjusting their active power
output as part of automatic generation control (AGC). The
i
vector diG ∈ Rnb defines the generator participation factors
for each grid i. The term nib denotes the number of buses of
i
grid i. The vector diw ∈ Rnb has a {−1} entry corresponding
to the bus where the w-th wind farm is located. The other
entries of this vector are {0}. The sum of the generator
participation factors
P compensate the deviation in wind
Pn should
generation, i. e. i grid k∈G diGk = 1. The line losses of
the AC power grid vary non-linearly with changes in wind
infeeds and corresponding adjustments of generator output.
To allow for a compensation of the change in system losses,
we introduce a slack variable γv for each vertex. In order to
link the generation dispatch of the forecasted system state W0i
with system states in which forecast errors occur, the following
constraints are introduced for each vertex v ∈ V\{0}, bus
k ∈ N i and power grid i:
Tr{Yik (Wvi − W0i )} =

nW
X

ζ vw (diGk + γv diGk + diwk )

(27)

w=1

As a result, it is ensured that each generator compensates
the non-linear change in system losses proportional to its
participation factor. We allow for a corrective control of
voltage set-points at generator terminals in case of forecast
errors and recover the set-point at bus k ∈ N i and grid i:
v
|Vki |2 := Tr{Mk W0i } + Ψnv=1
(ζ)Tr{Mk (Wvi − W0i )}

Grid codes specify reactive power capabilities
of wind farms
q
P2
often in terms of power factor cos φ = P 2 +Q2 . We allow for
a power factor set-point being sent to each wind farm. Note
that our AC-OPF framework captures the variation of the wind
farm reactive power injection as a function of wind farm active
power. To this end, we modify constraints (3) to include the

reactive power capabilities of wind farms. We introduce the
reactive power set-point τk for each wind farm k ∈ W:
q
q
2
φ
1−cos2 φ
≤
τ
≤
(28)
− 1−cos
2
k
cos φ
cos2 φ

The HVDC converter can be operated in P V or P Q control
mode. Here, we consider the latter, that is the HVDC converter
is able to independently control its active and reactive power
set-point. Note that our framework can capture the P V control
mode as well. The resulting controllability can be utilized to
react to uncertain power injections by rerouting active power
flows, injecting, or absorbing additional reactive power. In this
work, a piecewise affine corrective control policy is introduced
for the HVDC converter. The optimization determines an
optimal set-point for the active and reactive power of the
converter for each vertex and for the operating point. The setpoints for a realization of the forecast errors ζ are computed
as a piecewise affine interpolation for converter k ∈ C:
i
v
PCk (ζ) := Tr{Yik W0i } − PD
+ Ψnv=1
(ζ)Tr{Yik (Wvi − W0i )}
k
i

i

v
QCk (ζ) := Tr{Ȳk W0i } − QiDk + Ψnv=1
(ζ)Tr{Ȳk (Wvi − W0i )}

D. Robust Optimization
To obtain a tractable formulation of the chance constraints
including the control policies, the following result from robust
optimization is used: If the constraint functions are linear,
monotone or convex with respect to the uncertain variables,
then the system variables will take the maximum values at
the vertices of the uncertainty set [19]. Using the piecewise
affine approximation of Section III-B, the system constraints
corresponding to equations (2)–(5), (11), (15) – (16) are linear
and those corresponding to equations (10), (18), (21) are
semidefinite, i.e. convex. Hence, it suffices to enforce the joint
chance constraint at the vertices v ∈ V of the rectangular
uncertainty set or the corner points of a polyhedral uncertainty
set. We provide a tractable formulation of (25) for each vertex
v ∈ V, bus k ∈ N i , line (l, m) ∈ Li and grid i; the converter
constraints are formulated for each converter (s, k, f, i, j) ∈ C:
i

f
i
− PW
− ζ vk ≤ P k
P ik ≤ Tr{Yik Wvi } + PD
k
k
i
f
Qik ≤ Tr{Ȳk Wvi } + QiDk − τk (PW
k
i
(V ik )2 ≤ Tr{Mk Wvi } ≤ (V k )2
i
i
− P lm ≤ Tr{Yilm Wvi } ≤ P lm

"

+ ζ vk ) ≤

2

I k Tr{Mk Wvi }

 Tr{Yik Wvi }+PDi k
Tr{Ȳik Wvi }+QiD

k

i
Tr{Yik Wv }+PD

1
0

k

(30)
(31)
(32)

#

i

−(S lm )2 Tr{Yilm Wvi } Tr{Ȳilm Wvi }
0
Tr{Yilm Wvi }
−1
0
Tr{Ȳilm Wvi }
0
−1
i
Wv,(clq,clq)
0
i
i
Tr{Yk Wv } + Tr{Yis Wvi } + ak +
i
zCk Tr{Mkf W i } + PD
+
k
i
2
j
Tr{Mk Wv } ≤ m Tr{Ms Wv }
nom
nom
− mb SC
≤ Tr{Ȳk Wvi } ≤ mc SC
k
k



(29)
i
Qk

(33)
(34)
i
PD
=0
s

(36)

Tr{Ȳik Wv }+QiD

k

0
1

(35)



(37)

  0 (38)
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Tr{Yik (Wvi − W0i )} =

nW
X

ζvw (diGk + γv diGk + diwk )

(39)

w

Equation (39) links the forecasted system state with each of
the vertices v. The chance constrained AC-OPF formulation
minimizes (23) subject to (24), (28), (29) – (39).
E. Systematic Procedure to Obtain Rank-1 Solution Matrices
In case we do not obtain rank-1 solution matrices for all
vertices of the uncertainty set, we propose to add an active
power loss penalty term to the objective function (23), where
the terms µv ≥ 0 are weighting factors:
ngrid

min

αi ,W0i ,Wvi ,τk ,γv

XX
i=0

αki +

nv
X

µv γv

(40)

v=1

k∈G i

We use an individual penalty term µv for each vertex and
outage instead of a uniform penalty parameter µ as in [20].
We found in [22] that this allows us to introduce a robust
systematic method to identify rank-1 solution matrices, as
we will show in Section IV. For this purpose, we solve the
chance constrained AC-OPF in an iterative manner. First, we
set all penalty weights µv to 0 and solve the OPF problem.
If we obtain rank-1 W solutions, we terminate. Otherwise,
we increase the penalty weight µv by a defined step-size ∆µ
only for higher rank matrices and re-solve the OPF problem.
We repeat this procedure until all W matrices are rank-1 (in
each grid i, there is a W matrix for the operating point, and
one additional W matrix for each vertex, see Fig. 5). With
the penalized semidefinite AC-OPF formulation, near-global
optimality guarantees can be derived, which can specify the
maximum distance to the global optimum of a non-convex
AC-OPF using the piecewise affine approximation [32]. The
numerical results in Section IV-B show that while this penalty
is necessary to obtain rank-1 solution matrices, in practice
the deviation of the near-global optimal solution (40) from
the global optimum is small. Alternatively, a penalty term on
the generator reactive power injections based on [32] can be
introduced for each vertex in the objective function:
min

αi ,W0i ,Wvi ,τk ,γv

ngrid
X
X

i=0 k∈G i

αki

+

nv
X
v=1

µv

ngrid
X
X

Qv,i
Gk

(41)

i=0 k∈G i

The term Qv,i
Gk denotes the reactive power injection at bus k of
grid i and vertex v. The objective (41) minimizes generation
cost and penalizes the generator reactive power injections for
each vertex. We show in our simulation studies in Section IV
that the reactive power penalty term can also obtain rank-1
solution matrices but leads to substantially larger upper bounds
for the distance to the global optimum than the active power
loss penalty (40), i.e. a higher generation cost.
F. Benders Decomposition For Vertices of Uncertainty Set
In the following, using Benders decomposition, we show
how the proposed optimization problem can be decomposed
in one master problem, and one subproblem for each vertex
of the uncertainty set. This is desirable as the number of
vertices in the proposed OPF formulation grows exponentially

with the number of wind farms. For a detailed explanation
of decomposition techniques the interested reader is referred
to [33]. We assume the power factor τ of the wind farms is
fixed. Then, the forecasted system state W0 couples the system
states for each vertex Wv only through the equality constraints
(39). In fact, only the active generator power dispatch PG,0
of the forecasted system state links the vertices, i.e. is the
complicating variable. If PG,0 is assumed fixed, then the
optimization problem decomposes into one subproblem for
each vertex. The master problem at iteration J can be stated:
αki + Θ
i=0 k∈G i
i
(24), PGi k ,0 = Tr{Yik W0i } + PD
∀k ∈
k
ngrid
n
v
X
X X v,(j)
Θ≥
µv γv(j) +
Λk (PGi k ,0
i
v=1
i=0 k∈G
min

i
αi ,W0i ,PG,0
,Θ≥Θmin

s.t.

ngrid
X
X

(42)
Gi

(43)
i,(j)

− PGk ,0 )

∀j = 1, ..., J − 1
ngrid
X
X v,(j)
i,(j)
0 ≥ Sv +
Ωk (PGi k ,0 − PGk ,0 )

(44)

i=0 k∈G i

∀v ∈ V, j = 1, ..., J − 1

(45)

The original objective function is reconstructed using the
optimality cuts (44) for the auxiliary variable Θ. In case
subproblems are infeasible for the chosen generation dispatch
PG,0 , feasibility cuts (45) are added. The optimality subproblem for vertex v and fixed active generator power dispatch
i,(J)
P̂G,0 from the master problem can be stated at iteration J
as:
min

i
PG,0
,Wvi ,γv

(46)

µv γv

i
s.t. (29) − (38), Tr{Yik Wvi } − PGi k ,0 − PD
=
k
n
W
X
ζvw (diGk + γv diGk + diwk )

(47)

w

i,(J)

i
PG,0
= P̂G,0

: Λv,(J)

(48)

If the subproblem is feasible, then an optimality cut in form of
(44) is added to the master problem based on the Lagrangian
multipliers Λv,(J) . If the subproblem is infeasible or the
penalty weight µv is zero, we solve the following feasibility
subproblem and add one feasibility cut (45) based on the
Lagrangian multipliers Ωv,(J) to the master problem:
min

i
PG,0
,Wvi ,γv ,s≥0

Sv =

s.t. (31) − (39), (47)
P ik

ngrid
X
X
i=0

siPk + siPk + siQk + siQk (49)

k∈N i

i
−
≤ Tr{Yik Wvi } + PD
k
i
f
− PWk − ζ vk ≤ P k + siPk
i
i
Qik − siQk ≤ Tr{Ȳk Wvi } + QiDk ≤ Qk + siQk
i,(J)
i
PG,0
= P̂G,0
: Ωv,(J)

(50)

siPk

(51)
(52)
(53)

In the feasibility subproblem, we introduce the slack variables sPk , sPk , sQk , sQk to allow for curtailment and oversatisfaction of active and reactive power at each bus, re-
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TABLE I
S IMULATION PARAMETER

G6

17

G10

G4

15
14

G8

18

G10

Confidence interval 1 −  and parameter β
Wind farm reactive limits on τ (cos φ = 0.95)

G4
13

HVDC line resistance (p. u. )
HVDC upper and lower voltage limits V , V (p.u.)
nom (MVA)
Converter apparent power SC
Converter voltage rating (kV)

6

Resistance RTk , reactance XTk (p.u.) [4]
Converter resistance RCk , reactance XCk (p.u.) [4]
Converter loss terms ak , ck (p.u.) [4]
Filter Bf (multi-modular converter has no filter)

23

15
14
24
W3

11

12

3

9

10

C4
4

5

1

2

7

G1

G2

G3

8

Fig. 6. Two IEEE 24 bus systems interconnected with a 5 bus multi-terminal
HVDC grid and two onshore and one offshore wind farm.

Upper converter current limit
Voltage modulation m
Upper and lower converter reactive limits mc , mb

0.95 | 10−3
±0.3827
0.01
1.1 | 0.9
200
240

0.0015 | 0.1121
0.0001 | 0.1643
0.0110 | 0.0069
–
nom
· SC
1.05
0.4 | 0.5

1
1.1

spectively. In the objective function (49) we minimize the
sum of the slack variables Sv , i.e. the amount of constraint
violation. The trivial solution of zero active and reactive power
nodal injections is included, hence ensuring the existence of
a solution to the feasibility subproblem. Using only a subset
of possible slack variables had two desirable effects in our
numerical studies: First, it reduced the computational time, as
less slack variables need to be considered. Second, the amount
of iterations was decreased.
The Benders algorithm includes the following steps. First,
the master problem is solved without optimality and feasibility
i,(J)
cuts. With the obtained generation dispatch P̂G,0 , one optimality subproblem is solved for each vertex of the uncertainty
set. If the subproblem is infeasible or the penalty term µv is
zero, then the feasibility subproblem is solved and a feasibility
cut is added if the sum of the slack variables Sv is larger than
zero. The algorithm continues to iteratively solve master and
subproblems and terminates when the difference in the value
of auxiliary variable P
Θ and the sum of the objective values
of the subproblems
v∈V µv γv is lower than a specified
tolerance, andP
the sum of the slack variables in the feasibility
subproblems v∈V Sv is lower than a specified tolerance.
The advantage of applying Benders decomposition is that
it allows us to deal with high dimensions of uncertainty,
(i.e. a large number of vertices), since the complexity of one
subproblem remains constant independent of the number of
uncertain injections. Assuming that the subproblems are solved
in parallel, the complexity of the subproblem is comparable
to the complexity of solving the OPF without considering
uncertainty. Note that this framework also allows to include
security constraints in a straightforward way as e.g. in [34]
for the security constrained unit commitment problem, which
would result in one subproblem for each vertex and each
outage. Last but not least, a significant additional benefit of
this framework is that, contrary to non-convex AC-OPF formulations, the convex SDP formulation guarantees theoretical
convergence of the Benders decomposition [33].

solver MOSEK 8 [36]. A small resistance of 10−4 p.u. has
to be added to each transformer, which is a condition for
obtaining an exact solution , i.e. rank-1 solution matrices [17].
We do not include the slack bus angle constraint. Therefore,
to investigate whether the rank of an obtained solution matrix
W i is 2, the ratio ρ of the 2nd to 3rd eigenvalue of each
maximum clique clq is computed, a measure proposed by
[26]. This value should be around 105 or larger to imply that
the obtained solution matrix is rank-2. The respective rank-1
solution can be retrieved by following the procedure in [26].
The obtained solution is then a feasible solution to the original
non-convex AC-OPF. The work in [32] proposes the use of
the following measure to evaluate the degree of the nearglobal optimality of a penalized relaxation: Let f˜1 (x) be the
generation cost of the convex OPF without a penalty term and
f˜2 (x) the generation cost with a penalty weight sufficiently
high to obtain rank-1 matrices, i.e. it corresponds to a solution
that is feasible to the non-convex chance constrained ACOPF using the piecewise affine approximation. The nearglobal optimality can be assessed by computing the parameter
˜ (x)
δopt := ff˜1 (x)
· 100%. Note that this distance is an upper bound
2
to the distance from the global optimum.
For the following analysis, we consider a 53-bus AC-DC
system, i.e. two IEEE 24 bus systems interconnected with a
5 bus HVDC grid shown in Fig. 6. A total of three on- and
offshore wind farms with a rated power of 150 MW, 300 MW
and 400 MW are placed at bus 8 of the first AC grid, at bus
24 of the second AC grid, and at bus 3 of the HVDC grid,
respectively. Table I shows the simulation parameters. For the
generator participation factors, each generator adjusts its active
power proportional to its maximum active power. For the first
two subsections, we solve the proposed OPF formulation as
one optimization problem. In Section IV-D, we replace the
IEEE 24 bus systems with IEEE 118 bus systems, i.e. we
consider a 241-bus AC-DC system, and solve the decomposed
OPF formulation with one subproblem for each vertex of the
uncertainty set as proposed in Section III-F.

IV. S IMULATION A ND R ESULTS

A. Systematic Procedure to Obtain Rank-1 Solution Matrices

The optimization problem is implemented in MATLAB
using the optimization toolbox YALMIP [35] and the SDP

In this section, we showcase the systematic, heuristic procedure to identify rank-1 solution matrices. For illustrative

Eigenvalue ratio ρ
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TABLE II
C OMPARISON OF PERFORMANCE OF AC-OPF WITHOUT CONSIDERING
UNCERTAINTY, THE CHANCE - CONSTRAINED AC-OPF FORMULATION AND
A CHANCE - CONSTRAINED DC-OPF [10] USING 10’000 SAMPLES FROM
REALISTIC FORECAST DATA . I NSECURE INSTANCES ARE MARKED BOLD .
T HE CC-AC-OPF USES THE ACTIVE LOSS PENALTY (40).
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Fig. 7. Minimum eigenvalue ratios ρ over all grids i, generation cost and
penalty for each iteration of the systematic procedure for the considered test
case. The change of generation cost and penalty is normalized to the nonpenalized objective value. We report the maximum constraint violation at
each iteration evaluated with non-linear AC power flows using the obtained
set-points for the forecasted system state and the vertices. The procedure
would terminate at iteration 20. In this test case only, we extend the number
of iterations to 40 to further investigate the relationship between eigenvalue
ratio and penalty parameter. For this purpose, once we reach the defined
minimum clique eigenvalue ratio, we double it.

purposes, we assume for each wind farm a forecasted infeed of
50% of rated power and assume the forecast error bounds are
within ±25% of rated power with 95% probability. We select
the penalty weight step size ∆µ to be 25. In Fig. 7, we show
minimum eigenvalue ratios ρ of all grids i, generation cost and
penalty for each iteration of the proposed systematic procedure
using the active power loss penalty in (40). Furthermore,
we report the maximum constraint violation at each iteration
evaluated with non-linear AC power flows using the obtained
set-points for the forecasted system state and the vertices of
the uncertainty set. For this purpose we divide the maximum
occurring constraint violation ∆ by the difference in maximum
and minimum constraint limit (Max - Min). At iteration 20
i
we obtain rank-2 matrices W0−8
and the corresponding rank-1
solution matrices can be recovered following [26] by means of
an eigendecompostion. At this point, the near-global optimality
guarantee evaluates to 99.52%, i.e. the distance to the global
optimum is at most 0.48% and the obtained set-points comply
with the constraints for the forecasted system state and the
vertices. The proposed procedure allows for a systematic
identification of suitable penalty weights. This improves upon
previous works [20], [37] which use an ad-hoc defined penalty
parameter. In case simulations with similar setup are rerun,
the previously obtained penalty weights µv can be used as
hot start. The active loss power penalty effectively minimizes
the deviation in active power between the vertices of the
uncertainty set and the forecasted system state. Note that if we
increase the penalty weights to a value too high, we obtain a
higher rank solution for the forecasted system W0 state (here
in iteration 35), which corresponds to a non-physical solution,
and this elucidates the importance of a systematic method to
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choose the penalty weights to obtain rank-1 solution matrices.
B. Monte Carlo Analysis Using Realistic Forecast Data
In this section, we compare the proposed chance constrained
AC-OPF using the active power loss penalty in (40) to a DCOPF formulation [10] and to an AC-OPF without considering
uncertainty, for the test case shown in Fig. 6 using realistic
forecast data. Note that in literature the application of chance
constraints to interconnected AC and HVDC grids is limited
to the DC-OPF formulation. We select the penalty weight step
size ∆µ to be 100. The DC-OPF includes a joint chance
constraint on active generator power and active line flows,
and corrective control of active power set-points of HVDC
converters. As the branch flow limits are specified in terms of
apparent power, for the DC-OPF only we set the maximum
active branch flow to 80% S lm . To construct the rectangular
uncertainty set for both formulations, we draw NS = 377
samples according to (26) with  = 0.05 and β = 10−3 .
The sample base representing realistic wind day-ahead forecast
data has been constructed exactly following the procedure in
[38] and is based on wind power measurements in the Western
Denmark area from 15 different control zones collected by
the Danish transmission system operator Energinet. We select
control zone 1, 11, 3 to correspond to the wind farm at
bus 8, 24, and 3, respectively. We use three different sets of
Ns samples to run the following computational experiments
and report the averaged results. Note that we use the same
sample base for both drawing the Ns samples and the Monte
Carlo analysis. The converter C2 is selected as DC slack bus
which compensates the possible mismatch between set-points
and the realized active power flows. Note that the DC-OPF

180

Fig. 8. Corrective control policy of converter active and reactive power setpoints and 10’000 sample realizations for converter C3 and time step 3.
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approach does not model converter losses and that the ACOPF without considering uncertainty includes no corrective
control policies, i.e. resulting mismatches are compensated via
the slack bus converter. With our approach we include suitable
HVDC converter corrective control policies.
In order to evaluate the empirical constraint violation probabilities of the three approaches, we run a Monte Carlo
analysis using AC-DC power flows of MATACDC [23] with
10’000 samples drawn from the realistic forecast data sample
base. MATACDC is a sequential AC/DC power flow solver
interfaced with MATPOWER [39] which uses the HVDC
converter model shown in Section II-A. The DC-OPF provides
only the active power set-points for generators and HVDC
converters. To exclude numerical errors, a minimum violation
limit of 10−3 per unit for generator limits on active power and
0.1% for voltage and apparent line flow limits is assumed. In
the AC power flow the generator reactive power limits are
enforced to avoid a possibly high non-physical overloading of
the limits. Furthermore, we distribute the loss mismatch from
the active generator set-points among the generators according
to their participation factors and rerun the power flow to mimic
the response of automatic generation control (AGC).
In Table II the resulting violation probability of the joint
chance constraint on active power, bus voltages, and active
branch flows, and the cost of uncertainty are compared for
our approach, an AC-OPF without considering uncertainty and
the chance constrained DC-OPF. We find that our proposed
approach complies with the joint chance constraint. If we
do not consider uncertainty in the AC-OPF, violations of
generator and voltage limits occur. The chance constrained
DC-OPF violates the target value of  = 5% as well. Violations
of voltage limits occur as the DC-OPF approximation does
not model voltage magnitudes. As losses which can make
up several percent of load are also neglected, the limits on
generator active power are violated as well. The cost of uncertainty, i.e. the additional cost incurred by taking uncertainty
into account, is lower for the DC-OPF approach as the cost
for the active power losses are not included. On average, for
our approach, using a laptop with Intel i7-7820HQ CPU @
2.90 GHz and 32 GB RAM, the total solving time is 13.0

Penalty (%)

TABLE III
C OMPARISON OF ACTIVE POWER LOSS AND REACTIVE POWER PENALTY
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Fig. 9. The average
P active power loss Ploss , the average sum of generator
reactive power
QG , the change in generation cost and the penalty term
for time step 3 for the active power loss and reactive power generator penalty
terms. The iterations are shown until rank-1 solution matrices are obtained.
Note that all quantities are normalized by the corresponding values of the
forecasted system state W0 for the non-penalized CC-AC-OPF and the first
two are averaged over all vertices of the uncertainty set.

seconds, the individual SDP solving time is 1.9 seconds and
the number of iterations for the systematic procedure to obtain
rank-1 solution matrices is 6.8. For the HVDC converter C3
and time step 3, we show in Fig. 8 the active and reactive
power set-points from our approach for the first sample set
and the resulting 10’000 realizations which comply with the
HVDC converter limits.
In Table III we compare the near-global optimality guarantee that we obtain by using the active loss penalty from (40)
and the reactive power penalty (41) averaged for the three Ns
sample sets. For both approaches, we us0e the same penalty
weight step size ∆µ = 100 for the systematic procedure.
By using the active loss penalty, the near-global optimality
guarantee evaluates to at least 99.5% for all considered time
steps, i.e. the distance to the global optimum is at most 0.5%.
The upper bound on the sub-optimality incurred by the reactive
power loss penalty is substantially larger with an average of
5.1% which is more than ten times larger than the bound
obtained by the active power loss penalty, i.e. the obtained
generation cost is higher for the reactive power penalty by
that amount. This highlights the effectiveness of the proposed
active power loss penalty to obtain rank-1 solution matrices
without incurring a significant sub-optimality.
To provide more insight into the active power loss and
reactive power generator penalty, Fig. 9 shows the average
active power
loss Ploss , the average sum of generator reactive
P
power
QG , the change in generation cost and the penalty
term for time step 3 of Table III. We consider the first Ns
sample set. The iterations are shown until rank-1 solution
matrices are obtained. Note that all quantities are normalized
by the corresponding values of the forecasted system state
W0 of the non-penalized chance constrained AC-OPF and
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Fig. 10. The cost of uncertainty (CoU) and the empirical joint violation
probability emp are shown as a function of the adjusted confidence parameter
β ∗ for fixed values of  for time step 4. Starting from a value β = 10−3 ,
the amount of samples forming the rectangular uncertainty set is reduced
according to the new confidence parameter β ∗ in order to match emp with 
more closely while systematically reducing the cost of uncertainty.

the first two are averaged over all vertices of the uncertainty
set. We observe that for the non-penalized formulation, i.e. at
iteration 1, both the high average active power loss of 197.1%
and the high average generator reactive power of 245.5%
indicate that several of the solution matrices Wv correspond
to non-physical higher rank solutions. Furthermore, the active
power loss and the generator reactive power are coupled, and
both heuristic penalty terms reduce these values from high
non-physical values until a rank-1 solution can be recovered.
However, in this case, the active power loss penalty requires
significantly less iterations, 7 compared to 25, and a two orders
of magnitude smaller penalty term to recover rank-1 solution
matrices. An intuitive explanation is that the active power loss
penalty penalizes directly the change in active power losses
with respect to the forecasted system state, represented by γv ,
and that this term is significantly smaller than the absolute
sum of generator reactive power.
C. Tuning of Confidence Parameter β
In the previous section, we have shown that our proposed
tractable chance constrained AC-OPF formulation achieves
compliance with the maximum allowable joint chance constraint violation probability of  = 5%. However, the actual
observed empirical joint violation probability is emp = 0%
in Table II. The underlying reason is that the methodology
we employ to achieve a tractable formulation of the chance
constraints does not make any assumption on the distribution
of the forecast errors, i.e. we are robust against the worst-case
distribution for defined violation probability . In this section,
we propose a procedure to adjust the confidence parameter
β to match the empirical violation probability emp with the
maximum allowable constraint violation probability  more
closely while systematically reducing the cost of uncertainty.
For this purpose, after we obtain the empirical violation
probability emp as a result of the Monte Carlo Analysis for a
given  and β, we adjust the confidence parameter β. Based on
the new confidence parameter, which we denote with β ∗ , we
compute the reduced number of samples according to (26), and
discard samples from the initial Ns samples of the rectangular

uncertainty set. In the discarding process, we select the worstcase samples, i.e. the samples which when removed reduce one
of the dimensions of the rectangular set the most. We can tune
the confidence parameter β ∗ iteratively, until the empirical
violation probability emp matches the maximum allowable
constraint violation probability . Note, that in case of a
minimum confidence parameter β ∗ (here β ∗ = 0.5) the solution
is still conservative, the number of considered samples could
be further reduced by also adjusting the violation probability 
in (26). This proposed procedure is similar to distributionally
robust optimization, e.g. [40] in which both the distance metric
around the empirical distribution and violation probability 
are varied over a wide range of values to achieve a target
empirical violation probability emp .
In Fig. 10, for the previous simulation setup, the time step
4 and a penalty step size of ∆µ = 10, the cost of uncertainty
and the empirical joint violation probability emp are shown as
a function of the adjusted confidence parameter β ∗ for a fixed
value of . We consider the first Ns sample set. By tuning
the confidence parameter β ∗ , and subsequently discarding
samples from the rectangular uncertainty set, we can match the
empirical joint violation probability emp with the maximum
allowable joint violation probability  more closely at a lower
cost of uncertainty, and reduce the conservativeness of our
approach. For  = 5%, we can achieve an empirical violation
probability emp = 4.13% with β ∗ = 0.025, while reducing
the cost of uncertainty from 5.06% to 3.29%. Similarly for
 = 10%, an empirical violation probability emp = 9.15%
with β ∗ = 0.075 is achieved, while reducing the cost of
uncertainty from 4.90% to 1.72%. Note that for each of the
three values of , we redraw the samples and obtain slightly
different forecast values. As a result, the cost of uncertainty
is not directly comparable between different values of .
D. Benders Decomposition for 241-Bus AC-DC System
In the following, we demonstrate the performance of the
Benders decomposition of our proposed OPF formulation for
a system of two IEEE 118 bus test systems interconnected
with a 5 bus multi-terminal HVDC grid. To this end, for the
previously used test case in Fig. 6, we replace the IEEE 24
bus systems with IEEE 118 bus systems [41]. The converters
C1 and C2 are connected to the AC buses 8 and 65 of the
first 118 bus system. The converters C3 and C4 are connected
to the AC buses 8 and 65 of the second 118 bus system. We
place one wind farm with rated power of 300 MW at bus 5
of the first 118 bus system and a second wind farm with rated
power of 600 MW at bus 64 of the second 118 bus system.
The offshore wind farm with rated power of 400 MW remains
at bus 3 of the HVDC grid. For the forecast data, we select
control zone 1, 11, 3 to correspond to the wind farms at bus
8, 65, and 3, respectively. We consider the time step 1 and
one Ns sample set.
We solve the decomposed OPF formulation for a uniform
penalty parameter of µv = 100. We select θmin to be −108 . As
convergence criterion, we assume that the difference between
the auxiliary variable and the sum of the objective value of the
optimality subproblems is less than 10−4 of the overall objective value. Furthermore, the sum of the feasibility subproblems
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Fig. 11. For a 241-bus system, the convergence characteristics of the proposed
decomposition algorithm are displayed. The upper plot shows the sum of the
objective values of the penalized subproblems and the auxiliary variable θ.
The middle plot shows the infeasibility and the lower plot the generation cost.

Sv should be lower than 10−4 . In Fig. 11 the convergence
characteristics of the decomposed formulation are shown.
In the first iterations, feasibility cuts are included, which
lead to an increase in the generation cost for the forecasted
system state. As the optimality cuts from the subproblems
are gradually included the generation cost decreases. At the
same time, the difference between auxiliary variable and the
sum of the objective values of the subproblems decreases
until the algorithm converges after 41 iterations. The solving
time for one instance of the subproblem is on average 0.45
s and for the master problem on average 0.65 s. Note that
we observe a decrease in the resulting numerical accuracy for
the decomposed problem compared with solving the original
optimization problem. If we solve the problem with a different
penalty term, we can directly include the feasibility cuts from
previous iterations to the master problem to speed up the
convergence of the Benders algorithm.
V. C ONCLUSIONS
In this work, we propose a tractable formulation of a chance
constrained AC-OPF for interconnected AC and HVDC grids,
which uses the semidefinite relaxation of the AC-OPF and
can provide guarantees regarding (near-)global optimality. We
include control policies related to active power, reactive power,
and voltage, in particular of HVDC converters. To enhance
scalability and numerical stability, we split the semidefinite
matrix in parts corresponding to each individual subsystem,
i.e. different AC or DC grids. By using a penalty term on active
power losses, we propose a systematic method to identify
suitable penalty weights to obtain rank-1 solution matrices. To
facilitate computational tractability, we propose a decomposition of our AC-OPF formulation using Benders decomposition
and show its success on a 214-bus AC-DC system. For a test
case of two IEEE 24 bus AC grids interconnected through
an HVDC grid, using realistic forecast data, we show that a
chance constrained DC-OPF leads to violations of the considered joint chance constraint whereas our proposed approach
complies with all constraints. To match the empirical closely
with the maximum allowable joint chance constraint violation

probability, we propose a heuristic adjustment procedure for
the scenario-based uncertainty set by discarding worst-case
samples which allows us to reduce the cost of uncertainty.
Our future work will focus on including (i) N-1 security and
post-contingency HVDC corrective control, and (ii) successive
penalization techniques.
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Abstract—Power system security assessment methods require
large datasets of operating points to train or test their performance. As historical data often contain limited number of
abnormal situations, simulation data are necessary to accurately
determine the security boundary. Generating such a database is
an extremely demanding task, which becomes intractable even
for small system sizes. This paper proposes a modular and highly
scalable algorithm for computationally efficient database generation. Using convex relaxation techniques and complex network
theory, we discard large infeasible regions and drastically reduce
the search space. We explore the remaining space by a highly
parallelizable algorithm and substantially decrease computation
time. Our method accommodates numerous definitions of power
system security. Here we focus on the combination of N-k security
and small-signal stability. Demonstrating our algorithm on IEEE
14-bus and NESTA 162-bus systems, we show how it outperforms
existing approaches requiring less than 10% of the time other
methods require.
Index Terms—Convex relaxation, data-driven, power system
analysis, small-signal stability

S

I. I NTRODUCTION

ECURITY assessment is a fundamental function for both
short-term and long-term power system operation. Operators need to eliminate any probability of system failure
on a sub-hourly basis, and need to guarantee the security
of supply in the long-term, having the required infrastructure
and operating practices in place. All these functions require
the assessment of thousands of possibilities with respect to
load patterns, system topology, power generation, and the
associated uncertainty which is taking up a more profound
role with the increased integration of renewable energy sources
(RES). Millions of possible operating points violate operating
constraints and lead to an insecure system, while millions
satisfy all limitations and ensure safe operation. For systems
exceeding the size of a few buses it is impossible to assess the
total number of operating points, as the problem complexity
explodes. Therefore, computationally efficient methods are
necessary to perform a fast and accurate dynamic security
assessment.
Numerous approaches exist in the literature proposing methods to assess or predict different types of instability, e.g.
transient, small-signal, or voltage instability. Recently, with
the abundance of data from sensors, such as smart meters and
phasor measurement units, machine learning approaches have
emerged showing promising results in tackling this problem
F. Thams, A. Venzke, and S. Chatzivasileiadis are with the Center for
Electric Power and Energy (CEE), Technical University of Denmark (DTU),
Kgs. Lyngby, Denmark. E-mail: {fltha, andven, spchatz} @elektro.dtu.dk.
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[1]–[4]. Due to the high reliability of the power system operation, however, historical data are not sufficient to train such
techniques, as information related to the security boundary or
insecure regions is often missing. For that, simulation data are
necessary.
This paper deals with the fundamental problem that most
of the dynamic security assessment (DSA) methods are confronted with before the implementation of any algorithm: the
generation of the necessary dataset which is required for the
development of dynamic security classification approaches.
With this work we aim to propose a modular and scalable
algorithm that can map the secure and insecure regions,
and identify the security boundaries of large systems in a
computationally efficient manner.
There are two main challenges with the generation of such
a database. First, the problem size. It is computationally
impossible to assess all possible operating points for systems
exceeding a few tens of buses. Second, the information quality.
Dynamic security assessment is a non-convex and highly
nonlinear problem. Generating an information-rich and not too
large dataset can lead to algorithms that can be trained faster
and achieve higher prediction accuracy.
The efforts to develop a systematic and computationally efficient methodology to generate the required database have been
limited up to date. In [5], [6] re-sampling techniques based on
post-rule validation were used to enrich the database with samples close to the boundary. Genc et al. [7] propose to enrich the
database iteratively with additional points close to the security
boundary by adding operating points at half the distance of the
already existing operating points at the stability boundary. In
[2], [8]–[11], the authors propose to use importance sampling
methods based on Monte-Carlo variance reduction (MCVR)
technique, introducing a bias in the sampling process such that
the representation of rare events increases in the assessment
phase. In [12], the authors propose a composite modelling
approach using high dimensional historical data.
This work leverages advancements in several different fields
to propose a highly scalable, modular, and computationally
efficient method. Using properties derived from convex relaxation techniques applied on power systems, we drastically
reduce the search space. Applying complex network theory
approaches, we identify the most critical contingencies boosting the efficiency of our search algorithms. Based on steepest
descent methods, we design the exploration algorithm in a
highly parallelizable fashion, and exploit parallel computing to
reduce computation time. Compared with existing approaches,
our method achieves a speed-up of 10 to 20 times, requiring
less than 10% of the time other approaches need to achieve
the same results.

2

The contributions of this work are the following:
• We propose a computationally efficient and highly scalable method to generate the required datasets for the training or testing of dynamic security assessment methods.
Our approach requires less than 10% of the time existing
methods need for results of similar quality.
• Our method is modular and can accommodate several
types of security boundaries, including transient stability
and voltage stability. In this paper, we demonstrate our
approach considering the combination of N-k security and
small signal stability.
• Besides the database generation, the methodology we
propose can be easily employed in real-time operation,
where computationally efficient techniques are sought
to explore the security region in case of contingencies
around the current operating point.
• In case studies we demonstrate the importance of a high
quality database to achieve the best possible results in
a data-driven security assessment. Given equal computation time, training machine learning algorithms with the
database generated by our method clearly outperforms
other approaches.
The remainder of this paper is organized as follows: First,
a set of terms are defined in Section II. In Section III, we
describe the challenges of the database generation for datadriven security analysis. Section IV provides an overview
of the methodology, which we detail in the two subsequent
sections. Section V describes how we reduce the search space,
while Section VI describes the highly parallelizable exploration of the remaining space. We demonstrate our methods
in Section VIII. Section IX concludes the paper.
II. D EFINITIONS
1) Security boundary: the boundary γ dividing the secure
from the insecure region; (a) can correspond to a specific stability boundary, e.g. small-signal stability or voltage stability,
(b) can represent a specific stability margin, i.e. all operating
points not satisfying the stability margin belong to the insecure
region, (c) can be a combination of security indices, e.g. the
intersection of operating points that are both N-1 secure and
small-signal stable. Note that our proposed method can apply
to any security boundary the user needs to consider.
2) HIC – High Information Content: the set Ω of operating
points in the vicinity of the security boundary γ, see (2) [10].
This is the search space of high interest for our methods as it
separates the secure from insecure regions.
3) DW – Directed Walk: we use this term to denote the
steepest descent path our algorithm follows, starting from a
given initialization point, in order to arrive close to the security
boundary.
III. C HALLENGES OF THE DATABASE G ENERATION
Determining the secure region of a power system is an NPhard problem. In an ideal situation, in order to accurately
determine the non-convex secure region we need to discretize
the whole space of operating points with an as small interval as
possible, and perform a security assessment for each of those
points. For a given system topology, this set consists primarily
of all possible combinations of generator and load setpoints

(Note that if the system includes tap-changing transformers,
and other controllable devices, the number of credible points
increases geometrically). Thus, in a classical brute force
approach, the number of points to be considered is given by:
|Ψ| = Λ ·

NÖ
G −1
i=1

 P max − P min

i
i
+1 ,
α

(1)

where NG is the number of generators i, Pimax and Pimin
is their maximum and minimum capacity, α is the chosen
discretization interval between the generation setpoints, and Λ
represents the number of different load profiles. For example,
for the IEEE 14 bus system [13] with 5 generators and a
discretization interval of α = 1 MW, a classical brute force
approach requires |Ψ| ≈ 2.5 · 106 operating points to be
assessed for a single load profile. It can be easily seen that
security assessment of large systems can very fast result
in an intractable problem. For example, in the NESTA 162
bus system [14], a brute force approach would require the
analysis of 7 · 1029 points. It becomes clear that the efficient
database generation is one of the major challenges for the
implementation of data-driven tools in power system security
analysis. In this effort, we need to balance the trade-off
between two partially contradicting goals: keep the database as
small as possible to minimize computational effort, but contain
enough data to determine the security boundary as accurately
as possible. To better illustrate our approach, in Fig. 1 we show
all possible operating points of two generators for a certain
load profile in a system. Focusing on small-signal stability
here, we define the security boundary γ as a certain level of
minimum damping ratio, which corresponds to our stability
margin. All safe operating points, with a damping ratio below
γ, are plotted in blue, while operating points that do not fulfill
the stability margin are plotted in yellow. From Fig.1, it is
obvious that if we are able to assess all points close to γ,
it is easy to classify the rest of the points. By that, the size
of the required database can be significantly reduced. In the
remainder of this paper, we will call the set of operating points
in the vicinity of γ as the set of high information content
(HIC), defined as follows:
Ω = {OPk ∈ Ψ | γ − µ < γk < γ + µ},

(2)

with γk denoting the value of the chosen stability margin for
operating point OPk and µ representing an appropriate small
value to let |Ω| be large enough to describe the desired security
boundary with sufficient accuracy. The value of µ depends
on the chosen discretization interval in the vicinity of the
boundary. In Fig. 1, the HIC set, i.e. all points OPk ∈ Ω,

Fig. 1. Scatter plot of all possible operating points of two generators for a
certain load profile. Operating points fulfilling the stability margin and outside
the high information content (HIC) region (γk > 3.25%) are marked in blue,
those not fulfilling the stability margin and outside HIC (γk < 2.75%) are
marked in yellow. Operating points located in the HIC region (2.75% < γ x <
3.25%) are marked in grey.
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is visualized as the grey area surrounding γ. In this small
example, we were able to assess all possible operating points
and accurately determine the HIC area. For large systems this
is obviously not possible. As a result, in the general case, the
main challenge is to find the points OPk which belong to the
HIC area |Ω|.
To put the difference between |Ψ| and |Ω| in perspective:
for the small signal stability analysis of the IEEE 14 bus
system, the classical brute force approach requires the analysis
of |Ψ| ≈ 2.5 · 106 operating points (OPs) for a single load
profile. By assuming a required damping ratio of γ = 3 %, and
µ = 0.25 %, the HIC set, defined as Ω = {OPk ∈ Ψ | 2.75 % <
γk < 3.25 %}, reduces the analysis to only 1457 points (here,
γ refers to the damping ratio of the lowest damped eigenvalue).
In other words, by assessing only 0.06 % of all data points,
we can accurately determine the whole secure region of this
example.
This small amount of required operating points to assess
has actually worked as an obstacle for one of the most
popular approaches in previous works: importance sampling.
Importance sampling re-orients the sampling process towards
a desired region of interest in the sampling space, while
also preserving the probability distribution. Thus, it requires
that the initial sampling points include sufficient knowledge
about the desired region of interest. However, the smaller
the proportion of the region of interest is in respect to the
entire multi-dimensional space, the larger the initial sample
size needs to be to include a sufficient number of points
within the desired region of interest. Therefore, the use of
expert knowledge [5], [6], [10], regression models [2] or
linear sensitivities [10] are proposed to determine the desired
region and reduce the search space. However, since this search
space reduction is based on a limited initial sample size,
it entails the risk of either missing regions of interest not
represented in the initial sample or requires a large initial
sample which increases computational burden. Furthermore,
previous works [7], [10] often use expert knowledge to reduce
the burden of the N-1 security assessment to a few critical
contingencies. Our proposed method does not require expert
knowledge and avoids potential biases by not separating the
knowledge extraction from the sampling procedure. Still, if
expert knowledge of e.g. a preferred search region or the
most critical contingencies is available, our method can easily
integrate it and benefit from it.
IV. M ETHODOLOGY
We divide the proposed methodology in two main parts.
First, the search space reduction by the elimination of a
large number of infeasible (and insecure) operating points.
Second, the directed walks: a steepest-descent based algorithm
to explore the search space and accurately determine the
security boundary. During the search space reduction, we
exploit properties of convex relaxation techniques to discard
large infeasible regions. In order to reduce the problem
complexity, we employ complex network theory approaches
which allow us to identify the most critical contingencies.
Finally, designing the directed walks as a highly parallelizable
algorithm, we use parallel computing capabilities to drastically
reduce the computation time.

The different parts are described in detail in the following
sections. Our algorithm starts by uniformly sampling the
search space using the Latin Hypercube Sampling (LHS)
method to generate initialization points for the subsequent
steps (Section V-A). Following that, we propose a convex
grid pruning algorithm, which also considers contingency
constraints, to discard infeasible regions and reduce the search
space (Section V-B). In Section V-C, we leverage complex
network theory approaches to identify the most critical contingencies. The identified contingency set is crucial both for the
grid pruning algorithm, and for subsequent steps within the Directed Walks. After resampling the now significantly reduced
search space, we use these samples as initialization points for
the Directed Walk (DW) algorithm, described in Section VI.
In order to achieve an efficient database generation, the goal
of the algorithm is to traverse as fast as possible large parts of
the feasible (or infeasible) region, while carrying out a high
number of evaluations inside the HIC region. This allows the
algorithm to focus on the most relevant areas of the search
space in order to accurately determine the security boundary.
The DWs are highly parallelizable, use a variable step size
depending on their distance from the security boundary, and
follow the direction of the steepest descent. Defining the secure
region as the N-2 secure and small signal stable region in our
case studies, we demonstrate how our method outperforms
existing importance sampling approaches, achieving a 10 to
20 times speed-up.
V. R EDUCING THE S EARCH S PACE
A. Choice of Initialization Points
An initial set of operating points is necessary to start our
computation procedure. Using the Latin Hypercube Sampling
(LHS), we sample the space of operating points to select
the initialization points η. Besides the initialization points at
the first stage, η1 , our method requires the finer selection of
initialization samples, η2 and η3 during the reduction of the
search space in two subsequent stages, as will be explained
later. We use the same sampling procedure at all stages. The
Latin hypercube sampling (LHS) aims to achieve a uniform
distribution of samples across the whole space. Dividing each
dimension in subsections, LHS selects only one sample from
each subsection of each parameter, while, at the same time,
it maximizes the minimum distance between the samples [2].
An even distribution of the initialization points over the multidimensional space is of high importance in order to increase
the probability that our method does not miss any infeasible
region or any HIC region. The number of initialization points
|η| is a tuning factor which depends on the specific system
under investigation. In general, quite sparse discretization
intervals are used for the search space reduction procedures
in the first two stages of our approach, η1−2 , while a more
dense discretization interval is used for the directed walks at a
later stage, η3 . Suitable values are discussed in the case study.
While LHS allows an even sampling, it is very computationally
expensive for high-dimensional spaces and large numbers of
initialization points. Thus, for larger systems there is a tradeoff between initial sampling and computation time that needs
to be considered.
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B. Grid Pruning Algorithm For Search Space Reduction

feasible generation dispatch, the minimum distance is zero.
sÕ
(Tr{Y0i W 0 } + PDi − Pi∗ )2
(7)
min
c
W

Given the η1 initialization points from the first stage, the
aim of this stage is to reduce the search space by eliminating infeasible operating regions. For that, we use a grid
pruning algorithm which relies on the concept of convex
relaxations. The algorithm is inspired by [15], where it was
developed to compute the feasible space of small AC optimal
power flow (OPF) problems. In this work, we introduce a
grid pruning algorithm which determines infeasible operating
regions considering not only the intact system but also all N-1
contingencies.
Convex relaxations have been recently proposed to relax the
non-convex AC-OPF to a semidefinite program [16]. A corollary of that method is that the resulting semidefinite relaxation
provides an infeasibility certificate: If an initialization point is
infeasible for the semidefinite relaxation, it is guaranteed to be
infeasible for the non-convex AC-OPF problem. This means
that for that initialization point there does not exist a power
flow solution which complies with all operational constraints
(i.e. voltage limits, active / reactive power limits). A feasible
power flow solution is a basic requirement for a security
assessment using any stability metric. This property of the
semidefinite relaxation is used in our grid pruning algorithm.
The semidefinite relaxation introduces the matrix variable
W to represent the product of real and imaginary parts of the
complex bus voltages (for more details the interested reader is
referred to [16], [17]). Defining our notation, the investigated
power grid consists of N buses, where G is the set of generator
buses. We consider a set of line outages C, where the first
entry {0} of set C corresponds to the intact system state. The
following auxiliary variables are introduced for each bus i ∈ N
and outage c ∈ C:

Yic := ei eTi Y c


1 <{Yic + (Yic )T } ={(Yic )T − Yic }
Yic :=
2 ={Yic − (Yic )T } <{Yic + (Yic )T }


−1 ={Yic + (Yic )T } <{Yic − (Yic )T }
c
Ȳi :=
2 <{(Yic )T − Yic } ={Yic + (Yic )T }
 T

ee
0
Mi := i i
0
ei eTi

(3)
(4)
(5)
(6)

Matrix Y c denotes the bus admittance matrix of the power
grid for outage c, and ei is the i-th basis vector. The operators
< and = denote the real and imaginary parts of the matrix.
The initialization points η1 from stage A (see Section V-A)
correspond to both feasible and infeasible operating points for
the AC optimal power flow problem. Given a set-point P∗ for
the generation dispatch (corresponding to initialization point
η1∗ ), (7) – (13) compute the minimum distance from P∗ to
the closest feasible generation dispatch. Obviously, if P∗ is a

i∈G

s.t. PGi ≤ Tr{Yic W c } + PDi ≤ PGi
QG ≤
i

c
Tr{Ȳi W c }

+ Q Di ≤ Q Gi

V 2i ≤ Tr{Mi W c } ≤
W c  0 ∀c ∈ C

2
Vi

Tr{Yic W c } = Tr{Y0i W 0 }
0

c

Tr{Mi W } = Tr{Mi W }

∀i ∈ N ∀c ∈ C

∀i ∈ N ∀c ∈ C

∀i ∈ N ∀c ∈ C

(8)

(9)
(10)
(11)

∀i ∈ G\{slack} ∀c ∈ C (12)
∀i ∈ G ∀c ∈ C

(13)

The matrix variable W 0 refers to the intact system state with
admittance matrix Y0 . The objective function (7) minimizes
the distance of the active generation dispatch from the set-point
P∗ . The operator Tr {} denotes the trace of a matrix. For each
outage c ∈ C, one matrix variable W c is introduced which
is constrained to be positive semidefinite in (11). The terms
PGi , PGi , Q G , Q Gi in the nodal active and reactive power
i
balance (8) and (9) are the maximum and minimum active and
reactive power limits of the generator at bus i, respectively.
The active and reactive power demand at bus i is denoted
with the terms PDi and Q Di . The bus voltages at each bus i
are constrained by upper and lower bounds V i and V i in (10).
In case of an outage, the generator active power and voltage
set-points remain fixed (12) – (13), as traditional N-1 (and
N-k) calculations do not consider corrective control. To reduce
the computational complexity of the semidefinite constraint
(11), we apply a chordal decomposition according to [17]
and enforce positive semidefiniteness only for the maximum
cliques of matrix W c . To obtain an objective function linear
in W 0 , we introduce the auxiliary variable R and replace (7)
with:
min

R
sÕ
s.t.
(Tr{Y0i W 0 } + PDi − Pi∗ )2 ≤ R

W c, R

(14)
(15)

i∈G

The convex optimization problem (8) – (15) guarantees that
the hypersphere with radius R around the operating point
P∗ does not contain any points belonging to the non-convex
feasible region, considering both the intact system state and
the contingencies in set C. Note that the obtained closest
generation dispatch Pi0 = Tr{Y0i W 0 } + PDi is feasible in
the relaxation but not necessarily in the non-convex problem.
Hence, with R we obtain a lower bound of the distance to
the closest feasible generation dispatch in the non-convex
problem.
In a procedure similar to [18], we apply an iterative algorithm for the grid pruning: First, given η1 initialization points,
we solve (8) – (15) without considering contingencies, i.e.
C = {0}. Using the determined hyperspheres, we eliminate the
infeasible operating regions and, using LHS, we resample the
reduced search space to select a set of initialization points η2 .
In the next stage, given η2 , we determine the five most critical
contingencies (see section V-C for more details) and resolve
(8) – (15). We remove all resulting infeasible regions from
the set η2 , and using LHS we resample the remaining feasible
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Fig. 2. Search space reduction obtained by the proposed grid pruning
algorithm for the IEEE 14 bus system. Operating points within the structure
formed by superimposed spheres are infeasible considering N-1 security.

region to determine the initialization set η3 . The number of
considered contingencies is a trade-off between the amount
of obtained infeasible points and the required computational
time to solve the semidefinite relaxation. The number of
initialization points η1−2 should be chosen to minimize the
overlapping of the hyperspheres while maximizing the search
space reduction. As all η2 points within the infeasible region
are immediately discarded, a value η2 > η1 is required in order
to obtain a smaller distance between the initialization points
and, thus more points within the feasible region than before.
However, the more the resulting hyperspheres are overlapping
(as. e.g. visualized in Fig. 2), the less information every point
is providing and the less computationally efficient the grid
pruning is. Thus, the choice depends also on the system size, as
the same number of initialization points will lead to different
distances between the points depending on the system size.
Finally, η3 needs to be chosen large enough to obtain sufficient
initialization points for the directed walks but not too large in
order to avoid too many duplicates being created during the
walks.
As an example of the search space reduction, we consider
the IEEE 14 bus system in a scenario where all but three
generators (Pgen2−4 ) are fixed to specific values. Considering
the five most critical contingencies, and using our proposed
convex grid pruning algorithm, the search space is reduced by
65.34 %. This is visualized in Fig. 2; the colored area shows
the discarded regions of infeasible points as determined by the
superposition of the spheres.
C. Determining the Most Critical Contingencies
From the definition of N-1 security criterion it follows that
a single contingency suffices to classify an operating point
as infeasible. Most of the unsafe operating points, however,
belong to the infeasible regions of several contingencies.
As a result, focusing only on a limited number of critical
contingencies, we can accurately determine a large part of the
N-k insecure region, thus reducing the search space without
the need to carry out a redundant number of computations
for the whole contingency set. This drastically decreases the
computation time.
The goal of this section is to propose a methodology that
determines the most critical contingencies, which can then be
used both in the convex grid pruning algorithm (8) – (15), and

in the step direction of the DWs in Section VI-2. While classical N-1 (and N-k) analyses are computationally demanding,
recent approaches based on complex network theory showed
promising results while requiring a fraction of that time. Refs.
[19], [20] propose fast identification of vulnerable lines and
nodes, using concepts such as the (extended) betweenness or
the centrality index.
The centrality index used in [20], and first proposed for
power systems in [21], [22], is based on a classical optimization problem in complex network theory, known as maximum
flow problem. The index refers to the portion of the flow
passing through a specific edge in the network. Components
with higher centrality have a higher impact on the vulnerability
of the system, and thus have higher probability to be critical
contingencies.
Similar to [20], we adopt an improved max-flow formulation
for the power system problem which includes vertex weights,
and extends the graph with a single global source and a single
global sink node. The improved formulation accounts for the
net load and generation injections at every vertex, avoids line
capacity violations resulting from the superposition of different
source-sink combinations, and decreases computation time.
Contrary to [20], however, we use a modified definition of
the centrality index. While Fang et al. [20] analyze the most
critical contingencies for all generation and demand patterns,
we are interested in the most critical contingency for every
specific load and generation profile, i.e. for every operating
point OPk . Thus, for each operating point OPk we define the
centrality index as:
(k)
(k)
Ci(k)
j = fi j,actual / fmax

∀i, j ∈ N,

(16)

where fi(k)
, are the actual flows for that operating point
j,actual

(k)
OPk , and fmax
represents the maximum possible flow between
global source and global sink node for the same case. Thus,
at every operating point OPk , the lines are ranked according
to their contribution to the maximum flow in the system. The
higher their centrality index is, the more vulnerable becomes
the system in case they fail, and as a result they are placed
higher in the list of most critical contingencies.
The case study includes a brief discussion about the performance of this vulnerability assessment for the investigated
systems. Despite the drastic decrease in computation time
and its general good performance, the proposed approach still
includes approximations. As we will see in Sections VI-7–
VI-8, we take all necessary steps to ensure that we have
avoided any possible misclassification.

VI. D IRECTED WALKS
1) Variable Step Size: As mentioned in Section III, to
achieve an efficient database generation our focus is to assess
a sufficiently high number of points inside the HIC area, while
traverse the rest of the space faster and with fewer evaluations.
To do that, we propose to use a variable step size α depending
on the distance d of the operating point from the security
boundary γ. The distance d(OPk ) of the operating point under
investigation is defined as:
d(OPk ) = |γk − γ| ,

(17)
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Fig. 3. Illustration of the Directed Walk (DW) through a two dimensional space using varying step sizes, αi , following the steepest descent of distance, d.

with γk being the stability index value for operating point
OPk . Then, for OPk we define the variable step size αk as
follows:

1 · P max, if d(OPk ) > d1


 2 · P max, if d1 ≥ d(OPk ) > d2

,
(18)
αk =
 3 · P max, if d2 ≥ d(OPk ) > d3

  · P max, otherwise
 4
where P max is the vector of generator maximum capacities,
1−4 are scalars, and for distances d1−3 holds d1 > d2 > d3 .
Since the system is highly nonlinear (in our case study for
example we are searching for the minimum damping ratio
considering N-1 security, i.e. |C| different nonlinear systems
superimposed), the exact step size required to reach the HIC
region cannot be constant or determined a-priori. Thus, the
step size is gradually reduced as we approach the security
boundary in order not to miss any points within the HIC
region. This is illustrated in Fig. 3.
It follows that distances d1−3 and the corresponding 1−4 are
tuning factors, to be chosen depending on the desired speed,
granularity, precision and given system size. Factors found
useful for given systems are discussed in the case study.
2) Determining the Step Direction: After identifying the
step size, we need to determine the direction of the next step.
Our goal is to traverse the feasible (or infeasible) region as fast
as possible, and enter the HIC region. To do that, at every step
we follow the steepest descent of the distance metric d(OPk ),
as shown in (19).
OPk+1 = OPk − αk · ∇d(OPk )

(19)

where αk is the step size for OPk , defined in (18), and
∇d(OPk ) is the gradient of d(OPk ). As the distance is a
function of the chosen stability index, it is user specific and
∇d(OPk ) in the discrete space shall be determined by a suitable sensitivity measure, which differs for different stability
indices. If the focus is on voltage stability for example, the
associated margin sensitivities could be used [23]. It is stressed
that our method is suitable for any sensitivity capable of
measuring the distance to the chosen stability index. In the
case studies of this paper, we focus on small-signal stability
and, as described in the next paragraph, we pick the damping
ratio sensitivity as a suitable measure.
Normally, at every step k we should measure distance d for
all N-1 (or N-k) contingencies, select the minimum of those
distances and based on that, determine the next step size and

direction. Having thousands of initialization points η3 implies
checking along all possible dimensions and N-1 contingencies
at every step of thousands of directed walks. Beyond a certain
system size, this becomes computationally intractable. Instead,
we take advantage of the critical contingency identification
procedure described in Section V-C, and at every step we
measure distance d assuming the most critical contingency for
OPk . This reduces the required analysis from |C| systems to
one system, which drastically decreases the computation time.
Following steps in this procedure, as described later, ensure
that this approximation is sufficient and there is an accurate
detection of the security boundary as soon as we enter the
HIC region.
3) Sensitivity Measure for Small-Signal Stability: For
small-signal stability, we determine the step direction by the
sensitivity of the damping ratio, ζ, of the system representing
the most critical contingency, cc ∈ C. This requires to compute
the eigenvalue sensitivity which, in turn, depends on the state
matrix Acc (for more details about forming state matrix A the
reader is referred to [24]). Thus, the sensitivity of eigenvalue
λn to a system parameter ρi is defined as
∂A

cc
T
∂λn ψn ∂ρi φn
=
.
∂ ρi
ψnT φn

(20)

ψnT and φn are the left and right eigenvectors, respectively,
associated with eigenvalue λn [24]. Defining λn = σn + jωn ,
n
, we can determine the damping ratio
and with ζ = √ −σ
2
2
sensitivity,

∂ζn
∂ρi

σn +ω n

as

!
∂σn
n
(σn ∂ω
∂ζn
∂
−σn
∂ρi − ωn ∂ρi )
=
= ωn
.
p
3
∂ ρi
∂ ρi
(σn2 + ωn2 ) 2
σn2 + ωn2
∂A

(21)

Due to the fact that the computation of ∂ρcic is extremely
demanding, it is usually more efficient to determine the
damping ratio sensitivity of ζ to ρi by a small perturbation of
ρi . The whole process is illustrated in Fig. 3. The parameters
ρi correspond to the power dispatch of two generators. The
DW is illustrated following the steepest descent of damping
ratio considering the lowest damped eigenvalue of the system
representing the most critical contingency cc ∈ C.
4) Parallelization of the Directed Walks: Directed Walks
are easily parallelizable. In our case studies, we have used 80
cores of the DTU HPC cluster for this part of our simulations.
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To ensure an efficient parallelization and not allow individual
processes take up unlimited time, we set a maximum number
of steps of DWs, κmax . The tuning of κmax is discussed in the
case studies in Section VIII.
5) Entering the HIC region: As soon as a DW enters the
HIC region, two additional processes take place. First, all
points surrounding the current operating point are assessed as
well, as they may be part of Ω. This is indicated in Fig. 3 by
the yellow circles. Second, we allow the DW to move along
only a single dimension (the dimension is still selected based
on the steepest descent) and with the minimum step size. This
ensures that we collect as many points within the HIC region
as possible.
6) Termination of the Directed Walks: Each DW terminates
if the next step arrives at an operating point already existing
in the database. The termination criterion excludes operating
points that were collected as “surrounding points” of a current
step (see Section VI-5).
7) Full N-1 contingency check: After all DWs have been
performed for every initialization point in parallel, we evaluate
all safe (and almost safe) operating points in the database
against all possible contingencies to ensure that no violations
occur. More formally, we assess all operating points in the final
database with γk ≥ γ − µ for all remaining |C| − 1 systems to
ensure that a possible false identification of the most critical
contingency does not affect the stability boundary detection.
This allows us to guarantee a high level of accuracy in
determining the security boundary. Despite this being the most
computationally expensive step of our method, accounting for
over 50% of the required time, in absence of expert knowledge
this procedure is required for any method reported in the
literature [8], [9]. The difference is, however, that our approach
manages to discard a large volume of non-relevant data before
this step, and, as a result, outperforms existing methods by
being at least 10 to 20 times faster.
8) Final Set of Directed Walks: The maximum number of
steps κmax , although helpful for the efficient parallelization of
the DWs, may result in DWs that have not sufficiently explored
the search space. In this final step, for any DWs that have
reached κmax while inside the HIC region, we perform an
additional round of DW to explore as thoroughly as possible
the HIC region. The final points from the previous round serve
as initialization points.
VII. E XTENSION TO A N- K A NALYSIS
As the authors in [25] highlight, it is computationally impractical to analyze all N-k contingency sequences, due to the
large number of possible contingencies and their combinations.
In order to minimize the number of required analyses, different
approaches exist in literature to find a subset of plausible
harmful N-k contingencies using e.g. time domain simulations
[26], event trees and functional groups [25] or fault chain
theory [27]. Each of these methods can be combined with our
proposed method to determine in advance the list of plausible
N-k contingencies, which can then be used as the set of
considered critical contingencies during the Directed Walks.
In this section, however, as we wish to continue with our
approach of not requiring any kind of expert knowledge, we
extend the security analysis to a N-k scenario. Up to this point,
we have identified the HIC region and the security boundary

considering N-1 security and small-signal stability (“N-1 and
SSS”). Our ultimate goal in this section is to determine how the
HIC region and the security boundary should be adjusted if we
consider N-k security and small-signal stability. To do that, we
start with all stable points in the “N-1 and SSS” HIC region, as
they were identified by the Directed Walks in Section VI. As
described in Section VI-7, a full N-1 contingency assessment
is carried out for every final point of the DWs. As a result, we
have exact knowledge of the impact of all contingencies, and
can rank them from the most critical to the least critical. To
extend our analysis to the N-2 case, we apply the two most
critical contingencies at the same time to our system. Our goal
is to perform Directed Walks from the “N-1 and SSS” HIC
region to the “N-2 and SSS” HIC region, and determine the
new security boundary. Admittedly, the combination of the
two most critical N-1 contingencies is often but not always
the most critical N-2 contingency. The goal of the Directed
Walks, however, is to determine a path that will lead towards
the new HIC region – and several combinations of most critical
contingencies can lead to that. To ensure that no violations
occur, similar to the N-1 case, we perform a N-2 contingency
check (along with small-signal stability) at the end of the new
Directed Walks. This ensures that all operating points which
will land in the database will have been checked if they are
N-2 secure for a wide range of contingencies.
Similar is the procedure that can be followed for enforcing
N-k security, with k>2. Given the combinatorial nature of the
N-k security assessment though, beyond a certain point expert
knowledge or advanced methods must be used in order to
consider only a limited set of critical N-k contingencies.
The different steps are summarized below taking the N-2
security database generation as an example but can be generalized to a N-k case.
A. Initialization Points
As already mentioned, the initialization points for the “N2 and SSS” security assessment are the final points of the
Directed Walks during the “N-1 and SSS” procedure described
in Section VI. More specifically, it is all stable points belonging to the “N-1 and SSS” HIC region. Directed Walks
often result to OPs close to each other. To cover an as
large space as possible keeping the computation time low, we
want to pick initialization points that have at least a certain
distance between each other. As a result, after picking each
initialization point, we assume a radius RN −2 around that
point, and discard any potential initialization point within this
radius. This allows us to have a reduced and more uniformly
distributed set of initialization points to start our assessment.
The choice of RN −2 depends on the maximum number of
steps κmax, N −2 of the directed walks during the N-2 security
database generation. As we aim for avoiding duplicates but
also for maximizing the number of unique OPs within Ω, a
choice of RN −2 ≤ κmax, N −2 · min{αk } is recommended, where
min{αk } is the minimum step size as defined in (18).
B. Most Critical N-2 Contingency
By taking advantage of the full N-1 contingency check,
described in section VI-7, we already know the set with the
most critical contingencies for every initialization point. The
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two most critical contingencies for the N-1 case are used as
the most critical N-2 contingency for the directed walks during
the N-2 security analysis. Please note that the role of the
critical contingencies is to determine an appropriate direction
of the directed walks towards the new HIC region. Similar to
Section VI-7, a N-2 contingency check (for the chosen N-1
fault) will follow in the end again. This ensures that even if the
choice of the most critical N-2 contingency for the directed
walks is inaccurate, it will not necessarily result in a falsely
classified operating point in the database.
C. Directed Walks
The directed walks work exactly in the same way as introduced in Section VI including a full N-2 contingency check
for the given most critical outage (N-1 contingency) in the end.
Ideally, a full N-2 contingency check must be carried out for
all possible combinations. Given the exponential increase in
the number of N-2 contingencies as the system grows larger,
expert knowledge or advanced methods become necessary. In
our case studies, we did not observe significant changes of
the HIC set, while checking for several different pairs of N-2
contingencies. However, in other systems, use of advanced
methods will be probably necessary to select the set of most
critical contingencies to be used for this final check.
VIII. C ASE S TUDIES
In the first case study, the efficient database generation
method is applied on the IEEE 14 bus system. We measure
the efficiency improvement compared with the brute force approach (BF), and we demonstrate how our method outperforms
importance sampling techniques. It is impossible to carry out
the comparison with the BF approach in larger systems, as BF
becomes intractable. In the second case study, we demonstrate
the scalability of our method to larger systems, such as the
NESTA 162 bus system [14]. In the same case study, we also
highlight how the proposed method allows to extend a N-1
security to a N-2 security assessment and emphasize how the
high quality of the database generated with our method allow
machine learning algorithms to achieve a higher accuracy in
the data-driven security assessment. The case studies in this
paper use the combination of N-1 (or N-2) security and smallsignal stability for the definition of the security boundary.
It should be stressed though that the proposed methodology
proposes a general framework and is applicable to a number
of other stability metrics or power system models.
A. Small-Signal Model
A sixth order synchronous machine model [28] with an
Automatic Voltage Regulator (AVR) Type I (3 states) is used
in this study. With an additional state for the bus voltage
measurement delay this leads to a state-space model of 10· NG
states, with NG representing the number of generators in the
grid. In case of the NESTA 162 bus system, all generators
are addtionally equipped with Power System Stabilizers (PSS)
type 1 adding an additional state per generator. The small signal models were derived using Mathematica, the initialization
and small signal analysis were carried out using Matpower
6.0 [13] and Matlab. Reactive power limits of the generators
are enforced. For a detailed description of the derivation of a

TABLE I
RESULTS: IEEE 14 BUS SYSTEM
Required
time
2.56 min
2.99 min
2.94 min
3.77 min
2.94 min
3.48 min
4.80 min
37.0 min
556 min

Time in %
w.r.t. BF
0.46 %
0.54 %
0.53 %
0.68 %
0.53 %
0.74 %
0.86 %
6.66 %
100 %

OPs in Ω
found
95.13 %
98.9 %
97.80 %
100 %
97.80 %
99.93 %
100 %
100 %
100 %

Method

η1 / η2 / η3 / κma x
DWs
0 / 200 / 2k / 10
DWs
0 / 200 / 2k / 15
DWs
0 / 200 / 2k / 20
DWs
0 / 200 / 2k / 25
DWs
0 / 200 / 1k / 20
DWs
0 / 200 / 3k / 20
DWs
0 / 200 / 5k / 20
Importance Sampling (IS)
Brute Force (BF)

multi-machine model, the interested reader is referred to [29].
Machine parameters are taken from [30].
B. IEEE 14 bus system
Carrying out the first case study on a small system, where
the BF approach is still tractable, allows us to verify that our
method is capable of finding 100 % of the points belonging to
the HIC region. To ensure comparability, all simulations used
20 cores of the DTU HPC cluster.
Network data is given in [13], machine parameters are given
in [3]. The considered contingencies include all line faults
(except lines 7-8 and 6-131 ). Due to the BF approach, we
know that 1457 operating points belong to the HIC set, i.e.
with 2.75 % < ζmin < 3.25 %. The grid pruning without
considering any contingency does not reduce the search space
in this case study; this is because all possible combinations
of generation setpoints do not violate any limits for the given
load profile. Thus, η1 is chosen as 0 and we directly start with
the contingency-constrained grid pruning considering the five
most critical contingencies. Table I compares the performance
of our method with the BF approach and an Importance
Sampling (IS) approach [8]. Our method is capable of creating
a database including all points of interest in 3.77 min; that is
0.68 % of the time required by the BF approach (9.26 hours;
147 times faster). The proposed method is also significantly
faster (approx. 10 times) than an Importance Sampling approach (37.0 min).
One of the major advantages of our method is the drastic
search space reduction through the grid pruning and the most
critical contingency identification. In this case study, grid
pruning eliminated up to 70.13 % of all ≈ 2.5 · 106 potential
operating points (the number varies based on the number of
initialization points). At the same time, performing every DW
step for the single most critical contingency, we reduce the
required assessment from |C| systems to 1 system. In larger
systems the speed benefits will be even more pronounced, e.g.
14-bus: |C| = 19 contingencies are reduced to 1 (most critical);
162-bus: |C| = 160 contingencies reduced to 1.
Table I also compares the method’s performance for different numbers of initialization points η1−3 and maximum number
of DW steps κmax . In this system, choosing a higher number
of maximum steps instead of a higher number of initialization
1 The IEEE 14-bus and the NESTA 162-bus systems, based on the available
data, are not N-1 secure for all possible contingencies. The outage of those
specific lines lead to violations (e.g. voltage limits, component overloadings,
or small-signal instability) that no redispatching measure can mitigate. This
would not have happened in a real system. In order not to end up with an
empty set of operating points, and still use data publicly available, we choose
to neglect these outages.
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TABLE II
RESULTS: NESTA 162 BUS SYSTEM
Req.
time
9.35 h
13.17 h
14.57 h
29.78 h
37.07 h
13.36 h
18.20 h
35.70 h

Unique
OPs in Ω
3118
4166
25046
150790
183295
16587
45040
901

Method

η1 / η2 / η3 / κma x
Directed Walks
30k / 120k / 800k / 5
Directed Walks
30k / 120k / 800k / 10
Directed Walks
30k / 120k / 800k / 20
Directed Walks
30k / 120k / 800k / 30
Directed Walks
30k / 120k / 800k / 40
Directed Walks
100k / 200k / 800k / 5
Directed Walks
100k / 200k / 800k / 10
Importance Sampling (IS)

points leads to time savings. The same holds in larger systems,
as shown in Table II.
In the highlighted case of Table I, the required computation
time for the different parts of our method is split as follows:
26.67 % (60.31 s) for the grid pruning considering the 5 most
critical contingencies (200 operating points); 53.1 % (120.12 s)
for the Directed Walks; and 20.24 % (45.78 s) for the final
N-1 check of all operating points. Grid pruning eliminates
1149 from the η3 = 2000 initialization points, resulting in
851 feasible starting points for the DWs. The most critical
contingency is detected correctly in 94.55 % of cases.
C. NESTA 162 bus system
In the second part of the case study, we demonstrate and
compare the performance of our method with an Importance
Sampling (IS) approach for N-1 security assessment of the
NESTA 162 Bus system. A BF approach with a 1 MW step
size for this system requires the assessment of 7.6 · 1029
operating points for a single load profile. The assessment of
all those points becomes computationally intractable. Thus,
the absolute number of unique OPs in Ω is unknown for
this system. Therefore, we focus on highlighting that the
proposed method finds significantly more unique OPs close
to the security boundary, i.e. creates a database of higher
quality, in comparable time frames. Then, we demonstrate how
the higher quality of the database allows machine learning
algorithms to achieve a higher accuracy within a data-driven
security assessment. Finally, we demonstrate how the proposed
method allows to extend the N-1 security assessment to a N-k
security assessment as described in section VII, here focusing
on N-2.
1) Database Generation for N-1 Security and Small-Signal
Stability Assessment: The set of considered contingencies
includes 159 line faults1 . To ensure comparability, all simulations for the 162-bus system have been performed using
80 cores of the DTU HPC cluster. Compared to the IEEE
14 bus system, the problem size (potential # of OPs) is 23
orders of magnitude larger while the problem complexity (#
of faults) increased 6.2 times. Table II presents the results of
our method compared with an Importance Sampling approach
[8]. As the BF approach for this system is intractable, the exact
number of points within the HIC region (set Ω) is unknown.
Therefore, the focus here is on demonstrating that within
similar time frames, our proposed method is capable of finding
substantially more unique operating points inside Ω. Indeed,
our approach identifies approx. three orders of magnitude more
HIC points than an Importance Sampling approach (183’295
vs 901 points).

In the highlighted case of Table II, the computation time
is split as follows: 3.44 h (9.28 %) for LHS (3 stages), 1.85 h
(4.98 %) for both stages of grid pruning, 7.04 h (18.98 %) for
the DWs, and 24.75 h (66.76 %) for the final N-1 check of
all operating points of interest. This highlights that the most
computationally expensive part is the complete N-1 analysis
and shows why our proposed method is significantly faster
than others: (i) we reduce the search space by eliminating
infeasible N-1 points through the grid pruning algorithm, (ii)
we evaluate most points only for one contingency and discard
all with ζ < 2.75 %, and (iii) the method can largely be
scheduled in parallel.
2) N-1 Security and Small Signal Stability Assessment: As
the topic of this paper is the efficient database generation for
a data-driven security assessment, we briefly want to highlight
how important the higher quality of the databases created
by the proposed method is for such a data-driven security
assessment. There are three important factors to be considered
here: (i) The more time is needed to create a database of high
quality, the longer is the wait before the machine learning
algorithm can start its training phase. (ii) The more data
is needed to sufficiently describe a system, the longer the
algorithm needs to be trained. (iii) The further away points are
from the security boundary, the less information they contain
about the security boundary. Thus, it is essential that the
database contains many unique points close to the security
boundary enabling the algorithm to determine the security
boundary as accurately as possible [10].
In order to demonstrate the impact of the higher quality of
the database on the achievable accuracy of machine learning
algorithms, we implement a data-driven N-1 security and
small-signal stability assessment using a decision tree. Based
on lessons learned from previous works [3], we use the active
and reactive power flows on the lines as predictors and let the
decision tree classify between ‘fulfilling the requirements’ and
‘not fulfilling the requirements’ i.e. N-1 secure and a minimum
damping ratio ζmin ≥ 3 %, or not. This decision tree then
could be included in an optimal power flow, or in general an
optimization framework, as shown in [3], [4].
We compare the highlighted database in Table II with the
one created with Importance Sampling and also presented in
analyzed in Table II. Both required a comparable computation
time to be generated. For a fair comparison, we use as training
set all assessed operating points in each case; i.e. not only the
unique OPs in the HIC region listed in Table II, but rather all
OPs that were found in the safe, unsafe, and HIC regions
during these 35-37 hours. To simplify the comparison, we
used Matlab to train a simple decision tree using the standard
Classification and Regression Tree (CART) algorithm with
Gini’s diversity index as splitting criterion and without limiting
the tree depth. In order to avoid over-fitting, we used Matlab to
apply cost-complexity pruning, minimizing the cross-validated
classification error of the trees.
To test the accuracy of the two decision trees, one of which
was trained on the database created with our approach and
the other a database created with the Importance Sampling
method, we use a common test set of 90’000 operating points.
To avoid favoring one of the two database generation methods,
we created the test set by merging two datasets. Thus, 50%,
i.e. 45’000 data points, are generated through an importance
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sampling approach using initialization values different from
the ones used for the training set. The other 45’000 data points
of the test set are taken from our last database generation attempt with our method shown in Table II, where we generated
45’040 unique points in Ω in 18.20 h (please note though that
the 45’000 points of the test set were picked from a wide range
of points generated during that process, which are located in
the safe, unsafe, and HIC region). For that attempt we used
η1 = 100k, η2 = 200k and η3 = 800k, which means that
this part of the test set also had different initialization points
from the training set. In both cases we ensured that none of
the data-points in the test set were part of any training set.
Thus, this is completely unseen data and allows to evaluate
the generalization capability of the trained classifiers.
The decision tree trained on the highlighted database in
Table II, which was generated with our method, achieves an
accuracy of 85.91 % while the tree trained on the database
created with IS achieves an accuracy of 73.00 %. As properties
of the test set might have an impact on the accuracy score,
additional measures are usually examined for the performance
of machine learning algorithms. Besides accuracy, an important measure of the quality of the classification is the number
of true and false positives and negatives. The Matthews correlation coefficient (MCC) is generally regarded as a balanced
measure for the quality of the binary classification. The MCC2
is in essence a correlation coefficient between the observed and
predicted binary classifications, returning a value between -1
and +1. A value of +1 means perfect prediction, 0 means no
better than random prediction, and -1 indicates total disagreement. In our case, the decision tree trained with our method
has MCCDW = 0.6247, while the tree trained with importance
sampling has MCCI S = −0.0943. This highlights the overoptimistic results of the accuracy measure and the significant
better performance of the tree trained on the database created
with our proposed method.
As the only difference between the configuration of the
two decision trees is the database each tree was trained on,
this emphasizes the importance of a high quality database
to achieve the best possible results in a data-driven security
assessment. More advanced machine learning algorithms may
achieve even better results; this is, however, out of the scope
of this paper. All created operating points are collected and
published on GitHub [32].
3) Database Generation for N-2 Security Assessment: To
demonstrate how the proposed method is capable of extending
a N-1 security assessment to an N-k security assessment, we
used the highlighted N-1 database in Table II as a starting
point. Similar to the N-1 case, for specific contingencies we
were unable to obtain a N-2 secure system1 . As a result, we
had to relax the voltage limits to 0.9 p.u. ≤ Vi ≤ 1.1 p.u.
for all contingencies, and remove the line fault on the line
between bus 125 and bus 126 from the contingency list. Thus,
in the N-2 security analysis the set of considered contingencies
includes 158 line faults.
In order to avoid the creation of unnecessary duplicates
and minimize computation, all data-points located in the
2 MCC

= √

T P·T N −F P·F N
,
(T P+F P)(T P+F N )(T N +F P)(T N +F N )

−1 ≤ MCC ≤ 1

with T P and T N representing the correctly identified positive and negative
samples and F P and F N representing the falsely classified negative and
positive samples [31].

vicinity of other data-points from the HIC region of the N-1
security analysis, i.e. all OPs located within a radius of 5 MW
surrounding another OP, are discarded. The remaining OPs
serve as initialization points for a new round of directed walks
as described in section VII. Within 8.5 h we obtain a database
with 52’107 unique OPs that belong to Ω N −2 . 33.2 % of the
time, i.e. 2.8 h, is used for the directed walks while 66.8 % of
the time, i.e. 5.7 h, is required by the final N-2 contingency
check. Hence, we obtain a 24 % speed-up compared to the
creation of the N-1 security database highlighted in Tab. II.
This speed-up is achieved because the first half of the method,
i.e. the creation of the initialization points and the grid pruning,
is not required when starting from the N-1 case.
IX. C ONCLUSIONS
This work proposes an efficient database generation method
that can accurately determine power system security boundaries, while drastically reducing computation time. Such
databases are fundamental to any Dynamic Security Assessment (DSA) method, as the information in historical data is
not sufficient, containing very few abnormal situations. This
topic has not received the appropriate attention in the literature,
with the few existing approaches proposing methods based on
importance sampling.
Our approach is highly scalable, modular, and achieves drastic speed-ups compared with existing methods. It is composed
of two parts. First, the search space reduction, which quickly
discards large infeasible regions leveraging advancements in
convex relaxation techniques and complex network theory
approaches. Second, the “Directed Walks”, a highly parallelizable algorithm, which efficiently explores the search space and
can determine the security boundary with extremely high accuracy. Using a number of initialization points, a variable step
size, and based on a steepest descent method, the “Directed
Walk” algorithm traverses fast through large parts of feasible
(or infeasible) regions, while it focuses on the high information
content area in the vicinity of the security boundary. Our case
studies on the IEEE 14-bus and the NESTA 162-bus system
demonstrate the high quality, high scalability and excellent
performance of our algorithm. They are able to identify up to
100% of the operating points around the security boundary,
while achieving computational speed-ups of over 10 to 20
times compared with an importance sampling approach. We
also demonstrated the importance of a high quality database
to achieve the best possible results in a data-driven security
assessment. Given equal computation time, training machine
learning algorithms with the database generated by our method
clearly outperforms other approaches.
Our approach is modular, not dependent on the initial
sampling set (as importance sampling is), and agnostic to the
security criteria used to define the security boundary. Criteria
to be used include N-1 or N-k security, small-signal stability,
voltage stability, or a combination of several of them. The
method can find application in off-line security assessment, in
real-time operation, and in machine learning and other datadriven applications, providing a computationally efficient way
to generate the required data for training and testing of new
methods.
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Abstract—Advances in data-driven methods have sparked
renewed interest for applications in power systems. Creating
datasets for successful application of these methods has proven
to be very challenging, especially when considering power system
security. This paper proposes a computationally efficient method
to create datasets of secure and insecure operating points. We
propose an infeasibility certificate based on separating hyperplanes that can a-priori characterize large parts of the input
space as insecure, thus significantly reducing both computation
time and problem size. Our method can handle an order of
magnitude more control variables and creates balanced datasets
of secure and insecure operating points, which is essential for
data-driven applications. While we focus on N-1 security and
uncertainty, our method can extend to dynamic security. For
PGLib-OPF networks up to 500 buses and up to 125 control
variables, we demonstrate drastic reductions in unclassified input
space volumes and computation time, create balanced datasets,
and evaluate an illustrative data-driven application.
Index Terms—Convex relaxation, data-driven, machine learning, optimal power flow, power system operation.

I. I NTRODUCTION
Recent advances in data-driven methods have shown substantial potential for power system applications including security assessment under uncertainty [1]–[6], e.g., by rapidly estimating line flows [2], training accurate security classifiers [3],
and applying these classifiers in the context of data-driven
security-constrained optimal power flow [4] and deep learning
toolboxes [5]. The performance of these methods, however,
relies on the quality of the underlying dataset. As historical
data is often limited and does not contain many abnormal
situations, the datasets have to be enriched through simulation.
This, however, is a highly computationally demanding task.
The resulting datasets should be balanced between secure and
insecure samples to improve classifier performance, take into
consideration all degrees of freedom of the system, and be able
to accurately represent the security boundary. In this work,
we propose an efficient method to create datasets with these
properties for data-driven applications in power systems.
This work is supported by the multiDC project, funded by Innovation Fund
Denmark, Grant Agreement No. 6154-00020B.

The steady-state operational constraints are described by
the AC optimal power flow (AC-OPF) problem. The degrees
of freedom of the system, i.e., the inputs characterizing each
operating point, are defined by the control variables, which in
the AC-OPF problem are generator active power and voltage
set-points. By defining these, the remaining state variables are
determined by solving the AC power flow equations [7]. Even
for medium-sized systems, the resulting number of control
variables renders the task of creating datasets covering a wide
range of operating points very computationally challenging.
To address this challenge, we can directly classify operating
points that are infeasible with respect to the AC-OPF problem
as insecure and avoid any further stability or static security
assessment. Ref. [8] formulated infeasibility certificates with
respect to the AC-OPF problem that are based on hyperspheres
which certify a wide range of operating points a-priori as
insecure. Inspired by [8], our previous work in [9] used such
certificates to generate large datasets, reducing the input space
and decreasing computation time, while considering both N-1
security and small-signal stability. Both works [8] and [9]
consider systems with up to 11 control variables. Instead
of hyperspheres, this paper proposes the use of separating
hyperplanes, which, among other important benefits, allows
us to consider numbers of control variables that are at least an
order of magnitude greater than previous methods (up to 125
in our test cases).
Another popular approach to create such datasets is through
importance sampling, e.g., [10], [11]. In power systems, however, the initial sampling space is largely unbalanced, i.e., the
volume of insecure space is several orders of magnitude larger
than the secure space, and, as we observed in [9], it can be
challenging to obtain an adequate number of secure samples.
In this work, we show how our proposed method can lead to
a balanced dataset, as it enables us to sample from inside the
secure space. A related strand of research uses historical data
that is enriched through sampling methods such as composite
modelling approaches and vine-copulas [12], [13]. However,
this can neglect parts of the secure space or might not capture
abnormal operating regions.
To create representative datasets for data-driven power
system applications, we propose a computationally efficient
method which a) can deal with high input dimensionality (our
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test cases have up to 125 control variables), b) provides a
detailed description of the security boundary, and c) creates
balanced classes. We apply this method to AC-OPF problems
including N-1 security and uncertainty in power injections.
The main contributions of our work are:
1) We propose an infeasibility certificate based on separating hyperplanes. This certificate is computed using
convex relaxations of AC-OPF problems and considers
both N-1 security and uncertainty. Compared to the
hypersphere-based method proposed in [8], our algorithm shows two key improvements: First, separating hyperplanes allow the classification of substantially larger
parts of the input space as insecure. Second, as these
hyperplanes form a convex polytope, efficient methods
to sample uniformly from inside the remaining unclassified space are available. Based on these, we propose an
efficient algorithm to maximize the volume of the input
space classified a-priori as insecure.
2) We evaluate this algorithm on PGLib-OPF networks
with up to 500 buses and numbers of control variables up
to 125. Compared to initial normalized input space volumes of 1 (i.e., 100 ) based on specified control variable
bounds, the infeasibility certificates reduce the unclassified input space volumes significantly, with reduced
volumes ranging from 10−2 up to 10−40 .
3) We propose a computationally efficient method to create datasets for data-driven power system applications
which can handle systems where the number of control
variables is at least one order of magnitude greater than
state-of-the-art methods (e.g., [9]). Computing infeasibility certificates allows us to efficiently characterize the
security boundary in detail and sample from inside the
secure space. We create balanced datasets for PGLibOPF networks up to 500 buses and train neural network
classifiers as an illustrative data-driven application.
This paper is structured as follows: In Section II, we describe
the AC-OPF problem including N-1 security and uncertainty,
and its convex relaxation. In Section III, we outline our proposed methodology to create datasets, including the infeasibility certificate, boundary description, and sampling from inside
the secure space. Section IV presents simulation results on
PGLib-OPF networks up to 500 buses. Section V concludes.
II. O PTIMAL P OWER F LOW F ORMULATION
This section presents the AC-OPF formulations necessary
for deriving the dataset creation methodology. In particular,
we formulate the N-1 security-constrained preventive AC-OPF
problem considering uncertainty in power injections, and its
quadratic convex (QC) relaxation. For a detailed survey on
AC-OPF and convex relaxations of the AC-OPF, the reader is
referred to [7], [14]. Here, for brevity, we build our formulation upon the AC-OPF formulation of [15] to facilitate the
derivation of the QC relaxation. We use the QC relaxation as it
represents a good trade-off between computational complexity
and tightness of the relaxation [15]. Note that the following

derivations could be readily extended via the many other
convex relaxations of the power flow equations [7].
A. Security-Constrained AC-OPF under Uncertainty
A power system is defined by its set N of buses. A subset
of those buses, which are denoted by G, have a controllable
generator connected. A second subset denoted by U, which can
be either generation or load buses, are subject to uncertain
power injections. It is assumed that all buses of the power
system are connected by a set (i, j) ∈ L of power lines from
bus i to bus j. To ensure the N-1 security criterion during
operation, we consider the potential outage of a list of critical
candidate lines defined by the set C ⊂ L. Note that we define
the first entry of C to correspond to the intact system state {0},
i.e., no transmission line is outaged. The term Lc denotes the
set of intact power lines for outage c ∈ C. For the intact system
state, the set L0 corresponds to the set L.
The optimization variables in the security-constrained ACOPF are the complex bus voltages Vkc for each bus k ∈ N and
contingency c ∈ C, the complex power dispatch of generator
c
SG
for each bus k ∈ G and contingency c ∈ C, and the
k
uncertain complex power injections SUk for each bus k ∈ U.
The uncertain power injections do not change upon outage
of system components, i.e., SU = SUc , ∀c ∈ C. We assume
that the uncertain reactive power injection QU = ={SU } is
determined through a fixed power factor cos φ in relation to
the uncertain active power injection PU = <{SU }, i.e., QU =
q
1−cos2 φ
cos2 φ

PU . If the power factor is not constant, then the
reactive power injection QU can be modelled as a separate
variable, i.e., as a separate degree of freedom in the dataset
creation method. The following constraints must be satisfied
for the intact system and for each contingency c ∈ C:
(Vkmin )2 ≤ Vkc (Vkc )∗ ≤ (Vkmax )2
min
c
max
SG
≤ SG
≤ SG
k
k
k
c
|Sij
|

≤

max
Sij

c
SG
− SDk + SUk =
k

X

c
Skj

(k,j)∈Lc
c
c ∗ c
c ∗
Sij = (Yij ) Vi (Vi ) − (Yijc )∗ Vic (Vjc )∗
SUmin
≤ SUk ≤ SUmax
k
k
max
min
θij ≤ 6 (Vic (Vjc )∗ ) ≤ θij

∀k ∈ N (1a)
∀k ∈ G (1b)

∀(i, j) ∈ Lc (1c)
∀k ∈ N (1d)

∀(i, j) ∈ Lc (1e)

∀k ∈ U (1f)

∀(i, j) ∈ Lc (1g)

The bus voltage magnitudes are constrained in (1a) by upper
and lower limits Vkmin and Vkmax . The superscript ∗ denotes the
complex conjugate. Similarly, the generators’ complex power
min
outputs are limited in (1b) by upper and lower bounds SG
k
max
.
The
inequality
constraints
for
complex
variables
and SG
k
are defined as bounds on the real and imaginary parts. The
apparent power flow Sij on the line from i to j is upper
max
bounded in (1c) by Sij
. The nodal complex power balance
(1d) including the load SD , generation SG and uncertain
injections SU has to hold for each bus. The apparent power
flow Sij on the line from i to j is defined in (1e). The term Y
denotes the admittance matrix of the power grid. Constraint
(1f) models minimum and maximum bounds SUmin
, SUmax
on
k
k

21st Power Systems Computation Conference

Porto, Portugal — June 29 – July 3, 2020
PSCC 2020

the uncertain injections. The flow on the line from i to j is
limited in (1g) by a lower and upper limit on angle differences
min
max
θij
and θij
, respectively. Please note that for most instances
max
min
= −θij
.
the following holds: θij
We consider preventive actions in the security-constrained
AC-OPF formulation, i.e., the generator set-points remain
fixed during an outage. As a result, we include the following
linking constraints between the intact system state and the
outaged system states:
|Vk0 | = |Vkc |

(2a)

∀k ∈ G, ∀c ∈ C\{0}

PG0 k = PGc k

(2b)

∀k ∈ G\{slack}, ∀c ∈ C\{0}

The active power dispatch is denoted as PG , i.e., PG =
<{SG }. The first constraint sets the generator voltage setpoints |Vk | of the outaged system states to the values from
the intact system state. The second constraint does the same
for the active power generation dispatch, excluding the slack
bus which compensates the difference in active power losses.
B. Quadratic Convex (QC) Relaxation
The QC relaxation proposed in [15] uses convex envelopes
of the polar representation of the AC-OPF problem to relax the
dependencies among voltage variables. As proposed in [15],
[16], an additional auxiliary matrix variable W c is introduced
for the intact system state and each contingency c ∈ C, which
denotes the product of the complex bus voltages:
Wijc = Vic (Vjc )∗

(3)

∀c ∈ C

This allows reformulation of (1a), (1e), (1g), and (2a) as:
c
(Vkmin )2 ≤ Wkk
≤ (Vkmax )2

∀k ∈ N

= (Yijc )∗ Wiic − (Yijc )∗ Wijc
c
= (Yijc )∗ Wjj
− (Yijc )∗ (Wijc )∗
={W c }
max
min
)
tan(θij
) ≤ <{Wijc } ≤ tan(θij
ij

c
Sij
c
Sji

0
c
Wkk
= Wkk

(4a)

c

(4b)

c

(4c)

c

(4d)

∀(i, j) ∈ L

∀(i, j) ∈ L
∀(i, j) ∈ L

∀k ∈ G, ∀c ∈ C\{0} (4e)

The non-convexity is encapsulated in the voltage product (3).
To obtain a convex relaxation, the non-convex constraint (3)
is removed from the optimization problem and variables for
voltages, vic 6 θic ∀i ∈ N ∀c ∈ C, and squared current flows,
c
lij
∀(i, j) ∈ Lc ∀c ∈ C, are added. The following convex
constraints and envelopes are introduced for the intact system
state and each contingency c ∈ C [15]:
c
Wkk
= vk2

<{Wijc } =
={Wijc } =

c
Sij
+
c 2
|Sij |

c
Sji

≤

T

D
D

M
vic vjc

vic vjc

c c
= Zij
lij
c c
Wii lij

M

cos(θic − θjc )

C

sin(θic − θjc )

S

EM

EM

∀k ∈ N

(5a)

∀(i, j) ∈ Lc

(5b)

∀(i, j) ∈ Lc

(5c)

∀(i, j) ∈ L

∀(i, j) ∈ L

c

(5d)

c

(5e)

The superscripts T, M, C, S denote convex envelopes for the
square, bilinear product, cosine, and sine functions, respectively. The term Zij denotes the line impedance. Refer to [15]
for the complete QC formulation. The resulting relaxation of
the preventive security-constrained AC-OPF under uncertainty

is a second-order cone program (SOCP) that minimizes an
objective function, e.g., generation cost, subject to (1b)–(1d),
(1f), (2b), (4), and (5).
III. M ETHODOLOGY TO C REATE DATASETS
The goal of the following methodology is to create a dataset
which maps operating points described by the input vector x to
a power system security classification, e.g., secure or insecure.
The dataset should be balanced between secure and insecure
samples, take into consideration the degrees of freedom of the
system, and have a detailed description of the security boundary. The power system security classification we consider is
feasibility with respect to the N-1 security-constrained ACOPF problem under uncertainty defined in (1) and (2). The
resulting dataset can be complemented with further assessment
of dynamic security criteria, e.g. small-signal stability [9]. The
input vector x, i.e., the control variables that define the relevant
degrees of freedom, is defined as follows:
 0 
PG i
x = |Vj0 |
∀i ∈ G\{slack}, ∀j ∈ G, ∀k ∈ U
(6)
PUk

Using the input x, all other states in the AC-OPF problem
can be determined by solving the non-linear AC power flow
equations. The minimum and maximum bounds on input
vector xmax and xmin are defined in (1a), (1b), and (1f). Please
note that in the formulation of the QC relaxation, we use the
variable vj0 instead of the eliminated variable |Vj0 |.
The main challenge in creating a representative and balanced dataset is the large number of control variables. The
dimensionality of the input vector x grows substantially with
increasing system size. For instance, the IEEE 118-bus system
has 72 control variables, i.e., the dimensionality |x| is 72. A
naı̈ve approach to create a dataset would be to sample with a
prespecified discretization interval, e.g., by specifying 10 steps
in each dimension of the control variables, x1 , x2 , x3 , . . .. For
the 118-bus system, this would require power flow solutions
for 1072 operating points, which is computationally intractable.
Further, as we will empirically show in Section IV-C, large
parts of the input space x ∈ [xmin , xmax ] are infeasible. As a
result, identifying secure samples by naı̈vely sampling from
the entire input space is not possible for larger test cases.
To address these challenges, we present an efficient method
for creating such datasets. First, to a-priori classify large parts
of the input space as insecure, we propose an infeasibility
certificate based on separating hyperplanes in Section III-A.
Focusing on the unclassified regions, we then characterize the
security boundary in detail in Section III-B. Finally, we sample
inside the secure space in Section III-C.
A. Constructing Infeasibility Certificates
We propose an infeasibility certificate which can a-priori
certify regions in which the non-convex security-constrained
AC-OPF problem under uncertainty is infeasible. This exploits
the following property of a convex relaxation: if a relaxation
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is infeasible for a given operating point, the original nonconvex problem is also guaranteed to be infeasible for that
operating point. The proposed infeasibility certificate has three
components: First, we employ bound tightening to tighten
both the QC relaxation and the input bounds; this better
approximates the secure region, while also reducing the sample
space. Second, we propose an infeasibility certificate based
on separating hyperplanes. Third, we present an efficient
algorithm to maximize the input region classified as infeasible.
1) Bound Tightening Algorithms: The tightness of the QC
relaxation relies on the tightness of the envelopes used in (5)
including the envelopes on cosine and sine terms. These in
turn depend on the tightness of the bounds on the voltage
magnitudes and angle differences. The goal of bound tightening is to iteratively tighten voltage magnitudes and angle
differences, and, as a result, obtain a tighter relaxation. In
the context of our work, the benefits of bound tightening are
twofold: First, it tightens the QC relaxation, i.e., shrinks its
feasible space, making the infeasibility certificate based on
separating hyperplanes more effective, and second, it allows
us to directly tighten the bounds on the input vector x.
We use two bound tightening algorithms from the literature: First, we rely on a computationally lightweight bound
min
tightening technique for the branch angle differences θij
max
and θij in (1g) from [17]. Second, we use an optimizationbased bound tightening algorithm from [18] which tightens
the voltage magnitude bounds at each bus V max , V max in (1a),
min
and further tightens the angle differences for each line θij
max
and θij in (1g). For this purpose, we iteratively solve convex
optimization problems to calculate the maximum and minimum values that the optimization variable under study, i.e., a
voltage magnitude or a voltage angle difference, can obtain
in the relaxed problem. Note that by tightening one variable
bound, it may be possible to further tighten a previously
tightened bound. This procedure can be executed for a defined
number of iterations or until a fixed point is reached. As a
final step in the bound tightening, we compute the tightened
bounds for the input vector x, i.e., the bounds on active
power of generators and uncertain injections. All inputs x
which are outside the tightened minimum and maximum input
bounds xBT,min , xBT,max are guaranteed to be infeasible with
respect to the non-convex AC-OPF problem. We calculate the
volume of the remaining unclassified input space volume VBT ,
normalized by the originally specified bounds on x:
VBT =

Y

k∈X

xBT,max
−xBT,min
k
k
xmax
−xmin
k
k

The input set X is defined as X : {G\{slack}, G, U}.

(7)

2) Separating Hyperplanes: We next propose an infeasibility certificate based on separating hyperplanes. Consider
a particular operating point x̂ that is infeasible with respect
to the non-convex security-constrained AC-OPF. We solve
the following optimization problem to compute the closest
dispatch x∗ which is feasible to the convex QC relaxation:

+
x̂

x∗+
−
|→
n | = R∗

Hypersphere
Hyperplane
Feasible space (QC relaxation)

Input space x ∈ [xmin xmax ]
Feasible space (AC-OPF)

Fig. 1. Illustrative example of the differences between the infeasibility
certificates using hyperspheres and hyperplanes. For a given infeasible point
x̂, the closest point x∗ is computed which is feasible to the QC relaxation. The
→
normal vector −
n is perpendicular to the feasible space of the QC relaxation.
The feasible space of the non-convex AC-OPF problem is contained within
that of the convex QC relaxation. All points inside the hypersphere or all
points that are on the left side of the hyperplane are guaranteed to be infeasible
with respect to both the QC relaxation and the non-convex AC-OPF problem,
respectively. Note that the sets are not drawn to scale.

min

x,S,SU ,SG ,v,θ,l,W,R

R

s.t. (1b)–(1d), (1f), (2b), (4), (5), (6)
sX
(xk − x̂k )2 ≤ R

(8a)
(8b)
(8c)

k∈X

If the obtained radius R∗ is greater than zero, i.e., the operating
point x̂ is infeasible with respect to the relaxation, no operating
point x exists which is closer to x̂ than the obtained point x∗ .
This property has been used in [8] to construct infeasibility
certificates in the form of hyperspheres and ellipses by assigning different weights to the components in (8c). Here, we
propose to use hyperplanes as infeasibility certificates in order
to significantly enlarge the volume classified as infeasible:
Proposition 1: For a given infeasible point x̂, if the solution
to (8) yields a non-zero radius R∗ and optimal solution x∗ ,
all vectors x which fulfill the following criterion are infeasible
with respect to the AC-OPF constraints (1) and (2):
→
−
n T (x − x∗ ) < 0

(9)

−
The normal of the hyperplane is defined as →
n := x∗ − x̂ and
the operator T denotes the transpose.
Proof of Proposition 1: Proof by contradiction: Assume there
exists a feasible point x̃ that is inside the region classified as
−
infeasible by the hyperplane: →
n T (x̃−x∗ ) < 0. As the feasible
space of optimization problem (8) is convex, it must hold that
any linear combination between x̃ and x∗ is also feasible:
λx̃ + (1 − λ)x∗ , λ ∈ [0, 1]. Then, there exists a point x̃∗ =
λ∗ x̃+(1−λ∗ )x∗ which has a radius R̃∗ to the initial infeasible
point x̂ that is smaller than R∗ . Since the optimization problem
(8) is convex, we obtained the globally optimal solution x∗
with the smallest radius R∗ . As a result, there cannot exist an
input x̃ that has a smaller radius than R∗ . We have shown by
contradiction that there cannot exist a feasible point x̃ that is
inside the region classified as infeasible by the hyperplane. The
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Algorithm 1 Computing Infeasibility Certificates
1: Run bound tightening and obtain xBT,min and xBT,max
2: Set iteration count: k ← 0
3: Initialize unclassified region A(0) x ≤ b(0) :
A(0) := [I|x|×|x| − I|x|×|x| ]T
b(0) : = [(xBT,max )T (xBT,min )T ]T
4: while k ≤ N1 do
5:
draw random x(k) from inside A(k) x ≤ b(k)
6:
solve (8) with x̂ := x(k) and obtain x∗
7:
if R > 0 then
8:
reduce unclassified region by adding hyperplane:
−
A(k+1) = [(A(k) )T →
n ]T
−
(k+1)
(k) T →
b
= [(b ) n T x∗ ]T
9:
end if
10:
k ←k+1
11: end while.

In Section IV-C, we will demonstrate the performance of
this algorithm on a range of PGLib-OPF networks up to
500 buses by calculating the remaining unclassified volume
as the volume of the convex polytope A(N1 ) x ≤ b(N1 ) .
This shows substantial reductions of unclassified input space
volumes. An alternative approach to the proposed algorithm
using separating hyperplanes could be to directly construct a
linear outer approximation of the convex feasibility set defined
by (8b). This could be achieved by applying e.g. “Hit-andRun” sampling to (8b). This is subject of our future work.
B. Security Boundary Identification

infeasibility certificate with respect to the non-convex AC-OPF
problem (1) and (2) follows from the property that infeasibility
with respect to the QC relaxation constraints (8b) is sufficient
to ensure infeasibility with respect to (1) and (2). Alternatively,
we can show that Proposition 1 is true by taking the first-order
Taylor expansion of constraint (8c) at the optimal solution
x∗ . For convex sets, first-order Taylor expansions of nonlinear
constraints are always separating hyperplanes [19].
An illustrative comparison of both infeasibility certificates is
shown in Fig. 1. By solving the same optimization problem, it
is evident that the infeasibility certificate based on hyperplanes
is able to classify significantly larger spaces as infeasible.
This is quantitatively analysed through simulation studies in
Section IV-B.
3) An Efficient Algorithm to Minimize the Unclassified
Input Space: Using the infeasibility certificate, we propose an
efficient algorithm to maximize the portion of the input space
that can be classified a-priori as infeasible. Our algorithm
relies on an insight related to the hyperplanes: together with
the initial input space restriction, subsequent hyperplanes form
a convex polytope which can be described as Ax ≤ b. We
can write the row of A and entry in b corresponding to the
−
−
hyperplane in (9) as Ak := →
n T and bk := →
n T x∗ . Efficient
methods to sample uniformly from inside a convex polytope
are available, e.g., “Hit-and-Run” sampling [20]. This allows
us to iteratively construct hyperplanes while sampling only
inside the currently unclassified region. Thus, the hyperplane
certificates facilitate a significant improvement on the “rejection” sampling approach used with hypersphere certificates
in [8], [9].
The steps of the algorithm to compute infeasibility certificates are detailed in Algorithm 1. We start with a description
of the convex polytope restricted to the tightened input bounds.
We iteratively sample uniformly from inside the convex polytope and add identified hyperplanes until we reach an upper
iteration limit of N1 samples. This ensures that only samples
which have not yet been classified as infeasible by previously
added hyperplanes are considered in optimization problem (8).

After computing the infeasibility certificates, we perform
sampling and directed walks, similar to [9], to obtain a detailed
description of the security boundary. For this purpose, we
first uniformly draw a large number N2 of samples from the
convex polytope describing the remaining unclassified input
region: A(N1 ) x ≤ b(N1 ) . For each sample, we first run AC
power flows for the intact and the outaged system states and
check if any of the constraints in (1) are violated. If not,
we add the current point to the dataset as a feasible point,
otherwise as an infeasible point. If constraints are violated,
we run additional AC power flows for which we enforce
the reactive power limits of generators, i.e., if any generator
violates its reactive power limit it is converted from a P V to a
P Q bus in the power flow. This is based on the observation that
reactive power limits are often the only constraints violated.
If the obtained power flow solutions satisfy all constraints
in (1), the voltage-adjusted point is added to the dataset as
feasible sample, i.e., the voltage set-points of generators in x
are updated accordingly. If both stages are not feasible, we
solve the following non-convex optimization problem which
computes the closest feasible dispatch to the non-convex ACOPF problem in (1) and (2):
min

x,V,SU ,SG ,S,R

R

s.t. (1), (2), (6), (8c)

(10a)
(10b)

We add the obtained locally optimal point x∗ to the dataset
as feasible point. We repeat this procedure for all N2 samples
and obtain as a result a detailed security boundary description.
C. Sampling from Inside the Secure Space
To obtain a more detailed description of the entire secure
space, we fit a multivariate normal distribution N to the
feasible points obtained. For this purpose, we estimate both
the mean µ and the covariance matrix Σ from the feasible data
points. To bias the sampling towards inside the boundary, we
reduce the magnitude of all entries of the covariance matrix,
i.e., Σred = sred · Σ, by a constant scaling factor sred < 1. We
draw a large number, denoted N3 , of samples from N (µ, Σred ).
For each of these samples, we first run AC power flows for
the intact and the outaged system states, check feasibility with
respect to all AC-OPF constraints, and add the sample with
the corresponding classification to the dataset. If the sample is
infeasible, we run a second round of AC power flows in which
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IV. S IMULATION AND R ESULTS
We analyse the performance of our proposed methodology
for a range of test cases from the PGLib-OPF networks. First,
we compare the proposed infeasibility certificate based on
separating hyperplanes with the certificate based on hyperspheres from [8]. Second, we compute the volume of the
unclassified input space using the infeasibility certificates and
show substantial reductions. Third, we create balanced datasets
and demonstrate their applicability using an illustrative datadriven application.
A. Simulation Setup
In the following, we first evaluate our proposed methods
on 13 PGLib-OPF networks (v19.05) [21] up to 500 buses
for which we do not consider N-1 security and uncertainty,
i.e., we use the test cases as specified in [21]. Second, we use
two test cases for which we include both N-1 security and
uncertainty. We use case39 epri and case162 ieee dtc with
the following line contingencies C = {0, 7, 22, 24, 36, 43} and
C = {0, 6, 8, 24, 50, 128}, respectively. These lines correspond
to the following bus pairs {–, 3-18, 12-13, 14-15, 22-23, 2628} and {–, 2-7, 3-14, 8-13, 16-17, 50-125}, respectively. We
assume the same parameters for the outaged system state as for
the intact system state. Furthermore, we place three wind farms
with rated power of 500 MW and consider three uncertain
loads with ±50% variability, i.e., a total of six uncertain power
injections, at buses U = {3, 21, 27, 4, 25, 28} for case39 epri
and U = {60, 90, 145, 3, 8, 52} for case162 ieee dtc. For all
uncertain injections, we assume a power factor cos φ = 1.
Note that all inputs x are normalized with respect to their
maximum and minimum limits as specified in [21], i.e., if x
has dimension |x|, then x ∈ [0, 1]|x| . This normalization step is
standard practice for many data-driven applications including
neural networks and improves performance [22].
For both AC power flow and AC optimal power flow computations, we rely on MATPOWER [23] with the IPOPT solver
for AC-OPF problems [24]. For the bound tightening, we use
the implementations in [17], [18]. Note that we adapted the
implementations in both [17] and [18] to include uncertainty in
power injections by modeling them as generators with active
power limits corresponding to the defined uncertainty set and
no reactive power capability, i.e., the lower and upper reactive
power limits are set to zero (as the power factor is assumed
to be 1, cos φ = 1). We only tighten the bounds of the
intact system state, i.e., the bounds of the outaged system
states are not tightened, and we run the optimization-based
bound tightening for up to three iterations. Extension of these

Unclass. Volume

we enforce the generators’ reactive limits and again evaluate
the feasibility with respect to all AC-OPF constraints. If the
sample is feasible, we add it to the dataset with the generator voltage set-points adjusted accordingly. Our simulations
indicate that sampling from a multivariate normal distribution
N (µ, Σred ) results in identification of feasible samples inside
the secure space. We did not observe improvements by fitting
a Gaussian mixture model.

100

Hyperspheres (39 bus)
Hyperplanes (39 bus)
Hyperspheres (162 bus)
Hyperplanes (162 bus)

10−1
10−2
10−3
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10−5
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Fig. 2. For case39 epri and case162 ieee dtc, we compare the remaining
unclassified volume between an infeasibility certificate based on hyperspheres
from [8] and the proposed certificate in Section III-A2 based on hyperplanes.
Note that these results cannot be directly compared to those of Table I, as
here only the active generator set-points are assumed as degrees of freedom.
In Table I, generator voltage set-points and uncertain injections are also
considered.

toolboxes to the full N-1 case is a direction for future work.
We use MOSEK [25] to solve the QC relaxation.
To approximate the volumes of the convex polytopes describing the remaining unclassified input space, we use a
volume approximation toolbox in C++ [26] which handles
floating point precision issues. Note that an exact volume
computation is considered intractable for dimensionality 10 or
higher [26]. The relative approximation error threshold is set
to be less than one order of magnitude, which is sufficiently
accurate for our purposes since we compute volumes of spaces
several orders of magnitudes smaller than the initial volume.
B. Comparison of Infeasiblity Certificates
We compare the infeasibility certificate based on hyperspheres proposed in [8] with the infeasibility certificate based
on hyperplanes proposed in Section III-A2. The main metric
for comparison is the volume of the remaining unclassified
space after applying the infeasibility certificates. We consider
case39 epri and case162 ieee dtc. We use the QC relaxation
for both certificates with all the bounds tightened as described
in Section III-A1. We only consider the active power generation in the input variables x and we do not consider N-1
security or uncertainty. For the certificate based on hyperplanes, we follow the algorithm outlined in Algorithm 1. For
the certificate based on hyperspheres, we assume that in each
iteration we draw a random sample from the entire input space,
and if it is infeasible we compute the closest feasible input x
by solving (8). If the distance is non-zero, we have obtained
an infeasibility certificate. We use Monte Carlo sampling with
106 samples to estimate the volume of the unclassified space
not covered by the hyperspheres.
Fig. 2 shows the variation of the unclassified input volume
with up to 50 iterations. We make the following observations
from the results. First, the hyperplane certificates shrink the
unclassified region by four orders of magnitude more than the
hyperspheres, i.e., the unclassified volumes evaluate to 10−5
versus 10−1 compared to the initial unit hypercube’s normalized volume of 1. Second, the algorithm using hyperplanes
requires significantly fewer iterations. After the first iteration,
the hyperplanes classify a substantially larger space as infeasible than the hyperspheres after 50 iterations. The reasons
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TABLE I
U NCLASSIFIED INPUT VOLUMES FOR PGL IB -OPF NETWORKS
Power system case

|x|

V BT

|HP |

V HP

− log10 (V )
|x|

AC-OPF without N-1 security and without uncertainty
case3 lmbd

4

6.3e-02

28

3.3e-02

37.0%

case5 pjm

7

1.0e+00

99

6.9e-03

30.9%

case14 ieee

6

2.4e-01

54

6.9e-04

52.7%

case24 ieee rts

20

9.2e-01

184

2.3e-06

28.2%

case30 ieee

7

6.2e-03

61

8.8e-06

72.2%

case39 epri

19

9.9e-02

203

7.0e-08

37.7%

case57 ieee

10

3.8e-02

231

4.9e-06

53.1%

case73 ieee rts

62

1.0e+00

608

6.1e-16

24.5%

case118 ieee

72

1.7e-02

1000

1.6e-17

23.3%

case162 ieee dtc

23

6.1e-04

371

1.5e-11

47.1%

case200 tamu

69

9.3e-01

1000

6.0e-11

14.8%

case300 ieee

125

1.0e-12

1000

3.4e-40

31.6%

case500 tamu

111

8.6e-02

1000

5.4e-26

22.8%

AC-OPF considering N-1 security and uncertainty

volume is 10−8 . This means that in order to identify one
sample inside the unclassified volume, we would have to
uniformly draw 108 samples from the original bounds on the
input x. This highlights the necessity of first computing the
infeasibility certificates to be able to identify the secure space.
The number of hyperplanes is below 1000 for most test cases,
indicating that Algorithm 1 has obtained a good estimation of
the unclassified volume. For the four test cases for which 1000
hyperplanes are added, the unclassified input volume could be
further reduced by increasing N1 .
To allow for comparability between test cases with different
number of degrees of freedom, we propose to use a metric
10 (V )
. The metric is motivated as follows: If
defined as − log|x|
one wants to sample 10 steps in each dimension, i.e., 10|x| ,
then this metric quantifies by how much the exponent is
reduced. Note that the value obtained in percent is not the
dimensionality reduction itself but relates to the reduction in
the orders of magnitudes of the dimensionality. This value is
between 14.8% and 72.2% for all test cases, showcasing the
general applicability of the proposed infeasibility certificate
for AC-OPF problems.

case39 epri

25

2.6e-01

271

2.0e-05

18.8%

D. Dataset Creation for PGLib-OPF Networks

case162 ieee dtc

29

2.2e-04

394

6.0e-10

31.8%

Median all cases

23

8.6e-02

271

7.0e-08

31.6%

We create datasets of operating points classified based on
their feasibility with respect to AC-OPF problems including
N-1 security and uncertainty. To this end, we first draw a
number of samples N2 = 104 from the inside of the remaining unclassified volume described in Table I and obtain a
detailed security boundary description following the approach
in Section III-B. We fit a multivariate normal distribution with
sred = 0.25 and classify N3 = 105 samples as secure or
insecure following the approach in Section III-C. In Table II,
we list the characteristics of the obtained datasets. First, note
that in the boundary identification stage, if the percentage of
secure points is above 50%, then sampling directly from the
remaining unclassified volume results in identifying secure
operating points. This is the case for the majority of test cases,
demonstrating that the infeasibility certificate is able to provide
a tight approximation of the secure spaces of non-convex ACOPF problems. For the test cases where the sampling did
not find any secure samples, the number of iterations for the
feasibility certificate could be enlarged or other relaxations
such as moment-based relaxations described in [7] could be
used to further reduce the unclassified space in Algorithm 1.
Second, the results show that sampling from a multivariate
normal distribution fitted to the boundary samples results
in identification of a large number of secure samples. The
resulting datasets are well balanced with on average 46.5%
secure samples. Note that this is an important metric for the
successful application of data-driven methods such as neural
networks [1]. The number of overall points is dependent on the
number of additional feasible samples identified by enforcing
the generators’ reactive power limits in the AC power flows
and differs between the test cases.
Regarding the computational tractability, all simulations
were carried out on a laptop and the dataset creation for

for this are twofold: First, as evident in Fig. 1, certificates
based on separating hyperplanes cover a larger volume than
hyperspheres for the same sample and second, the hyperplanes
enable the use of efficient methods for sampling uniformly
from inside the associated convex polytope [20], [26].
C. Estimating Unclassified Volumes for PGLib-OPF Networks
In the following, we compute infeasibility certificates and
the volume of the remaining unclassified input space for a
range of test cases. For this purpose, we run Algorithm 1
with the number of iterations N1 set to 1000. We evaluate the
remaining estimated volume for the bound tightening V BT
according to (7) and for the separating hyperplanes described
as a convex polytope by running the volume approximation
algorithm in [26]. In Table I, the dimensionality |x|, the
reduced unclassified volume V BT after bound tightening, the
number of hyperplanes |HP |, and the reduced unclassified
volume V HP enclosed by the separating hyperplanes is listed.
Note that both volumes are defined with respect to the unit
hypercube x ∈ [0 1]|x| normalized by the original power
system limits with volume 1, i.e., 100 .
We make several observations. First, the bound tightening
results in a moderate reduction in input dimensionality of
several orders of magnitude (10−1 to 10−4 ) for most test
cases. Second, the infeasibility certificates based on hyperplanes enable further substantial reductions in the unclassified
volume. As a result, the total unclassified volume compared
to the unit hypercube is reduced between 2 and 40 orders of
magnitude (10−2 to 10−40 ). The median of the unclassified
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TABLE II
C REATED DATASETS FOR AC-OPF P ROBLEMS
Power system case

Boundary
N2 = 104

Inside
(MVND)
N3 = 105

TABLE III
T EST SET ACCURACY OF NEURAL NETWORK CLASSIFIERS

Overall
secure

Overall
points

Power system case
case14 ieee
case39 epri
case162 ieee dtc

AC-OPF without N-1 security and without uncertainty
case3 lmbd

69.5%

36.5%

40.6%

114’389

case5 pjm

68.6%

69.4%

69.3%

125’432

case14 ieee

73.3%

59.0%

61.0%

147’047

case24 ieee rts

66.8%

44.3%

48.7%

131’158

case30 ieee

75.0%

50.2%

54.0%

124’944

case39 epri

57.2%

29.9%

33.9%

154’635

case57 ieee

58.9%

35.2%

38.9%

150’865

case73 ieee rts

63.9%

51.1%

52.7%

222’730

case118 ieee

53.2%

47.0%

47.6%

209’996

case162 ieee dtc

50.0%

40.1%

41.7%

129’165

case200 tamu

50.2%

36.6%

38.1%

177’023

case300 ieee

50.0%

32.6%

34.7%

163’087

case500 tamu

50.0%

35.4%

37.1%

174’774

58.2%

78.2%

75.2%

139’756

case162 ieee dtc

50.0%

17.9%

23.2%

121’358

Average all cases

59.7%

44.2%

46.5%

152’424

Only boundary

78.2%
74.6%
84.4%

60.5%
38.5%
49.8%

AC-OPF including N-1 security and uncertainty
case39 epri
case162 ieee dtc

AC-OPF considering N-1 security and uncertainty
case39 epri

Full dataset

AC-OPF without N-1 security and without uncertainty

the largest test cases took a few hours, with the most computationally intense task being the AC-OPF evaluations in
the boundary identification and the optimization-based bound
tightening [18]. By using high-performance computing and
parallelizing both the boundary identification and the AC
power flow computations, we expect that our approach can
scale to systems with thousands of buses. The number of samples chosen for each stage of the dataset creation method needs
to be adjusted for the data-driven application at hand, and
depends among other factors on the problem dimensionality,
the chosen classifier, and the desired prediction accuracy. A
common approach is to train and evaluate the performance of
a data-driven method on datasets of different sizes.
E. Training Neural Network Classifiers
As an illustrative data-driven application, we evaluate the
performance of a neural network classifier trained on several
of the created datasets. The neural network predicts a binary
classification, i.e., whether the input x belongs to the class
“secure” or “insecure”. We choose neural network structures
with five hidden layers where the numbers of neurons of each
hidden layer selected to be 10 times the input dimension |x|.
We split the dataset into a training set consisting of 85% of
all samples and a test set of the remaining 15%. Note that the
classifier has no information of the test set during training,
and its performance is evaluated on the test set only. This
gives a metric for how well the classifier generalizes to unseen

81.0%
93.4%

80.4%
31.9%

data. We train the neural networks using TensorFlow [22] with
standard training parameters and 250 epochs.
Table III shows the test set accuracy, i.e., the share of
correctly predicted labels for the test set. First, we use 85%
of the full dataset for training and 15% of the full dataset
for testing. Second, we only use the boundary samples from
Section III-B as training data and then test on 15% of the
full dataset. This gives us an estimation of the benefit of the
additional sampling from the fitted multivariate distribution in
Section III-C. We observe that the neural network classifier is
able to generalize from the training to the test set and achieve
high accuracy when using the full dataset. To further increase
the classification accuracy, deeper neural networks or a deep
autoencoder to identify lower-dimensional features could be
used. We observe that only relying on the boundary samples
for prediction is not sufficient for most test cases, higlighting
the importance of obtaining a representative dataset.
V. C ONCLUSION
Successful application of data-driven methods in power systems requires datasets of sufficient size, covering a wide range
of operating points. Creating a dataset that characterizes the
security boundary and sufficiently covers both secure and insecure operating regions is a highly computationally demanding
task, even for medium-sized systems, as we showed in [9].
In this paper, we propose an efficient method to create such
datasets. We focus on AC-OPF feasibility and N-1 security, as
any operating point should first satisfy static security criteria.
Future work will extend this to include dynamic security
criteria, similar to [9]. We develop an infeasibility certificate
based on separating hyperplanes which is able to classify large
portions of the input space as insecure. We show that the
infeasibility certificates reduce the unclassified input space
volumes significantly, by up to 10−40 compared to an initial
normalized input space volume of 1 (i.e., 100 ) based on defined
control variable bounds. Although the secure operating region
is a very small portion of the original input space, our method
is able to produce balanced datasets of secure and insecure
operating points, a property desired for successful applications
of data-driven methods. As an illustrative application, we
used the generated datasets to assess the performance of
neural network classifiers. Future work is directed towards
(i) utilizing convex restrictions from [27], [28] to characterize
secure spaces and (ii) exploiting high-performance computing.
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Abstract—This paper presents for the first time, to our
knowledge, a framework for verifying neural network behavior in
power system applications. Up to this moment, neural networks
have been applied in power systems as a black box; this
has presented a major barrier for their adoption in practice.
Developing a rigorous framework based on mixed-integer linear
programming, our methods can determine the range of inputs
that neural networks classify as safe or unsafe, and are able to
systematically identify adversarial examples. Such methods have
the potential to build the missing trust of power system operators
on neural networks, and unlock a series of new applications in
power systems. This paper presents the framework, methods to
assess and improve neural network robustness in power systems,
and addresses concerns related to scalability and accuracy. We
demonstrate our methods on the IEEE 9-bus, 14-bus, and 162bus systems, treating both N-1 security and small-signal stability.
Index Terms—Neural networks, mixed-integer linear programming, security assessment, small-signal stability.

I. I NTRODUCTION
A. Motivation
ACHINE learning, such as decision trees and neural
networks, has demonstrated significant potential for
highly complex classification tasks including the security
assessment of power systems [1]. However, the inability to
anticipate the behavior of neural networks, which have been
usually treated as a black box, has been posing a major
barrier in their application in safety-critical systems, such as
power systems. Recent works (e.g. [2]) have shown that neural
networks that have high prediction accuracy on unseen test
data can be highly vulnerable to so-called adversarial examples
(small input perturbations leading to false behaviour), and that
their performance is not robust. To our knowledge, the robustness of neural networks has not been systematically evaluated
in power system applications before. This is the first work that
develops provable formal guarantees of the behavior of neural
networks in power system applications. These methods allow
to evaluate the robustness and improve the interpretability of
neural networks and have the potential to build the missing
trust of power system operators in neural networks, enabling
their application in safety-critical operations.

M

B. Literature Review
Machine learning algorithms including neural networks
have been applied in power system problems for decades.
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For a comprehensive review, the interested reader is referred
to [1], [3] and references therein. A recent survey in [4]
reviews applications of (deep) reinforcement learning in power
systems. In the following, we focus on applications related to
power system operation and security. Recent examples include
[5] which compares different machine learning techniques
for probabilistic reliability assessment and shows significant
reductions in computation time compared to conventional
approaches. Neural networks obtain the highest predictive
accuracy. The works in [6], [7] rely on machine learning
techniques to learn local control policies for distributed energy
resources in distribution grids. Ref. [8] uses machine learning
to predict the result of outage scheduling under uncertainty,
while in [9] neural networks rank contingencies for security
assessment. Neural networks are used in [10] to approximate
the system security boundary and are then included in the
security-constrained optimal power flow (OPF) problem.
Recent developments in deep learning have sparked renewed
interest for power system applications [11]–[16]. There are a
range of applications for which deep learning holds significant
promise including online security assessment, system fault
diagnosis, and rolling optimization of renewable dispatch as
outlined in [11]. Deep neural networks are used in [12] to
predict the line currents for different N-1 outages. By encoding
the system state inside the hidden layers of the neural network,
the method can be applied to unseen N-2 outages with high
accuracy [13]. The work in [14] proposes a deep autoencoder
to reduce the high-dimensional input space of security assessment and increase classifier accuracy and robustness. Our
work in [15] represents power system snapshots as images to
take advantage of the advanced deep learning toolboxes for
image processing. Using convolutional neural networks, the
method assesses both N-1 security and small signal stability
at a fraction of the time required by conventional methods.
The work in [16] uses convolutional neural networks for
N-1 contingency screening of a large number of uncertainty
scenarios, and reports computational speed-ups of at least two
orders of magnitude. These results highlight the potential of
data-driven applications for online security assessment. The
black box nature of these tools, however, presents a major
obstacle towards their application in practice.
C. Main Contributions
In power system applications, to the best of our knowledge, the robustness of learning approaches based on neural
networks has so far not been systematically investigated.
Up to now, neural network performance has been evaluated
by splitting the available data in a training and a test set,
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and assessing accuracy and other statistical metrics on the
previously unseen test set data (e.g. [12]–[15]). Recent works
(e.g. [2]) have shown that neural networks that have high
prediction accuracy on unseen test data can be highly vulnerable to adversarial examples and the resulting prediction
accuracy on adversarially crafted inputs is very low [17].
Adversarial examples also exist in power system applications
as demonstrated in [18]. This highlights the importance to
develop methodologies which allow to systematically evaluate
and improve the robustness of neural networks.
In this work, we present for the first time a framework
to obtain formal guarantees of neural network behaviour for
power system applications, building on recent advances in
the machine learning literature [19]. Our contributions are
threefold. First, we evaluate the robustness of neural networks in power system applications, through a systematic
identification of adversarial examples (small input perturbations which lead to false behaviour) or by proving that no
adversarial examples can exist for a continuous range of
neural network inputs. Second, we improve the interpretability
of neural networks by obtaining provable guarantees about
how continuous input regions map to specific classifications.
Third, using systematically identified adversarial examples, we
retrain neural networks to improve robustness.
In the rest of this paper, we refer to verification as the
process of obtaining formal guarantees for neural network
behaviour. These formal guarantees are in the form of continuous input regions in which the classification of the neural
network provably does not change, i.e., no adversarial examples exist. Being able to determine the continuous range
of inputs (instead of discretized samples) that the neural
network classifies as safe or unsafe makes the neural network
interpretable. Accuracy is no longer a pure statistical metric
but can be supported by provable guarantees of neural network
behavior. This allows operators to either build trust in the
neural network and use it in real-time power system operation,
or decide to retrain it. Increasing the robustness, and provably
verifying target properties of these algorithms is therefore a
prerequisite for their application in practice. To this end, the
main contributions of our work are:
1) Using mixed-integer linear programming (MILP), we
present a neural network verification framework for
power system applications which, for continuous ranges
of inputs, can guarantee if the neural network will
classify them as safe or unsafe.
2) We present a systematic procedure to identify adversarial
examples and determine neural network input regions in
which provably no adversarial examples exist.
3) We improve the robustness of neural networks by retraining them on enriched training datasets that include
adversarial examples identified in a systematic way.
4) Formulating the verification problem as a mixed-integer
linear program, we investigate, test and apply techniques
to maintain scalability; these involve bound tightening
and weight sparsification.
5) We demonstrate our methods on the IEEE 9-bus, 14bus, and 162-bus system, treating both N-1 security and
small-signal stability. For the IEEE 9-bus system, we

re-train the neural network using identified adversarial
examples, and show improvements both in accuracy and
robustness.
This work is structured as follows: In Section II, we describe
the neural network architecture and training, in Section III we
formulate the verification problems as mixed-integer programs
and in Section IV we address tractability. In Section V we
define our simulation setup and present results on formal
guarantees for a range of power system security classifiers.
II. N EURAL N ETWORK A RCHITECTURE AND T RAINING
A. Neural Network Structure
Before moving on with the formulation of the verification
problem, in this section we explain the general structure of the
neural networks we consider in this work [20]. An illustrative
example is shown in Fig. 1. A neural network is defined by
the number K of its fully-connected hidden layers, with each
layer having Nk number of neurons (also called nodes or
hidden units), with k = 1, ..., K. The input vector is denoted
with x ∈ RN0 , and the output vector with y ∈ RNK+1 . The
input to each layer ẑk+1 is a linear combination of the output
of the previous layer, i.e. ẑk+1 = Wk zk + bk , where Wk
is a Nk+1 × Nk weight matrix and bk is a Nk+1 × 1 bias
vector between layers k and k + 1. Each neuron in the hidden
layers incorporates an activation function, z = f (ẑ), which
usually applies a non-linear transformation to the scalar input.
There is a range of possible activation functions, such as the
sigmoid function, the hyberbolic tangent, the Rectifier Linear
Unit (ReLU), and others. Recent advances in computational
power and machine learning have made possible the successful
training of deep neural networks [21]. The vast majority of
such networks use ReLU as the activation function as this has
been shown to accelerate their training [22]. For the rest of
this paper we will focus on ReLU as the chosen activation
function. A framework for neural network verification considering general activation functions such as the sigmoid function
and the hyberbolic tangent is proposed in [23]. ReLU is a
piecewise linear function defined as z = max(ẑ, 0). For each
of the hidden layers we have:
zk = max(ẑk , 0)
ẑk+1 = Wk+1 zk + bk+1

∀ k = 1, ..., K

∀ k = 0, 1, ..., K − 1

(1)
(2)

where z0 = x, i.e. the input vector. Throughout this work, the
max operator on a vector ẑk ∈ RNk is defined element-wise
as zkn = max(ẑkn , 0) with n = 1, ..., Nk . The output vector is
then obtained as follows:
y = WK+1 zK + bK+1

(3)

In this work, we will focus on classification networks, that is
each of the output states yi corresponds to a different class.
For example, within the power systems context, each operating
point x can be classified as y1 = safe or y2 = unsafe (binary
classification). The input vector x encodes the necessary information to determine the operating point, e.g. the generation
dispatch and loading in the DC optimal power flow (OPF).
Each input is classified to the category that corresponds to the
largest element of the output vector y. For example, if y1 > y2
then input x is safe, otherwise unsafe.
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function (5). Third, using back-propagation, we compute the
gradients of the loss function with respect to weights W and
biases b and update these using stochastic gradient descent (in
our simulation studies we use the Adam optimizer [25]). Then,
we return to the second step, and repeat this procedure until
a defined number of training iterations, also called epochs, is
reached. After the training has terminated, we evaluate the
neural network performance by calculating its accuracy on
the unseen test dataset Stest . This gives us a measure of the
generalization capability of the neural network. For a detailed
explanation of neural network training please refer to e.g. [26].

Input
Hidden Hidden Hidden Output
layer
layer 1 layer 2 layer 3
layer
W1 , b1 W2 , b2 W3 , b3 W4 , b4
z11
z21
z31
x1
y1
z12
z22
z32
x2
y2
z13
z23
z33
x3
z14

z24

z34

Fig. 1. Illustrative neural network for binary classification: Fully connected
neural network with three inputs x and three hidden layers. Between each
layer, a weight matrix W and bias b is applied. Each hidden layer has four
neurons with non-linear ReLU activation functions. Based on the comparison
of the two outputs y, the input is classified in one of the two categories, i.e.
y1 > y2 or y1 < y2 .

B. Neural Network Training
The training of neural networks requires a dataset of labeled
samples S, where each sample consists of the input x and
the true output classification ȳ. The dataset S is split into
a training and a testing dataset denoted with Strain and Stest ,
respectively. During training, the weights W and biases b are
optimized using the training dataset Strain with respect to a
defined objective function. Different objective functions (also
called loss functions) exist [20]. In this work we use one of
the most commonly employed for classification: the softmax
cross entropy, which is defined as follows. First, the softmax
function takes the vector of the neural network output y and
transforms it to an equal-size vector of real numbers in the
range between 0 and 1, the sum of which have to be equal to 1.
This corresponds to a probability distribution of the output of
the neural network belonging to a certain class. The probability
pi of the input belonging to the different classes i ∈ NK+1 is
defined as:
pi =

eyi
PNK+1
j=1

eyj

,

∀i ∈ NK+1

(4)

Note that e{.} refers to the exponential function here. We
define the softmax cross entropy function as:
NK+1

f (ȳ, p) = −

X

ȳi log(pi )

(5)

i=1

This objective function can be understood as the squared error
of the distance from the true classification ȳ to the probability
distribution over the classes p predicted by the neural network.
This formulation has theoretical and practical advantages over
penalizing the squared error directly [24]. During training, we
solve the following optimization problem:
min

W,b,x,y,ȳ,z,ẑ,p

f (ȳ, p)

s.t. (1), (2), (3), (4) and (5)

(6)
(7)

The training follows these steps: First, we initialize the weights
W and biases b randomly. Second, we substitute the variables
x and ȳ with the samples from the training dataset Strain . Based
on the current value of weights W and biases b, we compute
the corresponding neural network prediction y, and the loss

III. V ERIFICATION AS A M IXED -I NTEGER P ROGRAM
As the accuracy on the test dataset is not sufficient to
provide provable guarantees of neural network behavior, in
the following, we formulate verification problems that allow
us to verify target properties of neural networks and identify
adversarial examples in a rigorous manner. To this end, we
first reformulate trained neural networks as mixed-integer
programs. Then, we introduce verification problems to a) prove
the absence of adversarial examples, b) evaluate the neural
network robustness, and c) compute largest input regions
with same classification. Finally, we discuss how to include
additional constraints on the input to the neural network and
how to extend the framework to regression problems.
A. Reformulation of ReLU as Mixed-Integer Program (MIP)
First, we reformulate the ReLU function zk = max(ẑk , 0),
shown in (1), using binary variables rk ∈ {0, 1}Nk , following
the work in [19]. For all k = 1, ..., K, it holds:

min

 zk ≤ ẑk − ẑk (1 − rk ) (8a)



 zk ≥ ẑk
(8b)

zk = max(ẑk , 0) ⇒
zk ≤ ẑmax
r
(8c)
k
k




zk ≥ 0
(8d)



Nk
rk ∈ {0, 1}
(8e)

The entries of the binary vector rk signal whether the corresponding ReLU unit in layer k is active or not. Note that
the operations in (8a)–(8d) are performed element-wise. For
a ReLU unit n, if rkn = 0, the ReLU is inactive and zkn is
constrained to be zero through (8c) and (8d) given that the
expression 0 ≤ ẑk − ẑmin
is true. Conversely, if rkn is 1, then
k
n
zk is constrained to be equal to ẑkn through (8a) and (8b)
given that the expression ẑk ≤ ẑmax
is true. To ensure that
k
both expressions are always true, the bounds on the ReLU
output ẑmin and ẑmax have to be chosen sufficiently large to
not be binding, but as low as possible to provide tight bounds
in the branch-and-bound algorithm during the solution of the
MIP. In Section IV-1, we present a possible approach to tighten
these bounds using interval arithmetic (IA).
B. Formulating Verification Problems
Using (8a)-(8e), we can now verify neural network properties by formulating mixed-integer linear programs (MILPs).
Without loss of generality, in this paper we assume that the
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neural network classifies the output in only two categories:
y1 and y2 (e.g. safe and unsafe). Note that in case the neural
network outputs are of the same magnitude (y1 = y2 ), we
classify the input as ‘unsafe’; this avoids the risk of classifying
a true ‘unsafe’ operating point as ‘safe’ in those cases.
a) Verifying against adversarial examples: Assume a
given input xref is classified as y1 , i.e. for the neural network
output holds y1 > y2 . Adversarial examples are instances
close to the original input xref that result to a different
(wrong) classification [2]. Imagine for example an image of
2000×1000 pixels showing a green traffic light. An adversarial
example exists if by changing just 1 pixel at one corner of
the image, the neural network would classify it as a red light
instead of the initial classification as green (e.g. see Fig.
16 of [27]). Machine learning literature reports on a wide
range of such examples and methods for identifying them,
as they can be detrimental for safety-critical application (such
as autonomous vehicles). Due to the nature of this problem,
however, most of these methods rely on heuristics. Verification
can be a very helpful tool towards this objective as it can help
us discard areas around given inputs by providing guarantees
that no adversarial example exists [19].
Turning back to our problem, assume that the system
operator knows that within distance  from the operating point
xref the system remains safe (y1 > y2 ). If we can guarantee
that the neural network will output indeed a safe classification
for any input kx − xref k ≤ , then we can provide the operator
with the guarantees required in order to deploy methods based
on neural networks for real-time power system applications. To
this end, we can solve the following mixed-integer program:
min

x,ẑ,z,y

s.t.

y1 − y2

(9a)

(2), (3), (8a) − (8e)

(9b)

kx − xref k∗ ≤ 

(9c)

If the resulting objective function value is strictly positive (and
assuming zero optimality gap), then y1 > y2 for all kx −
xref k∗ ≤ , and we can guarantee that no adversarial input
exists within distance  from the given point. The norm in
(9c) can be chosen to be e.g. ∞-norm, 1-norm or 2-norm. In
the following, we focus on the ∞-norm, which allows us to
formulate the optimization problem (9) as MILP. In addition,
the ∞-norm has a natural interpretation of allowing each input
dimension in magnitude to vary at most by . By considering
both the 1- and ∞-norm in (9c), adversarial robustness with
respect to all lp -norms with p ≥ 2 can be achieved [28].
Conversely, in case input xref was originally classified as y2 ,
we minimize y2 − y1 in objective function (9a) instead. Note
that we model z, ẑ and y as optimization variables in the
mixed-integer program in (9), as we are searching for an input
x with output y that changes the classification. For fixed input
x these optimization variables are then uniquely determined.
b) Adversarial robustness: Instead of solving (9) for a
single  and a single operating point xref , we can solve a
series of optimization problems (9) for different values of 
and different operating points xref and assess the adversarial
accuracy as a measure of neural network robustness. The
adversarial accuracy is defined as the share of samples that

do not change classification from the correct ground-truth
classification within distance  from the given input xref . In
our simulation studies, we use all samples in the training data
or unseen test data set to evaluate the adversarial accuracy. As
such, the adversarial accuracy for a distance measure of zero
( = 0) is equal to the share of correctly predicted samples,
i.e. the prediction accuracy. The adversarial accuracy can be
used as an indicator for the robustness/brittleness of the neural
network: low adversarial accuracy for very small  is in most
cases an indicator of poor neural network performance [29].
Furthermore, utilizing this methodology, we can systematically identify adversarial examples to evaluate the adversarial robustness and re-train neural networks to improve their
adversarial robustness. First, for a range of different values
of  and using either training or test dataset, we solve the
optimization problems in (9). For all samples xref for which an
input perturbation exists within a distance of  that does change
the classification, we need to assess whether this change occurs
as the sample is located at the power system security boundary
(and the input perturbation places the adversarial input across
the boundary) or if it is in fact an adversarial example and
the change in classification indicates an incorrect boundary
prediction by the neural network. This can be achieved by
computing the ground-truth classification ȳ for the perturbed
input, e.g., by evaluating the system security and stability using
conventional methods for the identified potential adversarial
inputs, and comparing it to the neural network prediction. The
share of identified adversarial examples (i.e. false classification
changes) serves as measure of adversarial robustness.
In our simulation studies in Section V, we compute the
adversarial accuracy and identify adversarial examples for
several illustrative test cases using the proposed methodology.
In case the neural network robustness is not satisfactory,
we can use the aforementioned procedure to systematically
identify adversarial examples from the training dataset, add
these to the training dataset and re-train the neural network
by optimizing (6)–(7) using the enriched training dataset
to improve robustness. Other directions for improving the
performance of the neural network include to (i) use a dataset
creation method that provides a more detailed description of
the security boundary e.g. using the algorithm in [30], and
(ii) re-train the neural networks to be adversarially robust by
modifying the objective function (5) as outlined e.g. in [29].
c) Computing largest regions with same classification:
To establish trust of neural networks among power system
operators it is crucial to be able to determine the range of
inputs a neural network will classify as safe or unsafe. The
formulation (10) does that by computing the maximum input
range around a given input xref for which the classification
will not change. Note that we achieve this by computing
the minimum distance to a sample which does change the
classification:
min

x,ẑ,z,y,

s.t.



(10a)

(2), (3), (8a) − (8e)

(10b)

y2 ≥ y1

(10d)

kx − xref k∗ ≤ 

(10c)
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Create training and test dataset
Strain and Stest
Standard neural network training procedure:
optimize (6) – (7) using Strain
Evaluate confusion matrix and
accuracy using Strain and Stest

limited range of inputs where its results are provably 100%
accurate. Our overall methodology is illustrated in a flowchart
in Figure 2.
d) Input constraints: In all verification problems, we can
add additional constraints characterizing the admissible region
for the input vector x and, thus, can obtain larger regions with
the same classification. Given that in neural network training
it is standard practice to normalize the input between 0 and 1,
we add constraint (11) to both formulations in (9) and (10):
(11)

0≤x≤1

Use Stest ; evaluate adversarial accuracy
by solving (9) for different  and xref ;
to identify adversarial examples compute
ground-truth classification (Step A)

Is robustness
satisfactory?

yes

end

no
Use Strain and repeat previous step A;
add identified adversarial examples to Strain

Solve (10) to determine largest input
regions with guaranteed classification
Fig. 2. Flowchart illustrating the methodology: First, we create datasets
which are split into training and test set. Using the training set only, we
train the neural network. Following standard procedure, we evaluate the neural
network performance with the confusion matrix. Then, using the mixed-integer
linear reformulation of the trained neural network and the test dataset, we
evaluate the adversarial accuracy and identify adversarial examples. If the
neural network robustness is not satisfactory, we repeat this step with the
training test set, add the identified adversarial examples to the training set and
re-train the neural network. Note that we cannot use the test set for this step,
as the test set information should not be used in the training process; instead
the test set should only be used to evaluate the generalization capability on
unseen data. Finally, as shown in the last block as a separate stream, with our
methods we are also able to determine input regions around selected input
samples with guaranteed classification to provide formal guarantees for neural
network behaviour.

Here again we select the ∞-norm in (10c), turning (10) to
a MILP. If input xref is classified as y2 , then we replace
(10d) with y1 ≥ y2 instead. Solving verification problem (10)
enables us to provide the operator with guarantees that e.g. all
system states where Generator 1 produces between 50 MW
and 100 MW and Generator 2 produces between 30 MW
and 80 MW, will be classified by the neural network as safe.
Thus, the neural network is no longer a black box, and it
is up to the operator to determine if its results are accurate
enough. If they are not, the operator can retrain the neural
network with adjusted parameters to increase the accuracy
for regions the operator is mostly interested. Alternatively,
the operator can follow a risk-based approach attaching a
certain confidence/risk level to the neural network results,
or the operator can choose to use the neural network for a

These limits correspond for example to the minimum and
maximum generator limits if the generator limits are included
as part of the input vector. In Section V-B, we will show how
including the DC power balance (13) as additional constraint
on the input allows to further improve the obtained bounds in
(10a).
e) Regression problems: Note that the proposed framework can be extended to regression problems. As an example,
neural networks can be used to predict the security margin
of the power systems (e.g. the damping ratio of the least
damped mode in small signal stability analysis). Then, we
can solve verification problems of similar structure as (10)
and (9) to determine regions in which the neural network
prediction is guaranteed to deviate less than a predefined
constant from the actual value. At the same time, for a defined
region, we can compute the minimum and maximum security
margin predicted. This allows us to analyse the robustness of
regression neural networks.
IV. I MPROVING T RACTABILITY OF V ERIFICATION
P ROBLEMS
By examining the complexity of the MILPs presented in
Section 4, we make two observations. First, from (8a) – (8e)
it becomes apparent that the number of required binaries in
the MILP is equal to the number of ReLU units in the neural
network. Second, the weight matrices W are dense as the
neural network layers are fully connected. As neural networks
can potentially have several hidden layers with a large number
of hidden neurons, improving the computational tractability of
the MILP problems is necessary. To this end, we apply two
different methods from [19] and [31]: tightening the bounds
on the ReLU output, and sparsifying the weight matrices.
1) ReLU bound tightening: In the reformulation of the
maximum operator in (8a) and (8c), we introduced upper
and lower bounds ẑmax and ẑmin , respectively. Without any
specific knowledge about the bounds, these have to be set to a
large value in order not to become binding. A computationally
cheap approach to tighten the ReLU bounds is through interval
arithmetic (IA) [19]. We propagate the initial bounds on the
input zmin
= xmin , zmax
= xmax through each layer to obtain
0
0
individual bounds on each ReLU in layer k = 1, ..., K:
min,+
+
−
ẑmax
= Wk−1
ẑmax,+
k
k−1 + Wk−1 ẑk−1 + bk−1

ẑmin
k

=

+
Wk−1
ẑmin,+
k−1

+

−
Wk−1
ẑmax,+
k−1

+ bk−1

(12a)
(12b)

The max and min-operator are denoted in compact form as:
x+ = max(x, 0) and x− = min(x, 0). For example, in
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our simulation studies, we restrict the input x to be between
xmax = 0 and xmin = 1. Then, the bounds on the first layer
evaluate to ẑmax
= W0+ 1 + b0 and ẑmin
= W0− 1 + b0 . The
1
1
bounds for the remaining layers can be obtained by applying
(12) sequentially. Methods to compute tighter bounds also
exist, e.g. by solving an LP relaxation while minimizing or
maximizing the ReLU bounds [32], but this is out of scope of
this paper.
2) Training Neural Networks for Easier Verifiability:
A second possible approach to increase the computational
tractability of the verification problems is to (re-)train the
neural network with the additional goal to sparsify the weight
matrices W. Here, we rely on an automated gradual pruning
algorithm proposed in [31]. Starting from 0% sparsity, where
all weight matrices W are non-zero, a defined share of the
weight entries are set to zero. The weight entries selected
are those with the smallest absolute magnitude. Subsequently,
the neural network is re-trained for the updated sparsified
structure. This procedure is repeated until a certain sparsity
target is achieved. There are two important observations: First,
through sparsification the classification accuracy can decrease,
as less degrees of freedom are available during training. Second, larger sparsified networks can achieve better performance
than smaller dense networks [31]. As a result, by forming
slightly larger neural networks we can maintain the required
accuracy while achieving sparsity. As we will see in Section V,
sparsification maintains a high classification accuracy and,
thus, a significant computational speed-up is achieved when
solving the MILPs. As a further benefit of sparsification, the
interpretability of the neural network increases, as the only
neuron connections kept are the ones that have the strongest
contribution to the classification. Computational tractability
can further increase by pruning ReLUs during training, i.e.
fixing them to be either active or inactive, in order to eliminate
the corresponding binaries in the MILP [33]. This approach
along with the LP relaxation for bound tightening will be
object of our future work.
V. S IMULATION AND R ESULTS
A. Simulation Setup
The goal of the following simulation studies is to illustrate
the proposed methodology for neural networks which classify
operating points as ‘safe’ or ‘unsafe’ with respect to different
power system security criteria. The neural network input
x encodes variables such as active generator dispatch and
uniquely determines an operating point. The neural network
output y corresponds to the two possible classifications: ‘safe’
or ‘unsafe’ with respect to the specified security criteria.
In the following, we will present four case studies. The first
two case studies use a 9-bus and 162-bus system, respectively.
The security criteria is feasibility to the N-1 security constrained DC optimality power flow (OPF). The third case study
uses a 14-bus system and as security criteria the combined
feasibility to the N-1 security constrained AC-OPF and smallsignal stability. The fourth case study uses a 162-bus system
and as security criteria the feasiblity to the N-1 security
constrained AC-OPF under uncertainty. The details of the

OPF formulations are provided in the Appendix. Please note
that in both the formulation of the N-1 security constrained
DC- and AC-OPF we do not consider load shedding, as this
should be avoided at all times. Here, the goal is to provide the
system operator with a tool to rapidly screen a large number
of possible operating points and identify possible critical
scenarios. For these critical scenarios only, a more dedicated
security constrained OPF could be solved to minimize the cost
of load shedding or to redispatch generation units.
To train the neural networks to predict these security criteria,
it is necessary to have a dataset of labeled samples that map
operating points (neural network inputs x) to an output security classification ȳ. The neural network predicts the output y
which should be as close as possible to the ground truth ȳ. We
train the neural network as outlined in Section II to achieve
satisfactory predictive performance and extract the weights
W and biases b obtained. Then, based on these, we can
formulate the verification problems in (9) and (10) to derive
formal guarantees and assess and improve the robustness of
these neural networks including the existence of adversarial
examples. For a detailed overview of our methodology please
refer to the flowchart in Figure 2.
The created dataset can include both historical and simulated operating points. Absent historical data in this paper,
we created simulated data for our studies. We will detail the
dataset creation for each case study in the corresponding subsection. To facilitate a more efficient neural network training
procedure, we normalize each entry of the input vector x to
be between 0 and 1 using the upper and lower bounds of the
variables (we do that for all samples x ∈ S). Empirically, this
has been shown to improve classifier performance.
After creating the training dataset, we export it to TensorFlow [25] for the neural network training. We split the dataset
into a training set and a test set. We choose to use 85% of
samples for training and 15% for testing. During training,
we minimize the cross-entropy loss function (5) using the
Adam optimizer with stochastic gradient descent [25], and use
the default options in TensorFlow for training. In the cases
where we need to enforce a certain sparsity of the weight
matrices we re-train with the same objective function (5), but
during training we reduce the number of non-zero weights
until a certain level of sparsity is achieved, as explained in
Section IV-2. To allow for the neural network verification
and the identification of adversarial examples, after the neural
network training we export the weight matrices W and biases
b in YALMIP, formulate the MILPs, and solve them with
Gurobi. If not noted otherwise, we solve all MILPs to zero
optimality gap, and as a result obtain the globally optimal
solution. All simulations are carried out on a laptop with
processor Intel(R) Core(TM) i7-7820HQ CPU @ 2.90 GHz
and 32GB RAM.
B. Neural Network Verification for the IEEE 9-bus system
1) Test Case Setup: For the first case study, we consider
a modified IEEE 9-bus system shown in Fig. 3. This system
has three generators and one wind farm. We assume that the
load at bus 7 is uncertain and can vary between 0 MW and
200 MW. The wind farm output is uncertain as well and
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TABLE I
C ONFUSION MATRICES FOR IEEE 9- BUS TEST CASE

3

L3
9

5

L2

G3
L1

Neural network without sparsified weight matrices
Test samples: 1500

W1

4
1
G1

Fig. 3. Modified IEEE 9-bus system with wind farm W 1 at bus 5, and
uncertain load L3 at bus 7. Generation and loading marked in blue correspond
to the input vector x of the neural network.

Unsafe

311
11

15
1163

Accuracy

98.3%
Neural network with 80% sparsified weight matrices
Test samples: 1500

Predicted: Safe

Unsafe

308
15

18
1159

True: Safe (326)
True: Unsafe (1174)

Accuracy

97.8%

PG3 (norm.)

can vary between 0 MW and 300 MW. The line limits are
increased by 25% to accommodate the added wind generation
and increased loading. Remaining parameters are defined
according to [34]. As mentioned in the previous subsection,
in this case we employ the N-1 security for the DC power
flow as a security criterion. If the SC-DC-OPF results to
infeasibility, then the sample is ‘unsafe’. We consider the
single outage of each of the six transmission lines and use
MATPOWER to run the DC power flows for each contingency
fixing the generation and load to the defined operating point.
We evaluate the violation of active generator and active line
limits to determine wheter an operating point is ‘safe’ or
‘unsafe’. We create a dataset of 10’000 possible operating
points with input vector x = [PG2 PG3 PL3 PW 1 ], which are
classified y = {y1 = safe , y2 = unsafe}. Note that the first
generator PG1 is the slack bus and its power output is uniquely
determined through the dispatch of the other units; therefore, it
is not considered as input to the neural network. The possible
operating points are sampled using Latin hypercube sampling
[35] which ensures that the distance between each sample is
maximized.
To compute the ground-truth (and thus be able to assess the
neural network performance) we use a custom implementation
of the N-1 preventive security constrained DC-OPF (SC-DCOPF) in YALMIP using pre-built functions of MATPOWER
to compute the bus and line admittance matrix for the intact
and outaged system state. We model the the uncertain loads
and generators as optimization variables. With ground truth,
we refer to the region around an infeasible sample for which
we can guarantee that no input exists which is feasible to the
SC-DC-OPF problem. We can compute this by minimizing
the distance from an infeasible sample to a feasible operation
point. For the detailed mathematical formulation of the N-1
security constrained DC-OPF and the ground truth evaluation
please refer to Appendix A-B.
2) Neural Network Training: Using the created dataset,
we train two neural networks which only differ with respect
to the enforced sparsity of the weight matrices. Employing
loss function (5), the first neural network is trained with
dense weight matrices. Using this as a starting point for the
retraining, on the second neural network we enforce 80%
sparsity, i.e. only 20% of the entries are allowed to be nonzero. In both cases, the neural network architecture comprises
three hidden layers with 50 neurons each, as this allows us to
achieve high accuracy without over-fitting. For comparison, if
we would only train a single-layer neural network with 150
neurons, the maximum test set classification accuracy is only
90.7%, highlighting the need for a multi-layer architecture.

Predicted: Safe

True: Safe (326)
True: Unsafe (1174)

1

1

0.8

0.8

0.6

0.6

0.4

0.4

0.2

0.2

0

0

0.2 0.4 0.6 0.8
PG2 (norm.)

correct safe

correct unsafe

1

0

0

misclassified

0.2 0.4 0.6 0.8
PG2 (norm.)

1

verification samples

Fig. 4. Regions around four verification samples in which the classification
is guaranteed not to change. The left figure uses the neural network without
sparse weight matrices, and the right figure uses the neural network with
imposed 80% sparsity on the weight matrices. For visualization purposes, the
load PL3 and wind level PW 1 are fixed to 40% and 1’000 new samples are
created and classified according to the respective neural network.

Our three-layer neural network without sparsity has a classification accuracy of 98.3% on the test set and 98.4% on the
training set. This illustrates that neural networks can predict
with high accuracy whether an operating point is safe or
unsafe. If we allow only 20% of the weight matrix entries
to be non-zero and re-train the three-layer neural network,
the classification accuracy evaluates to 97.8% on the test set
and 97.3% on the training set. The corresponding confusion
matrices for both neural networks for the test set are shown
in Table I. As we see, the sparsification of the neural network
leads to a small reduction of 0.5% in classification accuracy,
since less degrees of freedom are available during training. The
benefits from sparsification are, however, substantially more
significant. As we will see later in our analysis, sparsification
substantially increases the computational tractability of verification problems, and leads to an increase in interpretability of
the neural network.
3) Visualization of Verification Samples: To be able to
visualize the input regions for which we can guarantee that
the trained neural networks will not change their classification,
we shall reduce the input dimensionality. For this reason, we
will study here only a single uncertainty realization, where
we assume that both the load PL3 and wind power output
PW 1 amount to 40% of their normalized output (note that
our results apply to all possible inputs). The resulting input
space is two-dimensional and includes generators PG2 and
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PG3 . For visualization purposes only, we take 1’000 new
samples from the reduced two-dimensional space and classify
them with the neural networks as safe or unsafe. In addition,
we compute their true classification using MATPOWER. The
resulting classified input spaces are shown in Fig. 4 with the
left figure corresponding to the neural network with full weight
matrices, and the right figure to the sparsified weight matrices.
We can observe that misclassifications occur at the security
boundary. This is to be expected as the sampling for this
visualization is significantly more dense than the one used for
training. What is important here to observe though, is that even
if the neural network on the right contains only 20% of the
original number of non-zero weights, the neural networks have
visually comparable performance in terms of classification
accuracy. As a next step, we solve the verification problem
described in (10). In that, for several samples xref we compute
the minimum perturbation  that changes the classification.
We visualize the obtained regions using black boxes around
the verification samples in Fig. 4. The average solving time
in Gurobi is 5.5 s for the non-sparsified and 0.3 s for the
sparsified neural network. We see that by sparsifying the
weights we achieve a 20× computational speed-up. Solving
the MILP to zero optimality gap, we are guaranteed that within
the region defined by the black boxes around the verification
samples no input exists which can change the classification.
4) Provable Guarantees: In the following, we want to
provide several provable guarantees of behaviour for both
neural networks while considering the entire input space.
For this purpose, we solve verification problems of the form
(10). Since the neural network input x is normalized between
0 ≤ x ≤ 1 based on the bounds of the input variables, we
include the corresponding constraint (11) in the verification
problem. Similarly, no input to the neural network would
violate the limits of the slack bus generator PG1 . These inputs
could be directly classified as unsafe. Even if PG1 is not part
of the input, its limits can be defined based on the input x
through the DC power balance, as shown in (13):
min
max
PG1
≤ PL1 + PL2 + PL3 − PG2 − PG3 − PW 1 ≤ PG1
,
(13)

where x = [PG2 , PG3 , PL3 , PW 1 ]T . The DC power balance
ensures that the system generation equals the system loading.
As a result, the slack bus has to compensate the difference
between system loading and generation. In this section, we
show how additional a-priori qualifications of the input such
as (13), affect the size of the regions in which we can guarantee
a certain classification.
In Table II, we compare the obtained bounds to the ground
truth provided by the SC-DCOPF and report the computational
time for three properties, when we do not include and when we
do include the power balance constraint. The second reported
computational time uses the tightened ReLU bounds (12) with
interval arithmetic (IA) (see Section IV-1 for details on the
method). The first property is the size of the largest region
around the operating point xref = 1 (1-vector) with the same
guaranteed classification. This operating point corresponds to
the maximum generation and loading of the system. For this
input, the classification of the neural networks is known to be

TABLE II
V ERIFICATION OF N EURAL N ETWORK P ROPERTIES FOR 9- BUS SYSTEM
w/o power balance


Property 1: ∀x ∈ [0, 1] : |x − 1|∞ ≤ 
NN (w/o sparsity) 50.7%
NN (80% sparsity) 48.7%
SC-DC-OPF
53.7%

with power balance

Sol. Time (s)



−→ Classification: insecure

2.7 | IA: 1.1 54.4%
0.3 | IA: 0.2 54.4%
- 53.7%

Property 2: ∀x ∈ [0, 1] : |x − 0|∞ ≤ 

Sol. Time (s)
1.5 | IA: 1.3
0.3 | IA: 0.2
-

−→ Classification: secure

NN (w/o sparsity) 29.2% 501.9 | IA: 400.7 29.3% 473.0 | IA: 817.9
NN (80% sparsity) 32.7%
3.3 | IA: 1.1 32.7%
2.1 | IA: 1.6
SC-DC-OPF1
31.7%
- 31.7%
Property 3: ∃x ∈ [0, 1] : |PW 2 − 0|∞ ≤ 
NN (w/o sparsity)
NN (80% sparsity)
SC-DC-OPF
2 The SC-DC-OPF
We compute this

−→ Classification: secure

97.4%
12.2 | IA: 11.4 90.3%
6.5 | IA: 3.7
99.1%
0.4 | IA: 0.3 89.0%
0.4 | IA: 0.3
92.5%
- 92.5%
can only provide infeasbility certificates.
by re-sampling a very large number of samples.

unsafe. We observe for both neural networks that when the
power balance constraint is not included in the verification
problem, the input region guaranteed to be classified as unsafe
is smaller than the ground truth of 53.7% (provided by the SCDC-OPF). By including the power balance in the verification
problem, the input region classified as unsafe is significantly
enlarged and more closely matches the target of 53.7%.
For the second property, we consider the region around the
operating point where all generating units and the load are
at their lower bound, i.e., xref = 0. This point corresponds
to a low loading of the system and is therefore secure (i.e.
no line overloadings, etc.). We solve the verification problem
minimizing the distance from xref = 0 leading to an insecure
classification. In this way, we obtain the maximum region
described as hyper-cube around the zero vector in which
the classification is guaranteed to be always ‘safe’. We can
observe in this case that the neural network without sparsity
slightly underestimates while the neural network with 80%
sparsity slightly overestimates the safe region compared to
the ground truth (31.7%). Sparsification allows a 150×–500×
computational speed-up (two orders of magnitude). For this
property, including the power balance constraint does not
change the obtained bounds.
The third property we analyze is the maximum wind infeed
for which the neural network identifies a secure dispatch.
To this end, we solve the verification problem by maximizing the wind infeed PW 1 in the objective function while
maintaining a secure classification. The true maximum wind
infeed obtained by solving this problem directly with the SCDC-OPF is 92.5%, i.e. 277.5 MW can be accommodated. If
we do not enforce constraint (13), then we observe that the
obtained bounds 97.4% and 99.12% are not tight. This happens
because the obtained solutions x from (10) keep generation
and loading to zero and only maximize wind power; this
violates the generator bounds on the slack bus, as it has to
absorb all the generated wind power. Enforcing the DC power
balance (13) in the verification problem allows a more accurate
representation of the true admissible inputs, and we obtain
significantly improved bounds of 90.3% and 89.0%.
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TABLE III
C ONFUSION MATRIX FOR IEEE 162- BUS TEST CASE ( WITH SPARSITY )

10

Test samples: 3000

1
0.1
0.01

True: Safe (1507)
True: Unsafe (1493)
0.1

1

10

 (%)
100% – adversarial accuracy
adversarial and misclassified samples

Predicted: Safe Unsafe Accuracy
1501
11

Accuracy

6
1482
99.4%

misclassified samples

Fig. 5. Adversarial accuracy, and share of adversarial and misclassified
samples are shown for the test data set of the 9 bus test case and different
levels of input perturbation . The adversarial accuracy refers to the share
of correctly classified samples, for which no input perturbation exists which
changes the classification within distance  of that sample (by solving (9)
for each sample). Please note that both axes are logarithmic, and 100%
minus the adversarial accuracy is shown, i.e. the share of samples which are
not adversarially robust. Out of these, to determine whether an adversarial
example has been identified, the ground-truth classification is computed. The
dashed lines show the performance of the re-trained neural network when
adding 1’152 identified adversarial examples from the training dataset to the
updated training dataset. It can be observed that both prediction accuracy and
adversarial robustness, i.e. the share of adversarial examples, are significantly
improved.

For all three properties, we observe that both interval arithmetic (IA) and weight sparsification improve computational
tractability, in most instances achieving the lowest solver times
when used combined. From the two, weight sparsification has
the most substantial effect as it allows to reduce the number
of binaries in the resulting MILP problem.
5) Adversarial robustness and re-training: In Fig. 5, the
adversarial robustness and the share of adversarial and misclassified samples are shown for the test dataset and different
magnitudes of input perturbation  in the range from 0.01% to
10%, following the methodology described in Fig. 2. The full
lines are computed using the sparsified neural network with
performance described in the confusion matrix in Table I. The
sparsified neural network has a predictive accuracy of 97.8%
on the training dataset, i.e. 2.2% of test samples are misclassified. It can be observed that for small input perturbations 
the share of adversarial and misclassified samples increases to
3.5%, i.e. for an additional 1.3% of test samples the identified
adversarial input leads to a wrong misclassification. Increasing
the input perturbation  to 10%, these shares increase to 5.1%
and 2.9%, respectively. This indicates that parts of the security
boundary are not correctly represented by the neural network.
To improve performance, we run the same methodology for
the training dataset of 8’500 samples, and include all identified
adversarial examples of the training dataset (a total of 1’152
samples) in the updated training dataset and re-train the neural
network. Note that we only use the training dataset for this
step as the unseen test dataset is used to evaluate the neural
network performance. The resulting performance is depicted
with dashed lines in Fig. 5. Re-training the neural network has
two benefits in this test case: First, it improves the predictive
accuracy on the unseen test data from 97.8% to 99.5%, i.e.
only 0.5% of test samples are misclassified. Second, the share
of identified adversarial samples is reduced, for  = 1% from
1.3% to 0.7% and for  = 1% from 2.9% to 0.9%, showing
improved neural network robustness. At the same time, it can
be observed that for perturbations larger than  = 1%, the

adversarial accuracy is similar between both networks. This
shows that in this case for a large amount of samples an
adversarial input can be identified which correctly leads to
a different classification, i.e. the adversarial input moves the
operating point across the true security boundary and is not
an adversarial example leading to a false misclassification.
The neural network robustness could be further improved by
repeating this procedure for additional iterations.
C. Scalability for IEEE 162-bus system
1) Test Case Setup: For the second case study, we consider the IEEE 162-bus system with parameters taken from
[34]. We add five uncertain wind generators located at buses
{3, 20, 25, 80, 95} with a rated power of 500 MW each.
As security criterion, we consider again N-1 security based
on DC power flow, considering the outage of 24 critical
lines: {22, ..., 27, 144, ..., 151, 272, ..., 279}. The input vector
is defined as x = [PG1 −G12 PW1 −W5 ]T . To construct the
dataset for the neural network training, we first apply a
bound tightening of the generator active power bounds, i.e.
we maximize and minimize the corresponding bound considering the N-1 SC-DC-OPF constraints. The tightened bounds
exclude regions in which the SC-DC-OPF is guaranteed to be
infeasible and therefore allows to decrease the input space.
In the remaining input space, we draw 10’000 samples using
Latin hypercube sampling and classify them as safe or unsafe.
As usual in power system problems, the ‘safe’ class is substantially smaller than the ‘unsafe’ class, since the true safe
region is only a small subset of the eligible input space. To
mitigate the dataset imbalance, we compute the closest feasible
dispatch for each of the infeasible samples by solving an SCDC-OPF problem and using the ∞-norm as distance metric.
As a result, we obtain a balanced dataset of approximately
20’000 samples.
2) Neural Network Training: We choose a neural network
architecture with 4 layers of 100 ReLU units at each layer,
as the input dimension increases from 4 to 17 compared to
the 9-bus system. We train again two neural networks: one
without enforcing sparsity and a second with 80% sparsity. The
trained four-layer network without sparsity has a classification
accuracy 99.3% on the test set and 99.7% on the training set.
For the sparsified network, these metrics evaluate to 99.7%
for the test set and 99.4% for the training set. The confusion
matrix of the sparsified network is shown in Table III and it
can be observed that the neural network has high accuracy in
classifying both safe and unsafe operating points.
3) Provable Guarantees: Assuming the given load profile,
the property of interest is to determine the minimum distance
from zero generation xref = 0 to a feasible (‘safe’) solution.
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TABLE IV
V ERIFICATION OF N EURAL N ETWORK P ROPERTIES FOR 162- BUS SYSTEM
w/o power balance

with power balance

Sol. Time (s)



Property 1: ∀x ∈ [0, 1] : |x − 0|∞ ≤ 

Sol. Time (s)



−→ Classification: insecure

NN (w/o sparsity)
> 50 min
NN (80% sparsity) 59.4% 560 | IA: 1217 65.5%
SC-DC-OPF
66.2%
- 66.2%

> 50 min
22 | IA: 30
-

Test samples: 1500
True (15): Safe
True (1485): Unsafe

Predicted: Safe Unsafe Accuracy
12
0

3
1485

Accuracy

99.8%

input space. As for the 9 bus test case, a re-training of the
neural network by including identified adversarial examples
in the training data set could improve performance.

100
(%)

TABLE V
C ONFUSION MATRIX FOR IEEE 14- BUS TEST CASE ( WITH SPARSITY )
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D. N-1 Security and Small Signal Stability
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 (%)
100% – adversarial accuracy
adversarial and misclassified samples

misclassified samples

Fig. 6. Adversarial accuracy, and share of adversarial and misclassified
samples are shown for the test data set of the 162 bus test case and different
levels of input perturbation . The adversarial accuracy refers to the share
of correctly classified samples, for which no input perturbation exists which
changes the classification within distance  of that sample (by solving (9)
for each sample). Please note that both axes are logarithmic, and 100%
minus the adversarial accuracy is shown, i.e. the share of samples which are
not adversarially robust. Out of these, to determine whether an adversarial
example has been identified, the ground-truth classification is computed.

In Table IV, we compare the result of the verification problem
with the ground truth obtained from solving the SC-DCOPF problem. We can see that the bound of 59.4% we
obtain without including the DC power balance is not tight
compared to the ground truth of 66.2%. Including the DC
power balance increases the bound to 65.2% which is reasonably close, indicating satisfactory performance with respect to
this property. This confirms the findings for the 9-bus (cmp.
Tables II and IV) showing that including the additional power
balance constraint in the verification problems leads to bounds
on  closer to the ground-truth. Regarding computational
time, we can observe that for this larger neural network, the
sparsification of the weight matrices becomes a requirement to
achieve tractability. For both cases with and without including
the DC power balance, the MILP solver did not identify a
solution after 50 minutes for the non-sparsified network.
4) Adversarial Robustness: In Fig. 6, the adversarial accuracy, and share of adversarial and misclassified samples are
computed for the test data set and different levels of input
perturbation . It can be noted that for small input perturbations
 ≤ 1% the adversarial accuracy is above 99% (i.e. for
> 99% of test samples no input exists which can change
the classification), indicating neural network robustness. For
larger input perturbations, the adversarial accuracy decreases
as system input perturbations can move the operating point
across system security boundaries. The number of identified
adversarial examples increases as well. For a large input perturbation  = 10% for 129 (4.3%) test samples an adversarial
input exists which falsely changes the classification. This
indicates that the security boundary estimation of the neural
network is inaccurate in some parts of the high-dimensional

Security classifiers using neural networks can screen operating points for security assessment several orders of magnitudes
faster than conventional methods [15]. There is, however, a
need to obtain guarantees for the behaviour of these classifiers.
We show in the following how our framework allows us to
analyse the performance of a classifier for both N-1 security
and small signal stability.
1) Dataset Creation: For the third case study, we consider
the IEEE 14-bus system [34] and create a dataset of operating
points which are classified according to their feasibility to both
the N-1 SC-AC-OPF problem and small signal stability. We
consider the outages of all lines except lines 7-8 and 6-13,
as the 14 bus test case is not N-1 secure for these two line
outages. Furthermore, we assume that if an outage occurs, the
apparent branch flow limits are increased by 12.5% resembling
an emergency overloading capability. We use a simple bruteforce sampling strategy to create a dataset of 10’000 equally
spaced points in the four input dimensions x = [PG2−G5 ].
The generator automatic voltage regulators (AVRs) are fixed
to the set-points defined in [34]. For each of these operating
points, we run an AC power flow and the small-signal stability
analysis for each contingency. Operating points which satisfy
operational constraints and the eigenvalues of the linearized
system matrix have negative real parts for all contingencies
are classified as ’safe’ and ’unsafe’ otherwise. Note that,
similar to the 162-bus case, the dataset is unbalanced as
only 1.36% of the overall created samples are feasible. A
method to create balanced datasets for both static and dynamic
security is object of future work. For the full mathematical
details on the N-1 SC-AC-OPF formulation and the smallsignal stability constraints, please refer to Appendices A-C
and A-D, respectively.
2) Neural Network Training and Performance: We choose
a three-layer neural network with 50 neurons for each layer,
as in Section V-B. Based on the analysis of the previous case
studies, here we only train an 80% sparsified network. The
network achieves the same accuracy of 99.8% both on the
training and on the test set. The confusion matrix on the
test set is shown in Table V. Note that here the accuracy
does not carry sufficient information as a metric of the neural
network performance, as simply classifying all samples as
unsafe would lead to a test set accuracy of 99.0% due to the
unbalanced classes. Besides the use of supplementary metrics,
such as specificity and recall (see e.g. [15]), obtaining provable
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Fig. 7. Adversarial accuracy, and share of adversarial and misclassified
samples are shown for the test data set of the 14 bus test case and different
levels of input perturbation . The adversarial accuracy refers to the share
of correctly classified samples, for which no input perturbation exists which
changes the classification within distance  of that sample (by solving (9)
for each sample). Please note that both axes are logarithmic, and 100%
minus the adversarial accuracy is shown, i.e. the share of samples which are
not adversarially robust. Out of these, to determine whether an adversarial
example has been identified, the ground-truth classification is computed.

guarantees of the neural network behavior becomes, therefore,
of high importance.
One of the main motivations for data-driven approaches
are their computational speed-up compared to conventional
methods. To assess the computational complexity, we compare
the computational time required for evaluating 1’000 randomly
sampled operating points using AC power flows and the smallsignal model to using the trained neural network to predict
power system security. We find that, on average, computing the
AC power flows and small-signal model for all contingencies
takes 0.22 s, and evaluating the neural network 7 × 10−5 s,
translating to a computational speed up of factor 1000 (three
orders of magnitude). Similar computational speed-ups are
reported in [15], [16] for deep learning applications to system
security assessment. Note that the works in [15], [16] do not
provide performance guarantees and do not examine robustness. Contrary, in the following, we provide formal guarantees
for the performance of the security classifier by analysing the
adversarial accuracy and identifying adversarial examples.
3) Evaluating Adversarial Accuracy: Adversarial accuracy
identifies the number of samples whose classification changes
from the ground-truth classification if we perform a perturbation to their input. Assuming that points in the neighborhood
of a given sample should share the same classification, e.g.
points around a ‘safe’ sample would likely be safe, a possible
classification change indicates that we are either very close
to the security boundary or we might have discovered an
adversarial example. Carrying out this procedure for our
whole test dataset, we would expect that in most cases the
classification in the vicinity of the sample will not change
(except for the comparably small number of samples that
is close to the security boundary). In Fig. 7 the adversarial
accuracy is depicted for the sparsified neural network. It can
be observed that for small perturbations, i.e.  ≤ 1%, the
adversarial accuracy stays well above 99%; that is, for 99% of
test samples no input exists within distance of  which changes
the classification. Only if large perturbations to the input are
allowed (i.e.  ≥ 1%) the adversarial accuracy decreases.
This shows that the classification of our neural network is
adversarially robust in most instances. Note that the adversarial
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true safe
true unsafe
adversarial example
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Fig. 8. Classification of 400 new equally spaced samples for the IEEE 14-bus
system. For 2-D visualization purposes, the active power of PG2 and PG5
are fixed to their maximum output. Blue stars mark identified adversarial
examples. For these samples a small input perturbation exist which falsely
changes the classification. The reason is the inaccurate prediction of the system
security boundary.

accuracy only makes a statement regarding the classification
by the neural network and is not related to the ground truth
classification. In a subsequent step, as we show in the next
paragraph, we need to assess whether identified samples are
in fact misclassified.
4) Identifying Adversarial Examples: Having identified regions where adversarial examples may exist, we can now
proceed with determining if they truly exist. The resulting
share of identified adversarial examples is shown in Fig. 7.
Focusing on the test samples which are not adversarially robust
for small , i.e.  ≤ 1%, we identify an adversarial example
for the sample x = [1.0 1.0 0.4444 0.7778] with classification
‘safe’. Modifying this input only by  = 0.5%, we identify the
adversarial input xadv = [0.9950 0.9950 0.4394 0.7728] which
falsely changes the classification to ‘unsafe’, i.e. yadv,1 >
yadv,2 . Allowing an input modification of magnitude  = 1%,
we identify two additional adversarial examples for inputs x =
[1.0 1.0 0.6667 0.5556] and x = [1.0 1.0 0.7778 0.4444] with
classification ‘safe’, respectively. These have the corresponding adversarial inputs xadv = [0.9750 0.9750 0.6417 0.5306]
and xadv = [0.9750 0.9750 0.7528 0.4194] which falsely
change the classification to ‘unsafe’, respectively.
For illustrative purposes in Fig. 8, we re-sample 400 equally
spaced samples and compute both the neural network prediction and ground truth. In Fig. 8 the location of the adversarial
examples is marked by a star. We can observe that the neural
network boundary prediction is not precise and as a result,
the adversarial inputs get falsely classified as unsafe. This
highlights the additional benefit of the presented framework
to identify adversarial examples, and subsequently regions in
which additional detailed sampling for re-training the classifier
is necessary.
E. N-1 Security and Uncertainty
For the fourth case study, to further demonstrate scalability
of our methodology, we use the IEEE 162 bus test case
with parameters defined in [36], and train a neural network
to predict power system security with respect to the N-1
security constrained AC-OPF under uncertainty. Compared to
the previous 14 bus test case, we assume that the voltage setpoints of generators can vary within their defined limits (i.e.
they are part of the input vector x), and we consider both
uncertain injections in power generation and demand. For the
N-1 security assessment, we consider the possible outages
of lines {6, 8, 24, 50, 128}, assuming the same parameters
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Test samples: 18204
True: Safe (4260)
True: Unsafe (13944)
Accuracy

Predicted: Safe Unsafe Accuracy
3148
609

1112
13335

100
(%)

TABLE VI
C ONFUSION MATRIX FOR IEEE 162- BUS TEST CASE (N-1 SECURITY
AC-OPF AND U NCERTAINTY )

10
0.01

90.5%

for the outaged system state as for the intact system state.
Furthermore, we place 3 wind farms with rated power of
500 MW and consider 3 uncertain loads with ±50% variability, i.e., a total of 6 uncertain power injections, at buses
{60, 90, 145, 3, 8, 52}. For all uncertain injections, we assume
a power factor cos φ = 1.
1) Dataset creation: As the resulting input dimension of
the considered test case is high (29 inputs) and large parts
of the input space correspond to infeasible operating points,
a sampling strategy based on Latin hypercube sampling from
the entire input space is not successful at recovering feasible
samples. To create the dataset, we rely on an efficient dataset
creation method proposed in [37]. The dataset creation method
consists of several steps. First, all the upper and lower bounds
in the AC-OPF problem and on the input variables in x are
tightened using bound tightening algorithms in [38] and [39].
Second, relying on infeasibility certificates based on convex
relaxations of the AC-OPF, large parts of the input space
can be characterized as infeasible, i.e. ‘unsafe’ with respect
to the power system security criteria. These infeasibility
certificates take the form of hyperplanes and the remaining
unclassified space can be described as a convex polyhedron
Ax ≤ b. Third, a large number of samples (here 10’000)
are sampled uniformly from inside the convex polyhedron
and their classification is computed. For infeasible samples,
the closest feasible sample is determined to characterize the
security boundary. Finally, a Gaussian distribution is fitted to
the feasible boundary samples, and an additional large number
of samples (here 100’000) are sampled from this distribution
and their feasibility to the N-1 security constrained AC-OPF is
assessed. This methodology results to a database of 121’358
samples out of which 23.2% correspond to ‘safe’ operating
points. Note that computing the infeasibility certificates allows
to reduce the considered input volume from a normalized
volume of 1 (i.e. all bounds on x are between 0 and 1) to
a volume of 6 × 10−10 . This highlights the need for advanced
methods for dataset creation, as direct sampling strategies
are not able to produce balanced datasets balanced of ‘safe’
and ‘unsafe’ operating points. For more details on the dataset
creation method, for brevity, the reader is referred to [37].
2) Neural Network Training and Adversarial Robustness:
We train a neural network with 3 hidden layers of 100 neurons
each and enforce a weight sparsity of 80%. The neural network
has an accuracy of 91.3% on the training dataset and 90.5%
on the test dataset. The confusion matrix for the test dataset is
shown in Table VI. Similar to previous test cases, we evaluate
the adversarial accuracy in Fig. 9. We find that the neural
network is not adversarially robust, already for an input modification of  = 0.1% for 4.2% of test samples an adversarial
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adversarial and misclassified samples

misclassified samples

Fig. 9. Adversarial accuracy, and share of adversarial and misclassified
samples are shown for the test data set of the 162 bus test case (N-1 security
and uncertainty) and different levels of input perturbation . The adversarial
accuracy refers to the share of correctly classified samples, for which no
input perturbation exists which changes the classification within distance 
of that sample (by solving (9) for each sample). Please note that both axes
are logarithmic, and 100% minus the adversarial accuracy is shown, i.e.
the share of samples which are not adversarially robust. Out of these, to
determine whether an adversarial example has been identified, the groundtruth classification is computed.

example is identified (in addition to the initially misclassified
9.5% of test samples). For an input modification of  = 1% this
value increases to 31.6%. This systematic process to identify
adversarial examples proposed in this paper allows us to obtain
additional insights about the quality of the training database.
Assessing the adversarial accuracy (i.e. the number of samples
that change classification within a distance ) versus the actual
adversarial examples, we find that the change in classification
in this case often occurs because the operating points have
been moved across the true system security boundary. This
indicates that many samples are placed close to the correctly
predicted true system boundary in the high-dimensional space.
Using high-performance computing, an additional detailed resampling of the system security boundary or re-training by
including adversarial examples as shown in Section V-B5
could improve neural network robustness.
VI. C ONCLUSION
Neural networks in power system applications have so far
been treated as a black box; this has become a major barrier
towards their application in practice. This is the first work
to present a rigorous framework for neural network verification in power systems and to obtain provable performance
guarantees. To this end, we formulate verification problems
as mixed-integer linear programs and train neural networks to
be computationally easier verifiable. We provably determine
the range of inputs that are classified as safe or unsafe,
and systematically identify adversarial examples, i.e. slight
modifications in the input that lead to a mis-classification
by neural networks. This enables power system operators
to understand and anticipate the neural network behavior,
building trust in them, and remove a major barrier toward their
adoption in power systems. We verify properties of a security
classifier for an IEEE 9-bus system, improve its robustness and
demonstrate its scalability for a 162-bus system, highlighting
the need for sparsification of neural network weights. Finally,
we further identify adversarial examples and evaluate the
adversarial accuracy of neural networks trained to assess N-1
security under uncertainty and small-signal stability.
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A PPENDIX A
O PTIMAL P OWER F LOW (OPF) F ORMULATIONS
In the following, for completeness, we provide a brief
overview of the DC and AC optimal power flow formulations
including N-1 security and small-signal stability. For more
details please refer to [40]–[42].
A. Preliminaries
We consider a power grid which consists of buses (denoted
with the set N ) and transmission lines (denoted with the
set L). The transmission lines connect one bus i ∈ N to
another bus j ∈ N , i.e., (i, j) ∈ L. For the AC-OPF
formulation, we consider the following variables for each bus:
The voltage magnitudes V , the voltage angles θ, the active
power generation PG , the reactive power generation QG , the
active wind power generation PW , and the active and reactive
power demand PL and QL . Each of these vectors have the
size nb ×1, where nb is the number of buses in the set N . Note
that during operation, for one specific instance, the active wind
power generation and active and reactive power demand are
assumed to be fixed (and the curtailment of wind generators
and load shedding are to be avoided at all times). To comply
with the N-1 security criterion, we consider the possible single
outage of a set of lines, which we denote with the set C. The
first element of this set corresponds to the intact system state,
denoted with ’0’. The superscript ’c’ denotes the variables
corresponding to the intact and outaged system states.
B. N-1 Security-Constrained DC-OPF
In Section V-B and Section V-C, we create datasets of
operating points classified according to their feasibility to
the N-1 security constrained DC-OPF. The DC-OPF approximation neglects reactive power and active power losses, and
assumes that the voltage magnitudes V are fixed, for a detailed
treatment please refer to [41]. Considering a set C of possible
single line outages, the preventive N-1 security constrained
DC-OPF problem can then be formulated as follows:
min

c ,P ,P
c
PG
L
W ,θ

s.t.

0
f (PG
)
c
c
PG
+ PW − PL = Bbus
θc
max,c
min,c
c
Pline
≤ Bline
θ c ≤ Pline
min
c
max
PG
≤ PG
≤ PG
min
max
PW ≤ PW ≤ PW
PLmin ≤ PL ≤ PLmax
wosb,0
wosb,c
PG
= PG

(14)
∀c ∈ C

(15)

∀c ∈ C

(17)

∀c ∈ C

(16)
(18)
(19)

∀c ∈ C

(20)

The objective function f minimizes e.g. the generation cost
of the intact system state. The nodal power balance in (15)
has to be satisfied for the intact and outaged system states.
The bus and line admittance matrices are denoted with Bbus
and Bline , respectively. Upper and lower limits are enforced
for the active power line flows, generation, wind power, and
load demands in (16), (17), (18) and (19), respectively. The
constraint in (20) enforces preventive control action of generators. The superscript ’wosb’ denotes all generators except the

slack bus generator. The independent variables characterizing
wosb,0
an operating point are x := [PG
, PW , PL ]. To create
datasets, we compute the classification for each operation
point by first running DC power flows to determine θ c and
slack,c
the slack bus generator dispatch PG
for the intact and
each outaged system states. The superscript ‘slack’ denotes
the slack bus. Then, we check satisfaction of the constraints
on active generator power (17) and active line flows (16). In
operations, it is usually assumed that both the wind power and
min
max
= PW
and PLmax = PLmin . Here,
loading are fixed, i.e. PW
we model them as variables to be able to compute the groundtruth for the region around an infeasible sample xinfeas in which
no feasible sample exist. To this end, we solve the following
optimization problem computing the minimum distance from
the infeasible sample to an operating point that is feasible to
the N-1 security-constrained DC-OPF:
min

c ,P ,P
c
PG
L
W ,θ

|x − xinfeas |∞

s.t. (15) − (20)
x=

(21)
(22)

wosb,0
[PG
, PW , PL ]

(23)

As this optimization problem is convex, we can provably
identify the closest feasible sample x to xinfeas . Note that we
solve this optimization problem to compute the results denoted
with ’SC-DC-OPF’ in Table II and Table IV.
C. N-1 Security-Constrained AC-OPF
In Section V-D and Section V-E, we create datasets of
operating points classified according to their feasibility to
the N-1 security constrained AC-OPF. In Section V-D, we
consider small-signal stability constraints as well. These will
be discussed in the Appendix A-D. We can formulate the N-1
security constrained AC-OPF problem as follows:
min
f (P0g )
c

(24)

z

c

c

s.t. z := {V , θ
c

c

c
, PG
, QcG , PW , PL , QL }

sbalance (z ) = 0

|sline (z )| ≤ smax,c
line
min
c
max
PG
≤ PG
≤ PG
c
max
Qmin
G ≤ QG ≤ QG
min
max
PW
≤ PW ≤ PW
PLmin ≤ PL ≤ PLmax
max
Qmin
L ≤ QL ≤ QL
min
c
max
c

V

≤V ≤V

wosb,0
PG

=

wosb,c
PG
, VGc

∀c ∈ C (25)
∀c ∈ C (26)
∀c ∈ C (27)

∀c ∈ C (28)

∀c ∈ C (29)

(30)
(31)
(32)

=

VGc

∀c ∈ C (33)

∀c ∈ C (34)

The vector zc collects all variables for the intact and outaged
system states in (25). The non-linear AC power flow nodal balance sbalance in (26) has to hold for intact and outaged system
states. The absolute apparent line flow |sline | is constrained by
an upper limit in (27). For the full mathematical formulation,
for brevity, please refer to [40]. The upper and lower limits
on the system variables are defined in the constraints (28) –
(33). The constraint (34) enforces preventive control actions
for N-1 security: Both the generator active power set-points
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and voltage set-points remain fixed during an outage. Note that
the vector VG refers to the voltage set-points of the generators.
We do not fix the entry in PG corresponding to the slack
bus, as the slack bus generator compensates the mismatch
in the losses. The independent variables that characterize
wosb,0
an operating point are x := [PG
, PW , PL , QL , VG0 ].
To create the datasets, based on the operating point x, we
solve the AC power flow equations in (26) to determine
the dependent variables for each contingency and the intact
system state. Then, we check the satisfaction of the operational
constraints of the N-1 SC-AC-OPF problem including active
and reactive generator limits (28) and (29), apparent branch
flow limits (27), and voltage limits (33). For an operating
point to be classified as feasible to the the N-1 SC-AC-OPF
problem, it must satisfy all these constraints for all considered
contingencies.
D. Small-Signal Stability
For the IEEE 14 bus test case in Section V-D we evaluate the
feasibility of operating points with respect to combined smallsignal stability and N-1 security. For the small signal stability
model, we rely on standard system models and parameters
commonly used for small signal stability analysis defined
in Refs. [43] and [44]. We use a sixth-order synchronous
machine model with an Automatic Voltage Regulator (AVR)
Type I with three states. A more detailed description of the
system model and parameters can be found in the Appendix
of Ref. [45]. To determine small-signal stability, we linearize
the dynamic model of the system around the current operating
point, and compute the eigenvalues λ of the resulting system
matrix A. If all eigenvalues have negative real parts (i.e. lie
in the left-hand plane), the system is considered small-signal
stable, otherwise unstable. This can be formalized as follows:
A(zc )ν c = λc ν c
c

λ ≤0

∀c ∈ C
∀c ∈ C

(35)
(36)

The set of variables zc is defined in (25). The term ν c denotes
the right-hand eigenvectors of the system matrix A. As we
consider both N-1 security and small-signal stability, we have
to modify the small-signal stability model for each operating
point and contingency. We use Mathematica to derive the
small signal model symbolically, MATPOWER AC power
flows to initialize the system matrix, and Matlab to compute
its eigenvalues and damping ratio, and assess the small-signal
stability for each operating point and contingency .
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Abstract—This paper introduces for the first time a framework
to obtain provable worst-case guarantees for neural network
performance, using learning for optimal power flow (OPF) problems as a guiding example. Neural networks have the potential
to substantially reduce the computing time of OPF solutions.
However, the lack of guarantees for their worst-case performance
remains a major barrier for their adoption in practice. This
work aims to remove this barrier. We formulate mixed-integer
linear programs to obtain worst-case guarantees for neural
network predictions related to (i) maximum constraint violations,
(ii) maximum distances between predicted and optimal decision
variables, and (iii) maximum sub-optimality. We demonstrate our
methods on a range of PGLib-OPF networks up to 300 buses.
We show that the worst-case guarantees can be up to one order
of magnitude larger than the empirical lower bounds calculated
with conventional methods. More importantly, we show that the
worst-case predictions appear at the boundaries of the training
input domain, and we demonstrate how we can systematically
reduce the worst-case guarantees by training on a larger input
domain than the domain they are evaluated on.

I. I NTRODUCTION
The optimal power flow (OPF) problem is an essential
tool for electricity markets, for power system operation, and
planning [1]. In its standard form, the OPF minimizes an
objective function (e.g. generation cost) subject to the power
flow equations and the operational constraints (e.g. line limits).
As the non-linear AC power flow equations render the ACOPF problem non-convex [2], the linear DC-OPF approximation is often used instead [3]. The substantial increase of
uncertainty in generation and demand requires to solve OPF
repeatedly and closer to real-time, in order to analyze a large
number of scenarios; this leads to significant computational
challenges [4]. Neural networks present a promising alternative
to conventional optimization solvers, achieving a speed-up
of several orders of magnitude [5]–[9]. However, the lack
of any guarantees related to the neural network performance
presents a major barrier towards their application in safetycritical systems. In this work, we introduce for the first time a
framework to obtain worst-case guarantees for neural networks
which predict solutions to DC-OPF problems.
Machine learning including neural networks have been
applied to a range of power system applications over the
The work of A. Venzke was carried out while visiting the Department
of Computing and Mathematical Sciences at the California Institute of
Technology, Pasadena, CA 91125, USA. The work of A. Venzke and S.
Chatzivasileiadis is supported by the multiDC project, funded by Innovation
Fund Denmark, Grant Agreement No. 6154-00020.

past three decades; for a recent survey please refer to [10].
The focus of this work is on obtaining guarantees for machine learning approaches such as the ones in [5]–[9], which
predict solutions to OPF problems and replace the use of
conventional optimization solvers. These approaches can result
to larger computational speed-ups compared to predicting
inactive constraints [11] or warm-start points [12] that could
accelerate conventional optimization solvers. The work in
[5] trains neural networks to directly predict the solution to
DC-OPF problems, achieving a speed-up of two orders of
magnitude (i.e., 100 times faster). The same authors extend
this framework to include security constraints in [6]. The work
in [13] proposes an off-line algorithm to identify the sets
of active constraints and, based on these, directly computes
solutions to DC-OPF problems on-line. The work in [7]
extends this approach to neural networks predicting the active
set. The work in [8] demonstrates that both the approaches
in [5] and [13] can fail to predict feasible solutions, i.e.,
solutions satisfying the power system constraints, and proposes
an alternative training procedure to improve the feasibility of
the obtained predictions. Using neural networks, the work in
[9] directly predicts solutions to AC-OPF problems and relies
on a penalization of constraint violations during training to
improve feasibility.
While the works [5]–[9] report substantial computational
speed-ups and empirically analyse accuracy and feasibility, no
guarantees for the neural network performance are provided.
By evaluating the worst-case performance on the discrete
samples for the entire training and test dataset only an
empirical lower bound of the worst-case guarantee can be
obtained. To the best of our knowledge, this work is the
first to introduce a framework that obtains exact worst-case
guarantees over the entire input domain, for neural networks
predicting solutions to DC-OPF problems. To this end, we
leverage recent advancements in evaluating the adversarial robustness of neural networks using mixed-integer programming
[14]–[16]. Our previous work [16] focused on power system
security assessment and provided performance guarantees for
classification neural networks. While these works [14]–[16]
focus on obtaining local robustness certificates that no adversarial examples exist (i.e., input perturbations around a given
sample which lead to a wrong classification), in this work we
introduce a framework to obtain global worst-case guarantees
over the entire input domain. The main contributions of our

work are:
1) We introduce a framework to compute worst-case guarantees for (i) physical constraint violations, (ii) maximum distance between predicted and optimal decision
variables, and (iii) sub-optimality, leveraging mixedinteger linear reformulations of neural networks.
2) We demonstrate our methodology on PGLib-OPF networks of up to 300 buses. We show (i) that the worstcase guarantees over the entire input domain can be up
to an order of magnitude larger than the empirical lower
bounds obtained with conventional methods; and (ii)
that these worst-case guarantees can be systematically
reduced by training on a larger input domain than the
domain these neural networks are evaluated on.
The structure of this paper is as follows: In Section II, we
formulate the DC-OPF and its Karush–Kuhn–Tucker (KKT)
conditions, and explain the neural network architecture and
training to predict solutions to DC-OPF problems. In Section III, leveraging mixed-integer reformulations of neural
networks, we introduce the framework to compute worst-case
guarantees. Section IV demonstrates our methodology on a
range of PGLib-OPF networks. Section V concludes. The code
to reproduce all simulation results is available online [17].
II. L EARNING DC-OPF WITH N EURAL N ETWORKS
First, we state the DC-OPF problem and its KKT conditions
(which we will use at a later stage in Section III-C), and
then we detail the architecture and training process of neural
networks predicting solutions to DC-OPF problems.
A. DC Optimal Power Flow (DC-OPF) Formulation
An electric power grid consists of an nb number of buses
(denoted with the set N ) and an nline number of lines (denoted
with the set L). Each line connects a bus i ∈ N to another
bus j ∈ N , (i, j) ∈ L. Set G (a subset of N ) collects the ng
number of buses that have a generator connected to them. The
vector pg of size ng denotes the generator active power output
and the matrix Mg of size nb × ng maps the generators to the
buses. A number nd of buses has a load connected to them.
The vector pd of size nd denotes the active power demands and
the matrix Md of size nb × nd maps the loads to the buses. In
the DC-OPF formulation, the voltage magnitudes are assumed
to be constant at all buses, and only the voltage angles θ of
size nb are included as variables. The DC-OPF problem can
be formulated as:
min cT pg

(1)

pg ,θ

s.t.

Mg pg − Md pd = Bbus θ

pmin
line
pmin
g

≤

≤

Bline θ ≤ pmax
line
pg ≤ pmax
g

:λ
:
:

max
µmin
line , µline
min
max
µg , µg

(2)
(3)
(4)

The objective function in (1) minimizes the generation cost,
with a positive unique linear cost term c associated to each
generator output. The nodal power balance in (2) ensures that
the power generation, power demand and in- and out-going
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Fig. 1. Illustration of the neural network architecture to predict the mapping
from the active power demand pd to the optimal generation p̂g : The neural
network consists of K hidden layers with Nk neurons each with k = 1, ..., K.
At each neuron of the hidden layers, a ReLU activation function is applied.

flows are balanced at each bus. The term Bbus defines the
bus admittance matrix, and the term Bline the line admittance
matrix. For brevity, refer to [3] for the full details. The active
power line flows in (3) are a function of the line admittance
matrix Bline and the voltage angles θ. We fix the voltage angle
corresponding to the slack bus θ slack = 0 to remove the trivial
non-uniqueness of the obtained DC-OPF solution due to the
singularity of the bus admittance matrix Bbus . The physical
constraints comprise minimum and maximum limits on the
active line flow in (3) and the active power generation in (4),
respectively. Each constraint is associated with a dual variable,
denoted with λ for equality constraints and µ for inequality
constraints. The KKT conditions of the DC-OPF problem in
(1)–(4) can be written as:
max
c − µmin
+ MTg λ = 0
g + µg

(5)

=0

(6)

=0

(7)

=0

(8)

≥0

(9)

min
−BT
line µline

max
+ BT
line µline − Bbus λ
min
min
min
µline (pline − Bline θ) = 0, µline (Bline θ − pmax
line )
min
min
max
µg (pg − pg ) = 0, µg (pg − pmax
g )
min
max
min
µg ≥ 0, µg ≥ 0, µline ≥ 0, µmax
line

(2) − (4)

(10)

The stationarity conditions are described in (5) and (6). The
complementary slackness conditions are enforced in (7) and
(8). The primal and dual feasibility corresponds to (10) and (9),
respectively. As the DC-OPF in (1)–(4) is a linear program,
satisfying the KKT conditions is necessary and sufficient for
optimality [18], given the DC-OPF problem is feasible.
B. Neural Network Architecture and Training
This subsection details the neural network architecture and
the training procedure in order to learn the mapping between
an instance of the power demand pd and the associated optimal
generation dispatch pg of the DC-OPF, see also (1)–(4). We
assume the power system topology is fixed, i.e., Bbus and Bline
remain constant, and the load domain pd ∈ D is restricted to
a convex polytope characterized by matrix Ad and vector bd :
Ad pd ≤ bd

(11)

On this load domain, we assume that the DC-OPF mapping
from system demand pd to the optimal generation dispatch pg
is unique, i.e., a singleton. It is shown in [19] that the DC-OPF
solution is unique almost surely in an appropriate space. This

is a requirement for the learning task as the neural network
predicts one optimal generation dispatch p̂g for the active
power demand input. The neural network architecture to learn
this mapping is illustrated in Fig. 1. The architecture comprises
a number K of fully-connected hidden layers, each of which
consists of a number of neurons Nk with k = 1, ..., K. The
neural network input vector is the active power demand pd and
the output vector is the prediction of the optimal generation
dispatch p̂g . Note that the entry of p̂g corresponding to the
slack bus (p̂g )slack is not predicted by the neural network as
it is not an independent variable. The slack bus generation is
defined by the difference in predicted generation and demand:
X
X
(p̂g )slack =
(Md pd )i −
(p̂g )i
(12)
i∈N

i∈G\slack

The superscripts are used to denote the corresponding entries
of the vectors. The input to the first and subsequent hidden
layers ẑk of the neural network is defined as:
(13)

ẑ1 =W1 pd + b1
ẑk+1 =Wk+1 zk + bk+1

∀k = 1, ..., K − 1

(14)

The weight matrices Wk have dimensions Nk+1 × Nk and
the bias vector b has dimension Nk+1 . Each neuron in the
hidden layer applies a non-linear activation function to the
input. In the following, we use the ReLU activation function,
which is used by the majority of neural network applications in
recent years, as it has been found to accelerate neural network
training [20]:
zik = max(ẑik , 0) ∀k = 1, ..., K

∀i = 1, ..., Nk

(15)

The ReLU activation function in (15) outputs 0 if the input
is negative, otherwise it propagates the input. Note that the
max operator is applied element-wise to the vector ẑk . The
predicted generator dispatch of the neural network can be
evaluated as follows:
(p̂g )nsg = WK+1 zK + bK+1

(16)

The term (p̂g )nsg denotes the ng − 1 entries of p̂g that do
not correspond to the slack bus. To train neural networks, the
first step is to create a dataset of demand instances pd ∈ D
and their corresponding optimal generation pg by e.g. using
historical data and simulation tools. The obtained dataset is
split into a training and test set. Then, during neural network
training, the weight matrices W and biases b are optimized
using stochastic gradient descent to minimize a loss function,
e.g. the mean squared error between the prediction p̂g and
the training dataset pg . In previous works (e.g. [5], [8]), the
performance of the trained neural network is evaluated on the
test set using statistical metrics such as accuracy or share
of feasible instances. This procedure does not provide any
guarantees related to the worst-case performance of the trained
neural network over the entire input domain pd ∈ D.

III. W ORST-C ASE G UARANTEES FOR N EURAL N ETWORKS
We first state the mixed-integer reformulation of trained
neural networks and address issues related to scalability.
Then, we introduce our framework to compute worst-case
guarantees.
A. Mixed-Integer Reformulation of Trained Neural Networks
To include the trained neural network equations in an
optimization framework, we follow the work in [15] and
reformulate the maximum operator in the ReLU activations
(15) using binary variables bk ∈ {0, 1}Nk for all k = 1, ..., K
and suitable minimum and maximum bounds on the neuron
output ẑmin and ẑmax :
zik ≤ ẑik − ẑmin,i
(1 − bik ) ∀k = 1, ..., K ∀i = 1, ..., Nk (17)
k

zik ≥ ẑik

zik ≤ ẑmax,i
bik
k
zik

≥0

Nk

bk ∈ {0, 1}

∀k = 1, ..., K ∀i = 1, ..., Nk (18)
∀k = 1, ..., K ∀i = 1, ..., Nk (19)

∀k = 1, ..., K ∀i = 1, ..., Nk (20)
∀k = 1, ..., K

(21)

Observe that
refers to the neuron (ReLU) input and zik
to the neuron (ReLU) output. Note that the minimum and
maximum bounds on the neuron output ẑmin and ẑmax have
to be chosen large enough to not be binding and as small as
possible to facilitate tight bounds for the branch-and-bound
algorithm. In case the input to the i-th neuron in layer k is
ẑik ≤ 0 then the corresponding binary variable bik is 0 and (19)
and (20) constrain the neuron output zik to 0. The constraints
in (17) and (18) are non-binding if ẑik < 0 holds. If the input
to the neuron is ẑik ≥ 0, then the binary variable is 1 and (17)
and (18) constrain the neuron output zik to the input ẑik . The
constraints in (19) and (20) are non-binding if ẑik > 0 holds.
As this reformulation introduces one binary variable for
each neuron in the hidden layers, we use a combination of the
works in [15] and [14] and employ three techniques to maintain scalability of the resulting mixed-integer linear programs
(MILPs). First, we sparsify the weight matrices W during
training, i.e., we gradually enforce a defined share of entries to
be zero. Second, we apply the concept of ReLU stability [14]:
All neurons for which the activation is always active or always
inactive on both the training and test set are fixed to this status
in the MILP reformulation, and the corresponding binaries
are eliminated. Third, we use several techniques to compute
increasingly tighter bounds ẑmin and ẑmax . We initialize the
bounds using interval arithmetic (for details see [15]). Then,
to compute tighter bounds, we minimize and maximize the
output of each neuron zik subject to the linear relaxation of
the trained neural network (13), (14), (16)–(21), and subject
to the restricted input domain in (11). Note that for the linear
relaxation only we relax the binary variables bk to continuous
variables between 0 and 1. Finally, we repeat this step using
the full MILP formulation of the trained neural networks. As
a result, we obtain tightened bounds ẑmin and ẑmax for the
branch-and-bound algorithm. Note that in the following, when
solving MILPs to obtain worst-case guarantees, we always
solve the full MILP formulation and do not use a relaxation.
ẑik

B. Worst-Case Guarantees for Constraint Violations
The mixed-integer reformulation of trained neural networks
allows us to formulate optimization problems to obtain worstcase guarantees for the physical constraint violation. We define
the maximum violation of the constraints on active generator
power νg in (4) and on active line flows νline in (3) as:
min
νg = max(p̂g − pmax
g , pg − p̂g , 0)

νline =

max(|Bline B̃−1
bus (Mg p̂g

(22)
nsb

− Md pd )

|−

pmax
line , 0)

(23)

The term ‘nsb’ denotes all buses except the slack bus. To
compute the maximum constraint violation of the line flow in
(23), we compute the line flow based on the neural network
prediction p̂g and system loading pd . To this end, we remove
the column and row from the bus admittance matrix and invert
the resulting reduced bus admittance matrix B̃bus , inserting
(2) in (3). Note that the product Bline B̃−1
bus is the well-known
“Power Transfer Distribution Factors” (PTDF) matrix; please
refer to [21] for more details. In both (22) and (23), we
take the overall non-negative maximum over the violations.
Note that we take the absolute value | · | of the line flow
in (23). In previous works, these metrics have only been
evaluated empirically on the datasets. Here, to compute the
worst-case generator constraint violation for the entire defined
input domain, we solve:
max

p̂g ,pd ,b,z,ẑ,νg

νg

s.t. (11) − (14), (16), (17) − (21), (22)

and (ii) worst-case guarantees for the sub-optimality of the
cost function νopt resulting from the predicted solution:
|p̂ −p |
g

Similarly, to compute the maximum line constraint violation
νline , we maximize νline subject to (25), replacing (22) with
(23). As the input domain in (11) is a convex polytope and we
reformulate the max-operators in (22) and (23) using integer
variables, the optimization problem (24)–(25) can be cast as
MILP. If the MILP is solved to zero MILP gap, i.e., to global
optimality, then the bound is exact, and we obtain the provable
guarantee that no input pd ∈ D to the neural network exist
which will lead to constraint violations larger than the obtained
values of νg and νline . At the same time, the obtained values of
pd are the neural network inputs which lead to the maximum
constraint violations. If the MILP is solved to a non-zero
optimality gap, then we obtain an upper bound on the worstcase violations νg and νline . If, additionally, the MILP solver
identifies a feasible solution, then the values of νg and νline
corresponding to the feasible solution serve as a lower bound
on the worst-case violations. Note that in the simulation results
in Section IV, we solve all MILPs to zero optimality gap.
C. Worst-Case Guarantees for Distance of Predicted to Optimal Decision Variables and for Sub-Optimality
In the following, we formulate optimization problems to
obtain (i) worst-case guarantees for the maximum distance
between the predicted and the optimal decision variables νdist

g

νopt = cT (p̂g − pg )

(27)

The term pg denotes the optimal solution to the DC-OPF
problem for a given input loading pd . We normalize the
distance νdist element-wise by the corresponding generator
limits and compute the maximum over all generator set-points.
The distance νdist characterizes for the entire input domain
the largest mismatch of all generator set-points between the
prediction of the neural network and the ground-truth DCOPF solution. We formulate the following bi-level problem to
compute the worst-case distance νdist :
max

p̂g ,pg ,pd ,b,z,ẑ,νdist

(28)

νdist

s.t. (11) − (14), (16), (17) − (21), (26)
pg ∈ arg min{(1) s.t. (2) − (4)}
pg ,θ

(29)
(30)

The lower-level comprises the DC-OPF formulation and defines the optimal generation pg as a function of the load
input pd . The upper-level problem maximizes the distance of
the predicted to the optimal solution of the DC-OPF for the
defined load input domain. We replace the lower-level problem
with its KKT conditions and rewrite the optimization problem:
max

p̂g ,pg ,pd ,b,z,ẑ,νdist ,θ,λ,µ

(24)
(25)

(26)

νdist = max(| pmaxg −pgmin |)

(31)

νdist

s.t. (29), (5) − (10)

(32)

By maximizing νopt in the the objective function and replacing
(26) with (27) we can compute worst-case guarantees for the
sub-optimality of the predicted solution. To achieve tractability
of this formulation, we reformulate the non-linear complementary slackness conditions (7) and (8) in (32) using the FortunyAmat McCarl linearization [22]:
min
min
min
min
min
pmin
line − Bline θ ≥ −rline Mline , µline ≤ (1 − rline )Mline

Bline θ −

pmax
line

pg −

pmax
g

≥

pmin
g − pg ≥
≥

max
−rmax
line Mline ,
min
min
−rg Mg ,
max
−rmax
g Mg ,

µmax
line
µmin
g
µmax
g

≤(1 −

≤ (1 −

≤(1 −

max
rmax
line )Mline
min
min
rg )Mg
max
rmax
g )Mg

(33)
(34)
(35)
(36)

This models the complementary slackness conditions with one
binary variable r and one large non-binding constant M for
each condition. Note that the constant M has to be chosen
sufficiently large to not be binding, while at the same time
small enough to maintain numerical well-conditioning of the
mixed-integer program. For details on bi-level programming
and this reformulation, please refer to [23]. The resulting optimization problem is a MILP which includes integer variables
related to the reformulation of the neural network, and related
to the reformulation of the lower-level problem. If this MILP is
solved to zero MILP gap (and if constraint qualifications for
global optimality to the bi-level problem are satisfied [23]),
the bound is exact and we obtain the provable guarantee that
no input pd ∈ D exist with distances or sub-optimality larger
than the obtained values of νdist and νopt .

TABLE I
T EST C ASE C HARACTERISTICS
Test cases

nd

ng

nb

nline

Max. loading

case9

3

3

9

9

315.0 MW

case30

21

2

30

41

283.4 MW

case39

21

10

39

46

6254.2 MW

case57

42

4

57

80

1250.8 MW

case118

99

19

118

186

4242.0 MW

case162

113

12

162

284

7239.1 MW

case300

199

57

300

411

23525.9 MW

IV. S IMULATION & R ESULTS
We demonstrate our methodology on a range of PGLib-OPF
networks v19.05 of up to 300 buses from [24]. The test case
characteristics are listed in Table I. The case9 is taken from
MATPOWER [25]. We assume that the input domain pd ∈ D
in (11) is defined as 0.6 pmax
≤ pd ≤ 1.0 pmax
d
d , i.e. each load
can fluctuate individually from 60% to 100% of its maximum
loading. Note that the maximum loading level pmax
is defined
d
according to [24], [25], and the sum of the maximum loading
is shown in Table I. We did not consider loading levels
larger than 100% as we observed that this frequently leads
to infeasibility of the DC-OPF problem. This would require
load shedding and represents an abnormal system situation.
To create the datasets, we use Latin hypercube sampling [26],
draw 100’000 samples from the input domain D, and solve
a DC-OPF for each of the samples using MATPOWER [25]
to generate the corresponding optimal solutions. Out of these
input-output pairs we use 80% for training and 20% for testing.
The neural network architecture comprises three hidden
layers with 50 neurons each. As we will demonstrate (and
has also been shown in [8]), the size of this architecture is
sufficient to obtain low generalization errors of the neural
networks on the unseen test set. As described in Section III-A,
we sparsify the neural network during training by gradually
setting the smallest weight entries to zero until 80% of
the weight entries are zero; that means that only 20% of
weight entries are non-zero at the end of training. We use
TensorFlow [27] for neural network training with the following
specifications. During training, we minimize the mean squared
error between the neural network prediction and the true
optimal solutions. We define the maximum number of training
epochs to 250 and split the dataset into 2000 batches. We use
early stopping and we recover the neural network weights and
biases that achieved the lowest generalization error on the test
set. As the neural network training is highly non-linear, we
repeat the training and evaluation process 5 times, and report
averaged values for all simulation results. We formulate the
MILPs in YALMIP [28] and solve them using Gurobi. For the
Fortuny-Amat McCarl linearization in (33)–(36) we choose all
constants M to be 105 . After solving the MILPs, we verify
that the complementary slackness conditions are satisfied and
the constants are non-binding. All computational experiments

TABLE II
P ERFORMANCE AVERAGED OVER T EST S ET S AMPLES
Test cases

MAE
(%)

νg
(MW)

νline
(MW)

νdist
(%)

case9

0.04

0.07

0.02

0.06

0.04

case30

0.03

0.00

0.01

0.03

-0.00

νopt
(%)

case39

0.07

0.71

1.02

0.30

0.00

case57

0.01

0.24

0.00

0.03

-0.01

case118

0.31

8.21

1.35

3.35

0.00

case162

0.61

9.11

2.07

4.08

0.01

case300

0.90

15.33

96.13

18.01

-0.02

are carried out on a laptop with i7-7820HQ CPU @2.90 GHz,
32 GB RAM and GeForce 940MX GPU. The code to reproduce all simulation results is available online [17].
A. Neural Network Performance
In the following, we evaluate the performance of the trained
neural networks with four metrics: The maximum generator
and line constraint violations νg , νline defined in (22) and (23),
the distance of the predicted to the optimal decision variables
νdist defined in (26),and the sub-optimality νopt defined in (27).
Note that we normalize the sub-optimality with respect to the
generation cost of the 100% loaded system state.
1) Performance Averaged over Test Set Samples: In Table II, we show the performance of the trained neural networks
averaged over the unseen test dataset samples. The mean
absolute error (MAE) of the predicted generation dispatch
evaluates to less than 1% (normalized by the generator limits
as in (26)), indicating satisfactory generalization capability of
the neural networks. The averaged largest violation of active
generator and line limits are less than 0.5% of the total
maximum system loading in Table I. The averaged largest
distances of the predicted and optimal generator dispatch νdist
are less than 1% for the first four test cases, and increases
up to 18% for case300. Note that the latter corresponds to
the maximum over the vector p̂g of 57 predicted generator
set-points. The averaged sub-optimality νopt of the predicted
solutions is negligible. Note that the sub-optimality measure
can be negative if constraints are violated. The average performance on the test set indicates satisfactory neural network
performance. In the following, however, we demonstrate that
the worst-case guarantees for these four metrics can be up to
two orders of magnitude larger than the average performance
on the test set (reported in Table I).
2) Worst-Case Guarantees for Constraint Violations: We
first compute the worst-case constraint violations on the entire
data set, i.e. on all training and test set samples. This serves
as an empirical lower bound on the worst-case guarantees.
Then, using the mixed-integer linear reformulation of the
trained neural networks, we solve the MILPs in (24)–(25) to
compute the corresponding worst-case guarantees. In Table III,
we compare the obtained empirical lower bounds with the

TABLE III
W ORST-C ASE G UARANTEES FOR P HYSICAL C ONSTRAINT V IOLATIONS
Emp. lower bound
Test cases

TABLE IV
W ORST-C ASE G UARANTEES FOR ( I ) D ISTANCE OF P REDICTED TO
O PTIMAL D ECISION VARIABLES AND ( II ) S UB -O PTIMALITY

Worst-case guarantee

νg
(MW)

νline
(MW)

(MW)

νg

case9

2.5

1.8

2.8

1.1x

1.9

1.1x

case30

1.7

0.6

3.6

2.1x

3.1

(ratio)

νline
(MW)
(ratio)

Emp. lower bound

Worst-case guarantee

Test cases

νdist
(%)

νopt
(%)

νdist
(%)
(ratio)

(%)

4.9x

case9

1.2

3.3

1.4

1.2x

3.8

1.1x

case30

2.0

0.6

6.4

3.2x

2.5

3.8x
4.9x

νopt
(ratio)

case39

51.9

37.2

270.6

5.2x

120.0

3.2x

case57

4.2

0.0

23.7

5.6x

0.0

–

case39

6.2

0.6

64.4

10.4x

3.1

32.7x

case57

0.5

0.2

18.6

37.9x

1.8

8.1x

case118

35.0

0.2

265.7

7.6x

1.6

6.5x

case118

149.4

15.6

997.8

6.7x

510.8

case162

228.0

180.0

1563.3

6.9x

974.1

5.4x

case300

474.5

692.7

3658.5

7.7x

3449.3

5.0x

worst-case guarantees related to the violation of the generator
constraints νg and of the transmission line constraints νline .
First, we find that the worst-case guarantees for constraint
violations can be substantial. Table III shows the violations
in MW-values. In percentage, the violations are on average
8.1% and up to 23.5% (case118) of the maximum system
loading shown in Table I for each case. Second, the worstcase guarantees are on average 6.7 times and up to 32.7 times
larger than the empirical lower bounds (the empirical lower
bounds are obtained by evaluating the worst-case performance
on the discrete samples of the entire training and test dataset;
if we only consider the test set, then the worst-case guarantees are on average 255.2 times larger than the performance
shown in Table II). For the case57 system, we obtained a
certificate that no input inside the input domain exists which
can lead to a violation of the line constraints. Overall, these
findings highlight that by only considering the performance on
the dataset, the worst-case performance can be significantly
underestimated, posing a risk for real-time deployment if we
do not take appropriate mitigation measures. At the same time,
our framework allows to obtain a provable exact certificate on
the worst-case performance of neural networks.
By analyzing the solutions, we identified that for 18 out
of the 35 evaluations (5 neural networks trained for each test
case), the worst-case generator violation (νg ) occurs for the
slack bus generator, as this generator has to compensate for the
mismatch in predicted generation and load. For the line limits,
the worst-case violations occurred on a line directly connected
to the slack bus for 24 out of the 35 evaluations. Averaged
over the 7 test cases and 5 runs for each test case, it takes
3.4 minutes to compute the tightened bounds for the mixedinteger reformulation in (17) and (19), and 1.4 minutes to solve
both the MILP to zero MILP gap and compute the worstcase guarantees. Based on the activation patterns on the entire
dataset, on average, 17.1% of the ReLU activations are fixed
to be active and 39.4% are fixed to be inactive for solving the
MILPs (as described in Section III-A about ReLU stability).
3) Worst-Case Guarantees for Distance of Predicted to
Optimal Decision Variables and for Sub-Optimality: In the
next step, in Table IV, for the same trained neural networks

and using the same procedure as in Table III, we compare the
obtained empirical lower bounds and worst-case guarantees
related to (i) the maximum distance between the predicted
and the optimal decision variables νdist and (ii) the suboptimality νopt . For these two metrics, we also observe that the
worst-case guarantees can be substantial; they are on average
8.5 times and up to 37.9 times larger than the empirical
lower bounds which are obtained by calculating the worst-case
neural network performance on the discrete dataset samples.
By analyzing the solutions for the metric νdist , we identified
that for 12 out of the 25 evaluations, the worst-case distance
between the neural network prediction and the optimal solution
occurs for the slack bus generator. For the first four test cases,
on average, it takes 0.3 minutes to solve both the MILPs to
zero MLIP gap. For the case118, the average computational
time increases to 25.6 minutes to solve both the MILPs
to compute νdist and νopt to zero MILP gap. Note that the
computational complexity increases as the KKT conditions of
the DC-OPF problem are included in (31) – (32). For the
case162 and case300, the MILPs could not be solved to a zero
MILP gap within 3 hours. Improving the tractability using
decomposition techniques and validating the satisfaction of
constraint qualifications for global optimality to the bi-level
program in (28) – (30) are subject of our future work [23].
4) Input Domain Reduction: In the following, we demonstrate that the worst-case guarantees can be systematically
reduced by training on a larger input domain than the worstcase guarantees are evaluated on. We achieve this by reducing
the input domain D with a term δ that can vary between 0.0
and 0.2: (0.6 + δ)pmax
≤ pd ≤ (1.0 − δ)pmax
d
d . For case39,
case57 and case118, Fig. 2 shows the worst-case guarantees
as a function of the input domain reduction δ. Note that the
values on y-axis are normalized to 100% with respect to the
worst-case values reported in Tables III and IV for the entire
initial input domain. First, we can observe that the inputs (i.e.,
the loading pd ) which lead to the worst-case performance are
at the boundary of the input domain. Second, by increasing
the input domain reduction δ, the worst-case bounds can be
systematically reduced (e.g., for these three test cases, by
reducing each dimension by δ = 0.08, we can reduce all
worst-case guarantees to below 20% compared to the initial
domain). This implies that to reach an acceptable worst-case

Guarantee ν (%)

100
80
60
40
20
0

Guarantee ν (%)

100
80
60
40
20
0

Guarantee ν (%)

100
80
60
40
20
0

νline

0

νopt

νg

νdist

0.20

νopt

0.04
0.08
0.12
0.16
(b) case57: Input domain reduction δ (–)
νline

0

νdist

0.04
0.08
0.12
0.16
(a) case39: Input domain reduction δ (–)
νline

0

νg

νg

νdist

0.04
0.08
0.12
0.16
(b) case118: Input domain reduction δ (–)

0.20

νopt

0.20

Fig. 2. The worst-case guarantees are shown as a function of the input
domain reduction δ for case39, case57 and case118. Note that the values
are normalized to 100% with respect to the worst-case values reported in
Tables III and IV for the entire initial input domain.

performance on a specified domain, the neural network can be
re-trained on a larger domain if the initial performance is not
satisfactory.
V. C ONCLUSION
This work introduces for the first time a framework to
obtain worst-case guarantees for neural networks. As a guiding
example, we apply it to neural networks predicting DCOPF solutions. Our work addresses a major barrier which, if
removed, would enable the application of neural networks in
safety-critical systems. Leveraging mixed-integer linear reformulations of trained neural networks, we can obtain worst-case
guarantees with respect to the maximum physical constraint violations, the maximum distance between the predicted and the
optimal decision variables, and the maximum sub-optimality.
For a range of PGLib-OPF networks up to 300 buses, we
show that the obtained worst-case guarantees can be up to one
order of magnitude larger than the empirical lower bounds (i.e.
computing the maximum of an error metric on the discrete
samples of the entire dataset). More importantly, we show
that the worst-case predictions appear on the boundaries of
the input domain used for training. As a result, the worstcase guarantees can be systematically reduced by training
the neural network on a larger input domain, and applying
it on a subdomain. Future work is directed towards robust
neural network training and obtaining worst-case guarantees
for predicting solutions to AC-OPF problems.
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