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Summary
The overall goal with this thesis is to investigate how we can use the theoretical
understanding of a physical system to encode the internal structure of it in the
kernels of Gaussian process models, so the models can give reliable predictions and
guide future experiments even in settings with very limited observations. Theoretical
and empirical results are provided that support this. The role of the kernel structure
in the Gaussian process priors are analysed through two direct applications in
pharmaceutical science and chemistry, first at a microscopic level for crystallised
drugs and then at atomic level for molecular property prediction.
The 1st application is for thermomechanical analysis of the properties of drugs,
presented in the chapter 2. The physical system is a vibrating crystallised drug
under temperature changes. To model changes in signal-to-noise ratios between
measurement points, the distance between them in both time and space are incorporated into the generative model through a warped Gaussian process prior. We
warp the Gaussian process prior into a truncated normal to restrict it to non-negative
parameters suitable for fitting the resonance peak shapes. We show empirical results,
that the GP prior with a squared exponential kernel improves the interpolation and
tracking of resonance peaks in regions of low signal-to-noise ratios.
The 2nd application on molecular property prediction, is presented throughout
chapter 3. Here the theory behind graphs and how we can learn and/or design
representations of them through message passing neural networks or graph convolutional Gaussian processes is introduced, while deriving new kernels on the space
of edges from the existing basis functions. We extend the models to learn graph
representations of molecules suitable for predicting their properties. Since molecular
properties are dependent on internal degrees of freedom (dof) and inter-molecular
forces, a graph representation with 3 types of edges are chosen, one for each dof.
We show that the models are invariant under rotation, translation and permutation
of identical atoms. To train the Gaussian process, inter-domain inducing nodes
for variational low-rank approximations is introduced. The proposed models are
compared based on learning curves, where the Gaussian process model has lower
test errors when trained on less than 64 molecules.

Resumé
Gaussiske processer til modellering af fysiske systemer
Det overordnede formål med denne afhandling er at undersøge, hvordan vi
kan bruge den teoretiske forståelse af et fysisk system til at indkode dets interne
struktur i kovariansen i en Gaussisk proces model, så modellen kan give pålidelige
forudsigelser og anbefale fremtidige eksperimenter selv under omstændigheder med
meget begrænsede observationer. Der gives i de to sidste kapitler teoretiske og
empiriske resultater, der understøtter dette.
Betydningen af strukturen i kovariansen analyseres gennem to anvendelser inden
for farmaceutisk videnskab, først på et mikroskopisk niveau for krystalliserede
lægemidler og derefter på atomniveau til forudsigelse af molekylære egenskaber.
Den første anvendelse er termomekanisk analyse af lægemiddelegenskaber er
præsenteret i kapitel 2. Det fysiske system er et vibrerende krystalliseret lægemiddel
under temperatur ændringer. For at modellere ændringer i signal-støj-forhold mellem
målepunkter, bliver kovariansen en funktion af afstande i både tid og rum og anvendt
i en Gaussisk proces som en generativ model. Vi transformerer en Gaussisk proces
til en afkortet normalfordeling, så den kun genererer ikke-negative parametre til at
tilpase formen på resonans spektrene. Vi viser empiriske resultater, at den Gaussiske
proces med en kvadratisk eksponentiel kovariansfunktion forbedrer interpolation og
detektering af resonans parametre i områder med lave signal-støj-forhold.
Forudsigelse af molekylære egenskaber præsenteres i kapitel 3. Her introduceres
teorien bag grafer og hvordan vi kan lære og designe repræsentationer af dem
v.h.a beskedoverførende neurale netværk eller graffoldnings Gaussiske processer.
Der udledes nye kovarians funktioner for signaler på kanterne ud fra de anvendte
basisfunktioner. Vi udvider modellerne til at lære grafrepræsentationer af molekyler
egnede til at forudsige deres egenskaber. Da egenskaberne er afhængige af interne
frihedsgrader og intermolekylære kræfter, anvendes en grafrepræsentation med 3
typer kanter, en for hver frihedsgrad. Vi viser, at modellerne er uændrede under
rotation og translation af koordinatsystemet og permutation af identiske atomer.
De foreslåede modeller sammenlignes baseret på deres læringskurver, hvor den
Gaussiske procesmodel har lavere test fejl, når de trænes på mindre end 64 molekyler.
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Acronyms / Abbreviations
a.e.

Almost everywhere

e.g.

Exempli gratia (“for the sake of an example”) i.e. Id est (“it is”)

i.e.

That is to say

i.i.d.

Independent and identically distributed

r.v.

Random variable

s.t.

Such that

w.r.t.

With respect to

Graph Theory
di

Degree, the number of neighbouring vertices connected to node i

E

Set of edges

G

Graph consisting of a set of nodes connected by a set edges

V

Set of nodes/vertices

D

Diagonal matrix of degrees for all vertices in a graph, see equation (3.11),
page 65

E

Number of edges in graph

V

Number of nodes in graph

Ni

Set of neighbouring nodes connected to node i

d

Vector of degrees for all vertices in a graph, see equation (3.12), page 65

vi

i’th node also called vertex
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A

Matrix

Ax

Matrix-vector product

A-1

Matrix inverse
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Identity Matrix
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Column vector at column index j in matrix A
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x| y
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X

Input space

Z

Latent space or space of inducing inputs
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Introduction
A map is not the territory it
represents, but, if correct, it has a
similar structure to the territory,
which accounts for its usefulness.
Alfred Korzybski, Science and
Sanity, p. 58., [1]

Do we have the correct map? If the definition of correct is perfect, then the map
would only be correct if it was a 1:1 representation of the territory. But then the
map would be an exact copy of the territory itself, impractical to carry around and
therefore not useful, for the task, namely navigating the territory to get from A to
B. This is also called Bonini’s paradox [2]. What makes a map useful is how well it
represents structure and the relation between parts of the territory. Sometimes even
a few waypoints is enough to find the treasure on a simple treasure map, like the
one in figure 1.1.
This thesis focuses on representing relevant structures in physical systems via the
kernel and basis functions in Bayesian non-parametric models, specifically Gaussian
processes, to allow researchers in the pharmaceutical sciences to efficiently carry out
screening of molecular properties guided by model predictions and uncertainties.
Following the treasure map analogy, the applications and methods follow this
structure
• Territory: The physical system, e.g. experimental setup or vast space of
molecules
• Treasure: The drug or material with the properties useful for treatment of a
disease.
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Figure 1.1: A treasure map, where way-finding is made easier due to recognisable waypoints
from the territory. The fastest and easiest route from shore to the treasure (red X) is not
necessarily the straight line, shortest euclidean distance, but the line (dashed) moving around
obstacles like mountains. In the case of a map where the treasure is not marked by a red X
and some regions of the territory are unexplored or pieces of the map removed, we are left to
explore and find new waypoints. Since some regions might be risky or expensive to explore
and we want to find the treasure fast, the most efficient way to update the map, would be to
find a balance between exploring regions of high uncertainty (holes and missing waypoints)
and regions where we most likely find a treasure given the surroundings and the current map.

• Map: Bayesian non-parametric models, specifically Gaussian processes, providing us we predictions of a properties with uncertainties
• Structure: The constructed or learned representations of the physical system,
via kernels, basis functions and parameters in the models.
• Waypoints: The observed data points from the physical system and a lower
number of inducing points tuned to represent and cover the set of observed
points as well as possible.
Following the treasure map analogy, the Gaussian Process (GP) models provide
the map to help us predict and explore where the treasure is most likely hidden. To
find our way through this thesis the following waypoints are given for the 3 chapters

7
Chapter 1 motivates the use of
1.1 kernel functions in Gaussian processes to encode the underlying structure of a
physical system, so that we can predict the properties of it with uncertainty
estimates.
1.2 uncertainty estimates to improve efficient exploration and risk management,
so that experiments studying the physical system can be carried out at low
costs, but high gains.
1.3 Bayesian inference based on the regularising effect of the Bayes Occam factor
preferring simpler models, so that models guiding small scale experiments do
not suffer from overfitting.
Chapter 2 introduces Gaussian processes, so we can answer the four following
questions:
2.1 How can a Gaussian process be the bridge between functions in finite weight
space and infinite Hilbert space in order to reduce the problem of tuning many
weights and basis functions?
2.2 How can kernels be constructed via combinations of Gaussian processes, kernels or basis functions to provide a rich set of tools for encoding structure in a
physical system based on domain knowledge?
2.3 How can we reformulate Gaussian processes with variational low-rank approximations to scale the training of them beyond thousands of observations?
2.4 How can we via change of variables define warped Gaussian processes for
modelling targets from non-Gaussian distributions?
2.5 How can we infer peak shape parameters for resonance spectra via warped
Gaussian process priors given measurement positions in time and space?
Chapter 3 develops two models for predicting the properties of molecules by utilizing
graph structures based on molecular geometries and symmetries. To get there we
will go through
3.1 Graph theory to define the basic properties and operations of relations between
nodes and edges.
3.2 Graph signal processing to understand how signals traverse a graph via graph
convolutions and filters

8
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3.3 Graph neural networks to understand how neural graph convolution filters
can be optimised to extract important features for properties of a graph via
message passing. (Model 1)
3.4 Graph kernels to understand how these can be constructed through products
and sums over sub-parts of a graph.
3.5 Graph convolutional Gaussian processes to understand how they through
graph convolution basis functions and kernels aggregate similarities between
every single node neighbourhood or edges into a global prediction of their
properties. (Model 2)
3.6 Molecular graph representations to understand how molecular geometry, symmetries can be encoded on 3 types of edges together with a new graph convolution basis functions combining these.
3.7 Model 1 and model 2 are finally tested on their ability to predict hydration
free energies and solubility of organic molecules. They are tested in a setting
with limited amount of measurements to understand the implications of this
for each model and their prospective use for guiding automatic screening of
molecular properties for de Novo drug design.

Chapter 4 aims to summarize, discuss and look beyond the methods and results
presented in the 3 chapters before it.

1.1. Using the structure in the map to look for gold

1.1
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Using the structure in the map to look for gold

Let us imagine being a gold miner in South Africa in the middle of the previous
century. In the search for gold, we could again ask whether the map over gold
reserves in the region is correct. We would of course define a correct map as being
overall precise and useful, because a perfect 1:1 map useless. To be useful for the
task at hand, the map just need to have a resolution and precision high enough to
tell where it is likely to find ore with a high concentration of gold. A map over gold
deposits in Witwatersrand Basin in South Africa can be seen in figure 1.2.
This is where the South African geo-statistician, Prof. Danie G. Krige, worked as
a statistician to help predict the value of gold deposits and where new ones could be
found on the map. He described in his paper from 1951 [3], that it is a challenge to
create such a map, when both borings and the samples taken from the outside of the
ore are scarce, due to either economical limits or inaccessibility. Firstly, the value
of gold ore is determined from the mean concentration of gold in it based entirely
on samples from the surface of the ore. Secondly the expected value of gold ore in
a mine is determined by the average value of ore in a limited number of borings.
These are two examples of how uncertainties can arise under limited samples.
To handle value prediction under limited resources, Krige utilised statistical methods for inferring the value of mines through variogram functions, so less borings
were needed to lower the uncertainty. A variogram is defined as the variance of the
difference between the values of two measurement points in 2D or 3D space and is
only a function of their distances and not their independent locations. A empirical
variogram could be based on a few measurements, so to infer neighbouring measurements and variances of them relies on our understanding of distances between
those points in the system. Two examples of variograms over 2D maps are seen as
the mineral anomalies in figure 1.3 and house prices in figure 1.4. The last figure is
an Gaussian process regression for very big data sets by [4], which could help us
understand the underlying process of real estate markets.
The probabilistic formulation of variograms is called Kriging in Geo-statistics and
Gaussian process regression in machine learning, where kernel functions determine
the distances and structure of the system. Gaussian processes is the methodological
focus of this thesis.
We do not aim at a making Gaussian processes a perfect 1:1 map of the physical systems, but instead provide theoretical and empirical arguments showing that
they are useful for improving the design and data analysis of the following two
scientific experiments,
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Figure 1.2: Gold deposits in Witwatersrand Basin, where Prof. Danie G. Krige originally
worked on predicting the quantity and value of gold in the ore extracted from the deposits
using empirical variograms. I want to thank the Council for Geoscience in South Africa for
granting me permission to present this map.

• thermomechanical analysis of micro-resonators and crystallised drugs in section 2.5
• screening of molecular properties for de novo drug design in section 3.7
As seen in the treasure map in 1.1 the fastest route to the treasure is not necessarily the euclidean distance because of obstacles like mountains. The same is the
case when looking for the ideal properties of crystals and molecules for potential
drug candidates. Distances between measurement points on a crystal or atoms in a
molecule does not necessarily linearly correlated with the global properties. This
leads us to the main question of this thesis:
Can we use our theoretical understanding of a physical system to encode
the internal structure of it into our models via kernels, so that we even
under limited measurements can predict and guide future experiments more
efficiently?

1.1. Using the structure in the map to look for gold

11

Figure 1.3: A variogram using Kriging interpolation to show geochemical anomalies of As
Hg and Au. Plot borrowed from [5].
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Figure 5: Variability of apartment price (logarithmically!) throughout England and Wales.

Figure 1.4: A variogram of a sparse Gaussian process predicting house prices in the UK and
Wales. Plot borrowed from [4].

ted a GP with the same covariance function as our
stochastic GP. Parameters of the covariance function
were optimised using type-II maximum likelihood for
each batch. Table 1 reports the mean squared error in
our model’s prediction of the held out prices, as well
as the same for the random sub-set approach (along
with two standard deviations of the inter-sub-set vari-
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Using uncertainties for efficient exploration
... all models are approximations. Essentially, all models are wrong, but
some are useful. However, the approximate nature of the model must always
be borne in mind...
- George Box, Empirical model-building and response surfaces, [6]

As all models are wrong and only approximations of reality, how do we then
bear the approximation in mind and make it useful? We can do this by including a
notion of uncertainties of the models predictions. A useful model need not only a
high a accuracy of the predictions it makes, but also confidence intervals on these
revealing how much we should trust and base our beliefs and decisions on the
predictions. Uncertainties should express the expected variability of predictions,
given the variability in parameters of the model. The hypothesis of Active Learning
(AL) is that to increase the test accuracy of models predictions, one should update
the model with the set of observations minimising the overall expected variability
in predictions. In the analogy of the treasure map in figure 1.1, this would be to
update the map based on the unexplored regions and holes in it.
Both humans and machine learning models need uncertainties for decision
making. We need to know, what we do not know, and how well we know what we
think we know, to be able to make rational and safe decisions. Based on predictions
with uncertainties we can let our decisions be determined by a balance between
• Minimising potential critical loss and
• Maximising potential gains
Here properly calibrated uncertainties play a critical role in revealing whether a
model is falsely over-confident on the predictions and leading us towards critical
losses instead of gains, like a self-driving car misinterpreting an obstacle ahead as a
part of the road.
A potential gain, could also be to explore the unknown and learn something new,
which is also called curiosity [7]. Based on uncertainties we can guide ourself
towards unexplored regions and thereby learn and adapt to future challenges. Three
fields in machine learning are dedicated to solving this kind of sequential decision
making, which are Active learning [8, 9, 10, 11, 12, 13, 14], Bayesian optimisation
[15, 16, 17, 18] and Reinforcement learning [19, 20]. We will not go through the
theory of these fields, but underline that they can all be used in automatic screening
of drugs (AL: [14], BO: [17, 18], RL: [20]) and benefit from improvements on
uncertainty estimation in machine learning [21].
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We cannot expect any model or ourself for that sake to account for all kinds of

uncertainties. We need to split these into two categories, aleatoric and epistemic
uncertainties.
Definition 1.2.1 (Aleatoric uncertainty). Derived from the Latin word “aleator”,
which means “dice player”. This is the variation in the observed quantities arising
from noise in the experiment, like dice rolls or imprecise measurements. These
will vary for each repetition of the experiment. This is also called "irreducible
uncertainties". This definition holds for a dice, where randomness do not decrease
with the number of rolls, but not for imprecise measurements, since they could be
made more precise with better equipment.
Definition 1.2.2 (Epistemic uncertainty). Derived from “episteme”, which in Greek
means “knowledge”. It is the uncertainty based on our or the models lack of
knowledge. It is also called "reducible uncertainty", since it represents the variation
in observations due to regularities and sources of uncertainties in the experiment,
that the model could account for, but does not either due to lack in complexity or
observations.
Epistemic uncertainty of the predictions of machine learning models, can be
separated into two categories, [12],
• model uncertainties from variations in the models parameters explaining the
observations equally well.
• structure uncertainties from the various types, structures and architectures of
machine learning models explaining the observations.
Model uncertainties can be reduced by adding more observations and thereby
putting constraints on the space of plausible parameters explaining the observations,
where an example of this can be seen in figure 2.2 and 2.3. These will in the next
section be connected to level 1 and 2 in the hierarchy of Bayesian inference.
Structure uncertainties are harder to reduce, since model selection on this level
requires many resources for comparing every single model. This will later be
connected to level 3 in the hierarchy of Bayesian inference.
One have to be aware of the trade-off between Aleatoric and epistemic uncertainties, when deciding on how much complexity, e.g. degrees of freedom or rules, a
machine learning model should have. As we will see in section 2.1 in chapter 2, a
more complex model need more observations, to avoid fitting noisy measurements
exactly, reduce Aleatoric uncertainty and disregard the inherent randomness of the

1.2. Using uncertainties for efficient exploration
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system. This is also called overfitting and is connected to the bias-variance trade-off
in model selection, as explained in the following section.
This leads us to why we choose to be Bayesian in our selection of models.
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1.3

Bayesian learning
Numquam ponenda est pluralitas sine necessitate.
Plurality must never be posited without necessity.
- William of Occam, (1285-1347, Ockham, England - Munich, Bavaria)

We can thank this philosophy of William of Occam for a great part of today’s
scientific methodology. His thinking has lead to the principle of parsimony in efficient
reasoning. Following this principle, a parsimonious explanation or model is the one
that need the least assumptions to get close to the truth. Most physical laws of nature
are an example of that, since physics aim to explain complex phenomena with simple
relations. An example from the early days of astrophysics is how the retrograde
movements of planets could be explained by fewer assumptions and calculations
with Copernicus’ heliocentric model compared to Ptolomy’s geocentric model, which
had to explain variations in directions and velocities with two epicycles separate for
each planet.
By using the principle of parsimony, we shave off all unnecessary assumptions
or entities and stick with the simplest explanation, which is why we also call the
principle, Occam’s razor.
One of the reasons why we would choose to build a model of some physical
system using the Bayesian inference framework is, that Occam’s razor naturally
appears in it. To understand this, we first need to understand Bayesian probability
theory.

1.3.1

Bayesian probability theory

Bayesian learning builds on Bayesian probability theory, which is the theory of
how we given new observations can under update the prior probability to a posterior
probability of a hypothesis. This procedure is also called Bayesian inference, since
we infer the probability of a given event or parameter in the model from the
observations.
Bayes’ theorem provide us with the ability to infer the probability of a random
event, B, given that the other event, A, was observed
likelihood ◊ prior
joint
=
evidence
marginal likelihood
p(A|B) ◊ p(B)
p(A, B)
p(B|A) =
=
p(A)
Ep(B) [p(A|B)]

posterior =

… p(B|A) p(A) = p(A|B) p(B) ,

(1.1)
(1.2)
(1.3)
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which is derived from the chain rule of probabilities, in equation 1.3, and
expresses the inverse probability distribution over B given the observation of A by
joining the prior and likelihood and normalising with the evidence.
For distributions over binary r.v.s we can easily evaluate all factors in the evidence
to normalise and get the posterior
p(A = 1|B = 1) p(B = 1)
p(A = 1)
p(A = 1|B = 1) p(B = 1)
=q
bœ{0,1} p(A = 1|B = b) p(B = b)

p(B = 1|A = 1) =

=

(1.4)

p(A = 1|B = 1) p(B = 1)
p(A = 1|B = 1) p(B = 1) + p(A = 1|B = 0) p(B = 0)

For this binary case, the evidence is easily evaluated as a sum, but for binary r.v.s
in D-dimensional spaces, we have to compute large sums over each of the 2D combinations. For continuous r.v.s. the evidence will be an integral over all possible values
of B. This can be very hard or even impossible to evaluate analytically for more
complicated distributions, so the evidence is often called intractable and a subject
for many approximations, like estimation via sampling or variational inference. We
explain the latter in section 2.3.

1.3.2

Bayesian machine learning

To see how Bayes’ theorem is used in the context of Bayesian machine learning,
we first have to define some notation for how our observations and model parameters
are structured.
The observations are given as N examples in the data set D = (X, y). To test
our model’s generalisation performance, we can also reserve a test set Dú =

(Xú , y ú ), that the model parameters can not be based upon. D is then our training set and Dú is our test or validation set. The D-dimensional input vectors,
|

x = [x1 , x2 , . . . , xD ] are stored in X = [x1 , x2 , . . . , xN ] with corresponding target
|
values in y = [y1 , y2 , . . . , yN ] .
Based on some theoretical arguments and prior domain knowledge we could define

a model, which would possibly explain the phenomenon and observations we have.
The definition of a model is
Definition 1.3.1 (Model). A model is a hypothesis, a general rule or equation
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governing the process behind some observed quantities from the world surrounding
us.
A map is a model of the world, where the observed quantities are distances,
height and soil composition. We will from now on use model synonymously with
hypothesis and denote a model Hh out of a discrete set of H competing models,
H = {H1 , H2 , . . . , HH }.
The likelihood of our observations given our current hypothesis, Hh , consisting of
a set of M model parameters, w = {w1 , w2 , . . . , wM } is a distribution expressed as
p(D|w, Hh )

(1.5)

The prior belief independent of the observations is expressed through a marginal
distribution over the parameters
p(Hh ) = p(w|✓)

(1.6)

The normalising constant in Bayes rule are model evidence or marginal likelihood,
which is defined as
Definition 1.3.2 (Model evidence). The model evidence is in Bayesian probability
theory p(D|Hh ), which is the probability for the data given the hypothesis, when all
possible model parameters, w, have been marginalised out in the joint distribution,
p(D|w, Hh ) p(w|Ht ).
We compute is a marginalisation, also called the expectation, over all possible
weights under the prior,
p(D) =

⁄

p(D|w) p(w) dw,

(1.7)

W

which is often intractable to compute given non-conjugate priors and complicated
likelihoods. It can be estimated through sampling weights in the prior, like Hamiltonian Monte carlo [22] or in implicitly in deterministic deep neural networks [12,
13] by averaging over predictions on test set for various random dropouts (cutting
connections by zeroing out weights).
The posterior distribution,
p(w|D) =

D| p(w) p(w)
p(D)

(1.8)

1.3. Bayesian learning

19

is then conditioned on D and thereby different from our prior belief p(w). This can in
fact be seen as updating our prior belief to our posterior belief given the observations.

The Maximum a Posteriori estimation (MAP) can be used for updating our belief
about the true parameters
wMAP = arg max p(w|D)

(1.9)

w

The Maximum Likelihood Estimation (MLE) can likewise be used
wMLE = arg max p(D|w) ,

(1.10)

w

but does not take into account the prior belief.
The posterior predictive distribution then gives us the distribution over the test
observations after marginalising out all model parameters based on the training
observations
p(xú |D) =

⁄

W

p(xú |w) p(w|D) dw,

(1.11)

instead of basing prediction solemnly on one maximising estimate like

p(xú |wMAP )
p(xú |wMLE )

(1.12)
(1.13)

The prior predictive distribution is given by only using the prior in the marginalisation of w

p(xú |D) =

⁄

W

p(xú |w) p(w) dw,

(1.14)

The evidence is not simply a cumbersome normalisation constant for the posterior
to be a normalised distribution, but also the key factor in Bayesian model selection.
It is through understanding the role of the evidence in this, we can understand how
Bayesian learning follows the principle of Occam’s razor and why this thesis focuses
on Gaussian processes.
Firstly we will look at how the evidence comes into a play at all 3 of levels in the
hierarchy of Bayesian inference and afterwards in Bayesian model comparison for
model selection.
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1.3.3

The hierarchy of Bayesian inference

A Bayesian model is often constructed and selected step-wise via a 3 level hierarchy (2 levels by MacKay [23] and 3 levels in [24]). From the researchers perspective
the model design process happens top-down, where we start by choosing the hypothesis and type of model on the 3rd level. Then we choose the hyper-parameters,
✓, controlling priors and training of the model on the 2nd level. Finally the set of
actual model parameters, w, are fitted to explain the data best possible on the 1st
level. The inference then happens bottom-up.
Level 1 inference: First we infer the model parameters, w, from the observations
given the chosen priors,
p(D|w, Hh ) p(w|✓, Hh )
p(D|✓, Hh )
likelihood ◊ parameter prior
parameter posterior =
hyper evidence
p(w|D, ✓, Hh ) =

(1.15)
(1.16)

where the hyper evidence is a marginal likelihood conditioned on the hyperparameters, so the probability of the observations given, when all plausible parameters have been marginalised out following

p(D|✓, Hh ) = Ep(w|✓,Hh ) [p(D|w, Hh )] =

⁄

W

p(D|w, Hh ) p(w|✓, Hh ) dw,

(1.17)

where W is the volume of weight space covered by p(w|✓, Hh ).
Level 2 inference: Then we infer the model hyper-parameters, ✓, from the observations and given hyper-priors and previous hyper-evidence,
p(D|✓, Hh ) p(✓|Hh )
p(D|Hh )
hyper evidence ◊ hyper prior
hyper posterior =
model evidence
p(✓|D, Hh ) =

(1.18)
(1.19)

where the model evidence, also called the marginal likelihood, is the probability
of the observed data given all plausible realisations of the model hyper-parameters
and parameters. It is the likelihood marginalised over both parameters and hyperparameters

p(D|Hh ) = Ep(✓|Hh ) [p(D|✓, Hh )] =

⁄

p(D|✓, Hh ) p(✓|Hh ) d✓,

(1.20)
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So it is the probability of generating D given a model with a set of w randomly

sampled from p(w|✓, Hh ), when ✓ is sampled from p(✓|Hh ). So the hierarchical
sampling follows

w ≥ p(w|✓, Hh ) where ✓ ≥ p(✓|Hh )

(1.21)

The model evidence is commonly used for model selection, since it encapsulates
the full volume of the observation space, that a specific model can cover. A more
complicated model will cover a higher volume of observation space than a simpler
model, thereby spreading out the probability density thinner than the simpler model.
So as long as the observations lies within the volume of both models, the simpler
model will be chosen following the model selection criteria in equation 1.24.
Level 3 inference: Based on the model evidence, we can then get to the probability of the model Hh given the data D
p(D|Hh ) p(Hh )
(1.22)
p(D)
model evidence ◊ model prior
model posterior =
,
(1.23)
data distribution
qH
where p(D) = h=1 p(D|Hh ) p(Hh ) is the distribution of the data, when all possible
p(Hh |D) =

models have been marginalised out on the model evidences. Since the set of models

will change for, we do not consider this normalisation constant, when comparing
models.

We will now explain how to compare models in both the Bayesian and frequentist
framework.

1.3.4

Model comparison
Model comparison is a difficult task because it is not possible simply to
choose the model that fits the data best: more complex models can always
fit the data better, so the maximum likelihood model choice would lead
us inevitably to implausible, over-parameterized models, which generalize
poorly. Occam’s razor is needed.

- David MacKay, [23]
So how do we compare models in the Bayesian framework, so we avoid these so
called over-parameterized models?
For scientific rigour, we do not favour models over others, so they are all considered equally probable before any observations are given. This we assume through
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a uniform model prior, p(Hh ) = 1/H. When observations, D, are given, we can

then compare model 1 and 2 through the ratio of the model posteriors using Bayes’
theorem
p(H1 |D)
p(H1 ) p(D|H1 ) p(D)
p(D|H1 )
=
=
= B1,2 ,
p(H2 |D)
p(H2 ) p(D|H2 ) p(D)
p(D|H2 )

(1.24)

where both the priors p(H1 ) / p(H2 ) = H/H = 1 and the data distribution, p(D) / p(D)
cancelled out. The remaining ratio between the model evidences is called the Bayes
factor, B1,2 . Let us assume, that H1 is a simpler model assigning all of the probability

mass to a narrow range of observation space, like a binary pass-or-no-pass (0 or 1)
result for an exam, whereas H2 have more degrees of freedom and can explain a

variety of outcomes from an exam, like a 10-point grading scale.

This brings intuition to how Occam’s razor is built into the Bayesian inference
framework, since the simpler model with a narrower range of predictions will assign
more probability mass to the observations in that range. If the observations are in
fact in that range only, the simpler model will definitely be preferred over the more
complicated model, with a wider range of predictions. Even if the priors are uniform
and we do not enforce a preference for simpler models, the observations speak for
themselves and lead to the most adequate model not wasting precious parameters
on predictions outside the range of the observations.
We can now realise that even without favouring simplicity through non-uniform
model priors, the Bayesian model comparison still prefer the simpler model. Both in
the works of Harold Jeffreys [25], David MacKay [23] and W.H. Jefferys and J.O.
Berger [26], the Bayesian Occam’s razor is presented as a positive feature based on
both theoretical and empirical results in physics showing that the model generalising
well to new data is often the simpler model.
Of course one could could question whether this automatic preference for simplicity is a favourable trait? What if the Bayesian Occam’s razor shaves off parameters of
great importance to predictions in the future, where the observation space stretches
out to regions, that the simpler model cannot explain? Occam’s razor is questioned
in Radford Neal’s PhD thesis and textbook with the sentence
... deliberately limiting the complexity of the model is not fruitful when the
problem is evidently complex. - Radford Neal [27]
and several examples of how adding more parameters to a model can add more
nuance and accuracy to the predictions on a problem, which is inherently complex.
Examples are classification of handwritten digits, where the model could benefit
from having a separate parameter for every single handwriting style in the dataset.
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Another example is clustering of documents into topics or cells into cell-types, where
every topic or type could be separated into sub-categories and thereby give more
precise predictions. A model which can accommodate this need, is the Latent
Dirichlet allocation (LDA) model [28], or Dirichlet process mixture models (DPMM)
[29, 30], which both has an infinite number of topics to draw from, allowing for
assigning more topics when number of observations grow.
As Radford Neal mentions in the end of his introduction, the choice of our model
capacity all comes back to the limits of our computational resources. This brings
us to the modern day deep learning revolution, where the limits of computational
resources have moved well beyond those at Neal’s time and therefore allow us to
train deep neural networks with billions of parameters. Deep learning models can
learn very complicated relationships between thousands of features, but at the risk
of over-fitting on small datasets and leaving us with no way to interpret the billions
of parameters. So the question from the beginning of this thesis remains: "Is the
model useful for task at hand"?
Andrew Gelman also question the principle of Occam’s razor for model selection
in machine learning in his more philosophical letter on statistics [31]. In line with
this a more elaborate set of arguments are put up against the use of Bayes factor and
the Bayesian information criterion (BIC) in the book, [22] of the same author. The
authors here put a strong emphasis on how careful we have to be at disregarding
parameters just to follow the law of Occam’s razor. They suggest Bayesian crossvalidation as a way to compare posterior predictive performance of different models.
This does not implicitly favour simpler models and still help us to pick the model
with hyper-parameters expected to generalise better for completely new data. Since
we are comparing a Bayesian non-parametric model with a non-Bayesian model in
paper B, we will stay agnostic to these two schools of model comparison, and just
choose the one that is possible for both, which is cross-validation. We will keep in
mind, that the Bayesian model, namely the Gaussian process, favours simpler models
when the posterior is based on hyper-parameters learned through maximising the
model evidence on fewer observations.
Choosing model complexity parameters based on cross-validation is in fact a
method from the Frequentist school of statistics, where we try to balance out the
bias and variance term in the decomposed expected squared error, also called mean
# #
$$
squared error (MSE) Ey [L] = Ey Ex (f (x) ≠ y)2 . Following section 3.2 in Bishop

[32], we can consider models, f (x; D), trained on only a subset of the data, D. This
allows us to average over all of those subsets and get an estimator for the expected
loss decomposed into the terms
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Ey [L] = expected loss = ( bias )2 + variance + noise
⁄
2
2
(bias) = {ED [f (x; D)] ≠ E [y|x]} p(x) dx
⁄
Ë
È
2
variance = ED {f (x; D) ≠ ED [f (x; D)]} p(x) dx
⁄
noise = {E [y|x] ≠ y}2 p(x, y) dx dy

(1.25)
(1.26)
(1.27)
(1.28)

Here the last term is the irreducible measurement noise. The bias term will often
grow when models become simpler and cannot fit the y in a great variety of ways.
The variance term will tend to grow when model complexity rises, as the variety
of ways it can fit the data subsets are growing, so the expected squared distance to
the model average over all the subsets also grows. So the key difference between
the Bayesian and Frequentist model selection, is that in the Bayesian setting, the
model averaging happens implicitly through marginalising out all possible models
from the prior, whereas in the Frequentist setting the models are averaged over the
data splits evaluated on held out validation subsets. From a Bayesian perspective
the observations are held fixed, while we infer the unknown parameters under
some prior knowledge encoded in the prior. From a Frequentist perspective the
observations are variable, while the parameters are considered fixed and possible to
determine through sample frequencies in the infinite limit of repeated experiments.
Unfortunately we are not always able to repeat experiments over and will have to
rely on domain knowledge and earlier studies, which can more easily be encoded in
the priors in Bayesian learning.
As MacKay explains [23], model comparison can be carried out using the ratio of
posterior distributions
p(H1 |D)
p(H1 ) p(D|H1 )
=
p(H2 |D)
p(H2 ) p(D|H2 )

(1.29)

as a metric. The Occam factor is defined by [23] as the ratio between the parameter
space available for the posterior versus the prior. So the factor with which the
accessible volume of the parameter space shrinks after data has been observed. We
will later see how the posterior update in Bayesian linear regression represents this
process of shrinking and bisecting the parameter space. The example is visualised
in figure 2.2, where the black dashed lines in the 1st column are the univariate
conditional posterior mean for each new observation. This also connects to the
concept of version space duality in the field of active learning, which is well explained
and visualised in the textbook on "Active Learning" by [8] in the figure 3.2 on page
23. Here an observation is a point in feature space, F, and hyperplane bisecting
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hypothesis space, H, and vice versa for any hypothesis. The space of plausible
hypotheses is thereby restricted by every new hyperplane bisecting it.

To conclude this chapter it is important to remember that both Bayesian inference
and model selection are ideally powerful tools, but for most models hard to solve
analytically. Gaussian processes have closed form solutions for linear transformation,
so the Bayesian inference and model selection can be carried out analytically or with
few approximations, and still remain a very complex and expressive model. These
will be presented in the next chapter.

Chapter �

Gaussian processes
In this chapter, we follow up on the last statement in the previous chapter, where
we motivated the use of GP for its ease of use for Bayesian inference and model
selection.
The GP model is a very expressive and flexible through kernels defined in an
infinite dimensional inner product space. The kernels can be constructed in a wide
variety of ways, making the models very modular, so that they can represent very
complex structures in the data. The kernel can even be chosen via Bayesian model
selection in an automatic manner [33]. The main reason why we choose GP for
modelling physical systems, is that the structure in the systems are based on known
physical laws, which is easily encoded as Gaussian process priors through the kernel.
In section 2.1 we first introduce the Gaussian process model moving from the
weight space view to function space, and then extend it to infinitely many parameters.
We here see that with a GP, we are provided with automatic type 1 and 2 inference
with the regularising effects of the Bayesian Occam factor, favouring simple models
and avoiding overfitting the noise in the observations. In the weight space view
we will explain how a chosen set of basis functions can encode the structure in the
data and carries over to the construction of positive-semidefinite (PSD) kernels and
covariance matrices in the GP in function space. This brings us to section 2.2, where
describe all the ways that a PSD kernel can be constructed to encode the structure
of the observations. Since many physical systems, like molecules, are known to have
symmetries in their structure, we present group theory for deriving invariances to
transformations of the input space.
We end the chapter with section 2.5, with an example on modelling the resonance
spectra in a real experimental setup for thermomechanical analysis, where the
structure of measurements along a crystallised drug is considered.
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2.1

From weight space to function space

We first explain the weight space view with an example of Bayesian parametric
regression.

2.1.1

Bayesian Parametric Regression

Bayesian linear regression is a simple example of how to update the posterior
sequentially with incoming observations as seen in figure 2.1. This example also
touches upon how to learn and update the posterior most efficiently by drawing
most informative observations from an existing pool or stream of data. What makes
Bayesian inference simple in this model is, that our mapping from weight space,
W , and input space, X , into function space, F , is linear, f (x) = x| w, while
Gaussian distributions are closed under such transformations, as shown in sections
A.1 and A.1.1. Unfortunately most data sets, have more complicated non-linear
relations between x and y. So how do we model these non-linearities in the most
simple way one could ask. The answer is to warp X æ H , through a set of M
|

basis functions, (x) = [„0 (x), „1 (x), . . . , „M ≠2 (x), „M ≠1 (x)] . This is the function
mapping

(x) : X æ H , where the input space in this case is X = RD and the

Hilbert space H = RM is finite M-dimensional. We then replace x with (x), so
we now have a linear combination with w œ W = RM giving us f (x) = (x)| w.
The type and number of basis functions can be chosen based on the nature of
D. As an example, for a time-series data set of electric energy consumption in a
city, one could expect both periodic weekly, monthly and yearly variations due to

human synchronous habits, so a good choice of basis functions would be 3 sinusoidal
functions with these periods. A linear combination of sinusoidal functions is also
known as a Fourier series [34].

|

Given the observed input features, X, with indices, j œ o = [1, 2, . . . , N ≠ 1, N ] ,

we can then construct an M ◊ N design matrix design matrix
(X) =

X

giving us a function mapping
column vector

j

=[

j ]jœo

=[

1,

2, . . . ,

N ≠1 ,

N] ,

(2.1)

(X) : RD◊N æ RM ◊N for all data points. Here every

= (xj ) are all the basis functions applied to the j’th data point.

To reduce the number of nested sub-indices, we from now on omit the index o and
X for all variables connected to the observations, so we consider

(X) =

X

=

.

If we consider the weights as r.v.s drawn from a Gaussian prior distribution
w ≥ p(w) = N (w; µw , ⌃w ) ,

(2.2)
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we can see the function evaluated at all input points, f = f (X; w) =

|

w as r.v.s

drawn from another Gaussian distribution

|

f ≥ p(f | ) = Ep(w) [p(f |w, )] = N (f ; µf =

µw ,

f

|

=

w

)

(2.3)

This represents a prior in function space, F , which is an alternative view and in
some cases a more practical take on the model, which we will return to.
We assume a constant measurement noise on the i.i.d. observations, y(X; w) =
!
"
f (X; w) + ✏ where ✏ ≥ N 0, ‘ = ‡‘2 I . If we follow the sum of multivariate

Gaussian r.v.s and eq. A.1 , this introduces a Gaussian likelihood of the form

y ≥ p(y|w, ) =

Ÿ

jœo

!
N yj ;

!
= N y; µy|w =

"
|
2
j w, ‡‘

|

w,

y|w

= ‡‘2 I

"

(2.4)

Since y and X are known and w is unknown, we want to perform Type 1
inference of w given y and X following Bayes’ rule
p(y|w, ) p(w)
p(y| )

p(w|y, ) =

(2.5)

We can recognise this as the linear conditionals of Gaussians in section A.1.1 and
the corresponding mean and covariances in the joint distribution of equation A.16,
where A ©

|

, b © 0 and x © w. We plug these in equation A.21, A.21, A.11 and

A.12 to derive the Gaussian posterior over w given the observations, D = {X, y}
!
p(w|y, ) = N w; µw|y ,
w|y

=
=

w
w

≠

w,y

≠

w

! -1
-2
=
w + ‡‘

µw|y = µw +
= µw +
=

w

! -2
w|y ‡‘

!

‡‘2 I

+

-1

!

w,y

y,y

"

w|y

(2.6)

y,w

"
| -1

-1
y,y (y

|

w

≠ µy )

+ | w
-1 µ "
y+ w
w
‡‘2 I

" -1
"-1

|

(y ≠

(2.7)

w

|

µw )

(2.8)

This is a distribution over all possible weights and thereby the set of hypotheses
based on how well the model explains the observed data. An example of how
the posterior distributions over 2 weights can be constraint by new observations
to smaller areas of weight space is seen in figure 2.1. It is a figure illustrating
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Figure 2.1: (Continued on the following page.)
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Figure 2.1: This is an illustration of posterior update for a Bayesian regression model with
a 3rd order polynomial objective and basis functions „(x) = w0 + w1 x + w2 x2 + w3 x3 with
w0 = 0, w1 = 0 and w2 and w3 learned. Left column: Heat-map of version/weight space. (w2
on x-axis and w3 on y-axis) The posterior distributions are shown as the heat-map together
with the posterior mean for every single observation added (black dashed line), which cuts
through weight space to restrict the number of possible solutions more or less. Right column:
Plot of function space with observations. We see the posterior predictive distribution (blue
line) with confidence bounds (light blue shading) with the true objective function (green),
unobserved (black crosses) and observed data (black stars). The acquisition function is the
Upper confidence bound (UCB in magenta dashed line). The data-point next to be observed
is shown as a red diamond and dashed vertical line.

Bayesian polynomial regression updated via Bayesian optimisation to sequentially
add informative observations based on the Upper-confidence bound.
Maximising either the likelihood or posterior w.r.t w, are two ways to determine
the “best” model fit. Luckily the mean in a Gaussian distribution is also the mode
(maximum probability), so wMAP = µw|y . If we set µw = 0 and

w

2
= ‡w
I we

arrive at an expression for the MAP estimate, which is very close to the Maximum
likelihood estimate from eq. 3.15 and the solution to the regularised least squares
from eq. 3.28 in [32]. We here compare the two expressions
†
| -1
wML = (
)
y = ( |) y
3 2
4 -1
‡✏
|
wMAP =
I
+
y = (⁄I +
2
‡w

, where (

(2.9)
| -1

)

(2.10)

y

| †

) is the Moore-Penrose pseudo-inverse described in [32, 35, 36], which

can be considered a general form of matrix inverses for non-square matrices. This
can be seen as work-around for solving for w in the linear system y =
|

is not a square matrix, so the squared error ,||y ≠

|

|

w, when

w||, still minimised, though

not exactly zero. Given a basis functions and weight per data-point forming a
k = N ≠ 1 order polynomial, we could construct an invertible square matrix,

|

, so

that the maximum likelihood estimate and squared error are

wML = (
||y ≠

|

| -1

)

-1 y = ( | )-1 y
)
-1
|
( | ) y|| = ||y ≠ Iy|| = 0

y=(

wML || = ||y ≠

wML is then the exact solution to y =

|

| -1

w. This means that fML =

(2.11)
(2.12)
|

wML is a

perfectly fitting polynomial going through all y with zero squared error. An example
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on this can be seen on the diagonal of plots in figure 2.2, where the dashed lines are
the ML fit. With enough observations (n > 32) even the ML fit does a good job at
mimicking the true data generating function, at least in the range where we have
observations.
From the example we see that, it is easy to learn a model overcomplicating, what
is in reality a much simpler relationship between y and X. The variations, which the
higher order polynomials try to fit and explain, are in fact just due to measurement
noise. As we learned in section 1.3.4, we can encourage simplicity through Bayesian
inference. We see this effect, if we inspect seen the full blue line,

|

wMAP , in figure

2.2. Here the MAP estimate resulted in a much more conservative fit.
The MAP estimate results in a simpler model due to the zero mean prior distribution over the weights, where the variance control how much the weights can vary
from this mean.
2
In equation 2.10, we see that the two estimates only differ by the ratio ⁄ = ‡✏2 /‡w
,

which is also known as the weight decay in regularised least squares. When ‡✏2 æ 0
2
and ‡w
æ Œ the wMAP æ wML , so the regularising effect of the prior disappear and

the fit is again solemnly based on the observed targets.
See also the effect on the model evidence, as we add more observations in figure
2.3.

Posterior predictive distribution If we want to predict unobserved targets, y⇤ , we
can pick either one of the two point estimates in equations, 2.9 or 2.10, and evaluate
fˆ(xú ) = (xú )| ŵ. But to be truly Bayesian, we will consider all plausible models
given the training data, by marginalising out all weights distributed according to the

posterior. This is called the posterior predictive distribution, which for the model at
hand has the analytical expression,
p(fú |

ú , , y) =
ú

=
=

⁄

p(fú |
|
ú
|
ú

ú , w) p(w|
ú

w|y
ú

w

≠

! -1
-2
= |ú
w + ‡‘

µú =
=
=

|
ú µw|y
|
ú µw
|
ú

+

|
ú

! -2
w|y ‡‘

|
ú

w
|

, y) dw = N (fú ; µú ,
!

" -1

!

‡‘2 I +

w

w

ú

‡‘2 I + |
"
y + -1 µ

w

|

w

w

" -1

" -1
(y ≠

|

ú)

w

|

(2.13)

ú

µw )

(2.14)

(2.15)

We can recognise the pattern of how most operations are inner products between
|
ú,

|

,

functions

w

and µw and use the kernel trick, which defines a common set of mean
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Figure 2.2: (Continued on the following page.)
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Figure 2.2: Bayesian parametric regression model with 0 to 5th order polynomial basis
functions data sampled from a 2nd order polynomial objective and basis functions. The
posteriors are shown on the left and the posterior predictive distribution (blue line) with
confidence bounds (light blue shading) is shown on the right with the true objective function
(green), unobserved (black crosses) and observed data (black stars).

Figure 2.3: The negative log evidence (full lines), squared error (dotted lines) and Bayesian
Occam factor (dashed lines) plotted for Bayesian parametric regression model with 0 to 5th
order polynomial basis functions fitted to data sampled from a 2nd order polynomial objective
and basis functions. This corresponds to the model fits in figure 2.2
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ma = m(a) =

|
a µw

(2.16)

and covariance functions
ka,b = k(a, b) =

|
a

w

b

=

|
|
a LL

, which is also called a kernel or kernel function. Here

b

=
w

|
a

b

(2.17)

= LL| is the Cholesky

decomposition of a PSD matrix allowing us to express the covariance function as an
inner product.
If a or b denote dependence on more than one observation, a matrix, then the
evaluated covariance function result in a matrix Ka,b .
Using these functions, we can then simplify the posterior predictive distribution
from equation 2.13 to
!
"-1
= kú,ú ≠ Kú,X ‡‘2 I + KX,X KX,ú
!
"-1
µú = mú + Kú,X ‡‘2 I + KX,X (y ≠ mX )
ú

(2.18)
(2.19)

We call them mean and covariance functions, since they parameterise the function
prior, p(f | ), in equation 2.20
f ≥ p(f | ) = = N (f ; µf = mX ,

f

= Kf ,f = KX,X )

(2.20)

where we use the alternative notation Kf ,f = KX,X to denote that Kf ,f is a
function of X, but a covariance matrix in the prior over f .
It is remarkable, that the whole inference procedure could have been expressed
in terms of a prior over function space instead of weight space. Can it be useful to
model everything from a latent space of functions instead of weights?

2.1.2

Function space view

We now turn the viewpoint from weight space to function space.
A prior over functions, f (x), is defined as a Gaussian process prior

f (x) ≥ GP (m(x), k(x, xÕ ))

(2.21)

if any finite set of r.v.s, f (x), drawn from this have a joint Gaussian distribution. The
formal definition is
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x
µw

w

N

x

✓
w
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k
GP
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Œ
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‡‘

N

y

y
N

N

(a) Bayesian linear regression.

(b) Gaussian process regression.

Figure 2.4: Plate diagrams of the two regressions models, seen from the perspective weight
and function space.

Definition 2.1.1 (Gaussian process). A Gaussian process is an infinite set of random
variables, S, where any finite subset s µ S follows a joint Gaussian distribution
s ≥ N (s; µs ,

s)

This means that the mean function and covariance function has to be defined as
m(x) = E [f (x)]

#
|$
k(x, x ) = cov [f (x), f (x )] = E (f (x) ≠ m(x)) (f (xÕ ) ≠ m(xÕ ))
Õ

Õ

(2.22)
(2.23)

So a Gaussian process is a specific family of stochastic processes in which a finite
set of random variables follows a multivariate normal distribution. An comparison
of the graphical models for weight space and function space view is in figure 2.4.
From our example of Bayesian parametric regression, we can see that the function,
f (X) = (X)| w have the mean and covariance function
m(X) = E [f (X)] = (X)| E [w] = (X)| µw
#
)
*| $
k(X, XÕ ) = E { (X)| w ≠ (X)| E [w]} (XÕ )| w ≠ (XÕ )| E [w]

(2.24)

|

= (X)| E [{w ≠ E [w]} {w ≠ E [w]} ] (XÕ )
= (X)| cov [w] (XÕ )
= (X)|

w

(XÕ )

(2.25)
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Covariance matrices from kernels over a finite set of basis functions, can at most
be of rank M and are singular for and not able to be inverted for M < N . We see
this on the upper triangular part of figure 2.2, where the fit misses all observations.
This is also called a degenerate covariance matrix and function. In the next section
we will follow up on this problem.
Adaptive basis functions can be obtained by adding parameters to them. This
additional set of hyper-parameters have to be to tuned too. These belong to the 2nd
level of the Bayesian hierarchy introduced in section 1.3.3, so we need to perform
level 2 inference to get posterior over them. We can even extend the marginalisation
over parameters to the parameters, ✓, inside

(X; ✓), so we obtain an expression

independent of those.
All distributions conditioned on

are now also conditioned on X and ✓, so we

could perform level 2 inference on ✓, and obtain a posterior for these. Unfortunately
the Gaussian identities do not hold for non-linear function mappings,

(X; ✓), so

we can not perform exact inference and derive a general analytical expression for
the posterior over ✓. We will fall back on the next best solution, which is the Type 2
maximum likelihood for the denominator, marginal likelihood, in equation 2.5
p(y|✓, X) = Ep(w) [p(y|w, )] = Ep(f |

)

[p(y|f )]

= Ep(f |✓,X) [p(y|f )] = N (y; mX , Ky,y )

(2.26)

where we moved from the weight space to function space view and used Ky,y =
Kf ,f + ‡‘2 I
Our goal is to maximise this marginal likelihood, which we do by minimising the
negative log of it
✓ML = arg max p(y|✓, X)

(2.27)

✓

= arg min ≠ log p(y|✓, X)
✓
3
4
1
|
-1 (y ≠ m ) + log |K | + N log 2ﬁ
= arg min
(y ≠ mf ) Ky,y
f
y,y
2
2
✓
= arg min ( squared error + Bayes Occam factor ) + constant

(2.28)
(2.29)
(2.30)

✓

|Ky,y | is the matrix determinant, which grows proportional to the number of basis

functions and weights and therefore efficiently regularises the optimisation towards
simpler models, when less data is given in the first term, which is also seen in figure
2.3. for analysis In the first squared error term, Ky,y , needs to be inverted at a
cost of O(N 3 ), which make it hard to scale GPs to very big data sets. Low-rank
approximations alleviating this limitation are introduced in section 2.3.
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2.1.3

How kernels simplify in infinite inner product spaces

As we saw for the Bayesian linear regression, the kernel trick is what connects the
weight and function space and gives us an easy way to formulate a Gaussian process
with a covariance function defined by the inner product kernel over a set of basis
functions. We also call this inner product space a Hilbert space, H , which is defined
in section 2.2. Though the kernels provide us with a valid covariance function, there
are still 2 problems constructing them from a finite set of basis functions,
1. They evaluate to degenerate covariance matrices, which are singular for M <
N and with a rank Æ M .
2. They leave us with additional hyper-parameters to choose and tune manually
or learn through type-II MLE.
Both problems can be resolved by integrating over an infinite number of linearly
combined weights and basis functions to make the models non-parametric, i.e.
having no weights, but only a smaller set of hyper-parameters to tune. As an example
we repeat the derivation of a squared exponential (SE) kernel with lengthscales
Ô
⁄ = 2l from [24] in section A.4.1. From this example we can see that the general
two-step procedure for deriving infinite inner product kernels from any given set of
basis functions and weights linearly combined to f = (x)| w, is
1 Write out the covariance in equation 2.23, cov [f , f Õ ], identify any kernel as
inner products (x)| (xÕ ) and write it as a sum.
2 Extend the inner product kernels to an integral over an infinite number of
infinitesimally close basis functions and evaluate it to get the kernel of an
infinite dimensional Hilbert space.
This can help to derive new kernels encoding similar structure as the basis functions,
if the integral can be evaluated analytically. Valid methods for constructing kernels
will be studied more in depth in section 2.2. It might seem counter-intuitive, but
defining kernel as inner products in an infinite space does in fact make Bayesian
non-linear regression and other kernel methods simpler, since only the best choice
of kernel and its hyper-parameters are left to learn. It also introduces the idea, that
Gaussian processes can be seen as infinitely wide Bayesian Neural Network (BNN),
which was first stated by [27] and very recently analysed both theoretically and
empirically by [37, 38, 39]. We will now move to the relation between GPs and
BNN.
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Relation to Bayesian neural networks

There are some interesting connections between GPs and BNNs.
We can see the similarities to Bayesian linear regression, when writing out the
function for 2-layer neural network
f (x) = NN (x; W) = b

(2)

+

(1)
M
ÿ

j=1

1
2
(2)
(1)
(2)
wj „ x; wj
= b0 +

1

x; b(1) , W(1)

2|

w(2)

(2.31)

(2)
(1)
which in this case only hasÓa single output neuron,
Ô M = 1, but M neurons in the

hidden layer. Here W = b(1) , W(1) , b(2) , w(2)

denote the set of all weights (W)

and biases (b) corresponding to L = 2 layers. For a standard Neural Network (NN),
all weights and biases are deterministic, w ≥ ”(w), whereas a BNN have stochastic

weights drawn from a prior, w ≥ p(µw , ‡w ). This is very similar to the Bayesian

linear regression, just that now = (x; b(1) , W(1) ) is a set of M (1) basis functions
consisting of some non-linear activation function applied to a linear combination
over the feature space. Each of the M (1) elements in the vector „j œ

holds the

activation a single neuron from the first layer.

For a multi-output neural network of any given number of layers, L, the general
expression for these nested functions can be written as the recursion
1
2
x(l) = f (x(l≠1) ; b(l) , W(l) ) = a W(l) x(l≠1) + b(l)

where is some the L weight matrices W(l) œ RM

(l)

for l œ 1 : L,

◊M (l≠1)

vectors b(l) transform the input features x(L) œ RM

(L)

x(0) œ RM

(2.32)
(0)

and bias

via non-linear activation

functions a (·) all the way to the final output features. The recursion in equation

can also be expressed as one function of nested functions f (x(0) ) = f (x(0) ; W),
where W is the collection of weights and biases. This is the general definition
of a deep neural network, which has during last 20 years become an extremely
popular method for dealing with very complex data and very big data sets. The
trick behind them, is that they can learn the basis function as a hierarchical set of
feature extractors combining higher features of higher abstractions in each layer.
Thanks to the back-propagation algorithm [40], they can be scaled up to hundreds
of layers and billions of weights, by training via various gradient descent methods
using automatic differentiation to provide gradients for each weight.
In the lecture and blog-post, [41], by Neil Lawrence, he compares deep parametric models, like deep neural networks, and deep non-parametric models, like
deep Gaussian processes, [42]. For parametric models, like the one in section 2.1.1,
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we can interpret the parameters, w, as the bottleneck for information flowing from
(X, y) to (Xú , fú ), in the posterior predictive distribution in equation 2.13,
p(fú |

ú , , y) =

⁄

p(fú |

ú , w) p(w|

, y) dw

(2.33)

So the width of the bottleneck is limited by the number of weights and basis
functions. Can unlimited information flow be obtained, if we expand weights and
basis function to inner products in an Œ-dimensional space? We see that this is

achieved in Gaussian processes, by integrating out both parameters, w, and hyperparameters, ✓, in an infinite dimensional Hilbert space.
By using a Gaussian process prior to model the functions, f , the posterior
predictive distribution is

p(fú |xú , X, y) =

⁄

p(fú |xú , f ) p(f |X, y) df ,

(2.34)

so we see how the model capacity and information bottleneck through, f , grows
with the number of training points, since f œ RN , whereas the capacity of the

parametric model stays fixed. This feature of non-parametric models, could be very
useful for experimentalists, who have a growing set of observations in an experiment
guided by the model predictions.
So there are theoretical arguments for why we should be using Gaussian processes for their flexibility and ability to grow in capacity with the training data, but
empirically there are some caveats, namely the cubical computational cost, O(N 3 )

of inverting covariance matrices and the vanishing of correlations between features.
The latter concern is expressed by David MacKay, in his introduction to Gaussian
processes at NeurIPS 1997, [43], where he ask the questions,
Have we thrown the baby out with the bath water?
According to the hype of 1987, neural networks were meant to be intelligent
models which discovered features and patterns in data. Gaussian processes
in contrast are simply smoothing devices. How can Gaussian processes
possibly replace neural networks? What is going on?
- David J. C. MacKay, [43]
So there was a believe, that Gaussian processes could replace neural networks as
their infinitely wide counter-part, but we lose something in the infinite limit, where
correlations between weights vanish and thereby the ability to learn features. This is
the trade-off between Bayesian parametric and non-parametric models.
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To understand the trade-off, it is important to know the relation between a 2
layer neural network and a Gaussian process. Similar to the transition from weight
to function space in section 2.1.1 and 2.1.2, a kernel can also be derived for a neural
network in the infinite limit of neurons in the first layer, as first done by Radford
Neal in his thesis, [27]. We follow the same proof in section A.4.3.
Based on the definition of the Gaussian process and the mean and covariance
function in equation 2.16 and 2.17, we can derive Gaussian processes for any
inner product of basis function by just evaluating m(x) = E [f (x)] and k(x, xÕ ) =

cov [f (x)] on any function f (x) and check if they constitute a joint Gaussian process
as required by the definition.
We will now move on to a more formal definition of and requirements for kernels,
so we know how to construct them for representing the structure of the physical
systems we apply them to.
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2.2

Kernels

Following the Oxford dictionary, [44], the word "kernel" means the "the central,
most important part of an idea or a subject". This definition also holds for the role of
the kernel function, k(x, xÕ ), in kernel-based machine learning.
As we saw in section 2.1, the kernel function appeared as a trick to simplify
inner products in inference in the Bayesian linear regression model, in equations
2.17-2.20, and a kernel to compute the covariance over the function evaluations
drawn from the GP in equations 2.21 and 2.23. The kernel function, also just called
kernel, is quite useful, when working with high dimensional feature spaces, and
therefore the key component in a wide range of kernel-based machine learning
methods, such as the kernel principle component analysis (KPCA) [45], GP [24],
support vector machines (SVM) [46], kernel ridge regression (KRR) and graph
kernel density estimation (GKDE) [47] among many others. These methods, except
for the GP, will not be presented in this thesis, but could be interesting avenues for
the further use of the graph convolutional kernels, that we present in chapter 3.
Kernels, are useful in both parametric and non-parametric, as well as Bayesian
and Frequentist probabilistic models, though not all kernels are valid for all models.
So we will first introduce the requirements for constructing a valid kernel function,
so that it can be used in GP and many others.

2.2.1

Valid constructions of kernels

What makes a kernel valid as a covariance function for GPs? In most cases,
especially for GPs, kernels are only applicable if they do construct symmetric PSD
covariance matrices, and hence are PSD kernels. The definition of a PSD kernel is
Definition 2.2.1 (Positive semi-definite kernel). A positive semi-definite kernel on
X is a function k : X ◊ X æ R, s.t. ’N œ N, ’x1 , x2 , . . . , xN œ X ,
S

k1,1

W
W k2,1
W
W .
K = W ..
W
W
U
kN,1

k1,2
k2,2

kN,2

...
..

k1,N

.

...

kN,N

T

X
X
X
X
X,
X
X
V

where ki,j = k(xi , xj )

is a symmetric positive semi-definite matrix (i.e. a covariance matrix).
K is a symmetric matrix iff every element ki,j = kj,i s.t. K = K| .
K is also a positive semi-definite matrix

(2.35)
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iff
c| Kc =

N ÿ
N
ÿ
i=1 j=1

ki,j ci cj Ø 0

’c œ RN

(2.36)

or if k can be decomposed into
k(xi , xj ) =

Œ
ÿ

⁄m „m (xi )„úm (xj ),

(2.37)

m=1
Œ
where {⁄m }Œ
m=1 is an absolutely summable set of eigenvalues and an {„m (x)}m=1

orthonormal basis of eigenfunctions.

Here the basis functions, „, can either be real R or complex numbers C, hence
the the complex conjugate, ú , both transposing and swapping the signs on complex
numbers.
The criterion in equation 2.36 and 2.37 are derived as the discrete analogue of
Mercer’s condition and theorem respectively [24, 48]. Note the distinction between
a positive definite kernel, which has ⁄m > 0’m and a semi-definite kernel, which
has ⁄m Ø 0’m, where some just use positive definite kernels for both [49].
Definition 2.2.2 (Degenerate kernel). A kernel is degenerate if it only has a finite
set of non-zero eigenvalues

M

= {⁄m }M
m=1 , where M < Œ.

This means that the inner product kernel from the Bayesian linear regression
example is a degenerate kernel, since it can only be written as a finite sum

k(xi , xj ) =

|
i

j

=

M
ÿ

⁄m „m (xi )„úm (xj ),

(2.38)

m=1

where

= I œ RM ◊M ⁄m = 1’m œ {1, 2, . . . , M } and the covariance matrix

from this would be of rank M at most. A full rank covariance matrix can only be

constructed from a non-degenerate kernel. But from a degenerate kernel a nondegenerate kernel can be derived in the limit of M æ Œ, as explained for the SE
kernel in section 2.1.3.

Based on the definition 2.2.1 of PSD kernels, it is possible to prove what operations between kernels construct new PSD kernels. We will not prove these, but
follow the definitions of valid kernel constructions provided by [32][Eq. 6.13-6.22].
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Definition 2.2.3. If we have any vector x œ RD , which can be split into two vectors

x = (xa , xb ) in subspaces. And if we have the PSD kernels k1 (x, xÕ ), k2 (x, xÕ ),
k3 (·, ·) œ RM , ka (xa , xÕa ) and kb (xb , xÕb ). And if we have a constant c > 0, any
given function f (x), a polynomial with non-negative coefficients q(x), a function
(x) : RD æ RM and a symmetric PSD matrix A œ RD◊D , we can construct the

following PSD kernels

k(x, xÕ ) = ck1 (x, xÕ )

(2.39)

k(x, x ) = f (x)k1 (x, x )f (x )

(2.40)

k(x, xÕ ) = q(k1 (x, xÕ ))

(2.41)

k(x, x ) = exp(k1 (x, x ))

(2.42)

Õ

Õ

Õ

Õ

Õ

k(x, xÕ ) = k1 (x, xÕ ) + k2 (x, xÕ )

(2.43)

k(x, x ) = k1 (x, x )k2 (x, x )

(2.44)

k(x, xÕ ) = k3 ( (x), (xÕ ))

(2.45)

|

(2.46)

Õ

Õ

k(x, x ) = x Ax
Õ

k(x, x ) =
Õ

Õ

Õ

ka (xa , xÕa )

+

kb (xb , xÕb )

(2.47)

k(x, xÕ ) = ka (xa , xÕa )kb (xb , xÕb )

(2.48)
(2.49)

In David Duvenaud’s thesis [33] the reader can find a good overview, explanation
and visualisation of how combining kernels affect the GP function evaluations and
vice versa, as well as how these constructions relate to basis functions in feature
space, which we will now show.

2.2.2

Kernel constructions in Hilbert space

To understand what summing and multiplying kernels means in H , we can
look at the construction of the PSD kernel, from two other PSD kernels, k1 and
k2 , represented by inner products of two arbitrary basis functions
H (1) = RM1 and

(1)

(x) : RD2 æ H (2) = RM2 .

(1)

and

(2)

(1)

(x) : RD1 æ

work on two sub-

spaces of the full input space X = R for D Ø D1 and D Ø D2 , but we pass the full
D

vector x to them for simpler notation. The two 1D kernels k1 (x, xÕ ) : RD1 ◊RD1 æ R

and k2 (x, xÕ ) : RD2 ◊ RD2 æ R are then defined in their respective inner product
spaces as
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k1 (x, xÕ ) =

(1)

(x)|

(1)

(xÕ )

(2.50)

k2 (x, xÕ ) =

(2)

(x)|

(2)

(xÕ )

(2.51)
(2.52)

For kernel addition in equation 2.43 we get
kadd (x, xÕ ) = k1 (x, xÕ ) + k2 (x, xÕ )
(1)

=

(x)|

(1)

(2)

(xÕ ) +

(x)|

(2)

(xÕ )

(2.53)

= ⇣(x)| ⇣(xÕ ),
where a new basis, ⇣, of concatenated basis vectors was constructed

(1)

⇣(x) =

(x)ü

(2)

(x) =

C

(1)
(2)

D
(x)

(2.54)

(x)

For kernel multiplication in equation 2.44 we get
kmul (x, xÕ ) = k1 (x, xÕ )k2 (x, xÕ )
1
21
2
(1)
(2)
=
(x)| (1) (xÕ )
(x)| (2) (xÕ )
R
AM
BQM
1
2
ÿ
ÿ
(1)
(1)
(2)
(2)
=
„i (x)„i (xÕ ) a
„j (x)„j (xÕ )b
i=1

=

M1 ÿ
M2 1
ÿ
i=1 j=1

=

j=1

(2.55)

21
2
(1)
(2)
(1)
(2)
„i (x)„j (x) „i (xÕ )„j (xÕ )

(x)| (xÕ ),

where another new basis,

, based on a vectorised outer product of the basis vectors

was constructed
(x) = vec

1

(1)

(x)

(2)

2
(x)| =

(1)

(x) ¢

(2)

(x),

(2.56)

Here we used that the Kronecker product, ¢, between two column vectors, a and

b, i.e. tensors of order 1, is the same as the vectorisation of their outer product
vec (() ab| ).
As explained by [33] and derived in section 3.6.6 , two 1D squared exponential
kernels k1 and k2 would arise from

being a Gaussian expansion over the 2D plane

with an infinite number of centre points. A finite number of centre points would

46

Chapter 2. Gaussian processes

look like a square grid of Gaussians in Cartesian coordinates and circular grid of
Gaussians in polar coordinates, as shown in figure 3.5.
For any sequence of B kernels and basis functions the definition of the addition
and multiplication kernels above generalises to
(B)

kadd (x, xÕ ) =

B
ÿ

kb (x, xÕ ) = ⇣ (B) (x)| ⇣ (B) (xÕ ),

⇣ (B) (x) =

b=1

(B)

kmul (x, xÕ ) =

B
Ÿ

B
n

(b)

(x)

(2.57)

b=1

kb (x, xÕ ) =

(B)

(B)

(x)|

(B)

(xÕ ),

(x) =

b=1

B
p

(b)

(x), (2.58)

b=1

where we have overloaded the use of

m

and

o

to mean the sequence of concate-

nations, ü, and Kronecker products ¢ respectively. This correspondence between
sequences of applied binary operations will be useful for both constructing new basis
functions and kernels to encode different structures in graphs later on in section 3.5
and 3.5.5.
What will also be relevant in section 3.5 is to understand how covariance functions combine under combinations of GPs in function space.

2.2.3

Normalising kernel

We can get a normalised version of k as
k̃(x, xÕ ) = 

k(x, xÕ )
k(x, x)k(xÕ , xÕ )

(2.59)

which is the covariance function for the GP g(x) = k ≠1/2 (x, x) f (x) where f (x) ≥
GP (0, k(x, xÕ )) by k ≠1/2 (x, x). This also leads to PSD covariance matrix given
equation 2.39 and it has unit diagonal in the GP, since k̃(x, x) = 1, ’x œ X .

2.2.4

Additive Gaussian processes

It will help us later on to know that the sum of GP response functions , f (x) =
qD
i g(xi ), is itself a GP, [50]. The kernel for the GP over f , can simply be written as
the sum over kernels for g:

kf (x, xÕ ) =

D
ÿ

kg (x[i] , x[i ] )
Õ

(2.60)

i=1

This additive kernel introduces local constraints by only binding together subsets of
features in each evaluation of the base kernel, kg . Using the additivity of eq. 2.43
2.47 we can choose which hyper-parameters in the base kernels are shared exactly
like weights are shared in filters of a convolutional neural networks. We can even
evaluate the kernel for combinations of subspaces in x and xÕ through a double sum
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kf (x, xÕ ) =

I ÿ
J
ÿ

[j]

kg (xi , x[j ] )
Õ

(2.61)

i=1 j=1

This brings us to how they are used for convolutions over images in the Convolutional Gaussian Process (CGP).

2.2.5

Convolutional Gaussian processes

In [51] they introduce a specific local structure in the GP inspired by convolutional neural networks for image analysis. All pixels in an image are considered
features, x, but now structured in patches of size w ◊ h and strided with s = 1. This
leaves us with P = (W ≠ w + 1) ◊ (H ≠ h + 1) patches of pixels denoted x[p] . From
the previous section and [50], we know that summing GP function evaluations gives
us a new GP, with a double sum kernel, so we have the GP over images as a sum
over GPs on individual patches

g ≥ GP (0, kg (t, tÕ )) ,

f ≥ GP (0, kf (x, xÕ ))

f (x) =

kf (x, xÕ ) =

P
1
2
ÿ
g x[p]

(2.62)

p=1

Õ

P ÿ
P
ÿ

p=1 pÕ =1

1
2
Õ
kg x[p] , xÕ[p ]

(2.63)

kf (x, xÕ ) will thereby be a local pairwise comparison of all patches in all images,
when the GP is evaluated on the data set.
For object recognition in 2D and 3D images, we are most often interested in our
model being invariant to rigid shifts in pixels or coordinates, like translation or
rotation, since the class of the object does not change under these kinds of transformations. Therefore we will now explain how such invariances can be obtained
through design of the kernel.

2.2.6

Invariance through kernel design

What does it mean for a function to be invariant to some sort of transformation?
Definition 2.2.4 (Invariance). A function, f (x), is strictly invariant to a set of
transformations, ’· œ T , when f (· (x)) = f (x) is left unchanged.
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In group theory T is defined as a group if it follows

Definition 2.2.5 (Group). A group is a set of elements, G, together with a binary
operation, ¶, s.t. they satisfy the following four axioms for any given any elements
x, y, z œ G and the identity element e œ G
associativity

(x ¶ y) ¶ z = x ¶ (y ¶ z)

x¶e=x=e¶x
invertibility x-1 ¶ x = x = x ¶ x-1
identity

(2.64)
(2.65)
(2.66)

closure (x ¶ y) œ G, ’x, y œ G

(2.67)

The axiom on closure requires that every element in G can be constructed from
two other elements in G via the binary operation [52, 53]. In our case we consider
groups of rigid transformations T on Euclidean space, which are either rotation or
translation. Applying all transformations · œ T to some input x would give us a an
orbit of x. The definition of an orbit is

Definition 2.2.6. An orbit over x w.r.t. to the group, G, is defined as the set,
{g(x) : g œ G}, consisting of the result of applying every element in the group g œ G
to x via the binary operator, ¶, of the group.

A function, f (x), is only invariant to a group of transformations T , if it remains

constant for any element in the orbit {· (x) : · œ T }.

How a GP prior over functions can be invariant to group of transformations, was
proven in [54].
Definition 2.2.7 (Invariant Gaussian process). A Gaussian process can only be
invariant to a group of transformations · œ T , iff the kernel, k, is invariant under
any combination of transformations in that group
k(x, xÕ ) = k(· (x), · Õ (xÕ )),

’x, xÕ œ X ,

’·, · Õ œ T

(2.68)

For the special case where transformations on both inputs are the same · = · Õ ,
stationary kernels, which have the form k(x, xÕ ) = h(x ≠ xÕ ), are invariant to
the group of translation transformations. Isotropic kernels, which have the form

k(x, xÕ ) = h(||x ≠ xÕ ||) based on Euclidean distance, are invariant to the group
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of rigid transformation. That · = · Õ , means that · is applied to the full data set,
[33]. It is important to distinguish between invariance in the special case and the
general case · ”= · Õ , since we will learn later that a standard frame of reference and
coordinate system cannot be found for e.g. images, molecules and other geometric
objects. We are therefore only interested in determining invariances in the general
case and will use this notion of invariant kernels from now on.
A kernel invariant to a group of transformations can be constructed via the double
sum over the orbits of transformations applied to the inputs, [54, 55].
ksum (x, xÕ ) =

ÿ ÿ

· œT

k(· (x), · Õ (xÕ ))

(2.69)

· Õ œT

or as the double product over the orbits, [33],
kprod (x, xÕ ) =

Ÿ Ÿ

· œT

k(· (x), · Õ (xÕ ))

(2.70)

· Õ œT

In continuous groups of transformations, like translation and rotation, there exist
infinitely many elements, so the double sums turn into double integrals. These are
often analytically intractable, so sample estimators have been proposed by [55] to
learn the invariances through optimising the marginal likelihood of a GP.
Another idea for obtaining kernels invariant to continuous groups of transformations, is simply just to construct a representation of the inputs, which is invariant,
· (x), · Õ (xÕ ) = (x, xÕ ), so that k(x, xÕ ) = k(· (x), · Õ (xÕ )) ’x, xÕ œ X ,

’·, · Õ œ T .

We will investigate this further for molecular representations in the next chapter.

50

Chapter 2. Gaussian processes

2.3

Low-rank approximations via inducing inputs

Why do we need to approximate the inference procedure, when dealing with
Gaussian process priors in our models? The immediate need for a low-rank approximation arise when evaluating the posterior predictive distribution:
p(f⇤ |y) =

⁄

1
p(f , f⇤ |y) df =
p(y)

⁄

p(y|f ) p(f , f⇤ ) df

(2.71)

where we marginalised out the training set latent variables f in the joint posterior
p(f , f⇤ |y) =

p(y|f , f⇤ ) p(f , f⇤ )
p(y)

(2.72)

The integral can be evaluated analytically into the expression
p(f⇤ |y) = N (K⇤,f y, K⇤,⇤ ≠ K⇤,f Kf ,⇤ )
where the inversion in

(2.73)

= (Kf ,f + ‡n2 I)-1 is of the order O(N 3 ) in computation

time. The limit for this kind of computation on modern CPU’s is around N = 1000
training points, which makes many modern big datasets infeasible to learn from.
In general the the introduction of low-rank approximations aims at alleviating this
computational bottleneck, by reducing the size of -1 œ RN ◊N to ˜ -1 œ RM ◊M

with a set of M < N inducing variables, u and corresponding inducing inputs,
Xu œ RM ◊d .

Most low-rank approximation methods build upon the assumption, that f and

f⇤ are conditionally independent through u.

To see how this assumption affects the GP, we write up the joint GP prior for all

latent function values
p(f , f⇤ ) =

⁄

p(f , f⇤ |u) p(u) du,

(2.74)

and then introduce the assumption of conditional independence through the inducing
conditionals, q(f |u) and q(f⇤ |u) in
p(f , f⇤ ) ¥ q(f , f⇤ ) =
which for an exact GP is

p(f , f⇤ ) = N

⁄

A

0,

q(f |u) q(f⇤ |u) p(u) du,

(2.75)

C

(2.76)

Kf ,f
Kf ,⇤

K⇤,f

K⇤,⇤

DB
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and for each of the joint priors based on u is

p(f , u) = N

A

0,

C

Kf ,f

Kf ,u

Ku,f

Ku,u

DB

,

p(f⇤ , u) = N

A

0,

C

K⇤,⇤

Ku,⇤

K⇤,u

Ku,u

DB

(2.77)

Given these joint priors the conditionals for the exact GP are then derived from
the equations A.10, A.11 and A.12:
1
2
-1 u, K
p(f |u) = N Kf ,u Ku,u
f ,f ≠ Qf |u
1
2
-1 u, K ≠ Q
p(f⇤ |u) = N K⇤,u Ku,u
⇤,⇤
⇤|u

(2.78)
(2.79)

where we from equation A.12 and A.13 define

-1 K
Qa|b = Ka,b Kb,b
b,a

(2.80)

From this we can see that training points and test predictions become conditionally independent via the inducing points, while we only have to invert Ku,u at a
cost of O(M 3 ) instead of O(N 3 ) for the posterior predictive distribution in equation

2.73. Following this principle a whole range of inducing point approximations have
been developed, which follows a common pattern presented next.

2.3.1

Exact inference with an approximated prior

[56] provide a unifying view of approximate GP regression interpreting it as
an exact inference scheme with an approximated prior instead of approximate
inference. Viewing the approximations from the perspective of the prior proves
useful for understanding and comparing the limitations of the approximations
proposed throughout the approximate GP literature.
A short chronological overview and references for approximate GPs are here
listed
• Subset of Regressors (SoR) - [57]
• Deterministic Training Conditional (DTC) Seeger 2003 [58] , Csató 2002 [59]
• Fully Independent Training Conditional (FITC) originally called Sparse Pseudoinput Gaussian Process (SPGP) - Snelson 2005 [60]
• Partially Independent Training Conditional (PITC) - [61]
• Variational Free Energy (VFE)GP [62] - with computational cost O(N M 2 )
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• Stochastic Variational Inference (SVI)GP [4, 63] - with computational cost
O(M 3 )

, where N and M are the number of training points and inducing points respectively.
We will now go through SVIGP, since this is the approximation method used for the
GP proposed for molecular property predictions in the end of chapter 3. A derivation
of the SPGP is shown in appendix section A.3.2.

2.3.2

Scaling up Gaussian processes via stochastic variational
inference

The most commonly used approximation is the SVIGP proposed by [63]. It makes
it possible to train the GPs on large-scale data sets, since parameters can be updated
via gradients derived from only applying the model to subsets of the data. This
kind of batched gradient descent is also known to be efficient for training deep
neural networks. This is firstly because of the noise added to gradient updates when
using small random batches help getting out of local minima in the loss landscape.
And secondly because batch sizes can be chosen, so that every batch update can fit
memory-wise and be performed on GPUs.
As developed by [63], we here present the variational low-rank approximation to
the SPGP. We are using approximate priors q(u) = N (u | m, S) on inducing points u

to make all observed input points and predictions f and fı conditionally independent
via q(u). This provide us with a bottleneck q(u) adapted to compress information,
so as to infer fı from f , while also allowing us to train all parameters in batches.
They define their variational low-rank approximation of p(f ) to be
⁄
⁄
q(f ) = p(f | u)q(u)du ¥ p(f | u)p(u)du
!
"
= q(f ) = N f | Am, Kf f + A (S ≠ Kuu ) A€

(2.81)
(2.82)

Here we have denoted A = Knm K≠1
mm . By using Jensen’s inequality log E[f ] Ø
E[log f ], we can derive a variational lower bound on the log evidence log p(y) as
log p(y) = log Ep(f ) [p (y | f )]

= log Eq(f ) [p (y | f ) p (f ) /q (f )]
Ø Eq(f ) [log p (y | f ) p (f ) /q (f )]
=

Nb
ÿ

n=1

(2.83)

Eq(fn ) [log p (yn | fn )] ≠ KL[q(u)Îp(u)] = ELBO

, which we call the Evidence Lower Bound (ELBO). Here Nb is the batch size and
the Kullback-Leibler (KL) is a positive, but not symmetric, measure of discrepancy
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between two distributions with the form shown in section A.2. The first approximate
marginal likelihood term and the second KL term O(Nb M 2 ) here costs O(M 3 ) to
compute, which is dominated by the second when batch sizes are Nb < M . To

minimise the marginal likelihood is log p(y), we maximise the ELBO using gradient
descent methods w.r.t. the variational parameters m, S, the inducing inputs, Z in
the inducing prior p(u|Z) = GP (0, kf (z), z Õ )), and the original parameters of the

GP prior p(f |X) = GP (0, kf (x), xÕ )).

We also get a variational approximation of the posterior predictive distribution

via
p (fı | y) =
¥
=

⁄
⁄
⁄

p (fı | f , u) p(f , u | y)df du
p (fı | f , u) p(f | u)q(u)df du

(2.84)

p (fı | u) q(u)du

where we via q(u) make test predictions fı and training predictions f conditionally
independent, so that predictions only cost O(M 2 ), which is a significant decrease

in computation cost compared to the SPGP having O(N M 2 ), as long as we use low
M << N .

The idea of using inducing variables in other spaces for approximations of the
posterior was introduced by [64] and later utilized for more efficient computations
in CGP [51], [65] and GPs learning invariances through the evidence [55].
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2.4

Warped Gaussian processes

As first shown by [66], we can define a strategy for Gaussian process regression
over any observation space transformed through a monotonic function, f , using the
Jacobian correction term for change of variables. Warped GPs were also used as
non-negative priors for non-negative matrix factorisation by [67] and later in paper
A, [68], connected to this thesis. It is an important feature of GPs, that they can
model a wide range of output distributions through this trick.
Consider a set of targets yn œ Y , where Y is some arbitrary space, that does

not allow us to model it via functions from the GP f ≥ GP (0, k(x, xÕ )), since it only
represent real-valued distributions over functions.[66] We can solve this by mapping

yn on to the real line via a monotonic function zn = ¸(yn ) : Y æ Z = R’n, which
is restricted to be a continuous and differentiable function. Under the change of
variables yn æ zn , we can rewrite the marginal likelihood
log p(¸(y)|✓, X)

(2.85)
=

N
ÿ
1
ˆ¸(y)
N
1
¸(y)| K-y,y
¸(y) + log |Ky,y | ≠
log
log 2ﬁ
yn +
2
ˆy
2
n=1

(2.86)
(2.87)

where the log determinant of the Jacobian w.r.t every target yn œ Y is written as a
sum over all N training targets.

zn = ¸(yn ) could be defined as a link function mapping between random variables
in two different spaces, so that samples from a distribution zn ≥ pz (z) would warp
into samples of a different distribution yn ≥ py (y). By using their cumulative
s
s
distributions Pz (z) = Y pz (z) dz and Py (y) = Z py (y) dy as an intermediate
mapping on to the same line of cumulative probabilities (real numbers between and
including 0 and 1 [0; 1]), we can then define

zn = ¸(yn ) = Pz-1 (Py (yn )) : Y æ [0; 1] æ Z ,

(2.88)

This is the general formula for sampling from distributions via simpler distributions.
We can generate yn using the inverse mapping
yn = ¸-1 (zn ) = Py-1 (Pz (zn )) : Z æ [0; 1] æ Y ,

(2.89)

By treating the GP as a prior over zn and sampling from it, we have a generative
model for yn given some underlying covariates xn . This is used in paper A [68]
as a Bayesian generative model of peak functions fitted to resonance spectra from
thermomechanical analysis experiments.

2.5. Paper A: A Bayesian Generative Model With Gaussian Process Priors For
Thermomechanical Analysis Of Micro-Resonators
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Paper A: A Bayesian Generative Model With Gaussian
Process Priors For Thermomechanical Analysis Of
Micro-Resonators

Paper A, A Bayesian Generative Model With Gaussian Process Priors For Thermomechanical Analysis Of Micro-Resonators, was submitted to IEEE 29th International
Workshop on Machine Learning for Signal Processing (MLSP 2019). It went under
review and was accepted for presentation in a poster session and published in the
proceedings of the workshop by IEEE. I will not present results and figures in this
chapter, so to see these I refer to the paper attached in appendix B. The abstract
from the paper is here shown for understanding aim and context of the research
carried out.

Abstract:
Thermal analysis using resonating micro-electromechanical systems shows great
promise in characterizing materials in the early stages of research. Through thermal
cycles and actuation using a piezoelectric speaker, the resonant behaviour of a
model drug, theophylline monohydrate, is measured across the surface whilst using
a laser-Doppler vibrometer for readout. Acquired is a sequence of spectra that
are strongly correlated in time, temperature and spatial location of the readout.
Traditionally, each spectrum is analyzed individually to locate the resonance peak.
We propose a Bayesian model using a warped Gaussian process prior taking the
correlations into account and demonstrate on both synthetic and experimental data,
that it yields better estimates of both location and amplitude of the resonance peak.
Thus, the proposed model can give a more precise characterization of drugs, which
is important in drug discovery and development.
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The models were developed, described and implemented by me to track peaks in

noisy resonance spectra from a thermomechanical analysis experiments carried out
by Peter O. Okeyo at the Department of Pharmacy University of Copenhagen (KU).
Based on the feedback at the workshop and the formulation of warped GPs in
the previous section, I have updated the methods slightly to accommodate that and
make it clearer, how and why we are using a warped GP for this task.

2.5.1

Methods

GPs can be used as simulators for physical systems or computer programs too
expensive and time consuming to carry out for all time points, initial conditions and
variables in the system. GPs with squared exponential kernels are called universal
smoothing devices, since functions they produce are infinitely smooth and they easily
interpolate outputs of the system given similarity of the covariates.
In paper A attached to the thesis, we introduce a Gaussian process prior to enforce
smoothness constraints on the tracking of N resonance peaks in a noisy experiment
of thermomechanical analysis of crystallised drugs. The governing function for this
system is
f (Êj , ◊i ) = Ò
Q2i (

Fi
2
i

2
i

≠ Êj2 )2 +

The 3 ◊ N parameters of this model are ◊i = {Fi ,
i

2 Ê2
i j

i , Qi },

.

(2.90)

where Fi is the amplitude,

is the resonance frequency, and Qi is the quality factor which describes the shape

of the peak. Example figures of these can be seen in paper A [68].
These parameters are all non-negative and expected to vary according to where
and when the measurement is recorded on the crystal, so we use a warped GP to
make outputs non-negative and construct a product kernel of kernels over each type
of covariates in the system, so tuning of length-scales for each can control how much
they affect the covariance function of the GP and thereby the predictions.
The predictions of the every point in the resonance spectra follow
zi,j = f (Êj , ◊i ) + ‘i,j .

(2.91)

and the prior over each parameter are three GPs all with the same covariance
function as a product over squared exponential kernels.
kh (m, mÕ ) = ki (i, iÕ )kt (t, tÕ )kx (x, xÕ )kh (y, y Õ )
A
B
= exp ≠

2
i
2⁄2i

≠

2
t
2⁄2t

≠

2
x
2⁄2x

≠

2
y
2⁄2y

(2.92)

2.5. Paper A: A Bayesian Generative Model With Gaussian Process Priors For
Thermomechanical Analysis Of Micro-Resonators

57

where covariates m = {i, t, x, y} are the meta-data (index, time, x- and y-coordinate),
for each resonance spectrum. These are stationary kernels as

i

= (i ≠ iÕ ). We

earlier showed that the product of PSD kernels is a new PSD kernel, so kh (m, mÕ ) is
too.
We optimise the parameters in GP via the reformulated marginal likelihood for a
warped GP in equation .
If we denote the target variables H œ RN
+ and the latent r.v.s. sampled from

the GP as h ≥ GP (0, kh (m, mÕ )), then we have a generative process over the
non-negative reals on H via the inverse link function

!
"
≠1
H = ¸≠1 (h) = PH
Ph (h) ,

(2.93)

so that we can write the parameters in equation 2.90 in terms an inverse link
functions warping the latent functions drawn from three GPs.
For the specific case of modelling parameters in 2.90 we use a cumulative
distribution function (CDF) Ph (·) for the multivariate normal distribution [69]
3
1
24
1
Ph (hi ) =
1 + erf Ôh2ki
,
(2.94)
ii
2

where kii is the ith diagonal element of the GP covariance matrix Kh,h . Because we

want H to be in non-negative reals we use truncated Normal distribution for ph (h),
≠1
so that PH
(·) is the inverse CDF of the truncated Normal distribution [69]
3
4
Ô
≠1
≠1
› erf(—) + (1 ≠ ›) erf(–) ,
(2.95)
PH (›) = µ + ‡ 2 erf

where — =

2.5.2

b≠µ
Ô
‡ 2

and – =

a≠µ
Ô .
‡ 2

Conclusion

To summarize the contributions of paper A [68], we can conclude that using the
GP prior with an SE kernel over the meta-data vectors, m, helps to produce smooth
functions in the space of the non-negative parameters and thereby infer the peak
shapes lost in noise. By tuning the separate length scales we found that index i
and time t were important covariates for the similarity of resonance peak shapes,
where as the coordinates of the laser measurement was less important. This is a
good example of how the underlying structure of a physical system can be encoded
via the construction of the kernel. These methods could help researchers in the
pharmaceutical industry to determine the properties of drugs in crystal form when
undergoing temperature changes, by making peak tracking easier and more robust
towards measurements with low signal-to-noise, so they do not have to discard
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entire experiments. Now we will move from this physical system on micro-scale
to a system on atomar scale, where we in the next chapter encode structure of
inter-molecular forces as graphs and compare them via graph convolution kernels.

Chapter �

Molecular graph modeling
“Imagine what humans could do, if
we all worked together like an ant
colony ... minus the queen.”
Justin D. Hill

Ants are simple organisms, yet whole colonies of ants can be seen as an superorganism performing remarkable things. This incredible swarm-intelligence has no
higher entity in control, but self-organises from the interactions between each ant,
through communication via pheromones [70]. This is an example of an emergent
property, which can be defined through Euclid’s Common Notion 5:

"The whole is greater than the part.”
- Euclid, Elements, Book I, Common Notion 5

Though we humans communicate through more than just pheromones, emergent
properties also appear in the human society. Simple interactions between human
beings can of course lead to the seven wonders, but also very disastrous complex
phenomena, like the past financial crisis [71, 72], the current global pandemic [73]
or the ongoing spreading of fake-news in echo-chambers on social networks [74].
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Figure 3.1: The two isomers of propyl-alcohol, 1-propanol (left) and 2-propanol (right) used
as an example of emergence in the 2nd amendment of “What is Life?” by E. The structural
difference between them cannot be seen from the chemical formula, C3H8O, but it can using
the SMILES representation, "CCCO" and "CC(O)C".

An example of emergence, very relevant to molecular property prediction covered
in the end of this chapter, is the idea of isomers, which is described by Erwin
Schrödinger in his book “What is Life?” [75]
Let us start from the empirical facts. It is known to the chemist that the same
group of atoms can unite in more than one way to form a molecule. Such
molecules are called isomeric (consisting of the same parts’; isos = ÿ‡oÎ =
same, meros = µ‘ﬂoÎ = part). Isomerism is not an exception, it is the rule.
The larger the molecule, the more isomeric alternatives are offered. Fig.
3.1 shows one of the simplest cases, the two kinds of propyl alcohol, both
consisting of 3 carbons (C), 8 hydrogens (H), 1 oxygen (O). The latter can
be interposed between any hydrogen and its carbon, but only the two cases
shown in our figure are different substances. And they really are. All their
physical and chemical constants are distinctly different. Also their energies
are different, they represent ’different levels’. The remarkable fact is that
both molecules are perfectly stable, both behave as though they were ’lowest
states’. There are no spontaneous transitions from either state towards the
other.
- Erwin Schrödinger, “What is Life?” [75]
We know both of these propyl alcohols, shown in figure 3.1 from the disinfectants
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we use to fight off bacterial and viral infection. Though the molecular formula
of them is the same, C3H8O, the properties of them are still different. So the
strings C3H8O are not unique representations of the physical realisation of the
molecules, where as the 2D and 3D depiction of them are to some extent. We
know from quantum mechanics [76, 77] and chemistry [78, 79], that the distance
dependent intermolecular forces between atoms plays a huge role in the overall
energy, 3D formations and thereby properties of any given molecule. The 3D
structure, active groups and binding sites of molecules also determine their abilities
to form connections to other molecules and thereby more complex structures, like
DNA, proteins and entire cells, [80]. The 3D structures we see depicted in figure 3.1
are just one out of many conformations for those specific configurations of atoms.
The probability of conformations follow the laws of minimum energy states for
particle interactions in quantum mechanics via solving Schrödinger’s equation for
the molecular Hamiltonian [77]. These are some of the reasons for why structure is
so important in determining the emergent properties of molecules.
What we can recognise from all of these aforementioned examples is that the
structure of interactions between the individual parts make these systems unique and
elicit the specific properties of them. Complex systems like these can not be reduced
to the sum of parts in them. This is a fundamental law of nature and ingrained in
most physical systems, so to model it, we need to learn unique representations of
the systems as graphs, with nodes as the parts and edges as the interactions between
them.
To do this, we will introduce a bit of graph theory and graph convolutions in
the first two sections, 3.1 and 3.2 of this chapter. We will also present the concepts
behind graph representation learning using Graph Convolutional Network (GCN)
and Message Passing Neural Network (MPNN) in section 3.3. We then move on to
graph kernel functions in section 3.4, which are extended to our Graph Convolutional
Gaussian Process (GCGP) model in 3.5 for the use in molecular property prediction.
In section 3.6 we return to the problem of constructing useful graph representations
and kernels for molecules, which are unique and invariant under translation, rotation
and permutation of identical sub-parts, as required by molecular symmetries. In
section 3.7, our proposed molecular graph representation is tested in the two
proposed variants, MPNN and GCGP model, for molecular property prediction. To
provide value in pharmaceutical science, we focus on experimentally measured
properties of water-solubility and Free solvation energies in two small data sets of
organic drug-like molecules.
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3.1

Graph theory

To represent the structure of a physical system with parts and internal relations
between them as nodes and edges on a graph like the one in figure 3.2, we first need
to define a graph as it is defined in graph theory.
If we let V be a finite set of node indices i œ N, then the set of possible directed

edges between each distinct node is

E (V) = {{i, j} | i, j œ V · i ”= j}

(3.1)

Then a graph can be defined as
Definition 3.1.1 (Graph). A graph on V is a pair G = (V, E), where E ™ E (V).

Then ij is shorthand for the edge set {i, j}. If the graph is considered directed,

then edges ij ”= ji. Edges can also be indexed with l œ {1, 2, . . . , |E|}, so that every l

corresponds to a pair ij œ E. Node i and j are called adjacent nodes, if they share

an edge ij. If two edge ij and ik share a node, then they are called adjacent edges.
We define a node hop and edge hop as the transition between two adjacent nodes
and edges respectively. The minimum node distance, disti,j (G) and edge distance
distij,uv (G) are then defined as the minimum number of hops needed to transition
from node i to node j and edge ij to edge uv respectively.
The set of neighbouring nodes to node i is defined as
Definition 3.1.2 (Neighbourhood). The neighbourhood of node i on the graph, G,
the set

Ni (G) = {j œ G | ij œ G}

(3.2)

Here we can use the shorthand Ni = Ni (G), when no other graphs are considered in the equation. From this we can define the degree of a node as
Definition 3.1.3 (Degree). The degree of node i on graph G is a scalar
di (G) = |Ni (G) |

(3.3)

Later we will also need to decompose graphs into sub-graphs, which are defined
as

3.1. Graph theory
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Definition 3.1.4 (Subgraph). A G Õ can be called a sub-graph of G iff
VÕ ™ V

·

E Õ ™ E,

(3.4)

which is denoted by G Õ ™ G. If all nodes V Õ = V in the two graphs are the same then
we call G Õ a spanning sub-graph of G.

We will also define a neighbourhood sub-graph, which only consist of a node i
and its neighbouring nodes and corresponding edges.
Definition 3.1.5 (Neighbourhood Subgraph). A Gi is called a neighbourhood subgraph on graph G if it follows

Gi = (Vi , Ei )

(3.5)

Ei = {{i, j} | j œ Ni (G)} ,

(3.7)

Vi = {i} ﬁ {j | j œ Ni (G)}

(3.6)

where the sub-nodes, Vi , hold node i and all nodes around it and the sub-edges, Ei ,
hold all edges connected to node i.

If we want to decompose graphs into similar parts following some specific rule of
decomposition denoted by the index s, we first have to define a part
Definition 3.1.6 (Part). We call Gs a part of the graph G if it is either a sub-graph
of or an element Gs œ G, not including the empty set.

and then a set of different parts given a set of S decompositions is G =
{G1 , G2 , . . . , GS }.
Definition 3.1.7 (Relation function). Whether a set of parts G are all in the G can
defined by the boolean relation function,
R(G , G) =

S
ﬁ

s=1

iffGs œ G

(3.8)

Definition 3.1.8 (Inverse relation function). The inverse relation function is defined
as
R-1 (G) = {G | R(G , G)} ,
which is a set of all possible sets of parts G in G under the S decompositions.

(3.9)
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That is a lot of abstract definitions of graphs and their terminology, so what are

all this bookkeeping of node and edge indices for? It is of course used in many fields
of modern science, since most physical systems that we try to analyse and explain
have an underlying structure, which we can utilise through graph representations.
First we will go through how signals are filtered and traverse a graph in graph signal
processing, which then leads us to how we can learn the filters and perform message
passing via neural networks.

3.2. Graph signal processing

3.2
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Graph signal processing

Another representation of graphs comes through matrices, which is very relevant
in graph signal processing, where signals are represented as vectors, vi , and will
diffuse through the graph by multiplication with the adjacency matrix. The adjacency
matrix can defined through node adjacency
Definition 3.2.1 (Adjacency matrix). We call A the adjacency matrix of the graph
G if any element in it follow the adjacency of the nodes
Y
]1 if ij œ G
ai,j =
[0 else

(3.10)

The adjacency matrix, A, is a square matrix with only binary elements. As
an example we define an undirected graph with |V| = 5 and |E| = 5, which is

represented by the adjacency matrix in eq. 3.15 and depicted in fig. 3.2. A is a
symmetric matrix in the case of an undirected graph, where all Ai,j = Aj,i = 1 so
rT
A = A| . Any T ’th power of AT =
A will give us the number of walks of length

t between any two nodes on the graph. By normalising each row of AT with the
sum over the row, we get the probability of a signal on node i ending up at node j
after T random hops. This is an example of a random walk on a graph.
All degrees of nodes can be represented by the degree matrix as

where

S
d0
W
W
W
W
D = Id = W
W
W
U

Ë
d = d0

d1

d1

0

...

..

T

0
.
d|V|≠1

d|V|≠1

d|V|

d|V|

X
X
X
X
X
X
X
V

È

(3.11)

(3.12)

From A and D we can define the graph Laplacian matrix as
Definition 3.2.2 (Graph Laplacian).
L=D≠A

(3.13)
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Figure 3.2: Depiction of an undirected graph,
with labels inside the node circles and signal
values next to the nodes and edges. The corresponding adjacency, degree and graph Laplacian matrices are seen to the right. "-"" is a
placeholder for "-1" to align the matrices.
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W
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(3.14)

(3.15)

(3.16)

(3.17)

Figure 3.3: The first graph from the left, is a visualisation of the signal , f , as a heat-map
(red ø, blue ¿) on the nodes of the undirected graph in figure 3.2. The next 5 graphs are
showing the frequencies of the signal, fˆ, as a heat-map on nodes. There is a graph for each
dimension of the eigenvectors, sorted after the Laplacian eigenspectrum .
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An example of the graph Laplacian can be seen in eq. 3.17.
The matrices A and L are normally used to compute the diffusion of a signal
along the edges over the graph. Such a D-dimensional signal or node features could
be stored as individual column vectors, vi on each node i We can also define the
collection of all node features as a matrix
#
$
V = [vi | i œ G] = v1 , v2 , . . . , v|V|

(3.18)

Any information about an edge, like distance between nodes, electrical resistance or a
level of trust, could also be stored on it using the indices l on the eij = el ’l = ij œ E.

We can also collect a matrix of those

#
$
E = [eij | ij œ G] = e1 , e2 , . . . , e|E|

(3.19)

To simplify notation we redefine the sets of nodes and edges to also hold V and E
respectively
V = (V, V) ,

E = (E, E) ,

G = (V, E)

(3.20)

meaning that we can query them for both an node index, i œ G, an edge index
ij œ G, a node feature vector vi œ G or a edge feature vector eij œ G. The i’th
neighbourhood sub-graph Gi will then be
1
2
1
2
Vi = Vi , V(i) , Ei = Ei , E(i) ,

Gi = (Vi , Ei )

(3.21)

where the sub-matrices are

V(i) = [vj | j œ Vi ]
E(i) = [eij | l œ Ei ]

(3.22)
(3.23)

After defining signals, later called features, on nodes and edges, we can then move
on to signal processing.
We here consider a K-dimensional signal function, f (V) : R|V|◊M æ R|V|◊K ,

lying on the vertices. The signal can be transferred across the graph through T walks
to give us a new signal on the nodes
f (T ) (V) = AT f (V),

(3.24)

which is the simplest example of a graph convolution.
The Laplacian matrix operates on a graph signal function, f (V),
= Lf (V) = Df (V) ≠ Af (V)

(3.25)
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so that every element in

can be seen as a rate of change discrete derivative of the

signal in each neighbourhood centred at the node i
i

=

ÿ

jœNi

[f (vi ) ≠ f (vj )] = di f (vi ) ≠

ÿ

f (vj )

(3.26)

jœNi

This is a very powerful tool for understanding the transmission of a signal over a
graph, especially if we look at it in the frequency domain. We can define the graph
Fourier transform (GFT) as a decomposition of L into eigenvalues and eigenfunctions
in eq. 3.28, and thereby obtain a graph signal, fˆ = GF(f ) = U| f in the frequency
domain. So for the eigen-decomposition of the real symmetric graph Laplacian
matrix
L = U U|

(3.27)

we define the graph Fourier and inverse graph Fourier transform as

Here

fˆ = GF (f ) = U| f ¡
1 2
f = IGF fˆ = Ufˆ

(3.28)
(3.29)

is a |V| ◊ |V| diagonal matrix with eigenvalues sorted decreasingly on

the diagonal

S
⁄1
W
W
W
W
= I=W
W
W
U

⁄2

0

..

T

0
.
⁄|V|≠1

⁄|V|

X
X
X
X
X
X
X
V

(3.30)

This eigenspectrum, , is also called the graph Laplacian spectrum, but often just
named the graph spectrum, even though it is the eigenvalues of L and not A. How
the frequencies fˆ and eigenvalues change together can be seen in figure 3.11.

3.2.1

Graph convolutions

Convolutions of signals on a graph has similarities to convolutions on a regular
grid, like 2D images, where each pixel has 8 neighbours and thereby 8 corresponding
edges connected to it, as we see in figure 3.4. As we see in figure 3.4, the 3-by-3
filter is moved across the image graph with a stride of 1, so that the convolved signal
is stored on the centre pixel and we end up with an image graph of the same size. In
this case we only use one size of filter, since the image graph is on a regular grid

3.2. Graph signal processing
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Figure 3.4: This is 4by4 image graph with indexed edges and nodes. The 3by3 stensil represents a filter with 9 coefficients each multiplied on a pixel value at each stride. The arrows
represent the aggregation method, which is here the dot product summing up all the outputs,
oj . Borrowed from Boris A. Knyazev in his tutorial https://medium.com/@BorisAKnyazev/
tutorial-on-graph-neural-networks-for-computer-vision-and-beyond-part-1-3d9fada3b80d

and each node has the same number of neighbours. This is not the case for irregular
grids, like the super-pixel graph in figure 3.6. Here we need a filter coefficient
per edge. A graph does not need to be in euclidean space, where each node has a
position. This means, that the notion of distances between pixels are not necessarily
the same as for the distances between nodes, even though for the super-pixel graph
in figure 3.6 and for molecules it is.
The convolution operation, where we convolve the signal, f , with the filter c,
can be written as

(f ú c)(t) =

⁄

Œ

≠Œ

f (· )c(t ≠ · )d·

(3.31)

In the discrete domain this is computed as a sum over a sliding window, g

(f ú c)[n] =

Œ
ÿ

m=≠Œ

f [m]c[n ≠ m]

(3.32)

There is no well defined way of translating the signal from left to right on a
graph and therefore no general convolution, but there exist a general convolution
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defined via the graph Fourier transform relation f ú g = IGF (GF (f ú g)), so that a
convolution can be computed as multiplication in the frequency domain
1 2
f ú g = IGF fˆĝ = Ufˆĝ = UU| f U| g

(3.33)

This kind of spectral graph convolutions are used in a wide range of GCNs, that we
will present in the next section.
But in the Graph Neural Network (GNN)s, that we will present later, a convolution
of a signal is just a transfer of the signal over edges in each neighbourhood
(f ú c)(vi ) =

ÿ

f (vj )c(eij )

(3.34)

jœNi

which is an inner product between the edge filters c(ei· ) and source signals connected
to nodes j œ Ni . The parameters in the filter function c() can in fact be learned, so
that the convolution operation itself becomes an adaptive basis function.

We will now move on to how we can learn convolutional filters for graphs via
deep neural networks, also called GNNs.

3.3. Graph neural networks

3.3
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Graph neural networks

Instead of manually designing and tuning a fixed set of filter coefficients, we
could also learn a set of filter weights in a graph neural network. A graph neural
network in general convolves the signal T times until converged and then applies a
readout neural network layer to pool the signal into a global graph signal. The global
graph signal is then used for predicting the property/target of the whole graph.
One type of GNNs, which mainly work on graphs with both node and edge
features, like molecules,
1
2 are MPNNs [81, 82], which construct the filters via a neural
(t)

network c◊ = NN eij

on edge features at step t.
(t)

(t)

(t)

(t)

Wij = c◊ (hi , hj , eij ) œ RH◊D ,

(3.35)

For the model proposed later we will be using a neural network filter function, c◊ ,
like the one presented in equation 2.1.4, with L = 2 layers and M (t) ◊ M (t) output
neurons reshaped to the M (t) by M (t) weight matrix, where M (t) is the dimension

of the node input signal. This graph filter function can transform the signal on each
neighbouring node via some message function
(t)

(t)

(t)

mt+1
ij = Mt (hi , hj , eij )

(3.36)

A simple message function could be the mapping
(t)

(t)

(t)

(t)

Mt (hi , hj , eij ) = Wij hj

(3.37)

(t)

In the example of our image graph, hj would be the current neighbouring pixel

value at convolutional layer t, and D = 1.

Instead of convolving with the adjacency matrix, edges now determine the
filtering of messages sent from source node, j, to receiver node, i, Wij = f (eij ).
This bring us to the message passing neural networks MPNN, that we later use for
molecular property prediction.

3.3.1

Message passing neural networks

To describe the set-up of a message passing neural network we need to remind
ourself of the graph notation and features present in the graph. There are a collection
of node features vi œ V and and edge features eij œ E which resides on an

undirected graph, G, like the one in section 3.2. We will be following the general
description of MPNN in [81]. Here the procedure for each step of message passing is

the same for all receiver nodes, i and for all transitions, t æ t + 1. Since the graphs
are without ordering of the nodes, the messages, state transitions and edge updates
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Figure 3.5: The combined field of 32 Gaussian expansion basis functions over polar coordinates. 3 of the basis functions are marked with an X with the colour corresponding to their
RGB representation in the MNIST superpixel graphs in fig. 3.6.

are performed in parallel and not sequentially, which is possible to parallelise for
GPU computation. Every node, i only know of their neighbouring source nodes
j œ Ni and their signals vj . The receiver node then receives all neighbourhood
signals through a set of graph convolutions with non-linear edge filters extracted
from the connecting edge features, eij via mi

(t)

The general procedure start with messages, hj , being send from source nodes,
vj through a filter defined by the edge feature, eij and summed up on the receiver
(t+1)

nodes into mi

. This happens through the message function,

(t+1)

mi

=

ÿ

(t)

(t)

(t)

Mt (hi , hj , eij )

(3.38)

jœNi

Here Mt uses some combination of graph convolutions between edge and node
features, like in equation , to compute all the messages through learned edge filters.

3.3. Graph neural networks
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Figure 3.6: This is a irregular graph constructed from superpixels (k-means centroids) in
4 MNIST digits shown in first row, the graph and pixel average signal in 2nd row and a
RGB colour representation of the signal after applying the Gaussian expansion and graph
convolution.

Each receiver node will then combine the features of its current state and the
message vector through a state transition function
(t+1)

hi

(t)

(t+1)

= St (hi , mi

)

(3.39)

Then from the new state features, the features on all edges will be updated by a
edge update function,
(t+1)

eij

(t+1)

= Et (hi

(t+1)

, hj

(t+1)

, eij

),

(3.40)

These three steps are repeated for T steps until we can consider the messages
(T )

converged at hi .
Finally the hidden features on all nodes are aggregated into a prediction by a 2
layer neural network readout function
(T )

ŷ = R(hi

œ G)

(3.41)

We receive a prediction per graph for a whole batch of graphs, which is then
evaluated to a scalar through a loss function, so all parameters in the neural networks
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of Mt , St and Et for all t. In [81], [83], [84] and for our case we only use a single
function Mt = M , St = S and Et = E, for all time steps, which is similar to weight
sharing between time steps in a recurrent neural network architecture.
When choosing the optimal T we have to consider the number of passes needed
for all original messages to traverse the graph, but at the same time avoid the
vanishing gradient problem, when backpropagating through too many functions.
The vanishing gradient problem is commonly experienced in Recurrent Neural
Network (RNN) and also in GNN as noted by [85].
In the model proposed for molecular property prediction in this thesis, we use a
combination of functions in the message passing loop similar to [84], which are
(t+1)

mi

(t+1)

hi

1
2
(t)
(t) (t)
= Attention Mt (hi , hj , eij ))
jœNi

(t)

(t+1)

= St (hi , mi

(T )

ŷ = R(hi

(t)

(t+1)

(T )

(T )

) = ‡([hi , mi

œ G) = Set2Set({hi , vi
iœG

])

})

(3.42)

(3.43)

(3.44)

The Set2Set function is defined as in [86] and the Attention mechanism for the
aggregation of message is defines as in the Graph Attention Network (GAT) by [87]
Q
R
ÿ
(t+1)
(t+1)
(t+1)
mi
= Attention(oij ) = ‡ a
–ij oij b
(3.45)
jœNi

jœNi

1
2
(t)
(t)
exp LeakyReLU(a| [Whi ||Whj ])
1
2
–ij = q
| [Wh(t) ||Wh(t) ])
exp
LeakyReLU(a
i
kœNi
k

(3.46)

These were all the building blocks of the model we propose for molecular property
prediction in section 3.7.

3.3.2

Graph convolutional networks

Another family of GNNs models are Graph convolutional networks GCN, which
compose graph filters as adjacency matrix combined with weights for transferring
signals on graphs via deep NN. The most general update rule, which is widely used,
was proposed by [88]
1 -1/2
2
-1/2
H(l+1) = a D̃ ÃD̃ H(l) W(l)

(3.47)
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where H(l) W(l) are the previous node signals filtered by a weight matrix at iteration
or layer l followed by a normalised adjacency matrix with added self-loops, Ã =
A + I|V| , and corresponding degree matrix with diagonal elements D̃ii = di . The
non-linear activation function is here a(·) = ReLU(·), which is a very popular and

successful choice of activation function in the NN literature. We will also use this for
the MPNN proposed. Both in [88] and [89] a variant of the above using spectral
graph convolution through the graph Laplacian, L, was proposed. Both formulations
of GCN utilises the graph structure to convolve signals in ways that could also be
considered for constructing graph kernels, that we present in section 3.4 and 3.5.
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3.4

Graph kernels

We here return to the idea of kernels from section 2.2, as building blocks for
applying Gaussian processes to graphs.
As we learned in section 3.1 and 3.2, data can be structured as graphs with a
bit of book-keeping on node and edge indices, so signals can traverse the graph.
Many kinds of physical systems can be represented in such a way, like electrical
circuits, grids of antennas, social networks and molecules. How the signal traverses
the graph and in the end make up the emergent property of the system is defined by
the structure of it. To determine similarity between graphs and from these predict
the properties of the one graph given others using kernel-learning methods, we need
quantifiable measures of graph structure and distances on these. Various kernels on
graphs are reviewed in [90] with direct application in determining the similarity
between molecules. There are a variety of graph kernels and they can be separated
into two categories
• Kernels between graphs
• Kernels between nodes in graph
In this thesis and for the purpose of molecular property prediction, we focus only
on kernels between graphs, but construct them from kernels between nodes in each
of the graphs. This is also called a convolutional kernel, since it convolves the
signal from random processes on node-level to graph-level via sums and product
combination of kernels on sub-parts in the graphs. Convolutional kernels are defined
by a general form of kernel combinations, [90, 91, 92], and we here express this
definition for graphs
(S)

kconv (G, G Õ ) =

ÿ

ÿ

S
Ÿ

G œR-1 (G) G Õ œR-1 (G Õ ) s=1

ks (Gs , GsÕ )

(3.48)

where G œ R-1 (G) are the collection of possible sub-graphs or parts of the full G

obtained from S decomposition rules, as defined in definition 3.1.8. This is a very
abstract and general definition of convolution kernels for graphs, but concretely it is
just the sum of product kernels for each type-wise pairs among two graphs. A simple
example is when G = {G0 , G1 , G2 , G3 } = {vl , vm , vn , vo } and G Õ = {G0Õ , G1Õ , G2Õ , G3Õ } =
{vaÕ , vbÕ , vcÕ , vdÕ } are the the path of node features moved through on the walk from
l to o and u to w in G and G Õ . We can the compute the S = 4 different kernels

ks (Gs , GsÕ ) for each step on the path and combine them via multiplication followed
by a double sum over all such paths in both graphs.

3.5. Gaussian processes for graphs
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Figure 3.7: Plate diagram for the construction of X via the graph convolution basis function,
xi = „(Gi ). This process can be decomposed bottom-up into three levels (square plates):
[Inner plate] Where basis functions over features of all neighbouring nodes and edges
are combined through a Kronecker product
concatenate the summed neighbourhood signal
concatenate the final neighbourhood signal,
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summed. [Middle] Where we
edge type, t. [Outer] Where we

with the basis function !i for node i. This is

done for all node’s neighbourhood sub-graph ’i œ V.

3.5

Gaussian processes for graphs

We now have the building blocks from section 2.2 and 3.4 for applying Gaussian
processes to graphs.

3.5.1

Semi-supervised graph gaussian process

In [93] they derive a graph convolutional kernel in the frequency domain of
separate graphs. They used a sparse approximate GP with inter-domain inference
for prediction of incomplete set of per-node targets on graphs, so as to perform
semi-supervised and active learning. They use the GFT formulation as explained in
3.1. This only work for single graphs and not across graphs with varying topologies
like molecules, but their approach is still worth mentioning due to the way they
build the graph structure into the kernel function.
They define their GP prior as
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Figure 3.8: Boiler plate graphical models for the two ways of writing additive GPs. All
diamond nodes are deterministic functions defined by their labels. The set of nodes, V (n) ,
(n)

in each of the N graphs, ’G (n) œ D, are transformed to a node feature matrix X̃
„(G

(n)

) œ

F ◊|V
RØ0

(n)

|

=

. (a) Here the function values, gi , for each node in each graph are

explicitly combined to the function value for each graph by summing f (G) =

q

iœV

gi over

each graph. (b) Here the sum over nodes is implicitly carried out through the GP over f
instead of g.

1
2
p◊ (h | X, A) = N 0, PKXX P€

(3.49)

where we express the random-walk matrix with the adjacency, degree and graph
Laplacian matrices as
P = (I + D)≠1 (I + A) = (I + D)≠1 (I + D ≠ L)

(3.50)

and the covariance matrix [KXX ]ij = k◊ (xi , xj ) with the base kernel k◊ (x, xÕ )
This type of gaussian processes for graphs is closely related to the GCN presented
in section 3.3.2, as it convolves the signal on the graphs in the graph frequency
domain. The next method is more closely related to the MPNN as it work with graph
convolutions given edge features.

3.5. Gaussian processes for graphs

3.5.2
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Graph convolutional Gaussian process

The method proposed for molecular property prediction in this thesis, was
inspired by the GCGP [65], which use convolutional kernels very similar to those
in section 2.2.5 and [51], but for irregular grids of nodes in 2D or 3D structures
instead of patches in an image. This also relates them to the general definition of
convolutional kernels for graphs in section 3.4, even though the GCGP only evaluate
kernels on nodes after all information from edges and connecting nodes have been
stored on them via a basis function, „(Gi ), on each nodes neighbourhood sub-graph.
Before we can move on to formulate a GCGP for predicting properties of molecular
graphs, we need to explain and define a general set-up for the GCGP model and
construction of „(Gi ).
In the original application of the GCGP model [65] images were seen as graphs,
where either pixels, patches or super-pixels are nodes and their distance determines
whether they are connected by an edge or not. See figure 3.6 for an example of
super-pixel images as graphs. They made it possible to train GPs for classifying large
numbers of super-pixel image graphs through graph convolutional basis functions
and the fore mentioned variational approximations using inducing nodes. However,
their model was unsuitable for molecules, because it was restricted to graphs of
fixed sizes. The challenge in applying the CGP on graphs lies in how to apply the
same covariance function on a set of patches or neighbourhoods of varying size. The
solution is to see everything from a node’s frame of reference.
For each i’th neighbourhood sub-graph we can apply a graph convolution basis
function to obtain a new set of node features
xi =

(Gi ) œ RD ,

(3.51)

which combines the edge and node features of the neighbourhood as Kronecker
products. The graph convolution basis function is depicted in figure 3.7 and will be
explained in the next section 3.5.4.
We can now leave all information of edges behind and continue with a graph
consisting of nodes and the new node features only
X = (V, X) ,

X = [xi | i œ V]

(3.52)

Now that we have only nodes left, we can define the GCGP model exactly like
the CGP model. As the authors from [65] stated in their discussion of the GCGP, it
is not applicable to graphs of varying sizes, e.g. molecules or social networks. This
barrier can be lifted by allowing any number of terms in the double sum of kernel
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evaluations
g ≥ GP (0, kg (x, xÕ )) ,

f (X ) =

ÿ

g (xi )

(3.53)

iœV

Like the CGP in section 2.2.5, we can instead define the system of equations in 3.53
as a GP directly on the space of graphs
f ≥ GP (0, kf (X , X Õ )) ,

kf (X , X Õ ) =

ÿÿ

kg (xi , xj ) ,

(3.54)

iœV jœV Õ

As we showed in section 2.2.1 and equation 2.43, a sum of an arbitrary number of
PSD kernels is still a PSD kernel leading to a PSD covariance matrix. [50]
We will from now on denote the global kernel function as kf . That kf is proportional to |V||V Õ |, i.e. the number of node combinations between the two graphs, is a
problem for molecular property prediction, since molecule size should not affect the

covariance between two molecules, [90, 94]. To make sure that kf is independent
of |V| we define it as the weighted double sum.
ÿÿ
kf (X , X Õ ) =
wi,j kg (xi , xj ) ,

(3.55)

iœV jœV Õ

where wi,j = wi wj are elements in a symmetric weight matrix, W, used to control
how much each combination of the local node environments will affect the similarity
between the graphs, similar to the attention mechanism in [87]. To make sure that
kf is normalised and independent of |V|, W should have the following property
ÿÿ
wi,j = 1
(3.56)
iœV jœV Õ

This normalising property is used by [95] through uniform weights, wi,j =
which assigns equal weight to any combination of local environments vi .
1 ÿÿ
k̂f (X , X Õ ) =
kg (X , X Õ )
|V||V Õ |
Õ

1
|V||V Õ | ,

(3.57)

iœV jœV

In [51] they suggest learning W as a shared set of hyper-parameters for all training
images in MNIST, which can be done and makes sense for similar sized images
centred digits, but not for graphs of varying sizes.
Following [94] and [24] we can also get a normalised version of kf as
k̃f (X , X Õ ) = 

kf (X , X Õ )
kf (X , X )kf (X Õ , X Õ )

(3.58)

leading to a PSD covariance matrix with a unit diagonal in the GP, i.e. self-similarity
is always 1. Since the form of k̃f was very successful in comparing molecules and
for predicting their properties in [94] and our preliminary experiments performed
before the results in section 3.7, we will stick with this and just call kf = k̃f onwards.

3.5. Gaussian processes for graphs
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Inter-domain inducing nodes

Inter-domain inducing nodes have to be introduced to form a low-rank approximation of the GCGP and train it via SVI on very large datasets, as explained in section
2.3. Inducing nodes are similarly defined as a set of inducing patches, as in [51],
and are learned as hyper-parameters via the variational ELBO. We define a inducing
node feature as zm in the same space as our graph convolution basis functions,
xi =

(Gi ), without explicitly constructing inducing neighbourhood sub-graphs for

them. This means that each zm implicitly represent a graph filter as a sub-graph,
exactly like inducing patches represent a 2D filter convolving an image, as explained
by [51]. All M inducing node features zm are collected in the matrix Z œ RD◊M .

We can initialise each zm as a random draw without replacement among the node

features X in all graphs in the training set. An alternative initialisation could be
using unsupervised clustering methods, like k-means clustering, to pick Z as M
centroids among all X, so as many types of sub-graphs are represented in Z.

3.5.4

Graph convolution basis functions

In the GCGP model they define „(Gi ) as a tensor product of a 2D Gaussian
expansion,

, on edges and the source node features, followed by a sum over all

neighbouring nodes. In their model

is over polar coordinates, ﬂ and ◊, as seen in

(ﬂ)

figure 3.5, where ﬂ is mapped to

: R+ æ R4 and ◊ mapped to

(◊)

: R+ æ R 8 .

To generalise this to any number of T coordinates or edge feature dimensions a
) (t) *T
=
, where the t’th set of basis
t=1

set of sets of Gaussian basis functions is,

functions applied to dimension t of the feature on edge ij is
(t)
ij

=

(t)
Â(eij ; c(t) ,

(t)

A

) = exp ≠

(t)

(eij ≠ c(t) )2
2

(t)
e

B

,

(3.59)

Here the c(t) is a column vector of centres for the t’th dimension in eij and the
1
22
(t)
(t)
normalising constant is the lengthscale of that dimension, e =
.
e
For each edge ij we then combine all T basis vectors

(t)
ij

through a sequence of

Kronecker products to get the expanded vector

ij

=

T
p

(t)
ij

=

t=1

(1)
ij

¢

(2)
ij

¢ ··· ¢

(T )
ij

(3.60)

We also expand the node features with S sets of basis functions ! (s) ,
(s)

!j

(s)

= Ê(vj ; ✓ (s) ),

(3.61)
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which is for now undetermined. For this we get a new basis vector
!j =

S
p

(s)

!j

(1)

= !j

s=1

(2)

¢ !j

(S)

¢ · · · ¢ !j

(3.62)

For each edge in the graph, with indices i and j we compute the Kronecker product
between the

ij

and !j into the combined basis vector

ij

=

ij

(3.63)

¢ !j

In the neighbourhood of each node there will exist a set of edge-node pairs, Ni , for
which we will sum up the tensors to

i

=

ÿ

(3.64)

ij

jœNi

It is important to notice that every element in the tensor is just a sequence of
multiplied basis functions
1
2
„ eij , vj ; µ(1) , . . . , µ(T ) , — (1) , . . . , — (T ) , ◊(1) , . . . , ◊(S)
=

T
Ÿ

t=1

S
1
2Ÿ
1
2
(t)
(s)
Â eij ; c(t) , — (t)
Ê xj ; ◊(s)

(3.65)

s=1

This is very much inspired by the recent advances in geometric deep learning
[82, 96, 97], where the Gaussian expansion of distances to neighbouring nodes gives
us a discrete field, which can be summed up for the whole node neighbourhood.
This method is also known from computational chemistry, where e.g. [82] use it to
get a discretised representation of the environment of an atom and [98] use it in the
infinite limit to get a translation and rotation invariant covariance function.
As a an example and proof of concept of the GCGP working for graphs in 2D
polar coordinates it was trained for classification of graphs of 75 super-pixels (kmeans clusters) from MNIST handwritten digit image data set, as presented in the
paper first defining the model, [65], and in figure 3.6. To perform classification,
the variational low-rank approximation in [63] was implemented for the GCGP
in GPyTorch. The 24-dimensional graph convolution basis function with initial
|

|

parameters c(ﬂ) = [1, 3, 5] , c(–) = ﬁ [0, 1, . . . , 7] /4 and — (ﬂ) = — (–) = 1 was used
as shown in figure 3.5. A lower 3.3% error rate (compared to 4.2% in [65]) was
achieved with parameters c(–) and — (–) kept fixed and the others were updated
|

to c̃(ﬂ) = [0.0000, 2.7839, 5.3017] and — (ﬂ) = 2.7069 by maximising the variational
ELBO in section 2.3.2.
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Extending to the space of edges

As argued in the beginning of this chapter, the structure of pairwise interactions
make up the emergent property of many physical systems, like how the intermolecular Coulomb forces are used in the molecular Hamiltonian in quantum
chemistry to solve for molecular energy states [76, 77]. This is a theoretical argument
for why we should model the signals on edges to predict the property of the full
system, which is also supported empirically by the successes of using GNNs for
molecular property prediction [78, 81, 82, 99, 100].
We now want to see if the GCGP can be reformulated in a similar way as a 3-level
hierarchy of GPs convolving signals on edges to nodes before convolving them to
the entire graph.
We wish to model some signal, r (uim ), on edges (i, m) œ E, which is sent from

node m œ V to node i œ V, in the graph G. The signal will be based on the features

of the edges and the sending node, which are combined in a common feature vector,
|

uim = [vm , eim ] .
The signal on edges can be modelled as a function drawn from a Gaussian process
!
"
r(uim ) ≥ GP 0, kr (uim , uÕjn )

(3.66)

and the collected incoming signal, g(Gi ) on each node i is then a sum over the
neighbouring nodes, m œ Ni ,
g(Gi ) =

ÿ

r (uim ) ,

(3.67)

mœNi (G)

where Gi is the neighbourhood sub-graph to node i. As we know from section 2.2.4,
we can write the summed signal as a new GP
ÿ
!
"
g(Gi ) ≥ GP 0, kg (Gi , GjÕ ) , kg (Gi , GjÕ ) =

ÿ

mœNi (G) nœNj

kr (uim , uÕjn )

(3.68)

(G Õ )

The signal, gi , on each node, i œ V can again be summed into the full signal of the
graph, G,

f (G) =

ÿ

g (Gi ) ,

(3.69)

iœV

which is again a GP over the space of graphs
f ≥ GP (0, kf (G, G Õ ))
with the quadruple sum kernel
ÿÿ
ÿÿ
kf (G, G Õ ) =
kg (Gi , GjÕ ) =
iœV jœV Õ

ÿ

(3.70)

ÿ

iœV jœV Õ mœNi (G) nœNj (G Õ )

kr (uim , uÕjn )

(3.71)
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The way that this GP combine passing and aggregation of edge signals on the

graph is similar to the MPNN explained in 3.3, so we denote it a Message Passing
Graph Gaussian process (MPGGP).
In section A.4.2 we follow the procedure from section 2.1.3, to show the relationship between GP and the GCGP in equation 3.53. when using the basis functions
from equations 3.65 in a parametric Bayesian linear regression, gi = (Gi )| w with
!
"
2
w ≥ N 0, ‡w
I . For this we express the double sum kernel on node neighbourhood
sub-graphs as

#
$
kg (Gi , GjÕ ) = cov gi , gjÕ

ÿ

ÿ

mœNi (G) nœNj

kr (uim , uÕjn )

(3.72)

(G Õ )

where kr is a product of an edge kernel and neighbour node kernel
kr (uim , uÕjn ) = (Gi )| (GjÕ )
!
! Õ ""
|
|
=
(eim )
ejn (! (vm ) ! (vnÕ ))
!
"
= ke eim , eÕjn kv (vm , vnÕ )
=

T
Ÿ

t=1

(3.73)

S
1
2Ÿ
1
2
(t) (tÕ)
(s) (sÕ)
ke(t) eim , ejn
kv(s) vm
, vn
s=1

We could then derive kernels in the infinite inner product space as integrals, following the second step of the procedure mentioned in section 2.1.3. E.g. for
(ﬂ)
(ﬂ)
ke

defined as a Gaussian basis functions in 3.59, we get a kernel over R+ as
Ô "
!
= kSE (ﬂ, ﬂÕ )⁄ erfc ≠(ﬂ + ﬂÕ )/( 2⁄) , where erfc is the complementary error

function and kSE is the squared exponential kernel with lengthscale ⁄.

Similarly as in section 3.5.3 a set of inter-domain inducing edges could be defined
in the same space as u, so that they would make up plausible combinations of edge
and node features. For molecular edges, e.g. bonds, one could pick them as all
combinations of bond types and lengths and atom types. This leads us to how we

can represent molecules as graphs and define geometric features on multiple types
of edges in them, so that we finally can predict their properties via the GCGP and
MPNN models proposed earlier.

3.5. Gaussian processes for graphs
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2-Propanol

Figure 3.9:

The 3 level hierarchy of Gaussian processes from signals on edges, r, (red

outlines, thicker means higher), to nodes (yellow circular outlines, wider means higher) to the
full graph (green triangle). The molecule is 2-propanol from the example of the isomer propyl
alcohols from figure 3.1 in the beginning of this chapter. It has the chemical formula, C3H8O,
but the SMILES representation reveals its real structure "CC(O)C" compared to "CCCO" which
is 1-propanol. The shown white, grey and red filled circles are hydrogen, carbon and oxygen
atoms respectively.
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1-propanol

2-Propanol
Ethen
Propane

Ethane
Propene
Methane

Figure 3.10: A visualisation of how a GP surface over molecular space could look like, which
is not based on real results, but only the visual similarity of molecules. The height of the black
square points on the GP surface represents the predicted property of the molecule. The shown
white, grey and red filled circles are hydrogen, carbon and oxygen atoms respectively. The surface plot is borrowed from the Institute of Theoretical Chemistry, Universität Stuttgart, https:
//www.itheoc.uni-stuttgart.de/research/kaestner/research/machine_learning/
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Suitable graph representations of molecules

Why are we interested in building representations of molecules as graphs?
We need them to build data driven machine learning models for predicting the
properties of the molecules, so that we can replace existing time consuming quantum
simulations and perform automatic screening of drugs faster.

3.6.1

Simulating quantum chemistry

The properties of molecules could ideally be derived from the Hamiltonian,
when we solve for the eigen-energies, E, and eigen-states in the time-independent
Schrödinger’s equation, Ĥ

=E

under the wave functions

. Unfortunately no

exact analytical solutions exist for systems of more than 2 particles, since the change
in momentum of a particle given the force field from the other particles will vary
with the position and momentum of those. The physicist, Paul Dirac, commented on
the implications and needed solutions to this in his paper “Quantum mechanics of
many-electron systems” [77]
“The underlying physical laws necessary for the mathematical theory of a
large part of physics and the whole of chemistry are thus completely known,
and the difficulty is only that the exact application of these laws leads to
equations much too complicated to be soluble. It therefore becomes desirable
that approximate practical methods of applying quantum mechanics should
be developed, which can lead to an explanation of the main features of
complex atomic systems without too much computation”
— Paul Dirac, 1929, Proceedings of the Royal Society of London. Series
A, Containing Papers of a Mathematical and Physical Character [101]
And sure enough, during the last 100 years many approximations using numerical
simulations of the interactions between particles in molecules have been developed,
like
• Molecular Mechanics (MM) Molecular Mechanics (MM) (Ø 104 atoms),
• Semi-empirical Molecular Orbital Methods (MO) Semi-empirical Molecular
Orbital (MO) Methods (Ø 102 atoms)
• Ab-initio Molecular Orbital Methods (Ø 10 atoms) - SOTA is Hartree-Fock
theory (HF) [102]
• Density Functional Theory (DFT) [103] (Ø 10 atoms)

88

Chapter 3. Molecular graph modeling
where DFT is still the most-commonly used in materials science, after State

of the art (SOTA) was reached with hybrid functional approximations in the 90s.
Unfortunately these algorithms can take weeks to run even when parallelised on
many compute nodes and do not always provide chemically accurate properties
[104]. This is why data-driven machine learning methods are now developed for
providing molecular property predictions in seconds to speed up material and de
novo drug design. To do this we need valid molecular representations.

3.6.2

Criteria for molecular representations

A long-standing challenge in computational chemistry is to represent molecules in
a compact way that still extracts as much information about the interaction between
atoms and similarity between molecules. This is especially crucial for building
the right covariance functions as these rely on the similarities between molecules.
Following [105], [106], [107], [100] the 4 criteria for obtaining a meaningful and
useful representation, x, of molecules for the purpose of predicting properties with
machine learning models are
1 Invariance to any transformation, for which molecular properties should be
preserved, so f (· (x)) = f (x), where the family of transformations are ’· œ T
and for molecules specifically T :

– Translation of coordinate system
– Rotation of coordinate system
– Permutation of identical particles, e.g. indistinguishable substructures,
atoms or molecules with the exact same measures.
2 Unique for any variant connection to the properties, so the model can learn to
decouple independent effects on the properties.
3 Target similarity, so that molecules with similar properties have similar representations
4 Differentiable, so that gradients can be computed to either update the representation via gradient descent or search the space of molecules for transition
states or candidates well suited for a task
The importance of uniqueness in molecular representations is quite obvious given
the example on the isomers propyl alcohols in figure 3.1 in the beginning of this
chapter. But the representations should not only be unique, but also similar to
the properties we wish to predict, as the target similarity criterion tells us. What
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support these two criteria are empirical results from learning curves of Kernel ridge
regression (KRR) trained on various representations of 134k molecules in QM9 and
a data set of 6000 constitutional isomers of C7H10O2 C7 H1 0O2 [106]. [106] analyse
it through the inverse power law relation between training set size N and the model
error, log L = a ≠ b log N , [108]. So the rate of learning, b, is the models ability to

reduce error, when N grows. [106] show that lack of uniqueness can result in a
decay in b, whereas the lack in target similarity can increase the offset, a, of error
from where the model has to start learning from.
Based on findings in [106], learning deficiencies in machine learning can be
a clear indication, that the representations are not unique and/or do not carry
enough information about the physical realisation and thereby the properties of
the system. In [106] they argue that target similarity can be obtained, if we use
representations related to the Hamiltonian operator, Ĥ = T̂ + V̂(R) and more
specifically the potential energy, V̂(R), constructed by all Coulomb interactions
between the particles given the pairwise distance matrix, R.
This motivates representation of molecules based on the nuclei energy potential,
which is the sum of all elements in the Coulomb Matrix (CM). CM is a matrix of
Coulomb forces, which are all combinations of inter-atomic distances, R, and atom
charges Z = zz | :

Ci,j

Y
]0.5z 2.4
i
=
[z /Rk
ij

ij

if i = j
if i ”= j

,

(3.74)

k
where the off-diagonal elements zi zj /Rij
decay with the distance to some k’th power.

When k = 1 the elements follow Coulomb interactions, since they are proportional
to the potential energy arising from Coulombic nuclei-nuclei repulsions.

Unfortunately C changes with number and ordering of atoms, which is not
suitable for many machine learning methods. So more suitable representations were
derived as the vectorisation of a sorted and padded Coulomb matrix or eigenspectrum
of it, [105, 109]. Another variant of the CM is the Bag of Bonds [79], where
they collect all Coulomb interactions between the same two types of atoms and
concatenate them after padding them to a fixed size for the whole data set. This
is similar to the bag-of-words representations in text and document classification
[110].
In [107] they convert all possible paths through n atoms to a many-body tensor representation by kernel density estimation over scalar values extracted from
geometric functions, gn , e.g. n œ {1, 2, 3, 4} = {atom number, inverse distances,
bond angles, dihedral angles}. The n order paths are seen in figure 3.11. A similar
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representation is proposed and empirically supported by [106]
Using domain knowledge to hand-craft molecular fingerprints is one way of
constructing promising representations. The SOAP kernel in [98] is designed to
compare two atom neighbourhoods as the covariance between their local energies.
The energies are achieved by transforming the neighbourhood geometry via integrated rotation functionals. The SOAP kernel can work as a covariance function in a
Gaussian process for predicting molecular properties [95, 111].
Another class of representations for molecules are Simplified molecular-input lineentry system (SMILES). They are strings generated with a certain set of grammatical
rules so the 2D depiction of the molecule could be constructed following the sequence
of symbols in the string, thereby making them unique even for isomers. We cannot
distinguish the chemical formula, C3H8O, of the two propyl alcohols from figure 3.1,
but we can using SMILES, "CC(O)C" and "CCCO".

3.6.3

Invariant molecular geometry through multiple edge types

For predicting properties of or generating new molecules, we need a representation of their internal structure and geometry as graphs. This is common
practice, [78, 82, 90, 99, 100, 112, 113], since atoms can be seen as nodes, V,
connected by undirected edges, E, which are the bonds between the atoms in
the molecular graph G. In our case we wish to model the true property, y, of a

molecule via Gaussian process regression (GPR), using a zero-mean normal likelihood, p(y|f, G) = N (y; f (G), ‡‘ ), where the mean prediction is drawn from a GP
function prior f (G) ≥ GP (0, k(G, G Õ )).

As we know from quantum chemistry [78, 79, 80] and see in figure 3.11, it

is not sufficient to describe a molecule as an abstract graph with only node and
edge indices, since intermolecular forces are determined by atom positions and the
different number of shared electrons between them, single, double or triple bonds.
In the molecular representation proposed here, we only consider atoms connected
and assign edges between them in the graph, if they share a bond. As a starting point
we do not distinguish between the types of bonds or whether atoms takes part in an
aromatic ring, since these restrict the overall geometry and configuration of atoms,
so that the information of their existence should be retained in our geometrical
graph representations. This assumption was not compared empirically and will be
left future works.
Inspired by [78, 84], we propose a similar extension of the local environment of
each atom to include geometric relations to atoms further away giving us two new
types of edges. Each type could constitute a separate graph with the same nodes,
but separate edges.

3.6. Suitable graph representations of molecules
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Figure 3.11: This is a molecule represented as a graph with indexed edges and nodes and
examples on paths of jump length k œ {1, 2, 3, 4} = {atom counts, distances, bond angles,
dihedral angles}

The Z-matrix format are already widely used in computational chemistry [114]
and molecular property prediction [106]. We need molecular descriptors based on
local internal metrics between connected atoms. Since the metrics are relative to the
neighbouring atoms and not the global frame of reference, we achieve invariance
to rotation and translation of global coordinate system, which we will show after
defining them.
Spatial edge features For 3D structures, like molecules, we need 3 metrics to be
able to reconstruct the global coordinates of the atoms, which are normally stored in
a Z-matrix. These we choose to be the 3 degrees of freedom on the bonds, which are
(1)

• Bond length - eij = ﬂij - Radial distance between two atoms, i and j, sharing
one or more electrons.
(2)

• Bond angles - eik = –ijk - Smallest relative angle between three connected
atoms, i, j and k. This is the angle between two edges, eij and ejk , connecting
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at the same central atom, j.
(3)

• Dihedral angles - eil = ”ijkl - also called torsional angles, since this is the
angle of rotation between two planes, Aijk and Ajkl spanned by a set of 3
atoms together forming a set of 4 consecutive atoms, i, j, k and l, with one
central bond, ejk , to rotate around.
In our graph formulation, these 3 metrics are each connected to 3 different
types of edges based on paths of length 1 to 3 on the molecular graph as defined in
Section 3.1
(1)

• 1-hop edges: eij is the feature vector for the already existing bond between
to consecutive atoms, i and j.
(2)

• 2-hop edges: eik is the feature vector for the edge between two atoms, i and
k, connected to the same atom, j, each by a 1-hop edge ij and jk respectively.
(3)

• 3-hop edges: eil is the feature vector for the edge between two atoms, i and
l, which are separated by 3 hops along the consecutive path of three 1-hop
edges, ij, jk, kl and two 2-hop edges, {ij, jk} and {ij, jk}.
The correspondence between Z-matrix metrics and edge types for different sub-paths
on a 3-hop path are shown in the following table
t/ #Hops

{nodes on path}

{edges on path}

feature

1

{i, j}

{ij}

eij = ﬂij

2
3

{i, j, k}

{i, j, k, j}

{ij, jk}

{ij, jk, kl}

(1)

(2)
eik
(3)
eil

edge assigned
ij

= –ijk

ik

= ”ijkl

il

We identify any given paths, that does not have a shorter path between two nodes,
by finding all values of 1 in the corrected powers of the adjacency matrix (At ≠

At≠1 ) == 1.

To keep track of edge types and features we define a super-graph of 3 graphs,
1
2
G = G (1) , G (2) , G (3) ,

(3.75)

!
"
, For all t œ {1, 2, 3} we define G (t) = V, E (t) , so that features of edge t are stored

in the matrix E(t) in E (t) . Graphs for all edge types G (t) share the same set of atom
uT
nodes, but not the same set of edges, so that any t G (t) = V, and G (s) is a sub-graph
of the others.
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Molecular property prediction using graph convolutions

Now that we have a representation of molecules as graphs with various edge
types and features based on their geometry, we need to formulate a new graph
convolution basis function as in equation 3.5.4.
The representations that we construct, should extract all information of any
given atoms neighbourhood, so we follow the same procedure as so as to construct
the graph convolution basis function
(t)
i

(t)

=

(t)

in 3.65. We just need a basis function

(Gi ) for each graph in the super-graph. For each of the edge type we

define the set of Gaussian basis functions,

(t)

as in equation and 3.59, but only

for 1D inputs. We also need to define the node basis function !(vj ) as a one-hot
encoded vector of the atom type, similar to one-hot encoded words in natural
language processing, which is a very common method to use in MPNN for molecules
[81, 82]. The feature stored on each atom will initially be their atom number, Z,
which are the number of protons in them. This atom number defines the weight of
the atom and also the electron valency. The feature vector of the receiving node,
vi , will also be concatenated to the final feature vector, since this is crucial for
distinguishing the environments, e.g. whether it is a Phosphor (P) or Nitrogen (N)
atom surrounded by 3 Hydrogen atoms (H), like in Phosphine H3 P and Ammonia
H3 N . After node and edge basis functions are combined, we will then for each edge
type concatenate the output for each into
xi = (Gi ) = !(vi ) ü
(t)

where Gi

T
n

(t)

(t)

(Gi )

(3.76)

t=1

is the neighbourhood sub-graph of G (t) . We can call this formulation of „

a hetero-graph convolution basis function, since it combines a different graph for
each type of edge. Finally we combine a set of these new node features in the matrix

X = {xi | i œ V} together with the nodes as a graph without edges X = (V, X). The
construction of (Gi ) is depicted in the diagram in figure 3.7.

Now that we have X = (V, X), we can simply evaluate the GCGP in equation

3.54 with the normalised version of the double sum kernel in equation 3.58. A
sketch of how the signals are transferred and aggregated on the graph is shown in
figure 3.9 and how it relates GPR of molecular properties in figure 3.10.

3.6.5

Proving invariances in the graph convolution kernel

To see that the proposed molecular representations in relation to the GCGP fulfil
the 1st molecular representation criteria, we will now prove that the internal metrics
in the Z-matrix are invariant under rigid transformations. Consider any given column
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vector, r = [rx , ry , rz ] in 3D Cartesian coordinates subject to both the rotation and
translation operator combined in a single transformation function
· (r) = r̂ = Rr + t

(3.77)

For all combinations of R and t from the two groups of transformations we can
show invariance if we can show the following equality
f (· (r)) = f (r̂) = f (Rr + t) = f (r),

’r œ R3

(3.78)

It is already known that ﬂij –ijk and ”ijkl are invariant under the combined group
of transformations, · œ T , but we also prove it in section A.5. Based on this and

the definition of invariance to transformations in Gaussian processes from section
2.2.6, we now know that our GP is invariant under the same set of transformations,
T , since every input to the kernel and thereby the kernel is invariant under those
transformations. The kernels in the GCGP and MPGGP models are also composed of
sums of the atom neighbourhood, so any permutation of identical nodes and edges
will cancel out in the sum, so they are invariant to permutation too. ﬂij –ijk and
”ijkl are all constructed from r via cross products and trigonometric functions, not
including tan, so they are also differentiable w.r.t. r.

3.6.6

A message passing kernel for different edge types

By using the relations of sum and product kernels to ü and ¢ operations between

basis functions, we can derive a kernel on the space of edges as in section 3.5.5. The
kernel equivalent to the hetero-graph convolution basis function in equation 3.76 is
a quintuple sum over all node neighbourhoods in all graph types
ÿÿ
kf (G, G Õ ) =
kg (Gi , GjÕ )
iœV jœV Õ

=

Q

ÿÿc !
"
Õ
akv vi , vj +
iœV jœV Õ

T
ÿ

ÿ

ÿ

t=1 mœN (t) nœN (tÕ )
i
i

1

(t)

(tÕ )

ke(t) eim , ujn

2

R

d
kv (vm , vnÕ )b
(3.79)

!
"
= Ni G (t) is the neighbourhood for edge types t. Here the kernel
!
"
on the receiving node kv vi , vjÕ is summed up with the incoming messages from

where Ni

(t)

all T neighbourhood types. This message passing and aggregation procedure is

very similar to the hetero-graph MPNN on higher-order paths from [84]. From this
q
we can learn that the proposed (Gi ) make sure that the property f = i=V gi

predicted for the full molecule, is not only a sum of its parts (atoms), but a sum of
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interactions between parts (inter-molecular forces), which can lead to an emergent
property.
If the kernels in equation 3.79 could be derived from neural network basis
functions instead of Â() and Ê(), we would have an infinitely wide MPNN equivalent
to the infinitely wide extension of the GCN by [115]. This would be an interesting
extension of the model proposed in this section, but will not investigated further
here.
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3.7

Predicting the solubility of organic molecules

The field of machine learning for molecular property prediction and design has
been growing rapidly in recent years after GCN models learning atom interactions on
graph structures was introduced by [116] and later extended by [82, 88]. However,
the field has mainly seen great improvements in the big data regime, where models
such as deep neural networks do not risk overfitting due to the great number of
parameters in them.
In the context of biochemical applications such as drug discovery, though, the
availability of labelled data is highly limited and expensive to obtain. This hinders the applicability of machine learning methods to real world problems in the
pharmaceutical industry and beyond. As argued earlier in the first and second
chapter in this thesis, non-parametric Bayesian methods, such as Gaussian processes,
may be more appropriate in the low data regime. We therefore presented a graph
convolutional Gaussian process similar to the one presented in [65], but extended it
to hetero-graphs of various sizes and types of edges, so the kernels are suitable for
molecules.
We will now test our proposed molecular hetero-graph representation from
section 3.6 for molecular property prediction via the GCGP and MPNN presented
in section 3.5.2 and 3.3 respectively. The experiment that we set up to compare
the models is supposed to mimic an automated screening of molecules, where a
set of candidate molecules are tested for some property and added to the pool of
observations, so that the model can be trained over on this and provide predictions
for new candidates. We do not test the models ability to suggest new candidates
given property prediction under uncertainties, but this is something to be tested
in future projects. We instead train the models on an increasing training pool of
molecules, while testing them on a fixed hold out test set to compare their ability to
learn and adapt from the very beginning of a screening experiment, where training
data is scarce, until the end where training data is plentiful. As argued in the first
chapter, lack of data can severely limit the generalisation performance of more
complex models with a greater number of parameters to tune, when they are not
regularised. Based on this and the fact that the GCGP have fewer parameters and is
regularised by the Bayes Occam factor, our hypothesis is, that the GCGP will have
lower test errors than the MPNN, when trained on very little data and therefore could
be a better candidate for assisting expensive experiments providing few observations.
The data sets that we choose to test on are here presented.

3.7. Predicting the solubility of organic molecules
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Small experimental data sets for solubility

The criteria for choosing molecular data sets for the following experiments was,
that they should have experimentally and/or theoretically determined properties, so
that we can mimic machine learning guided computer simulation or lab experiments
for increasing measurements. We focus on small soluble organic drug-like molecules,
since they are most often of interest for the pharmaceutical sciences. The data
bases presented here are in fact big for an experimentalists point of view, but small
compared to the standard benchmarking data sets used for training deep learning.
Free Solvation Database (FreeSolv) [117] is a database of 642 small neutral
molecules together with molecular IUPAC names, SMILES strings and experimentally
measured and calculated free energies (kcal/mol) of the molecules in water solution.
The calculated free energies are derived from molecular 3D conformations simulated
via molecular dynamics simulators and then run through alchemical free energy
calculations. The experimental values are collected in the data base via a community
of researchers carrying out experiments, so they have been cleaned and standardised
by the authors of [117].
Estimated Solubility (ESOL) [118] is a database over 1128 molecules, their
SMILES strings and estimated and measured solubility in water. The measured
solubility values in units "log solubility in mols/litre". Using these as targets for a
linear regression fit based on a whole range of molecular descriptors, the estimated
solubility (ESOL) was given. The molecular descriptors, minimum degree, molecular
weight, the number of hydrogen bond donors, the number of rings, the number of
rotatable bonds, and the polar surface area are also included in the database, but we
will not go through them here, since we only use the molecular geometries based on
SMILES for training our models. We derive all features needed for our hetero-graph
representation via SMILES provided in the database using RDKit like explained in
section 3.7.3.
Molecules in both data sets only consist of the following 10 atom species
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Z/atom #

Name

Short name

1

Hydrogen

H

6

Carbon

C

7

Nitrogen

N

8

Oxygen

O

9

Fluorine

F

15

Phosphorus

P

16

Sulfur

S

17

Chlorine

Cl

35

Bromine

Br

53

Iodine

I

which are the most common atoms in organic molecules. A molecule maximally
consist of 44 atoms in FreeSolv and 119 atoms in ESOL (including every Hydrogen).
The authors of [117, 118] argue that determining either solubility or hydration
free energies for organic molecules can help the development of new drugs, since
the environment in which the drug has to bind to a target site is aqueous and thereby
determines the properties of the drug. This means that any calculation of a drugs
binding energies to a target site will not be better than the prediction of its hydration
free energy in water. It is important to mention, that this Gibbs free energy in an
ideal soluble system at constant temperature, T , is the difference between the change
of the systems enthalpy

H and entropy

S,

G=

H ≠ T S, and is therefore

the energy available to do mechanical work without heat transfer, [119]. To dissolve
a compound in water takes a lot energy, but increases disorder
solubility is inversely proportional to the free energy

S, so a compounds

G and thereby proportional

to the temperature. In fact only substances with negative hydration free energies
G < 0 are soluble. Alcohols are very soluble, since the electronegative oxygens in
them give rise to positively charged -OH groups and thereby hydrogen-bindings to
oxygens in water molecules [120]. There is a whole range of parameters important
for determining solubility [119], that we will not go through here. Many -OH groups
in a. molecule normally indicate high solubility [121], whereas long carbohydrates
without -OH groups or other very electronegative atoms indicate low solubility.
Molecules of only carbohydrate chains, like alkenes and alkanes, are not soluble and
have high hydration free energies. An example of 2 alcohols and 2 alkenes are seen
in table 3.1.

3.7.2

Model set-up and molecular graph features

Each molecule in both datasets is represented by a unique SMILES string, which
describe the atoms and their relations in single, double or triple bonds and whether
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Figure 3.12: Histograms and Gaussian mixture model (GMM) on bond lengths (ﬂ œ [0; 2]Å)
for all 1-hop edges in ESOL and FreeSolv.

they are a part of an aromatic ring. Using the python library RDKit we construct
the molecular 3D conformation of lowest energy and extract atom positions, atom
species and connectivity between them. Based on the adjacency matrix we extract all
1 to 3-hop paths between atoms and store them as the 3 types of edges mentioned
in section 3.6. The graphs and features are stored as hetero-graph objects from
the Deep Graph Library (DGL), so that message passing can be performed more
efficiently. We use PyTorch for handling tensors, building and training models using
their GPU accelerated AutoGrad functionalities. We use GPyTorch on top for building
our proposed GCGP model with new double sum kernels over graphs. We use the SE
kernel as base kernel kg (xi , xj ) with a set of learnable length-scales,

= 1 œ RD ,

one for each feature dimension in X to obtain automatic relevance determination

(ARD) of them. Every node feature vector xi is derived from (·) in equation 3.76.
In this, the Gaussian expansion, Â(·), for each edge type has parameters fixed to
values determined via a 1D Gaussian mixture model on the collection of all edges in
both data sets. Histograms and fitted Gaussian mixture components for each edge
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Figure 3.13: Histograms and Gaussian mixture model (GMM) on bond angles [deg] (– œ
[0; 180]¶ ) for all 2-hop edges in ESOL and FreeSolv .

feature (ﬂ œ R+ , – œ [0; ﬁ] and ” œ [≠ﬁ; ﬁ]) can be seen in figure 3.12 3.13 and 3.14.

We can see clear modes in the distributions of all features, and for bond angles – and

dihedral angles ” they are equidistant and symmetric. Gaussian expansions on Â (–) (·)
and Â (–) (·) are defined with periodic boundary conditions, so they wrap around the
circle. The number of components are De = Dﬂ + D– + D” = 5 + 4 + 7 = 16 in total,
so together with the one-hot encoding, Ê(·), of Dv = 10 atom species, we get a total
of D = Dv + Dv ◊ De = 170 features from (·) on each node.

The variational low-rank approximation using inducing nodes is implemented via

existing GPyTorch functions, so that SVI can be used for maximising the variational
ELBO in equation 2.83 w.r.t. the inducing node features, variational parameters,
length-scales and observation noise. The inducing nodes features, Z, are chosen as
100 centroids for k-means clustering of all extracted node features, X.
The MPNN was defined for message passing over all 3 edge types, similar to
the graph convolution basis functions,

(·), so that the final summed output over

each neighbourhood after n convolutions is concatenated for each edge type and
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Figure 3.14: Histograms and Gaussian mixture model (GMM) on Torsions/dihedral angles
(” œ [≠180; 180]¶ ) for all 3-hop edges in ESOL and FreeSolv .

predictions made via the final 2 ReadOut layers after Set2Set. The last layer is split
in two outputs, µo ‡o , parameterising a Gaussian. The weights in the MPNN are
trained to minimise the negative log likelihood of the Gaussian evaluated on the
targets. It was implemented via the standard graph convolution functions in DGL.

3.7.3

Experiments

With the experiments we aim to show the difference in generalisation performance between the proposed GCGP and MPNN model, when trained to predict the
experimentally measured properties on an increasing amount of molecules. The
set-up for the learning curves are as follows:
• To average out any influence from the test set, we perform a 5-fold test split, so
we have 20% of new data points in each test set and a training set consisting
of the remaining 80% data points.
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• For each training set we then perform a 8-fold split, so we have a validation
and training set consisting of 10% and of 70% of the full data set respectively.
• We then construct subsets of the training sets as an accumulating training pool
with [2.5%, 5%, 10%, 20%, 30%, 40%, 50%, 60%, 70%] of the full data set.
The order and Compound IDs for the data points are always the same, so the
experiments can be reconstructed exactly.
• For each of these fractions of training pools, we train 4 models and pick the
best one based on validation error.
This means that both models are trained on both datasets from scratch 360 times,
once for each combination of the 5 test splits, 8 validation splits and 9 fractions of
the training pools. They were trained on 40 NVIDIA GPUs [8◊ TITAN V, 8◊ TITAN
Xp, 16◊ GeForce GTX TITAN X, 8◊ TITAN X (Pascal)], with the Adam optimizer
[122] for 1st order gradient updates of all weights and hyper-parameters for batch
sizes of 40 for FreeSolv and 25 for ESOL.
To investigate a trained GCGP model’s ability to distinguish dissimilar molecules
and properties, we extract covar

3.7.4

Discussion of results

The learning curves for both models and data sets are seen in figure 3.16, where
for each combination of test and validation split. It is clear from the plots, that
the models perform similarly for training fractions in the range [10; 40]%, whereas
the RMSE diverge slightly outside this range. The GCGP learn to predict the test
targets more accurately given very few training molecules (<100). This supports
our hypothesis of the inherent regularising effects of the GCGP, but we need to train
on smaller fractions to verify that this is a general trend.
In figure 3.15 we see the covariance matrices for the 2 pairs of similar alcohols
and alkenes shown in table 3.1 given a GCGP model trained on 70% of FreeSolv. Even
though the hydration free energies are close for the alcohols, the covariance between
them is not as high as the covariance between the two alkenes. The contribution of
the covariances between oxygen atoms in Kgg in the alcohols are minor compared
to the covariances between carbon atoms in the alkenes. This dis-proportionality
between covariance and properties point towards a lack of information and target
similarity in the molecular representations. This problem is studied further for
the full set of test predictions for all trained models, as seen in figure 3.18 and
3.19 for FreeSolv and ESOL respectively. We evaluate the squared error averaged
over all model test predictions and plot it against the true target value for every
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single molecule. Here we see a trend of increasing errors for more extreme target
values. This trend could be connected to a lack of information in the molecular
representations, since it seems consistent for both models on both data sets. Further
investigation of variance estimation issues was done through calibration curves seen
in figure 3.17. For FreeSolv the MPNN provide estimates of the standard deviation,
which are more or less calibrated and gets increasingly more proportional to RMSE
at higher training fractions. This means that predictive uncertainties increase in
areas of high error, which is a favourable trait for Bayesian optimisation. Estimated
standard deviations in the GCGP for both datasets and for the MPNN for ESOL are
not calibrated to the RMSE, but whether this is a problem in the model formulation
or implementation is not clear in the moment of writing, so we will leave it for future
work.
Name

methanol

ethanol

prop-1-ene

but-1-ene

Formula

CH4O

C2H6O

C3H6

C4H8
CCC=C

SMILES

CO

CCO

CC=C

expt

-5.10

-5.00

1.32

1.38

calc

-3.491

-3.394

2.328

2.367

mean

-6.53

-7.02

1.17

0.31

‡f

3.30

2.94

2.67

2.69

expt ≠ mean

1.43

2.02

0.15

1.07

mean

-5.12

-4.97

0.77

1.05

‡f

1.13

1.20

0.72

0.65

expt ≠ mean

0.02

-0.03

0.55

0.33

GCGP

MPNN

Table 3.1: An overview of the measured and calculated hydration free energies [kcal/mol] for
two pairs of similar molecules. The two alcohols, methanol and ethanol, have very negative
energies making them very soluble. The two alkenes, prop-1-ene and but-1-ene, have high
hydration free energies, making them less soluble.

3.7.5

Conclusion

From the results we can see that both models were able to predict both free
energies and solubility of molecules, but outperforming each other in two different
ranges of training set sizes, so that the GCGP could be preferred above the MPNN
for guiding exploration in small-scale experiments. The difference in test RMSE in
those regions is still very low, so if we could show that the difference in test RMSE
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(a) Kgg where white lines outline the elements summed to elements in Kf f

(b) K̃f f where each element is normalised as k̃i,j = ki,j /



ki,i kj,j

Figure 3.15: The covariance matrices Kgg and K̃f f for 2 pairs of similar molecules in
FreeSolv: alcohols: methanol [CO] and ethanol [CCO] alkenes: prop-1-ene [CC=C] and
but-1-ene [CCC=C] as seen in table 3.1.
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increases for even smaller fractions of the data, it would be possible to conclude that
the GCGP is less prone to overfitting on small training data sets.

3.7.6

Outlook

Since the results and experiments are not enough to conclude a clear difference
in model performance for small fractions of training data, the next step is to train
the models on fractions from 2% down to 0.5%, which is in range of 20 down to 5
molecules.
To improve upon the target similarity of the proposed molecular representations, we need further insights from experiments and literature on how and which
molecular descriptors are important for determining solubility [119].
We wish to investigate the issues with poorly calibrated model variances further,
based on histograms over confidence intervals and the hyper-parameters in the
GCGP model, where an imbalanced set of inducing nodes with little similarity to the
set of real nodes could cause constant variances.
Both models proposed provide uncertainties, but we did not compare the based
on their predictive variances in the specific application of AL or Bayesian optimisation (BO), as mentioned in section 1.2 and exemplified with Bayesian polynomial
regression in section 2.1. This is the immediate next research question we intend to
answer, since the models are supposed to bring value to the pharmaceutical sciences
via BO for automatic experimental design for faster and more cost-efficient drug or
material discovery.
Combining the models with weighted averaged predictions and propose new
candidate molecules via query-by-committee in AL could be a strategy for getting
the best from both models.
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(a) FreeSolv

(b) ESOL

Figure 3.16: Learning curves for ESOL. The averaged root mean squared error (full lines)
with 2 standard deviation intervals (vertical arrows) for the two proposed regression models,
MPNN (blue) and GCGP (red)
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(a) FreeSolv

(b) ESOL

Figure 3.17: Calibration plots for both models on both data sets at all training fractions. The
RMSE is plotted against the estimated standard deviations by the two models MPNN (blue)
and GCGP (red) The calibration line (black line), is where the models’ estimated standard
deviations should ideally be equal to the RMSE.
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(a) GCGP

(b) MPNN

Figure 3.18: Squared error averaged over all test predictions for each molecule in FreeSolv.
For the two proposed regression models, (a) GCGP (b) MPNN. Target values are in kcal/mol
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(a) GCGP

(b) MPNN

Figure 3.19: Squared error averaged over all test predictions for each molecule in ESOL. For
the two proposed regression models, (a) GCGP (b) MPNN. Target values are in log solubility
in mols/litre

Chapter �

Conclusions
This final chapter aims to summarize, discuss and look beyond the contributions
made as methods and results presented in this thesis.

4.1

Summary

The main goal of this thesis was to study the importance of encoding structure in
machine learning models, when trained on either very limited or noisy data.
The main contributions following this goal was the development of 3 models
utilizing structure in kernels in order to guide practitioners in discovering properties
of molecules faster and under less costs.
The first generative model using Gaussian process priors for interpolating peak
shapes in noisy resonance space was presented in section 2.5, in order to help
practitioners carry out thermomechanical analysis of crystallised drugs. By both
avoiding the manual tracking of peaks one by one and providing more precise
estimations of changes in resonance frequencies, the model proposed can allow
practitioners to characterize the properties of a drug more precisely and hence
accelerate discovery of new drug candidates.
The two other models are a MPNN and GCGP model for regression over molecular
properties based on graph convolution basis functions combining all features of
single atoms neighbourhood on the atom itself, so that the structure of all atom
interactions are kept. Via this embedding of graph convolution basis functions
on atoms, we could overcome the restrictions of the model noted [65]. Two key
innovations was introduced here. First, the convolutional kernel was extended to
graphs and molecules of sub-parts, by introducing normalisation with the diagonal
of the covariance matrix. The second key innovations was to introduce geometric
representations of the molecules as graphs with varying edge types, bond length,
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bond angle and dihedral angle, to make the model rotation and translation invariant.
Additionally two GCGP models were proposed by derivation of a an equivalent to
the GCGP modelling the combination of signals on neighbour edges and nodes. We
compare the two models (MPNN and GCGP) on their ability to learn from different
sizes of data for regression of experimental molecular properties of the ESOL and
FreeSolv datasets respectively. We found that for training set size below 10% (64
molecules for FreeSolv and 111 for ESOL) the GCGP model gave lower RMSE errors
averaged over 5 test splits and 8 validation splits. This result provide the ground for
future studies of the validity of the molecular representations and the models ability
to guide discovery of new drugs, based on their uncertainty estimates.

4.2

Outlook

All of the criteria for the molecular representations presented in the beginning of
section 3.6, are not necessarily fulfilled by the graph representations and models
proposed in this thesis. To improve on this interesting directions of research are to
design kernels and basis functions directly from the energy functionals in DFT like
[123].
Ideas for how to better fulfil the criteria of molecular representations came up
during the writing of thesis, so many new directions are available. A next step could
be to extend the molecular representations with other relevant descriptors, such
as aromatic rings and the number of -OH groups, since we saw high test errors
for molecules with very negative free energies that is related to the existence -OH
groups in them. Also the combination and types of kernels will be investigated for
modelling the structure of the systems, like close relations between inter-molecular
forces and energy potential in the molecular Hamiltonian. It will be interesting to
train the models on DFT simulated properties for data sets of more than 1000 data
points, like QM9 used in [82]. The inducing nodes are a bit of mystery, since values
of them are hard to interpret, when they easy to visualise like inducing patches. The
question is whether the actually represent the common motifs and neighbourhoods
in the molecules or they mess up the predictions and uncertainties causing them
not to be calibrated. If we were to use MPGGP aggregating signals over edge space
instead of through the graph convolution basis function, we could perhaps design a
set of inducing edges as all combinations of atoms and bonds, and thereby interpret
them after training. If inducing edges were embedded on an inducing graph in
relation to other inducing edges and nodes, using a sequential and differentiable
graph construction mechanism like [124], we could even optimise the construction
of inducing graphs via the marginal likelihood.

4.2. Outlook
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In this thesis we saw two examples of machine learning aided experiments,
where the first was the thermomechanical analysis set-up in 2.5 and our paper [68],
and the second was the prediction of hydration free energies in organic molecules.
We saw in the context of automated design of experiments, that the choice and
construction of the kernel itself is a discrete hypothesis, which is hard to tune
like the hyper-parameters. There exist automated ways of choosing kernels, like
the "automatic statistician", where Bayesian model selection is used to construct
kernels via tree search. This was an idea carried forward by Zoubin Ghahramani
and David Duvenaud in his thesis [33]. From a practitioners point of view the
automatic statistician is the ideal tool for exploring and learning new physical laws
and structure in the system they investigate. To accelerate drug discovery and
quantum chemistry we indeed need such a systematic way of exploring the many
ways graph convolutional kernels can be constructed. To find hidden treasures,
like antiviral drugs and vaccines, in the vast space of molecular candidates, we
still have a lot more to learn about the emergent properties of complex physical
systems. I hope that this thesis can be a stepping-stone for both practitioners in the
pharmaceutical sciences and machine learning community, on the path towards fully
automated experimental design for drug discovery.

Appendix A

Derivations
A.1

Gaussian identities

We here go through all the general identities needed for performing inference
with Gaussian distributions in a Bayesian framework. Short-hand for random variables is r.v.s.
The sum of multivariate Gaussian r.v.s., z = x + y, are distributed as a new
multivariate Gaussian
x ≥ N (µx ,
y ≥ N (µy ,

x)

(A.1)

y)

(A.2)

z ≥ N (µx + µy ,

x

+

y)

(A.3)

, if x and y are independent r.v.s of the same dimensionality.
The product of Gaussian distributions leaves us with a new Gaussian distribution

N (x; a, A) N (x; b, B) = N (x; c, C) N (a; b, A + B)
!
"
c = C A-1 a + B-1 b
.

!
"-1
C = A-1 + B-1

(A.4)
(A.5)
(A.6)

Linear projections of Gaussian r.v.s provide us with other Gaussian r.v.s. Since
the expectation operator, E, is linear any affine transformation, y = Ax + b, of
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Gaussian r.v.s., x ≥ N (µx ,

x ),

result in random variables following a normal

distribution of the form

p(y = Ax + b) = N (y; µy = Aµx + b,

y

=A

xA

|

)

(A.7)

Joint distributions over the Gaussian r.v.s x and y can be written as a Gaussian
distribution:
C D
x
y

≥ p(x, y) = N

A

µxüy =

C

µx
µy

D

,

xüy

=

C

x,x
|
x,y

x,y
y,y

DB

(A.8)

Marginal distributions over the joint Gaussian r.v.s x and y are also Gaussian
distributions
x ≥ p(x) =

⁄

p(x, y) dy = N (x; µx ,

x,x )

(A.9)

The linear conditional distribution over r.v.s x given r.v.s y is through a bit of
linear algebra also Gaussian. The trick is to fix y as being observed, use precision
matrices instead of covariances and then identify constants in front of the linear and
squared terms wrt. x. Using the matrix inversion lemma and Schur complement we
find the elements of the precision matrix = -1 , which then leads us to the final
expression of the conditional Gaussian distribution
x|y ≥ p(x|y) =

!
p(x, y)
= N x; µx|y ,
p(y)

where the mean and covariance are expressed as
µx|y = µx +
x|y

=

x

x,y

-1
y,y (y

≠ Qx|y =

x

≠ µy )
≠

x,y

x|y

"

,

(A.10)

(A.11)
-1

y,y

y,x

(A.12)

For reuse and short-hand notation we defined the non-negative definite matrix
Qa|b =

a,b

-1
b,b

b,a

(A.13)

A.1. Gaussian identities

A.1.1
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Marginal and Conditional Gaussians for affine transformations

Based on Section 2.3.3 in [32] we here repeat how to arrive at the posterior
distribution by applying Bayes theorem on the marginal distribution

p(x) = N (x; µx ,

x)

(A.14)

and conditional distribution

!
p(y|x) = N y; Ax + b,

y|x

"

(A.15)

This is a specific form of linear dependency between prior r.v.s x and the mean only
of p(y|x), which is particurly suitable for many derivations of posterior distributions
in the Gaussian process framework. Given the derivations in [32] eq. 2.105 the joint
distribution between x and y is still a Gaussian

!
|
xüy = [x, y] ≥ p(x, y) = p(y|x) p(x) = N µxüy ,
C D C
D
µx
µx
µxüy =
=
,
µy
Aµx + b
C
D C
xüy

xüy

=
=

x,x

C

x,y

=

xüy

=

-1
xüy

xA

x

"

(A.16)
(A.17)
D

|

, (A.18)
|
A x
y|x + A x A
D
D C
-1
| -1
| -1
x,y
x +A
y|x A A
y|x
=
,
-1 A
-1

y,x

y,y

x,x
y,x

y,y

y|x

y|x

(A.19)
where

y,x

=

|
x,y ,

since both

xüy

and

x,y

are symmetric.

Based on this and eq. A.8, A.9, we arrive at the marginal over y

p(y) =

⁄

!
p(xüy) dx = N y; µy = Aµx + b,

y,y

=

y|x

+A

xA

|

"

(A.20)

, which can be used when marginalising out some latent r.v. x, like the parameters
in the posterior predictive distribution.
The posterior distribution is another Gaussian. This is shown by combining eq.
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A.16 and A.10 resulting in
!
p(x|y) = N x; µx|y ,
x|y

=
=

≠

x

≠

x,y

xA

-1
x

+ A|

µx|y = µx +

x,y

= µx +

xA

=

=

A.2

1

x

x|y

-1
y,y

!
|

"

(A.21)

y,x

+ A x A|
2
-1 A -1 = -1
y|x
x,x
y|x

-1
y,y (y

!
|

y|x

≠ µy )
+A

Ó
| -1
x|y A
y|x (y ≠ b) +

xA

|
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A

(A.22)

x

" -1

-1
x µx

(y ≠ Aµx ≠ b)
Ô

(A.23)

Variational Inference

Entropy
H [p(x)] = ≠Ep(x) [log p(x)] =

(A.24)

Cross entropy
H [p(x) , q(x)] = ≠Ep(x) [log q(x)] = ≠
Kullback-Leibler divergence
KL [p(x) Î q(x)] = H [p(x) , q(x)] ≠ H [p(x)] =
Evidence Lower Bound (ELBO)

⁄

p(x) log q(x) dx

⁄

p(x) log

ELBO = log p(x) ≠ KL [q(z) Î p(z|x)]

A.3
A.3.1

p(x)
dx
q(x)

(A.25)

(A.26)

(A.27)

Approximations for Gaussian processes
Arriving at the joint prior for sparse GPs

Given the training and test conditional for an exact GP
1
2
-1 u, K
p(f |u) = N Kf ,u Ku,u
f ,f ≠ Qf |u
1
2
-1 u, K ≠ Q
p(f⇤ |u) = N K⇤,u Ku,u
⇤,⇤
⇤|u

(A.28)
(A.29)

A.3. Approximations for Gaussian processes
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we arrive at the already known joint prior

p(f |f⇤ ) = N

A.3.2

A

0,

C

Kf ,f
Kf ,⇤

K⇤,f

K⇤,⇤

DB

(A.30)

Sparse Pseudo-input Gaussian Process

The innovation in SPGPs [60] lies in how the inducing variables affect the
likelihood directly through the mean like DTC, while also providing a contribution
in the variance, so the relation is not deterministic.
They consider an approximation to the conditional likelihood
1
1
2
2
-1 u, diag K
2
p(y|u) ¥ q(y|u) = N Kf ,u Ku,u
f ,f ≠ Qf |u + ‡ I

(A.31)

which is bypassing f in the graphical model. Together with prior on inducing
variables

p(u) = N (0, Ku,u )

(A.32)

we can then from Equation A.21 recognise the following matrices:
µ=0

(A.33)

b=0

(A.34)

-1 = K
u,u

(A.35)

-1
A = Kf ,u Ku,u
1
2
L-1 = diag Kf ,f ≠ Qf |u + ‡ 2 I

(A.36)
(A.37)

so by inserting these in A.21 we arrive at the posterior

1
2
2
1
-1 K (diag K
-1 K
2 -1
q(u|y) = N Ku,u Cu,u
≠
Q
+
‡
I)
y,
K
C
u,f
f ,f
u,u u,u u,u
f Îu

(A.38)

where
1
1
2
2
Cu,u = Ku,u + Ku,f diag Kf ,f ≠ Qf |u + ‡ 2 I Kf ,u

(A.39)
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which comes from the simplifying
=(

in Equation A.21

+ A| LA)-1

1
2
-1 + K-1 K (diag K
-1 -1
2
= (Ku,u
f ,f ≠ Qf |u + ‡ I)Kf ,u Ku,u )
u,u u,f
1
1
2
2
-1 {K
-1 -1
2
= Ku,u
u,u + Ku,f (diag Kf ,f ≠ Qf |u + ‡ I)Kf ,u }Ku,u

(A.40)

-1 K
= Ku,u Cu,u
u,u

To get the posterior predictive distribution p(f⇤ |y), we have to marginalise out
the inducing variables u under the joint of the posterior q(u|y) and test conditional
p(f⇤ |u) from Equation 2.79:
p(f⇤ |y) =

⁄

p(f⇤ |u) q(u|y) du

(A.41)

where the marginalisation can carried out by using Equation A.20 with the
general matrices and vectors recognised as
-1 K D-1 y
µ = Ku,u Cu,u
u,f f ,f

(A.42)

b=0
-1 = K

(A.43)

-1
u,u Cu,u Ku,u
A = K K -1
⇤,u

(A.44)
(A.45)

u,u

L-1 = K⇤,⇤ ≠ Q⇤|u

(A.46)

Plugging these into Equation A.20 we get to the predictive posterior
!
p(f⇤ |y) = N µú|y ,

⇤|y

"

1
-1 K D-1 y
µú|y = K⇤,u K-u,u
Ku,u Cu,u
u,f f ,f
1
1
=K C K D y
⇤,u

⇤|y

A.4.1

u,f

⇤|u

⇤,u

u,u

(A.48)

f ,f

-1 K C-1 K K-1 K
= K⇤,⇤ ≠ Q⇤|u + K⇤,u Ku,u
u,u u,u u,u u,u u,⇤
1
=K ≠Q
+K C K
⇤,⇤

A.4

u,u

(A.47)

u,⇤

The kernel trick in infinite dimensional feature space
Simple case for squared exponential functions

To understand how the Gaussian-shaped basis function,

(A.49)

A.4. The kernel trick in infinite dimensional feature space
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3
4
(x ≠ c)2
„c (x) = exp ≠
2¸2
behaves in the infinite limit in our graph representation, To see the derivation of the
SE kernel we refer to page 84 in [24], do not have to repeat the derivation of the
squared exponential covariance function from the Gaussian-shaped basis function in
the infinite limit.
The solution to the integral appearing in the derivation of the SE kernel are here
shown for the limits 0 to Œ or ≠Œ to Œ. They are given by [125] as
⁄

Œ

Ú

ﬁ (b2 ≠4ac)/4a
e
a
≠Œ
Ú
⁄ Œ
2
1 ﬁ (b2 ≠4ac)/4a
b
e≠(ax +bx+c)dx =
e
erfc Ô
2 a
2 a
0
⁄ Œ
2
2
erfc(p) = Ô
e≠x dx
ﬁ p

A.4.2

≠(ax2 +bx+c)

e

dx =

(A.50)
(A.51)
(A.52)

Edge covariance functions

To understand how and where we can apply the kernel trick on our graph
representations, we need to rewind to Bayesian linear regression on a single node
pair. By writing out all terms in the basis function, we can see how the inner product
of basis functions appears.
We consider the outer product between the basis function on the j’th neighbour
node and the ij edge basis function.
We have designed the basis function to be a sum over the node, i’s, neighbourhood
Given a set of basis functions

(c)
„ij

A

2

(eij ≠ c)
= „ (eij ; c, ⁄) = exp ≠
2⁄2

The covariance for a GP on nodes are then

B

(A.53)
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cov [gi , gk ] = Ew [gi gk| ] = |i Ew [ww| ] k =
Q
R| A
B
ÿ
ÿ
2 a
= ‡w
„ij b
„kl
jœNi

=

2
‡w

ÿ
cœC

2
= ‡w

Q
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ÿ

| 2
i ‡w I
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(A.54)
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(c) (c)

(A.57)

(c) (c)

(A.58)

„ij „kl

cœC jœNi lœNk

2
= ‡w
2
= ‡w

ÿ ÿ ÿ

jœNi lœNk cœC
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2
= ‡w
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ÿ ÿ

0

(c) (c)

„ij „kl dc

(A.59)

ke (eij , eÕkl ) dc

(A.60)

jœNi lœNk

so the product of sums over neighbourhoods became a double sum over the space of
edges, where we have defined the kernel over edge features in the infinite limit of
basis functions.

A.4.3

The neural network kernel

We here derive the the neural network kernel for the infinite limit of neurons in
the neural network function from section 2.1.4
f (x) = NN (x; W) = b

(2)

+

(1)
M
ÿ

j=1

1
2
(2)
(1)
(2)
wj „ x; wj
= b0 +

1

x; b(1) , W(1)

2|

w(2)

(A.61)

which is
with a single output neuron, M (2) = 1. Here
Ó a 2-layer neural network
Ô
W = b(1) , W(1) , b(2) , w(2) denote the set of all weights (W) and biases (b)
corresponding to L = 2 layers. For a standard neural network, all weights and biases

are deterministic, w ≥ ”(w), whereas a Bayesian neural network have stochastic

weights drawn from a prior, w ≥ p(µw , ‡w ). This is very similar to the Bayesian linear
regression, where

=

(x; b(1) , W(1) ) is a set of M (1) basis functions consisting

of some non-linear activation function applied to a linear combination over the
feature space. Each of the M (1) elements in the vector „j œ

holds the activation

a single neuron from the first layer. As in the simplified example for deriving
equation 2.9 and 2.10, we consider all weights drawn from a zero-mean normal

A.5. Invariances in geometrical functions
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2
distributions
with a distinct
Ô standard deviation for each type of weights, ‡W =
Ó
(1)
(1)
(2)
(2)
“W = “b , “W , “b , “w

Following the definition of the GP mean and covariance in equation 2.22 and

2.23 and the derivations by [27] and [24], we arrive at
EW [f (x)] = 0
(2)

(2)
EW [f (x)f (xÕ )] = “b + “w
EW (1) [

=

(2)
“b

=

(2)
“b
(2)
“b

+

(1)
M
ÿ

j

=

|

Õ

(A.62)
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(A.63)
since

(2)
“w

are i.i.d.

= ’/M (1)

For the basis function
1
2
(1)
„(x; W(1) ) = erf w0 + x| W(1)

(A.64)

and W(1) ≥ N (0, ) we get a corresponding neural network covariance function
A
B
2
2x̃€ x̃Õ
Õ
≠1

kNN (x, x ) = sin
(A.65)
ﬁ
(1 + 2x̃€ x̃) (1 + 2x̃Õ€ x̃Õ )
|

, where x̃ = [1, x1 , x2 , . . . , xD ] .

A.5

Invariances in geometrical functions

We will proof the invariance under rotation and translation for the Z-matrix
coordinates. Lower case symbols are vectors and upper case are matrices even
without boldface notation here.
The transformation is denoted as v Õ = · (v) = Rv + t, where R is the rotation
matrix and t is the translation vector in 3D.
Any difference vector rij = vj ≠vi = · (vj )≠· (vi ) = Rvj +t≠Rvi +t = R(vj ≠vi )

is invariant under translation, which is what makes squared exponential kernels
stationary.
The transpose of the rotation matrix is RT = R-1 , which makes any inner product
|

| |
|
invariant to rotation · (rij ) · (rkl ) = rij
R Rrkl = rij
rkl

For cross products we have the relation
!
"€
(M a) ¢ (M b) = det(M ) M ≠1 (a ¢ b)

(A.66)
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Bond lengths Proving rotation and translation invariance of the bond length
function ﬂij = ﬂ(vi , vj ).
Ò
Ò
€
€
ﬂÕij = |R (vj ≠ vi )| = (vj ≠ vi ) R€ R (vj ≠ vi ) = (vj ≠ vi ) (vj ≠ vi ) = ﬂij

(A.67)

Bond angles Proving rotation and translation invariance of the bond angle
function –ijk = –(vi , vj , vk ).
1! "
2
! € €
"
! € "
Õ
Õ €
Õ
–ijk
= cos≠1 r̂ji
(r̂ik
) = cos≠1 r̂ii
R Rr̂in = cos≠1 r̂ii
r̂in = –ijk (A.68)
Dihedral angles Proving rotation and translation invariance of the dihedral

angle function ”ijkl = ”(vi , vj , vk , vl ).
!
"
”ijkl = cos≠1 n̂€
ijk n̂jkl
n̂ijk =
n̂ijk =

!

"€
n̂Õijk

!

n̂Õjkl

"

r̂ji ¢ r̂jk
! "
sin –jj

(Rr̂ii ) ¢ (Rr̂jk )
= ±R (r̂ij ¢ r̂ik )
sin (–ijk )

(A.69)
(A.70)
(A.71)

!
"
"
€
€!
(r̂ij · r̂jk ) R€ R r̂kj ¢ r̂kl
(r̂ij · r̂jk ) r̂kj ¢ r̂kl
=
=
= n̂€
ijk n̂jkl
sin (–ijk ) sin (–jkl )
sin (–ijk ) sin (–jkl )
(A.72)
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Model With Gaussian Process
Priors For Thermomechanical
Analysis Of Micro-Resonators

Abstract:
Thermal analysis using resonating micro-electromechanical systems shows great
promise in characterizing materials in the early stages of research. Through thermal
cycles and actuation using a piezoelectric speaker, the resonant behaviour of a
model drug, theophylline monohydrate, is measured across the surface whilst using
a laser-Doppler vibrometer for readout. Acquired is a sequence of spectra that
are strongly correlated in time, temperature and spatial location of the readout.
Traditionally, each spectrum is analyzed individually to locate the resonance peak.
We propose a Bayesian model using a warped Gaussian process prior taking the
correlations into account and demonstrate on both synthetic and experimental data,
that it yields better estimates of both location and amplitude of the resonance peak.
Thus, the proposed model can give a more precise characterization of drugs, which
is important in drug discovery and development.

2019 IEEE INTERNATIONAL WORKSHOP ON MACHINE LEARNING FOR SIGNAL PROCESSING, OCT. 13–16, 2019, PITTSBURGH, PA, USA

A BAYESIAN GENERATIVE MODEL WITH GAUSSIAN PROCESS PRIORS FOR
THERMOMECHANICAL ANALYSIS OF MICRO-RESONATORS
Maximillian F. Vording†⇤ B , Peter O. Okeyo‡⇤ , Juan J. R. Guillamón†⇤ ,
Peter E. Larsen⇤ , Mikkel N. Schmidt† , and Tommy S. Alstrøm†⇤
†

DTU Compute, Technical University of Denmark
ABSTRACT

Thermal analysis using resonating micro-electromechanical systems shows great promise in characterizing materials in
the early stages of research. Through thermal cycles and actuation using a piezoelectric speaker, the resonant behaviour of
a model drug, theophylline monohydrate, is measured across
the surface whilst using a laser-Doppler vibrometer for readout. Acquired is a sequence of spectra that are strongly correlated in time, temperature and spatial location of the readout.
Traditionally, each spectrum is analyzed individually to locate the resonance peak. We propose a Bayesian model using
a warped Gaussian process prior taking the correlations into
account and demonstrate on both synthetic and experimental
data, that it yields better estimates of both location and amplitude of the resonance peak. Thus, the proposed model can
give a more precise characterization of drugs, which is important in drug discovery and development.
Index Terms— Bayesian learning and modeling, Gaussian processes, drug characterisation, thermomechanical analysis
1. INTRODUCTION
In the pharmaceutical industry, the majority of drugs are solid
dosage forms and when they are exposed to varying environmental conditions such as temperature and humidity this influences their physiochemical and mechanical properties. In
particular, drugs that form hydrates (water-solid interactions)
can have very different properties in comparison to their anhydrous counterparts [1]. The current standard thermal methods that are used for drug characterisation include differential
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scanning calorimetry (DSC) and thermogravimetric analysis
(TGA), which are limited in sensitivity and require a minimum of a few milligrams for analysis [2]. In drug discovery,
where the amount of drug can be limited due to impurities
after synthesis, methods that are highly sensitive are needed.
Due to these limitations, micro-resonators are being investigated [3, 4] for conducting thermal analysis of drugs due to
their high sensitivity and low sample mass for analysis [5].
Micro-electromechanical systems (MEMS) have been the
subject of intense research for decades. Due to their high responsivity, high quality factors, high self-referencing abilities
and fast response times, resonant MEMS have shown promise
as sensors in many different fields of research [5, 6].
Standard techniques using phase-locked loop (PLL) is
not suitable for tracking resonance peaks with low signalto-noise-ratio (SNR) and fluctuations in resonance frequency
(⌦) and quality factor (Q) during the phase transformation
of theophylline monohydrate (TP MH) [7]. As an alternative, this paper introduces a Bayesian generative model with
Gaussian process priors for estimating the physical parameters in the function governing the system behaviour. We
test this model on thermomechanical experiments performed
on micro-resonators, with the system characterized by the
magnitude of the frequency response.
Fig. 1) shows the experimental setup, which uses a piezoelectric speaker as an actuator for the characterisation of TP
MH during a thermal cycle, and a laser Doppler vibrometer (LDV) is used as an optical readout. A scanning grid is
defined on TP MH, then its vibrational mode of vibration is
identified. After this, TP MH is heated (25-90 C, 5 C/min)
using a Linkam hotstage, while continuously obtaining spectra. The data analysis is performed by manually tracking ⌦
and Q. The obtained changes in the frequency response of the
system relates to the thermal changes by an unknown function
characterising the properties of the material itself.
The proposed model relates the underlying structure in
spatial, temporal, and thermal covariates to the governing
physical parameters through warped Gaussian process (GP)
priors [8–10]. The warped GP priors are used to express
information about the smoothness of the physical parameters
with respect to the covariates, as well as prior constraints on
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where the parameters of the peak model for each observation
are collected in ⇥ = {✓1 , . . . , ✓N }, and ✏2 denotes the variance of the noise.
We assume that the resonance peak parameters are correlated, such that the location, amplitude and shape of resonance peaks are similar for observations with similar temperature and spatial location. We formulate this correlation
through a prior on the parameters p(⇥). Combining this
prior with the likelihood, we estimate the model parameters
by maximizing the posterior distribution p(⇥|Z), computing
the maximum a posteriori (MAP) estimate,
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Fig. 1. Schematic illustration of a typical experimental setup
measuring a resonators (samples) velocity response to the
actuators (left) vibration frequency with a laser Doppler vibrometer (LDV upper/central) transformed by the fast Fourier
transform (FFT) into a magnitude spectrum (upper right plot)
at every new temperature (lower right plot) reached by the
heat source (lower).

their possible values, allowing consistent tracking of peaks
like [11] attempts for NMR spectra varying over time. For
an ideal and clean driven damped resonator, the governing
function can be described by second order differential equation [12]. As this is a simplification of the actual system,
including informative prior constraints on the parameters will
help solving the problem and allow leaving unrelated noise
signals and other modes of variation in the residuals.
2. METHODS
2.1. Generative model
The observed data can be recorded in the form of a matrix
Z 2 RN ⇥M , where the i’th row corresponds to a measured
spectrum and the j’th column to a frequency. The frequencies
are equally spaced within some predefined range !1 , . . . , !M .
In addition to this, for each measurement the temperature ti ,
and spatial location of the measurement position xi , yi is also
recorded.
We model the observed spectra using a resonance peak
model f (!, ✓) corrupted by additive noise ✏,
(1)

zi,j = f (!j , ✓i ) + ✏i,j .

The peak model depends on the frequency ! as well as a set
of parameters ✓ which govern the location, amplitude, and
shape of the resonance peak. The additive noise is assumed
independent and identically distributed over observations and
frequencies. With a Gaussian noise model, the likelihood can
be written as
p(Z|⇥) =

N Y
M
Y

i=1 j=1

N (zi,j ; f (!j , ✓i ),

2
✏ ),

(2)

ˆ = argmax p(Z|⇥)p(⇥).
⇥

(3)

⇥

2.2. Resonance peak model
In the microresonator experiments, the governing function is
derived from the solution, z(t) = z0 exp{i!t}, to the ordinary differential equation that governs a driven damped vibration on a linear resonator [12]. We use the magnitude as
our frequency response function,
f (!j , ✓i ) = q
Q2i (⌦2i

Fi ⌦2i
!j2 )2 + ⌦2i !j2

(4)

.

The parameters of this model are ✓i = {Fi , ⌦i , Qi }, where
Fi is the amplitude, ⌦i is the resonance frequency, and Qi is
the quality factor which describes the shape of the peak.
2.3. Prior distributions
For the amplitudes F = {F1 , . . . , FN }, resonance frequencies ⌦ = {⌦1 , . . . , ⌦N }, and quality factors Q =
{Q1 , . . . , QN } we use independent prior distributions of the
same form, namely warped Gaussian process (GP) priors. For
each of the three parameter sequences, the GP allows us to
specify a covariance function that defines the degree of correlation between the observations dependent on the observation
index, temperature, and spatial coordinates. Specifically we
use a radial basis function (RBF) for covariance on the following form
!
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where = {i, t, x, y} are the covariates, and i = (i i0 )
is shorthand for the difference between i and i0 (and similarly
for t, x, and y). The signal variance is here f2 = 1 and the
noise variance term is omitted, since variance is introduced,
when mapping the GP to the prior distribution. The length
scale parameters i , t , x , and y control the degree of correlation with respect to the observation index or time, temperature, and spatial covariates respectively. The covariance
function thus describes the covariance between parameters at

two different observation indices i and i0 , and the covariance
between each pair of observations can be collected in a matrix
⌃ 2 RN ⇥N .
Since the resonance peak parameters F , ⌦, and Q are nonnegative by definition, an unconstrained Gaussian process is
not directly suited as a prior distribution. To handle this constraint and provide a large degree of flexibility in the prior
specification, we use a warped Gaussian process, in which
the parameter we model is related to the GP prior through a
parameterised link function. As the treatment is identical for
the three model parameters, in the following we will use H
to denote one of the three parameters. We thus have the relation that `(H) = h is distributed according to a GP with
zero mean and covariance as described above. Here `(·) is a
strictly increasing link function which is chosen such that its
inverse ` 1 (·) maps the Normal distribution onto a suitable
truncated Normal distribution on the non-negative real numbers.
In particular we use the following inverse link function [9]
`

1

(h) = PH 1 Ph (h) ,

(6)

where Ph (·) is the cumulative distribution function (CDF) of
the standard Gaussian distribution [13]
✓
⇣
⌘◆
1
Ph (hi ) =
1 + erf ph2i
,
(7)
i
2

our resonator. The optimisation is run as a block coordinate
ascent, where we maximize the log-posterior objective with
respect to ⌦ and F [ Q separately in alternating order until
convergence. Convergence thresholds are set with an objective function tolerance of 0.001 and a parameter step tolerance
of 0.001, with a max of 5 · 107 function evaluations and 20
iterations per block.
3. EXPERIMENTS
All experiments are carried out using the model described
above with the governing resonance peak function in Eq. 4.
To assess the importance of modeling the correlation between
observations, we test the model with either the radial basis
function (RBF) for the kernel (referred to as GPP w. RBF
kernel) or a diagonal kernel for the covariance in the GP (referred to as GPP w. diag. kernel). With a diagonal kernel, the
model of covariance is effectively disabled, corresponding to
a standard Bayesian peak fitting model run on each observation independently.
3.1. Micro-resonator

where = b pµ2 and ↵ = a pµ2 . Since the marginal distributions of h are standard Normal, the standard Normal CDF
maps h onto a distribution with uniform marginals, and from
here the inverse CDF of the truncated Normal maps this onto
a distribution with truncated Normal marginals. The truncated Normal distribution has parameters a and b which control the upper and lower truncation points as well as µ and
which control the location and scale of the distribution.
Thus, this allows us to define the covariance of H through
the GP model while enforcing desired marginal distributions
through the link function. We use the change of variables
trick, h = C Th ⌘, from [9], where C h is the matrix square
root (Cholesky decomposition) of the GP covariance matrix,
⌃h = C h C Th . This trick ensures a simplification of the optimisation in a space of standard i.i.d. ⌘.

To demonstrate the model on realistic data under non-ideal
conditions, we apply it to a data set from an experiment with
a micro-resonator, that has been manually annotated by the
experimenter, so we can validate using the annotations as
ground truth.
The data stems from an experiment using a laser-Doppler
vibrometer (LDV) to measure the frequency response of a
micro-resonator, which is shown in Fig. 2. Here the covariates are seen as the temperature profile and spatial coordinates of the measurement points on the surface of the
resonator. While the temperature is turned up and down, the
LDV scans across the surface of the resonator, here 67 times
on a grid of 45 points leading to N = 67 ⇥ 45 = 3015
measurements. After filtering out the measurements with
low signal-to-noise-ratio (SNR) and poor conditions for the
annotator, we end up with 65 spectra and corresponding parameters manually annotated and fitted by a domain expert
among the authors. To test our model’s ability to interpolate parameters in regions with low SNR, we reintroduce 11
of the left out spectra with lowest SNR, which has indices i =
[165, 196, 617, 680, 685, 1558, 1591, 2009, 2025, 2875, 2920].
None of these has annotated parameters provided and are not
used for comparison in Tab. 1.

2.4. Optimisation

3.2. Choice of prior parameters

The MAP estimates are computed through standard numerical
gradient constrained optimisation using fmincon in MATLAB. To get a warm start we set our initial F to the maximum magnitudes in each spectra, ⌦ to the corresponding frequencies and all Q to 300 based on the usual Q-values of

The model specification and parameter values are decided
upon given a mix of prior knowledge and statistical measures easily obtained from the data. The noise is modelled
through the normal likelihood, with ✏ = 2.969 · 10 5 being the average standard deviation of spectral regions away

where i is the ith diagonal element of ⌃h . PH 1 (·) is the
inverse CDF of the truncated Normal distribution [13]
✓
◆
p
1
1
PH (⇠) = µ +
2erf
⇠ erf( ) + (1 ⇠) erf(↵) , (8)

(a) Micro-resonator data

(b) Synthetic data
Fig. 2. (a) Data from real experiment with micro-resonator. (b) Data generated from model with RBF kernel. Both data sets
use the same covariates, y, where the spatial (x and y) is represented by the euclidean distance to the attachment point of
the resonator in (a) as the 2nd to rightmost plots. In the rightmost plot we show the temperature (t) growing linearly with
the temporal (i) changes as seen in the leftmost labels. In the leftmost columns, the full spectrograms are presented with ⌦
estimates on top, using black circles for RBF kernel model, white triangles for diag. kernel model, red squares for initial ⌦ and
blue dots for true parameters. A subset of spectra are stacked and aligned in the 3 plots to the right of these with resonance peak
shapes (in black dotted lines) generated from Eq. 4 with the parameter estimates.

To validate the inference procedure and demonstrate the benefit of the warped Gaussian process for modeling correlations
in the resonance peak parameters in spectra with low SNR,
we generate 10 synthetic data sets from the model using the
same prior parameters and RBFpkernel, but double the noise
variance, ✏ = 4.198 · 10 5 = 2 · 2.969 · 10 5 . Results for
one of these are shown in Fig. 2.b and the summarised error
statistics for all in Tab. 1.
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3.3. Validation on synthetic data
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from peaks. For the length scales we chose values in the
range of the covariates and for all 3 parameters (F, ⌦, Q)
they are the same [ x , y , t , i ] = [1, 1, 15, 1000], except
for ⌦, which has [ x , y ] = 1016 to avoid effects from the
measurement position on the resonance frequency, which
should not be correlated for this kind of resonator. For the
truncated normal priors over ⌦ we use µ⌦ = 50.647 kHz
based on the mean of our initial resonance frequencies,
⌦ = 5.3672 kHz, which is half width of our frequency
range and [a⌦ , b⌦ ] = [45.217, 55.736] kHz, which is the
frequency range with 1% margin. Similar for F we use the
mean, minimum and maximum of the magnitude spectra to
set [µF , F , aF , bF ] = [4.3951 · 10 4 , 10 2 , 10 10 , 10 3 ].
Based on our prior knowledge for ranges in Q given this
kind of resonator, we set the distribution parameters to
[µQ , Q , aQ , bQ ] = [500, 100, 10, 1000].
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4. RESULTS AND DISCUSSION

Fig. 3. (a.) Expert annotations (x-axis) plotted against MAP
parameter estimates for the real data. (b.) The true generated
parameters (x-axis) plotted against MAP parameter estimates
for the generated data set seen in Fig. 2.b. A good estimator
has points close to and along the blue diagonal. The yellow
lines mark µ for each corresponding prior.

In Fig. 2 we see how for both real and generated data sets, the
GPP w. RBF kernel leads to MAP estimates of all parameters
following the global shape of the spectra interpolating coherent peak shapes through all measurements, even when SNR
is too low to spot the peak out of context. We also see how
the model with a diagonal kernel tends to get stuck at local
minima, near the initial starting points, which is not the case
when using the RBF kernel. This suggest, that utilizing the
underlying structure of the experiment given by the relation
between the covariates in the experiment and parameters in
the governing function, can improve the model performance.
This is especially the case, when the SNR is low and or some
spectra are missing, where the GPP exhibits interpolating behaviour.
In Fig. 3, we see how the model with RBF kernel gives
estimates of ⌦ close to ground truth for both the synthetic
and real data. Both models estimate Q parameters lower than
the ground truth, but inspection of how well the peak shapes
fit the spectra in Fig. 2 reveals how the annotated Q’s seems
overestimated in comparison to our to model estimates.
For synthetic data we see in Table 1 how the model
achieves MAP estimates closest to the ground truth ⌦ when

using the RBF kernel, but is better at estimating Q, when
using the diagonal kernel.
As seen in Fig. 3, both models tend to over- or underestimate the Q parameters. This could be due to using a wrong
likelihood for modeling real data, which is not necessarily
shaped according to the ideal driven damped resonator used
in these models. The background noise level seems to have
a trend shifting the spectra up, which is not modelled by our
likelihood and can for our constant noise model only be alleviated by lowering the Q. We wish to model the background
noise as well with warped GP priors.
The quality factor, Q, is often hard to estimate using only
the magnitude spectra. Other literature [5, 12] suggest fitting the slope of the phase at the peak location, to estimate
the Q. Given that our model can estimate ⌦ very well, our
model could work as a precursor for this in future work. Furthermore we will like to investigate the use of a MetropolisHastings algorithm and Gibbs sampling for uncertainty estimates on the parameters allowing for the design of an efficient user-annotation scheme and choice of prior parameters
by Bayesian optimisation.

Real data

5

F̂ [10 ]
ˆ [102 ]
⌦
Q̂ [102 ]

Synthetic data

GPP w. RBF ⌃

GPP w. diag. ⌃

GPP w. RBF ⌃

GPP w. diag. ⌃

RMSE

MAE

RMSE

MAE

RMSE

MAE

RMSE

MAE

9.701
0.213
1.297

6.080
0.154
0.847

2.339
0.209
1.281

1.736
0.146
0.722

1.002(331)
9.743(3.596)
2.066(483)

0.673(228)
5.085(2.076)
1.451(395)

1.123(394)
23.54(7.88)
1.011(210)

0.704(240)
15.95(6.39)
0.686(136)

Table 1. For 10 synthetic data sets (right) and one real (left) the performance is reported in root mean squared error (RMSE)
and mean absolute error (MAE between the ground truth and MAP estimates for the 65 spectra with high SNR. Standard errors
are in parentheses and lowest non-overlapping errors in bold.
5. CONCLUSION
From experiments with our proposed Bayesian model, we can
conclude, that the model is appropriate and efficient for generative modelling of the magnitude spectra of the frequency response of micro-resonators. Using a Bayesian formulation of
the model, we can introduce regularisation towards expected
parameters and enforce non-negativity through the the truncated priors. Introducing covariance between function parameters through the warped GP prior, helps interpolating model
parameters in areas with low SNR. Furthermore some experiments showed improvement in model performance, when using the warped GP priors and a proper kernel function relating covariates to the governing function parameters, thereby
utilizing the underlying structure of the experiment. The proposed model shows the potential of being applied in various
different fields of research that require tracking of peaks in
low SNR and characterization of materials.
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